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Abstract

Four methods for calculation of the classical free energy of crystalline systems are

compared with respect to their efficiency and accuracy. Two of the methods involve

thermodynamic integration along an unphysical path (λ integration, λI) and two in-

volve integration in temperature from the low-temperature harmonic limit (T integra-

tion, TI). Specifically, the methods considered are: (1) Frenkel-Ladd integration from

a non-interacting Einstein crystal reference (ECR-λI); (2) conventional integration in

temperature (Conv-TI); (3) integration from an interacting quasi-harmonic reference

(QHR-λI); and (4) temperature integration using harmonically-mapped averaging to

evaluate the integrand (HMA-TI). The latter two methods are “harmonically assisted,”

meaning that they exploit the harmonic nature of the crystal to greatly reduce fluctu-

ations in the relevant averages. This feature allows them to deliver a result of much

higher precision for a given computational effort, compared to ECR-λI and Conv-TI,

and with no less accuracy. Regarding the harmonically assisted methods, HMA-TI has

several advantages over QHR-λI with respect to the simplicity of the integration path
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(which promotes a more accurate result), ease of implementation, and usefulness of the

data recorded along the integration path.

1 Introduction

A longstanding goal of condensed matter physics is the reliable prediction of material prop-

erties from first principles. Such capabilities are most advanced for crystalline systems,

where density functional theory has proven to be quite effective at characterizing electronic

structure, which governs interatomic interactions. These first-principles calculations can be

useful in a variety of contexts: they can form the foundation of efforts to design materials

having targeted properties; they can provide information about behavior at conditions that

are not accessible to experiment, such as those at the Earth’s core; they can provide a de-

tailed microscope of atomistic and electronic behavior to advance understanding of material

behavior. Indeed, the capacity to compute properties with minimal or no experimental input

is a transformative capability, one that is unfolding right now.

Properties of crystalline materials depend crucially on the packing arrangement of the

molecules or atoms that form them, i.e., the crystal structure, such that almost every prac-

tical use of a crystalline material hinges on its crystal structure as much as its chemical

composition. Accordingly, any comprehensive capability to predict material properties from

first principles must encompass prediction of the crystal structure. Such capabilities, in turn,

rely on knowledge of the thermodynamic free energy (FE), which at a given thermodynamic

state will be a minimum for the stable crystalline form.

Calculation of the FE is more complicated than calculation of other properties. All FE

methods are based on relating the FE of the system of interest (the target) to that of a

system of known FE (the reference), with the primary outcome of the calculation being

the difference in FE between these systems.1,2 Almost always, the configurations important

to the target and reference do not coincide, so sampling of both is required—or perhaps
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more, with sampling of a sequence of states joining them.3 The desired FE difference is then

evaluated via FE perturbation or integration methods,4,5 or sometimes by visited-states

approaches such as expanded ensembles6 or metadynamics.7 FE integration approaches are

often used due to their simplicity and reliability. The integration can be performed along a

physical or an unphysical (e.g., Hamiltonian-based) path — usually called thermodynamic

integration (TI) and λ integration (λI), respectively.5 Regardless, when performed in the

context of first-principles methods, efficiency of the FE method is extremely important, and

can be decisive in determining whether calculation of the FE—and hence identification of

the stable crystal—is viable at all.

Crystalline systems offer the tremendous advantage (relative to amorphous or fluid sys-

tems) that the atoms are localized at well defined positions (defects notwithstanding). Con-

sequently, analytic methods can be applied to estimate their properties with good accuracy.

These techniques start with the perfect-lattice energy, and describe the potential-energy

surface via a second-order (harmonic) Taylor expansion of each atom about its assigned

site. The subsequent development yielding the FE within this approximation is tedious but

tractable, and can be made particularly efficient by exploiting lattice symmetries. Although

not of interest to the FE calculation, the technique is capable of yielding a solution for

the classical equations of motion, so this general approach is known as lattice dynamics

(LD).8,9 The treatment is applied for a given volume. To incorporate pressure or volumetric

effects, the analysis is performed as a function of density, and the equilibrium density can

be evaluated by minimizing the Gibbs FE for a given pressure. This extension is known

as quasi-harmonic lattice dynamics; the “quasi-harmonic” label is often used to refer to the

general harmonic treatment, even when volumetric effects are not at issue.

At sufficiently low temperature, the assumptions underlying LD are valid, and the FE

obtained from it is often a very good approximation to the true FE. However, for increasing

temperature, the LD estimate begins to fail in a way that significantly impacts evaluation

of crystal stability, and consequently it becomes necessary to evaluate the anharmonic con-
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tributions to the FE. Still, the harmonic system provides an excellent reference on which

to base the calculation of the fully anharmonic FE via the approach outlined above. For

example, a “direct” approach to employ the harmonic system as a reference is to use TI

technique along an isochore, starting from near-zero Kelvin (at which the system behaves

harmonically) to the desired temperature. This method is called conventional TI (Conv-TI)

in this study and has been used to get the anharmonic FE of different systems.10–14 The

Conv-TI method collects averages that differ little (albeit significantly) from those given

by LD, and without special accommodation the precision of these averages is overwhelmed

by the imprecision introduced by the already-well-characterized harmonic behavior. As a

consequence, much more sampling is required to obtain results to a useful level of precision,

contributing greatly to the inefficiency of the calculation. Another widely used choice (due

to its simplicity) is an Einstein-crystal reference (ECR), which is composed of independent

harmonic oscillators. An unphysical λI path is used to connect the ECR to the actual sys-

tem, hence it is called here ECR-λI. Although the method is used routinely to compute the

FE of classical crystals,1,15–18 it suffers from lack of efficiency (as we show in this study),

along with other technical issues (see Sec. 4).

Presently there exist two methods that are designed to exploit the near-harmonic charac-

ter of crystals while evaluating their fully anharmonic FE via TI/λI, methods that we might

describe as “harmonically assisted.” The first one is like ECR-λI, except that the interacting

quasiharmonic model (instead of ECR) is used as a reference, hence we call it the QHR-λI

method. This approach has been used to study both classical19 and ab initio models,20

and it can be formulated to provide the anharmonic contribution to the FE without loss of

precision due to the harmonic behavior. The other method, harmonically-mapped averaging

(HMA), has been recently introduced21 as a means to measure material properties (including

FE) via molecular simulation with order(s) of magnitude greater efficiency than standard

techniques.

It is the aim of this paper to examine the relative efficiency of these approaches; for
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context, we also examine the Conv-TI and ECR-λI methods. Another interesting method,

reverse energy partitioning, was recently introduced22 as a technique for the crystalline FE.

It is not based on thermodynamic integration, and while it uses a harmonic reference it is not

formulated as harmonically assisted in the sense defined here. Given its qualitative novelty

it is worth examining in more detail, but as we are focused on integration methods we do

not include it in this comparison.

While our study is motivated by applications based on first-principles methods, the choice

of molecular model is not an essential element of the comparison, so we perform the study

using more computationally tractable empirical force-fields, specifically the Lennard-Jones

(LJ) potential and the long-range empirical potential (LREP) model of copper.23

In the next section we review the methods examined in this work. We then provide

details of the calculations in Sec. 3, and present and discuss our results in Sec. 4 before

concluding in Sec. 5.

2 Free-energy methods

The Helmholtz FE A(T, V ) for a crystal of N atoms at a temperature T and volume V can

be separated into component parts along the lines discussed above:

A(T, V ) = Aig(T ) + U lat(V ) + Aqh(T, V ) + Aah(T, V ), (1)

where U lat is the interatomic energy of the perfect lattice, Aqh is the vibrational contribution

to the FE as given by the quasi-harmonic treatment, and Aah is the anharmonic contribution.

The ideal-gas contribution Aig includes density-independent terms such as those from the

momentum degrees of freedom; it is unimportant for phase-equilibrium calculations (being

the same in all phases) and will be neglected here. The electronic degrees of freedom can

introduce another contribution, and this should be included in any calculation based on a

first-principles framework; in the present study we will not include these effects. The lattice
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energy U lat is straightforward to evaluate, and the quasiharmonic contribution Aqh is given

by well-documented formulas8,9 that we need not reproduce here. The present focus is on

evaluation of the anharmonic contribution Aah(T, V ).

2.1 Quasi-harmonic reference – λ integration (QHR-λI)

This approach defines a reversible thermodynamic path in terms of a parameter λ that causes

the interatomic potential to vary smoothly from that for the harmonic reference U lat+Uqh(r),

at λ = 0, to that for the target U(r), at λ = 1. Using a linear dependence, the potential

energy along the path is given by

Uλ(r) = U lat + Uqh(r) + λ∆U(r), (2a)

which defines

∆U(r) = U(r)−
(
U lat + Uqh(r)

)
. (2b)

The anharmonic contribution to the FE is then given by

βAah(T, V ) =

∫ 1

0

〈β∆U〉λ dλ (3)

where the angle brackets indicate a canonical-ensemble average at T and V for the system

having potential Uλ; also β = 1/kBT , where kB is Boltzmann’s constant.

This is our first example of a harmonically assisted FE method. The key point is that

∆U(r) will be a small quantity to the extent that the target potential U(r) is well described

by its harmonic approximation U lat + Uqh(r). More important, the average 〈∆U〉λ is not

subject to fluctuation from the harmonic contributions to the potential, so it may be obtained

to good precision with relatively little sampling.

A complicating element of the QHR-λI approach is the need to sample configurations us-

ing a potential different from the one defining the system of interest. Additional coding may
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therefore be required to implement the explicit harmonic component of Uλ, and additional

computational effort must be expended to evaluate this term.

The QHR-λI approach (and ECR-λI, see Sec. 2.4) has a considerable flaw in principle

that seems to be not so serious in practice. The integrand 〈∆U〉λ diverges at λ = 0, because

the harmonic potential sampled there does not prevent the occurrence of configurations

where the atoms overlap, corresponding to a divergent ∆U , at least for some molecular

models,20,24 including LJ (see Sec. 4). The divergence is integrable in Eq. 3, but the feature

tends to introduce considerable curvature in the integrand on approach of λ = 0, making

the quadrature less accurate. This behavior can be alleviated by rescaling the coordinates

to yield a more linear form. To this end, we define the following scaling, which is motivated

by the LJ integrand trend (divergence from linearity as λ→ 0),

λ̃ = λ− a

λ+ b
, (4a)

ỹ(λ̃) =

(
1 +

a

(λ(λ̃) + b)2

)−1
〈β∆U〉λ(λ̃) . (4b)

The necessary integral is then given by

βAah(T, V ) =

∫ 1−a/(1+b)

−a/b
ỹ(λ̃)dλ̃. (4c)

The constants a and b are selected to produce more linear behavior in ỹ(λ̃).

Another alternative (which we adopt in ECR-λI for LJ) to avoid divergence due to atom

overlaps is to use a two-step approach in which an intermediate system, composed of both

reference and target, is used. Although it may be necessary to use this approach if strong

divergence exists, we find that single-step QHR-λI with the above rescaling is sufficient for

the LJ model, or even with no rescaling for the LREP model.
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2.2 Conventional averaging – Temperature integration (Conv-TI)

A more natural approach to evaluation of Aah(T, V ) involves integration in temperature from

a low-temperature limit where the harmonic approximation becomes increasingly accurate.

The relevant expression is

βAah(T ) = −
∫ T

0

1

kBT̂ 2

(
〈U〉T̂ − U

lat − d

2
(N − 1)kBT̂

)
dT̂ , (5)

where d(N − 1) is the total number of degrees of freedom and the angle brackets 〈. . . 〉T̂

indicate a canonical-ensemble average at temperature T̂ . The integrand involves subtraction

of the average energy for the harmonic system, which eliminates a divergent contribution to

the integral for T̂ → 0. Although removed on average, this divergence introduces a significant

uncertainty in the integral, as the fluctuations in U are much larger than its difference with

U lat + d
2
(N − 1)kBT̂ . In this formulation, the nearly-harmonic behavior of the system is not

exploited to remove these fluctuations, so we do not classify this approach as harmonically

assisted. The obvious remedy is to average
〈
U − (U lat + Uqh)

〉
T̂

instead (i.e., the ∆U defined

in Eq. 2); but this is not helpful because
〈
Uqh
〉
T̂
6= d

2
(N − 1)kBT̂ when averaged according

to the target-system energy U , so we would not know what to add to the average to obtain

the correct Aah.

2.3 Harmonically-mapped averaging – Temperature integration

(HMA-TI)

It is possible to devise an average that yields the correct anharmonic contribution to the

energy, but its form is not obvious. We developed such a result recently when we intro-

duced the mapped-averaging framework for deriving alternative formulations of ensemble

averages.21,25 The appropriate expression is

βAah(T ) = −
∫ T

0

1

kBT̂ 2

〈
U − U lat +

1

2
F ·∆r

〉
T̂

dT̂ , (6)
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where F is the dN -dimensional vector of forces on all atoms, and ∆r is a vector describing

the displacement of all atoms from their respective lattice sites R; i.e. ∆r ≡ r−R.

For any configuration r, U(r)−U lat + 1
2
F(r) ·∆r will deviate from zero to the extent the

system is anharmonic, so for a nearly harmonic system it will be small, and the fluctuations

in its averages will not include fluctuations in the harmonic contribution to U . This approach

is therefore a harmonically assisted method. The force F required for the calculation is the

same as that needed to propagate molecular dynamics (MD) trajectories, which means that

it is coded into most molecular simulation software and moreover, the availability of force

values as a byproduct of the MD integration can be exploited to minimize the computational

cost of the average in Eq. 6.

The integrand of Eq. 6 must be evaluated in the limit of T̂ → 0. A series expansion of this

quantity about T̂ = 0 finds that the leading-order term goes as T̂−1/2, and hence diverges

in the limit. However, the coefficient multiplying this dependence is a sum involving third

derivatives of the energy with respect to the displacements ∆r. This sum is an odd function

of the displacements, so it averages to zero in Eq. 6 and thereby voids the T̂−1/2 divergence.

The next term in the expansion is of order T̂ 0 (i.e., independent of T̂ ), with a coefficient

depending on the fourth coordinate derivatives, and the square of the third derivatives. This

averages to a constant, causing the integrand in Eq. 6 to approach a finite limit for T̂ → 0.

Although the integrand is well-behaved in the zero-temperature limit, when it is evaluated

by molecular simulation, the T̂−1/2 term that averages to zero nevertheless introduces a

T̂−1/2 divergence of the uncertainty in the average. This complication could be eliminated

by exploiting the fact that the divergent contribution to the average is odd in ∆r—it can

be canceled by averaging the contribution from each configuration with that from a partner

configuration obtained by reflecting all atoms about their respective lattice sites. In practice,

however, we find that such steps are not needed, and that for HMA-TI we can determine the

integrand with good precision sufficiently close to T̂ = 0 to allow an accurate and precise

extrapolation to the limit; the issue is more serious for Conv-TI, but we do not attempt to
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address it because that approach is not preferred.

2.4 Einstein crystal reference – λ integration (ECR-λI)

This approach, popularly known as the Frenkel-Ladd method,15 differs from the others in

that the reference is not an interacting harmonic crystal, but instead is an Einstein crystal

(EC) of independent harmonic oscillators. The potential energy of the EC system is defined

by

UEC(r) = kE∆r2, (7)

where kE is the force constant of each oscillator, and ∆r2 = ∆r · ∆r gives the sum of the

squared displacements of all atoms from their lattice sites. To avoid divergence problems

due to net drift when the target system is sampled,2 all simulations are performed with the

center-of-mass (COM) fixed. The FE of the EC system can be then written as

βAEC =
d

2
(N − 1) ln

(
βkE
π

)
− d

2
lnN + ln ρ, (8)

where β ≡ 1/kBT . The first term is the FE with the COM fixed and the last two terms

correspond to the COM contribution.26

As with the QHR-λI method, use of a direct path between EC and the target system

suffers from divergence problems, again due to the possibility of overlap between atoms

when the EC system is sampled (at least for some models,2,24 including LJ: see Sec. 4).

One approach to suppress this problem is to increase kE; however, both reference and target

systems will visit very different configurations and hence the method becomes less efficient.

In addition, the probability of atom overlaps will still be finite. To solve this problem a

two-step approach is adopted in which an intermediate hybrid system of EC plus the target

is introduced, known as the interacting EC.27 The FE of the target system is then expressed

as

βA = βU lat + βAEC + β∆A1 + β∆A2, (9)
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where ∆A1 is the FE difference between the EC and the hybrid, and ∆A2 is the FE difference

between the hybrid and target systems. The first step is computed using FE perturbation:

β∆A1 = − ln
〈
e−β(U−U

lat)
〉
EC
, (10)

where the angle brackets 〈. . . 〉EC indicate an ensemble average while sampling the EC con-

figurations. Then, ∆A2 is computed using thermodynamic integration in λ, with U (λ) given

by

U (λ) = (1− λ) (U + UEC) + λU. (11)

The corresponding FE difference between λ = 0 and λ = 1 is

β∆A2 = −βkE
∫ 1

0

〈
∆r2

〉
λ

dλ. (12)

Instead of directly evaluating this integral, it is more accurate to use the following rescaling

(which is motivated by the analytically known mean squared displacement function of the

EC system):2,27

λ̃ = ln (λkE + c) , (13a)

ỹ = β (λkE + c)
〈
∆r2

〉
λ
, (13b)

where c is an adjustable parameter, chosen such that the total uncertainty is minimum and

ỹ is a smooth function. The FE difference ∆A2 can be computed using

β∆A2 = −
∫ ln(c+kE)

ln c

ỹ(λ̃) dλ̃. (13c)

The spring constant kE must be chosen large enough such that the FE perturbation (step

1) does not fail due to large fluctuations in U . At the same time, while increasing kE makes

step 1 easier (smaller uncertainty for a given CPU time), step 2 becomes more difficult as a
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larger number of λ̃ points will be needed to evaluate the ∆A2 integral, due to the expanded

range of λkE. Hence, the force constant has to be chosen such that the computational effort

is allocated fairly between steps 1 and 2.

One might note that at the lower limit of the integral (λ = 0, λ̃ = ln c), the energy in

Eq. (11) is dominated by UEC (assuming kE is large) and consequently ỹ at this point will

tend toward being independent of T , approaching 3Nc/2kE for large kE.

Interestingly, the LREP model does not suffer from the divergence of the integrand and

hence a direct path from the EC system to the target system is sufficient,

U (λ) = (1− λ)UEC + λU. (14)

The FE difference (apart from the U lat) between both systems is given by,

β∆A =

∫ 1

0

β
〈
U − UEC

〉
λ

dλ, (15)

with no need for rescaling along the path.

Other choices are possible to construct an ECR-λI path that has minimal curvature,

including methods that start with a non-linear transformation, rather than the linear forms

given by Eqs. (11) and (14). Such a path was developed in a very different context by

Marsalek et al.28 using knowledge of the approximate harmonic behavior of the system

under study. The aim of any such treatment is to improve the convenience of the calculation

while helping to ensure it provides an accurate result. The precision of the calculation is

however largely unaffected by these choices, as the uncertainty is independent of the number

of quadrature points if a fixed total computational effort is allocated optimally.29
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3 Computation details

3.1 Models

We demonstrate the FE comparisons with application to both two-body and multi-body

potentials: the LJ model is used to represent the former, while a LREP model of copper23

is used as the latter. The LJ energy is defined as the sum over ij pairs:

ULJ = 4εLJ
∑
i<j

[(
σLJ
rij

)12

−
(
σLJ
rij

)6
]

(16)

where σLJ and εLJ are the LJ size and energy parameters (σLJ and εLJ/kB are set to unity),

respectively, and rij is the pair separation. The LJ potential is truncated here at a cutoff

distance of rcut = 3.0ρ−1/3 for all calculations. The LREP model is given by

ULREP =
∑
i<j

V (rij) +
∑
i

Ui (17)

where V (rij) and Ui are the pair and n-body (or embedding) functions, respectively. The

two-body contribution is given by the following spherical potential,

V (r) =

 (r − rc1)m (c0 + c1r + ...+ c4r
4) , r ≤ rc1

0, r > rc1

(18)

where rc1,m, c0, c1, c2, c3, and c4 are adjustable parameters. The embedding function is

defined as,

Ui = −√ρi, (19)
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where ρi is the electron charge density and given by,

ρi =
∑
j 6=i

φ (rij) , (20)

with the function φ defined as

φ (r) =

 α (r − rc2)n exp
[
−β
(
r
r0
− 1
)]
, r ≤ rc2

0, r > rc2

(21)

where α, β, r0, rc2, and n are adjustable parameters. The specific values of the LREP param-

eters of Cu are from Ref. 23.

3.2 Simulations

The thermodynamic averages are computed in the canonical-ensemble (NVT) using standard

Metropolis Monte Carlo (MC) simulations for the LJ system and the hybrid MC (HMC)

method30 for the Cu LREP model. The crystal structure for both systems is perfect face-

centered-cubic (FCC) with system size N = 500 atoms. Two isochores are considered for the

LJ system, ρ = 1.0 and ρ = 1.2, with melting temperatures Tmelt = 0.930 and 2.615, respec-

tively.31 Similarly, two isochores are considered for the Cu system: zero-pressure isochore

(V0 = a30/4; with lattice constant a0 = 3.61Å at room temperature23) and 0.8V0 isochore,

with melting temperatures 1357.77 and 2567.79 K, respectively.32

For the LJ system, 107 MC trial steps are used to collect data (each 500 MC steps), after

2× 106 steps of equilibration. The size of the MC displacement trial is tuned such that the

acceptance probability is about 50%.

For the HMC simulations, microcanonical-ensemble (NVE) molecular dynamics (MD)

simulation is performed for nMD steps, after which the new configuration is accepted or

rejected based on the standard Metropolis MC scheme of the total energy. For both cases, the

momenta are directly resampled from the Boltzmann distribution of the desired temperature.
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A value of nMD = 5 steps was found to give acceptance probability of ∼ 90% when using a

time step of size ∆t = 5.0 (4.0) fs for V = V0 (0.8V0) isochores. A total of 105 MD steps

were used to collect data, after 2 × 104 steps for equilibration. The data were collected

every nMD MD steps to ensure efficiency of data collection. Note that HMC simulation does

not suffer from convergence issues related to step size like other thermostats (e.g. Andersen

and/or Langevin); ∆t (and nMD) can be chosen arbitrarily large, as long as the acceptance

probability is reasonable.

The uncertainties (stochastic errors) were estimated using the block averaging technique

(using 100 blocks), with the method of Kolafa33 employed to account for any small correlation

between adjacent blocks. A confidence limit of 68% (i.e. ±1.0σ) is adopted to define the

error bars. The difficulty D (Eq. 22) was computed using equal number of MD/MC steps

for each state along the path because the uncertainty did not show much variation along

the path. An exception for this is ECR-λI with the LJ model in which D was computed as

if an optimum simulation effort was allocated to steps 1 and 2 to minimize the total error

for a given total effort. All simulations were performed on the Center for Computational

Research (CCR) cluster using the Etomica molecular simulation package.34

3.3 Path parameters

For the λI paths, we integrate the data according to Eqs. 3, 4, 13c, or 15 (as appropriate

to the path) using Simpson’s rule. This requires we use an odd number of evenly spaced

quadrature points. One might turn to the trapezoid rule to allow greater flexibility in the

number of spacing of the points. However, we find that for a given number of quadrature

points Nλ, application of the trapezoid rule introduces inaccuracies in the integral that

significantly exceed the uncertainty.

For the LJ system a scaling (λ→ λ̃) is needed to improve the integrand curvature, while

the raw LREP data show smooth behavior and scaling is not required. The specification of

the scaled λ̃ for the LJ system is described by the following parameters. For the QHR-λI
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method, a suitable form of a is found to be a2T
2; with a2 = 0.009 (0.001) for ρ = 1.0 (1.2).

An appropriate value for the constant b is 0.1 for all T and ρ examined in this work. For the

ECR-λI approach, the force constant kE is chosen such that the total error from steps 1 and

2 is minimum (as long as the FE perturbation, step 1, does not fail). The optimum values

are kE = 1000 (2500) for ρ = 1.0 (1.2). The constant c is chosen to reduce curvature; a value

of c = exp (2.5) is found to be appropriate for both densities. Integration is performed over

the full range specified by the corresponding integrals (i.e., no extrapolation is performed).

We emphasize that the use of the scaling is mainly toward improving the performance of

the λ-integration methods, and in principle it does not affect the correctness of the results.

Scaling allows the integrand to adopt a smoother shape, thereby requiring fewer points for

an accurate quadrature.

For the TI paths, we fit the anharmonic FE integrand versus T (Eq. 5 or 6) using a

polynomial function of order np. The parameter np is chosen to reduce the deviation of the

data from the fitting function without overfitting the data in relation to their uncertainties;

the χ2 statistic is used to quantify this deviation.

4 Results and discussion

We begin by examining the integrand for each of the methods studied here, and related to

that, the convergence of the numerical integration with respect to the number of quadrature

points. Data for the LJ calculations are shown in Fig. 1, and those for LREP are presented in

Fig. 2. In each figure, the top-row panels (a), (b), and (c) show, respectively, the integrand

for the two λI paths and the TI path (which is the same for both Conv-TI and HMA-

TI). Each panel presents data for two or more state conditions, plotting the integrand for

different temperatures and/or densities, as indicated. The anharmonic FE obtained by

integrating these functions is presented in the corresponding bottom-row panels, (d), (e), and

(f), showing how the integral depends on Nλ, the number of quadrature points (presented
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versus 1/Nλ, so Nλ → ∞ is on the left). The convergence of βAah/N is demonstrated

in this manner for one of the states presented in the top-row panels—for this purpose we

choose the melting temperature at a selected density, representing a “worst-case” condition

for application of the harmonically assisted methods. Thus, in each figure all three of the

bottom panels are presenting the same quantity, but computed in different ways; also, they

use the same scale for the ordinate, so they are directly comparable.
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Figure 1: (Color online) Integrand and integrals for the various paths, in application to
the LJ model. The ECR-λI path (first column) corresponds to Eq. 13; the QHR-λI path
(middle column) corresponds to Eq. 3 (labeled “no scaling”) and Eq. 4 (labeled “with
scaling”); temperature-integration path (last column) corresponds to Eq. 5 (Conv-TI) and
Eq. 6 (HMA-TI). Lines in panel (c) show the 3rd-order polynomial fit of the HMA-TI data
(which are also shown but are not easily seen because their scatter and error bars are too
small to be easily discerned on the scale of the plot). Panels in bottom row show
convergence of the integral with respect to the number of integrand points Nλ, presented
such that Nλ →∞ is the zero of the bottom axis. Dotted horizontal line in each
bottom-row panel shows the best estimate of βAah/N for the state condition, as given by
the value from HMA-TI for Nλ = 80. In all plots, error bars represent 68% confidence
limits.

The first column in each figure shows data for the ECR-λI path. We see in (a) that

the integrand exhibits a moderate amount of curvature, with a shape that is insensitive to

density and temperature; this behavior is seen for both the LJ and LREP potentials. There
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Figure 2: (Color online) Same as Fig 1, but for the LREP model. No scaling is employed
for both λI methods: the ECR-λI path corresponds to Eq. 15 and the QHR-λI path
corresponds to Eq. 3. Lines in panel (c) show 3rd- and 5th-order polynomial fits of the
HMA-TI data at V0 and 0.8V0, respectively.

is an inflection near the midpoint, so the curvature on each end is of opposite sign and the

discretization errors in the integration will tend to cancel. The Nλ dependence of the integral

is shown below the integrand panel, in panel (d). We see that convergence is achieved with

about 10 points, while a 5-point quadrature produces an integral that is inaccurate by many

times the uncertainty.

Behavior for the QHR-λI path (Eqs. 2-3) is presented in the middle column of Figs. 1 and

2, panels (b) and (e). Here, we see differences for the LJ and LREP potentials, so we will

discuss them separately. First, the LJ model: for low temperature, the integrand is linear

over the full range of λ, while at higher temperature it gains substantial curvature near

λ = 0 as the harmonic reference becomes more likely to sample configurations corresponding

to strong overlap of the target potential. The ad hoc scaling scheme (Eq. 4) is shown to

be effective in rendering a linear form for the integrand at the higher temperature. As

shown in panel (e) of Fig. 1, this transformation significantly enhances the convergence of
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the quadrature, allowing an accurate value to be obtained with about 10 integrand points

(although differing by more than the 68% confidence limits, it is plausible that they agree

within uncertainty), compared to the 20-40 needed without scaling.

Turning now to QHR-λI for the LREP model, Fig. 2, here the integrand remains linear on

approach to λ = 0. The LREP potential has a much softer core than LJ, so the overlap that

can occur when sampling the harmonic reference does not produce the large contribution to

∆U (Eq. 2b) as it does for LJ. Consequently, we do not need to apply the scaling scheme

to improve convergence with Nλ. There is however significant curvature near λ = 1, which

is not seen in the LJ application. The overestimation of the LREP energy by the harmonic

approximation (i.e, the negative integrand seen here but not in LJ) produces a tendency

for curvature in this regime of λ — upon approach to λ = 1 the increasing influence of

the LREP potential on sampling allows atoms to explore positions farther from their lattice

sites (because U < Uqh), further revealing the overestimate of the harmonic approximation.

The effect is exacerbated with the larger displacements seen at higher temperature and the

stronger interactions at lower volume. We do not attempt to linearize the integrand with a

scaling transformation, and panel (e) shows convergence with about 10 quadrature points,

about the same as for QHR-λI applied to LJ with integrand scaling.

Finally, panels (c) and (f) in each figure show results for the TI path, where data are

presented for both the Conv-TI (Eq. 5) and HMA-TI (Eq. 6) methods. The clear advantage

of HMA-TI is seen by its much smaller error bars, both for the integrand values and the

anharmonic FE derived from them. For the LJ system, 2nd- and 3rd-order polynomials

provide a suitable fit of the Conv-TI and HMA-TI integrands, respectively, over the whole

temperature range. A similar polynomial order was used for the LREP at V = V0, while for

the denser state (V = 0.8V0) higher orders (3rd and 5th) were needed for the Conv-TI and

HMA-TI methods, respectively. The reduced χ2 for all these fittings ranges between 0.5 to

1. The integrand has a smooth dependence on T , and consequently the integral is insensitive

to the number of points used for the fit, with 5 points providing a value of Aah/N that is
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statistically equivalent to that from 80 points (panel (f)). The growth of the uncertainties

in the HMA-TI integrand upon approach to T = 0 is barely noticeable on the scale of the

plot (panel (c)), and extrapolation to the zero-temperature limit is accomplished without

difficulty.

As an aside, we should point out that the question of convergence with respect to Nλ

is defined only in the context of the uncertainty of the result. We ascertain convergence by

finding the minimum value of Nλ above which the integral varies with Nλ by no more than

its uncertainty. If our data were less precise, then we would declare convergence for smaller

Nλ than reported here (and conversely if given more precise data). Grabowski et al.20 for ex-

ample declared convergence of their QHR-λI calculation of the FE of aluminum for Nλ = 5.

Their anharmonic FE values were given with an uncertainty of at least 30%, whereas the

present FE results are given to about 0.3% (the difference is largely due to our use of inex-

pensive empirical force-field models compared to their very expensive first-principles density

functional theory methods, as well eight years worth of advances in computing power). Cor-

respondingly, the tolerance for convergence of the integral with Nλ is more stringent here.

The mutual consistency of the FE values as obtained via the four paths is demonstrated

in Figs. 3 and 4. Here we have the FE of the each model as a function of temperature for

a single isoschore. To allow the small differences to be discerned, all data are presented

as the difference at each temperature with respect to the FE given by the HMA-TI path.

We see from the plots that all FE values from the different methods are in good statistical

agreement, although the precision obtained from each method varies considerably from one

choice of path to another. One should keep in mind that the errors in the TI-path results

are cumulative, and errors in FE values at different temperatures are correlated. This effect

causes the noise in the Conv-TI FE data to be much smaller than their error bars. In contrast,

the λI-path data are all mutually independent, so their fluctuation from one temperature to

another is consistent with their indicated uncertainties.

Having established that each method can provide correct results, we can now turn to the
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question of their relative efficiency. This effort required to produce a stochastic average to a

given precision is quantified by the “difficulty” D, defined29

D = t1/2σ, (22)

where t is the CPU time required to produce an average with uncertainty σ. The difficulty

is asymptotically independent of the amount of sampling, and it provides a good basis for

comparison of methods—a method with a smaller difficulty means that less CPU time is

required to obtain a given precision, and hence the method is more efficient. Moreover, the

optimal difficulty of a quantity evaluated by numerical integration is independent of the

number of quadrature or fitting points used to describe the integrand29 (only the accuracy

is affected by this). Consequently, we do not need to account for this variable in comparing

the efficiency of the methods.

Still, comparison of difficulty values can be imperfect or ambiguous, and some interpre-

tation may be required. In the present case, we examine the difficulty for evaluation of

βAah/N for a given temperature and density. The λI-path methods provide this value by

integration along an unphysical path, and thus they provide no information beyond that

value of βAah/N . In contrast, the TI-path methods provide the FE not only for the targeted

temperature but for all lower temperatures as well, which of course is potentially useful in-

formation. Nevertheless, for the present analysis we will discount this advantage held by the

TI-path methods, and compare difficulty values for evaluation of βAah/N at a single state

point.

The comparison of the difficulty values is made in Figs. 5 and 6. These are presented as

D2, which is proportional to the CPU time required to obtain the FE to a given precision.

For the TI methods, an appropriate fitting order was chosen for each temperature used to

generate these plots — the orders vary from 1 to 3 and from 1 to 5 (depending on the method

and state) for LJ and LREP, respectively. The advantage provided to the harmonically

22



0 0.2 0.4 0.6 0.8 1
T/T

melt

10
-6

10
-5

10
-4

10
-3

10
-2

C
P

U
 t

im
e
 ×

σ
2 β
A

/N  
  

(s
e
c
)

ρ = 1.0

ρ = 1.2

ECR-λI

Conv-TI

QHR-λI

HMA-TI

LJ

Figure 5: (Color online) Square of the computational difficulty (D2, defined in Eq. 22), for
the different FE methods in application to the LJ model.

0 0.2 0.4 0.6 0.8 1
T/T

melt

10
-5

10
-4

10
-3

10
-2

10
-1

C
P

U
 t

im
e
 ×

σ
2 β
A

/N  
  
(s

e
c
)

V = V
0

V = 0.8 V
0

Conv-TI

ECR-λI
QHR-λI

HMA-TI

LREP

Figure 6: (Color online) Same as Fig. 5, but for the LREP model.

23



assisted methods is clear, with speed-ups of one to three orders of magnitude being observed,

depending on the model, state, and methods being compared. Even at melting, where the

harmonic assistance is least helpful, the HMA-TI method is 30 to 50 times faster than the

non-assisted methods at delivering the FE to a given precision. Regarding the harmonically

assisted methods themselves, the QHR-λI path suffers in comparison to HMA-TI in efficiency

of calculating a single FE value largely because of its need to compute the harmonic reference

energy (Uqh in Eq. 2b) whenever contributing to the average. Performance is particularly

weak in application to the LREP model at higher temperatures, where QHR-λI fails to

outperform even ECR-λI.

Table 1: Summary of strengths and weaknesses of FE methods. The issues referenced in
the first column correspond to those enumerated in Sec. 5. For each method column, the
symbols + and − indicate whether the issue is a relative strength or weakness
(respectively) for the method.

Not harmonically assisted Harmonically assisted

Issue ECR-λI Conv-TI QHR-λI HMA-TI

(a) Precision − − + +

(b) Path data − + − +

(c) Path simplicity − + − +

(d) Extra calculation − + − +

(e) T = 0 stability + − − −

(f) Software-ready − + − +

(g) Accuracy − + + +

(h) Fixing COM − + − +

(i) Hard potentials + + − −
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5 Conclusions

To summarize, the considerations involved in evaluating the appeal of one method over

another include the following (see Table 1):

(a) The ability to deliver the FE to a given precision with minimal computational effort.

This is the primary feature offered by the harmonically assisted methods.

(b) The potential usefulness of data obtained at states along the path to the target state.

The TI-path methods provide data for physically meaningful conditions up to the tem-

perature of interest, while the states traversed in the λI paths are unphysical.

(c) The need to accommodate awkward features in the integration path, and related to this,

the ability to perform the necessary quadrature without particular concern whether suf-

ficient Nλ are being used. The QHR-λI integrand diverges at λ = 0 for some potentials,

and it is prone to significant curvature at λ = 1. The ECR-λI integrand also has trouble

at λ = 0, and in many cases a FE perturbation step is needed to bridge the gap to finite

λ.

(d) The need to calculate quantities that are not of intrinsic interest when computing the

integrand. The QHR-λI method requires calculation of Uqh, which is not useful in itself,

while HMA-TI requires the forces, which are available already if doing MD.

(e) The ability to handle phases that are vibrationally unstable at T = 0 (imaginary phonon

modes). The harmonically assisted methods (in addition to Conv-TI) rely on a stable

harmonic reference to provide the FE, while the ECR-λI method does not. This problem

can be circumvented, but it requires introduction of constraints or use of a special path,

e.g., a transformation to another crystal (which can be performed with harmonically

assisted methods). Another alternative is to use ECR-λI to compute the FE at one

state and then use HMA-TI to integrate along the thermodynamic variables of interest.
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In a related vein, at low temperatures poorly formulated molecular models can exhibit

awkward features in the T path, requiring many extra integration steps to yield an

accurate result (in a manner similar to point (c)). This is an issue apart from the

question of stability. For such models λI methods are expected to be inefficient in these

regimes as well.

(f) The ability to implement the method using a typical molecular simulation software

package without significant modifications. Both of the λI-path methods cannot be im-

plemented on many packages without adding code to compute the harmonic reference

energy.

(g) We have not examined this point in detail here, but in other work21 we have shown that

the anharmonic contribution to the FE is much more robust with respect to inaccura-

cies from finite-size effects and finite time-step errors, and it equilibrates more quickly.

Methods that compute the FE based on the anharmonic behavior directly therefore have

an advantage in these respects.

(h) The requirement of fixing the COM. Both λI methods require fixing the COM to avoid

divergence in the integrand due to net drift when the target system is sampled. However,

for the TI methods fixing the COM is not essential — the integrand is independent of

whether it is fixed or not.

(i) Soft versus hard potentials. While the focus here is on realistic potentials having rela-

tively soft repulsive cores, it is worth pointing out that harmonically assisted approaches

cannot be applied if the molecular model is not differentiable, as is the case for models

having hard repulsive cores or discontinuous attraction. This limitation is not shared by

ECR-λI and Conv-TI (the latter assuming that the FE can be given at some T by an-

other means). While QHR-λI requires a twice-differentiable potential, HMA-TI requires

only a single derivative of the potential (again assuming a reference FE is given without

appealing to a harmonic reference); this distinction is hardly relevant however, as the
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cases where these issues arise are almost always in relation to discontinuous potentials

(e.g., the square-well model), where all derivatives are problematic. For these cases,

ECR-λI is again one of several FE methods that might be applied.35

Apart from the above, the HMA-TI method is one of a larger class of methods that al-

low harmonically assisted evaluation of first- and second-derivative properties.21 This means

that once a precise FE is obtained at a temperature and density, the harmonically assisted

averages can be evaluated with comparable efficiency to determine FE values at other tem-

peratures and densities. The λI methods cannot be extended in an analogous way (of course,

HMA methods can be applied starting from a FE obtained by QHR-λI).

Our general conclusion is that HMA-TI offers many advantages relative to alternative

methods for evaluation of crystalline free energies. It effectively exploits the approximate

harmonic nature of the crystal to yield a value for the FE with great efficiency. It operates in

the a larger context of HMA methods for evaluating properties, so effort made to implement

it can find use for evaluating other properties as well. In work to be reported elsewhere, we

have found HMA-TI to be effective in application to FE calculation for models of metallic

crystals based on density functional theory, so its success is not dependent on the use of

force-field models.

On the other hand, it remains to be seen whether HMA methods will remain effective

when applied to molecular crystals and systems with other complexities not explored here.

Extension of HMA to molecular crystals is likely to meet with mixed degrees of effectiveness,

depending on the nature of the constituent molecule and its packing structure. We anticipate

it will work best for rigid molecules that are tightly packed, and for which the baseline

harmonic treatment therefore provides a reasonable reference for the mapped average. In

contrast, we anticipate poorer effectiveness in application to flexible molecules crystallized

in structures where they can move somewhat freely. Further study is needed to explore these

questions.

Otherwise, our broader experience with the HMA approach so far indicates that it should
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be given strong consideration as the method of choice for conducting FE and equilibrium

property calculations for crystalline systems.
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