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Abstract 

In recent years, the number of devices accessing wireless services has 

increased exponentially; as a result, a large number of often heteroge-

neous devices compete for access to the same limited available spectral 

resources in order to satisfy their traffic requirements. This competi-

tion could not have been more evident than in the unlicensed 2.4/5 

GHz bands. Despite new spectrum bands (e.g., 60 GHz band) be-

coming available, the benefits (e.g., low-cost access, extended range, 

non-LoS communication) of operating in the 2.4/5 GHz unlicensed 

bands are expected to keep their popularity intact. Consequently, 

the critical challenge to all the network service providers that cater 

wireless services in these bands is to find novel ways to judiciously 

manage the available (unlicensed) spectral resources, while ensuring 

that: (i) all users get sufficient bandwidth to satisfy their traffic de-

mand and (ii) there is no wastage/under-utilization of the available 

spectral resources. 

In this dissertation, we identify two popular types of wireless net-

work deployments that often suffer significant performance degrada-

tion, and can benefit from efficient spectral resource provisioning in 

the unlicensed band. We then propose novel solutions to optimize 

their spectral resource utilization and improve their overall network 

performance. Our proposed solutions are backed by strong theoretical 

frameworks, yet practically-implementable, standard-compliant, and 

readily deployable over the existing wireless network stack without 

any changes. 

In the first part of the dissertation, we focus on WLAN deployments 

in large enterprises and high-density venues, where thousands of de-

xiii 



vices, many running high bandwidth applications (e.g., video stream-

ing, VR/AR applications), simultaneously access the available Wi-Fi 

services. We show that the traditional WLAN architecture that pro-

vides static spectral resource assignment is ill-equipped to handle oc-

casional surges in the user-traffic, and more importantly suffers due to 

the spatial-temporal changes in the traffic patterns. To alleviate these 

problems, we propose AmorFi, an amorphous WLAN architecture 

with the ability to dynamically (re-)provision the available spectrum 

resources to address traffic surges and the spatial-temporal changes 

in the user-traffic demands. Our evaluations show that AmorFi can 

guarantee 1.5x-2x improved throughput performance than the tradi-

tional WLANs. 

In the second part of the dissertation, we focus on the recently in-

troduced LTE deployments in the unlicensed spectrum. Since LTE 

was envisioned to operate in the licensed band, free from any exter-

nal interference, it was never designed to share its available spectral 

resources with other radio access technologies. However, its recent ad-

vent into the unlicensed band, where it shares the spectrum with the 

incumbent Wi-Fi, creates a conflict between the asynchronous inter-

ference present in the unlicensed band and LTEs scheduled, and syn-

chronous channel access, that can result in massive under-utilization/wastage 

of the spectral resources. Consequently, we propose BLU and ELI, 

two novel systems that aim to empower LTE networks operating in 

the unlicensed spectrum with interference awareness to ensure op-

timal utilization of the available spectral resources. BLU and ELI 

individually provide up to 2x improved performance (throughput and 

resource utilization) when compared to existing interference-agnostic 

LTE networks. 
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1 

Introduction 

“When wireless is fully applied the earth, will be converted into a huge 

brain, capable of response in every one of its part.” 

– Nikola Tesla, 1926. 

The wireless technology has evolved over the years to become today the main-

stream form of communication. Quite evidently, the number of wireless devices 

used by people has been increasing exponentially. By 2021, according to industry 

estimates, there will be around 12 billion mobile-connected devices globally, gen-

erating ≈ 49 exabytes of data per month [2]. While from a user’s point-of-view 

this rapid ”wirelessization” has made communications simpler and convenient, 

from the technological point-of-view it has led to severe competition among many 

heterogeneous wireless devices to access the same limited spectrum. With the up-

coming 5G standard envisioning to connect virtually every device around us, the 

competition to access the available spectral resources is expected to only worsen 

further. The severity of this competition cannot be more evident than in the 

popular unlicensed 2.4/5 GHz bands. Despite newer spectral bands (e.g., 28/60 

GHz) being introduced, the benefits (e.g., low-cost access, extended range, non-

LoS communication) of operating in the unlicensed 2.4/5 GHz bands are expected 

to keep their popularity intact. In addition, these bands of unlicensed spectrum 

where Wi-Fi has traditionally dominated are all set to welcome LTE (e.g., LTE-

U/LTE-LAA/MulteFire), to co-operate with the incumbent Wi-Fi [10, 11, 76], 

further crowding this space. Consequently, the biggest challenge for the network 

1 



1. INTRODUCTION 

service providers catering wireless services in these bands is finding novel ways for 

judicious utilization of these spectral resources while ensuring that: (a) all the 

nodes in the network get sufficient spectral resources allocated to satisfy their 

traffic demands, and (b) there is no wastage/under-utilization of the available 

spectrum. 

In this dissertation, we first identify two popular types of wireless network de-

ployments that often suffer significant performance degradations, and can benefit 

from efficient spectral resource provisioning in the unlicensed bands. We then 

propose novel solutions that can optimize their spectral resource utilization, and 

in-turn improve their overall network performance. 

In the first part of this dissertation, we focus on the WLANs deployed in large 

enterprises and high density venues, and in the second part, we focus on the LTE 

networks operating in the unlicensed spectrum. 

1.1 WLANs in Large Enterprises and High Den-

sity Venues 

In this modern age, people expect to have ubiquitous wireless connectivity wher-

ever they go. Whether it is hotels, convention centers, airports, museums, or 

stadiums, having a reliable and secure Wi-Fi service has become more of a neces-

sity, rather than luxury. In fact, many of these business establishments use their 

Wi-Fi network to offer a variety of services to customers in order to make their 

visit pleasurable. E.g., Levi’s and Barclay’s stadiums use their Wi-Fi networks to 

offer services like: (a) notifying users about their seating information (b) online 

food and beverage purchasing (c) offering instant video replays, and (d) notifying 

offers on merchandize [7]. 

However, the underlying requirement for all such Wi-Fi services to succeed 

is to first establish an efficient WLAN infrastructure with sufficient capacity so 

that each user is assured of sufficient channel bandwidth to satisfy her traffic 

requirements. Unfortunately, the current WLAN architecture does not necessarily 

offer such guarantees. 

2 



1. INTRODUCTION 

Figure 1.1: Current State-of-the-art WLAN deployment. 

1.1.1 Current WLAN Deployments 

Deploying WLANs in large enterprises and high density venues begins with a 

detailed survey done by network architects. Various parameters like floor plan, 

physical structures, venue capacity (number of people), estimated per-user traffic 

demand, RF propagation patterns are taken into account. Once the design is 

ready, the network service providers deploy the Access Points (AP). In order to 

ensure that they maximize channel/spatial re-use, most of the network service 

providers deploy WLANs consisting of small cells. Figure 1.1 depicts a state-of-

the art WLAN deployment as prescribed by the a leading Wi-Fi service provider 

– Cisco [3]. The circles indicate the interference range of each deployed AP. 

The color of each circle represents a unique channel used in 2.4 GHz (three non-

overlapping channel, hence three colors used) and the channels used in 5 GHz 

are explicitly mentioned (e.g., ch 149, 136, etc). As seen, the APs that are in 

each other’s interference range use a unique operating channel. The density of 

APs deployed on such mutually non-interfering channels determine the WLAN 

capacity. 

However, despite employing such an elaborate process, the current practice of 

deploying WLANs is fraught with many disadvantages. 

3 



1. INTRODUCTION 

1.1.2 Disadvantages of current WLAN deployments 

Static capacity deployment: Current WLAN capacity is planned based on the es-

timated user bandwidth requirements. Consequently, traffic surges that exceed 

the planned capacity will invariably affect the performance of the WLAN. While 

minor traffic fluctuations can be addressed using effective load balancing tech-

niques, the large traffic surges can only be addressed by increasing the capacity 

of the WLAN. This will require installing additional APs, which currently can-

not be done in an ad hoc manner. Additionally, any spatio-temporal change in 

traffic patterns cannot be addressed with the current static set-up. For instance 

there can be short intervals in which traffic increases significantly (e.g., during 

game breaks), or there can be certain pockets of the venue where traffic is con-

centrated (e.g., near food courts during game intervals). In order to circumvent 

this problem, venue owners often deploy WLANs keeping in mind the worst case 

scenario. While this approach might address the overall traffic surges, it results 

in significant increases in maintenance and operational cost. 

Network-level broadcast traffic: The second disadvantage is caused due to the cur-

rent WLANs inability to support network-level broadcast traffic. In case the 

venue needs to stream the data throughout its network, the only possible way for 

it to happen in the current WLAN design is to let each AP broadcast the same 

data in their cell. This results in broadcast traffic competing with the unicast 

flows of each AP. Traditional WLANs are known to exhibit many problems asso-

ciated with broadcast traffic especially when it coexists with unicast applications 

such as e-mail and social media [31]. Also, since broadcast traffic is essentially 

the same data transmitted to all users, it should ideally cost a constant spectral 

resource across the entire network. However, in the present set-up, each AP is 

forced to allocate a part of its spectral resource separately for broadcast, which 

on aggregate, across all APs, results in redundant spectral resource allocation. 

The important question we ask here is: Can we satisfy worst-case traffic 

demands with average-case provisioning by allowing WLANs to change their ca-

pacity distribution in real time and support a heterogeneous mix of unicast (e.g., 

file download) and broadcast (e.g., live TV) applications? To answer this in the 

affirmative, this dissertation draws inspiration from a popular concept in cellular 
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industry - cloud radio access networks or C-RANs, to propose AmorFi. AmorFi 

is a first-of-its-kind C-RAN-based WLAN that adapts itself to cater to ebbs and 

flows of the user traffic demands (both unicast and broadcast). As we discuss later 

in chapter 2, AmorFi can manage the spectral resources judiciously to deliver up 

to 2x (throughput) performance gains than any traditional WLAN set-ups. 

1.2 LTE in Unlicensed Spectrum 

Offering ubiquitous wireless connectivity cannot be possible without the cellular 

technology. LTE, which forms one of the corner-stones of the upcoming 5G 

standard, boasts of having close to 2.1 billion subscriptions (in Q1, 2017) across 

the globe [4]. With the upcoming 5G standard, it is expected to add more than 

half a billion subscriptions by 2022, with a population coverage of 15 percent [4]. 

Many surveys point out that LTE small cells that operate in licensed bands have 

very good stability in providing the satisfied user quality of experience, especially 

in high load scenarios when compared to Wi-Fi small cells [9]. However, when it 

comes to LTE’s operations in the unlicensed spectrum, the same cannot be said. 

As we discuss below, LTE’s operational mechanisms could potentially result in 

spectral resource mismanagement/under-utilization in the unlicensed spectrum, 

leading to poor performance. 

Unlike Wi-Fi, LTE has traditionally been operated in licensed bands where 

network operators buy a chunk of the available spectrum and operate exclusively 

in that spectrum. Additionally, the overall functioning of LTE differs from Wi-Fi 

in many ways. The stark contrast is that, while Wi-Fi allows for every node to 

compete for the spectral resources, LTE relies on its eNodeB (eNB) to explicitly 

allocate the spectral resources to each client (UE), based on the client’s traffic 

requirements. The idea behind LTE’s centralized spectral resource allocation is 

to ensure fairness in resource distribution and also to have an effective spectral 

resource management. 

Since LTE has traditionally operated exclusively in licensed bands, it had the 

liberty to optimize its spectral resource usage without having to worry about 

any external interference. However, the recent foray of LTE into the unlicensed 

spectrum has required LTE to adapt itself to co-exist with other radio access 
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technologies (e.g., Wi-Fi) that are the incumbent to the unlicensed band. Con-

sequently, an LTE node operating in the unlicensed spectrum is required to im-

plement an asynchronous channel access mechanism (Listen Before Talk – LBT) 

that includes both energy sensing (CCA) and back-off to ensure fair co-existence 

with the incumbent WiFi. However, as we discuss below, LBT mechanism in the 

presence of interference can often lead to spectrum resource under-utilization. 

1.2.1 Need for Interference Awareness 

As is the case with any access technology, to operate efficiently in the unlicensed 

spectrum, LTE needs to intelligently pick a channel and then operate efficiently 

within the selected channel. While this problem is similar to that in WiFi, LTE’s 

inherent transmission characteristics, makes designing a LTE-specific solution 

highly challenging. WiFi employs an asynchronous and distributed access mech-

anism, where every node is individually responsible to scan the channels in its 

vicinity and make independent access decisions based on perceived interference. 

In contrast, while both eNB and clients perform LBT, LTE mandates the eNB 

to schedule channel access to each of its clients (UEs) both on the downlink (DL) 

and uplink (UL) (see Fig. 1.2). Such an eNB-controlled approach delivers op-

timal performance gains for LTE in licensed spectrum that is free of external 

interference. However, in unlicensed spectrum, it leads to lack of visibility into 

channel (interference) state at the clients, resulting in collisions on the DL, and 

spectrum under-utilization on the UL (Fig. 1.2). This coupled with LTE’s longer 

transmission durations of 2-10 ms [8, 11] (compared to WiFi’s transmission du-

ration), along with its lack of interference avoidance mechanisms (e.g. WiFi’s 

RTS/CTS), can degrade its performance significantly when the interfering nodes 

are hidden from the eNB. As we show later in chapters 3, 4, the performance 

degradation for LTE from such hidden terminals can be twice as much as that 

experienced by WiFi. While introducing interference avoidance techniques (sim-

ilar to WiFi’s RTS/CTS) and reducing transmission durations can alleviate the 

impact of such interference, this would require changes to the LTE specifica-

tion – a major road-block to practical realization. In contrast, we focus on the 

root-cause for this magnified impact of interference, namely LTE’s eNB-driven 
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Figure 1.2: Illustration of eNB Sub-Frames (SF) colliding on DL; On UL client backs-
off due to HT activity causing spectrum under-utilization. 

channel access procedure, which lacks information on the interference perceived 

by its clients. Consequently, any solution to tackle this problem should start 

by equipping the eNB with the ability to detect and estimate interference at its 

clients. 

1.3 Summary of Contributions 

In this dissertation, we concentrate on enhancing the performance of WLANs 

and LTE networks in unlicensed spectrum through efficient spectrum resource 

provisioning. First, we propose AmorFi, an amorphous WLAN design to dy-

namically redistribute capacity (spectrum resources) based on the variations in 

the user-traffic demands, and support unicast as well as network-level broadcast 

traffic – a first for WLANs. Second, for LTE networks that operate in unlicensed 

spectrum, we proposes BLU and ELI; two systems that introduce interference 

awareness and dynamic channel selection for eNBs, to minimize spectrum under-

utilization/wastage due to interference. 

Below, we discuss some of the technical contributions of the three proposed 

systems. 
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1.3.1 AmorFi 

AmorFi is a first-of-its kind WLAN system that is inspired by the concept of 

Cloud Radio Access Network (C-RAN) in the cellular domain. The core idea in 

a C-RAN is to decouple radio frequency transmissions from baseband process-

ing units (BPU, or Wi-Fi Access Points). This allows for multiple light-weight 

remote radio heads (RRHs) to be deployed for RF transmission, while the base-

band processing is handled in a central processing cluster (i.e., a data center). 

The RRHs and the processing cluster is connected via a low-delay optical fiber 

network called the C-RAN front-haul. Through software-defined access (SDA), 

re-programs the C-RAN front-haul, to create different cell configurations in real 

time. Key challenge here is orchestrating the C-RAN front-haul in real time to 

track and adapt to the spatio-temporal traffic fluctuations, so as to maximize the 

supported traffic demand (unicast and broadcast traffic). In designing AmorFi, 

we leverage the full potential of the C-RAN architecture for WLAN and make 

the following key contributions. 

Designing algorithms to determine the optimal fronthaul configurations: Interfer-

ence across Wi-Fi APs (cells) is managed through CSMA and channel assignment. 

The latter is a hard problem in itself and requires taking into account interfer-

ence conflicts between APs. The amorphous notion of cells in AmorFi makes 

this problem even more challenging. Further, we address an inherent tradeoff 

between wide-area coverage (useful for broadcast traffic efficiency) and spatial 

reuse (useful for unicast throughput) in determining the optimal configuration. 

AmorFi employs efficient algorithms to address this tradeoff and not only max-

imizes the traffic that can be supported, but also does so in an energy-efficient 

manner, employing a few baseband processing units (BPUs). 

Deploying AmorFi in practice: This is challenging due to the lack of SDA support 

in today’s WLANs. SDA requires AmorFi to re-map the signals on the fly from 

any AP (BPU) to any remote antenna (RRH), with negligible latency. We realize 

this in the analog domain using RF-over-fiber technology and use an optical switch 

to apply the desired fronthaul configurations in real time. Using a testbed of four 

APs and four RRHs, we comprehensively evaluate AmorFi for both unicast and 

broadcast (video) applications. Our results indicate that AmorFi delivers twice 

8 



1. INTRODUCTION 

the throughput supported by baseline schemes and supports a higher quality 

broadcast video. We also complement our testbed evaluations with large-scale 

simulations to demonstrate AmorFi’s performance in larger deployments. A case 

study with IEEE Globecom 2003 attendance data reveals that AmorFi increases 

the median user throughput by more than 100%. 

1.3.2 BLU 

Primarily, BLU focuses on realizing concurrency gains offered by LTE’s syn-

chronous transmissions in the uplink, in the presence of interference caused by hid-

den terminals. Here, the challenge is to minimize the wastage/under-utilization 

of spectral resources (Refer Fig 1.2) during uplink transmissions. At the heart of 

its design, BLU aims to speculatively (over-)schedule its clients (on the uplink) to 

cope with un-predictable (stochastic) interference from hidden terminals. How-

ever, incorrect (over-)scheduling can lead to situations where originally scheduled, 

as well as, over-scheduled clients both transmit on the same spectral resource si-

multaneously, leading to collisions, and wastage of the spectrum. Therefore, the 

challenges are: (i) how to determine which set of clients can be over-scheduled 

jointly for both SISO and MU-MIMO (assuming M antenna eNB, and single 

antenna clients) transmissions on UL to increase utilization? (ii) how does the 

scheduler adapt its mechanisms to incorporate this paradigm to increase its effi-

ciency while still adhering to its fairness principles? In this regard, BLU makes 

two important contributions: 

(1) To avoid wrong decisions and determine the correct set of clients that need 

to be jointly over-scheduled, one needs the joint (stochastic) distribution of ac-

cess from these clients. This poses a scalability problem in collecting appropriate 

measurements needed to capture this joint distribution of all possible [1, fM ]-

tuple clients (scales exponentially in M as O(N fM )), and is even infeasible in 

some cases with large M . BLU addresses this key challenge through a scalable, 

novel framework that blue-prints the source interference experienced by the clients 

(from hidden terminals) through a graphical structure. The latter estimates the 

set of hidden terminals in the network, along with their access distributions and 

impact on specific clients to a high degree of accuracy from only pair-wise access 
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distributions of clients. This in turn results in a fixed (w.r.t. M), significantly 

reduced measurement overhead that scales as O(N2)) and does not depend on the 

concurrency of transmissions (M). More importantly, the blue-printed interfer-

ence structure captures all the interference dependencies between different hidden 

terminals and the clients and hence makes it possible to infer the higher-order 

joint access distributions of all clients. 

(2) Using the joint access information of its clients, BLU transforms the proportional-

fair (PF) scheduling algorithms employed in eNBs today into speculative schedul-

ing algorithms that leverage interference diversity to increase spectrum utilization 

for both SISO and MU-MIMO transmissions on the uplink, while still adhering 

to the PF principle. 

(3) BLU is readily compatible with LTE specifications. We build a version of 

BLU using WARP SDRs as eNB and clients (running LTE release 10), and eval-

uate its performance in an enterprise environment. Our test-bed experiments are 

supplemented with a larger scale emulation on larger traces collected from the 

test-bed as well NS3 simulations. Our evaluations reveal that BLU is able to in-

fer the interference topology with a high median accuracy of over 90% with just 

pair-wise client access measurements. This allows BLU’s speculative scheduler 

to yield a substantial gain of 1.5-2× in both utilization and throughput over to-

day’s schedulers for SISO and MU-MIMO, thereby helping retain the concurrency 

benefits of LTE in unlicensed spectrum. 

1.3.3 ELI 

While BLU concentrates on minimizing under-utilization of the spectrum by spec-

ulatively over-scheduling clients on the UL, ELI extends the idea of empowering 

LTE with interference awareness to dynamically (at macro time scales) select a 

channel that can guarantee the eNB its best performance. Additionally, ELI im-

plements a speculative PF scheduler for DL traffic, which BLU does not worry 

about. BLU and ELI complement each other to provide a complete solution for 

DL and UL traffic, alongwith proposing a dynamic channel selection technique 

for selecting an operating channel. 
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The concept of dynamically switching the operating channel to a better chan-

nel is not new and has been in practice in Wi-Fi APs. However, when it comes to 

LTE, the operational mechanisms of LTE make implementing dynamic channel 

selection challenging. The hardest part is measuring interference across all the 

different channels in the unlicensed band with minimal overhead. ELI employs a 

two-step solution to achieve this. First, it reduces the number of channels that 

need to be measured by half, while still obtaining the desired interference infor-

mation on all channels. It does this by intelligently leveraging LTE’s OFDMA 

capability to concurrently transmit on fine-grained spectral resources (LTE re-

source blocks) within a channel, to measure interference on two channels simulta-

neously, while incurring the measurement overhead of a single channel. Second, 

it samples only a fraction of clients for whom interference needs to be estimated 

on each channel, while still obtaining the desired information for all the clients. 

Here, it leverages the diversity of interference (hidden terminals) across chan-

nels to spatially cluster clients with the same interference statistics. Finally, ELI 

leverages the collected interference statistics of all the clients on all channels, 

to (i) dynamically select an unlicensed channel (at coarse time scales, secs-min) 

that has minimal impact from hidden terminals on its clients; and (ii) within the 

chosen channel, transform the proportionally-fair (PF) scheduler at eNB into an 

interference-aware PF scheduler that accounts for the true channel state of the 

clients at fine time scales (milliseconds) in its channel access (scheduling). 

1.4 Roadmap 

This dissertation consists of 5 chapters. After introduction, chapter 2 introduces 

the idea behind AmorFi’s design, and gives a detailed background on the con-

cept of C-RANs and their benefits. Subsequently, the chapter details the design, 

implementation, and evaluation of AmorFi, in that order. In chapter 3, the disser-

tation hops onto LTE networks in unlicensed spectrum, where it introduces BLU. 

This chapter presents a detailed background on LTE in unlicensed spectrum, and 

the need for bringing interference awareness into LTE. Subsequently, BLU’s de-

sign, implementation, and evaluations are discussed, followed by a summary of 

BLU’s contributions. Chapter 4, introduces ELI. First, the chapter discusses the 
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need for dynamic channel allocation in LTE, and following that, discusses the 

design, implementation and evaluation of ELI. Finally, chapter 5 concludes this 

dissertation and discusses the future work. 
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AmorFi: Amorphous WiFi 

Networks for High-density 

Deployments 

2.1 Introduction 

This chapter introduces our first system – AmorFi , which aims to improve 

performance of WLANs in large enterprises and high density venues. The goal of 

AmorFi is to dynamically adapt the capacity (channel bandwidth) provisioning 

in WLANs. 

The core idea of AmorFi is inspired by the C-RAN, which allows us to de-

couple radio frequency transmissions from baseband processing. This allows for 

multiple light-weight remote radio heads (RRHs) to be deployed for RF trans-

mission, while the baseband processing is handled in a central processing cluster 

(i.e., a data center). The RRHs and the processing cluster are connected via 

a low-delay optical fiber network called the C-RAN front-haul (see Figure 2.1). 

The front-haul is the critical component that defines how the baseband process-

ing units (BPUs) are mapped to RRHs, thus defining the capacity distribution 

across the network. 

A given RRH supports simultaneous mappings from multiple BPUs. In a 

C-RAN-based WLAN, this would mean that multiple APs (acting as BPUs) can 

be mapped to the same RRH albeit on orthogonal channels. Note that since 

13 



2. AMORFI: AMORPHOUS WiFi NETWORKS FOR 
HIGH-DENSITY DEPLOYMENTS 

the C-RAN decouples an AP’s capacity from its actual physical location, any 

AP can be mapped to any set of RRHs (not possible in a traditional WLAN). 

Thus, the C-RAN architecture allows dynamic re-purposing of capacity through 

appropriate re-configuration of the front-haul, thereby obviating the need for 

worst-case provisioning. 

A Unique Benefit for WiFi: Unlike a cellular network, wherein each base 

station and user can communicate on multiple channels concurrently (i.e., carrier 

aggregation), this is not possible in WLANs. Even if latest WiFi clients support 

channel bonding up to 160 MHz in the 5 GHz band with 802.11ac APs, the legacy 

ones (11a/b/g/n clients) support 40 MHz bandwidth at most. Thus, legacy clients 

limit the effective bandwidth of the AP and create a performance bottleneck, 

warranting the deployment of as many APs as needed to use up all the orthogonal 

channels in the band (i.e., worst-case provisioning). C-RAN makes it possible to 

add radio resources (on different channels) to a RRH on the fly, allowing to borrow 

capacity from under-utilized areas of the network and use it to address the traffic 

surge where needed (i.e., avoiding over-provisioning and mitigating wastage). 

Challenges: While adopting the C-RAN model in WLANs is a welcome 

step, the key challenge is orchestrating the C-RAN front-haul in real time to 

track and adapt to the spatiotemporal traffic fluctuations, so as to maximize the 

supported traffic demand. Further, with the increasing importance of wide-area 

broadcast applications (e.g., live sports replays [58]), the orchestration should 

consider unicast as well as broadcast traffic demands. While LTE has built-in 

support for wide-area broadcast [47], WiFi handles broadcast only at the cell 

level where each AP independently broadcasts the same content to its clients and 

contends for medium access (as it would for unicast traffic) [88]. If orchestrated 

properly, the front-haul has the potential to bring efficient wide-area broadcast 

support to WLANs. However, it is difficult to optimally satisfy both unicast and 

broadcast demands since each benefits from different front-haul configurations 

(detailed later in 2.2). 
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Optical front-haul 

Processing Cluster 
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BPU BPU BPU BPU 

Figure 2.1: C-RAN architecture. 

2.2 Motivation 

2.2.1 Background 

The C-RAN architecture (see Fig. 2.1) consists of the following components: 

Processing Cluster: centrally located baseband processing units (BPUs) re-

sponsible for signal processing and providing capacity. Front-haul: an optical 

fiber network that supports wavelength multiplexing to deliver the signals be-

tween the BPUs and remote antennas (RRHs), using either (a) CPRI (Common 

Public Radio Interface) - an interface standard for transmitting digitized IQ sam-

ples, or (b) RF-over-fiber, where analog RF is carried over the fiber. Remote 

Radio Heads (RRHs): light-weight antennas that convert optical signals to 

RF on the downlink (and RF to optical for uplink), providing wireless access to 

users. The front-haul is perhaps the most critical component that defines how 

the capacity of the BPUs is distributed across the RRHs. Next, we describe how 

a software programmable front-haul would help a C-RAN-based WLAN handle 

various scenarios that are challenging for traditional WLANs. 
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Figure 2.2: Repurposing capacity in C-RAN-based WLANs. 

2.2.2 Architectural Advantages 

We demonstrate the benefits of C-RAN with experiments conducted on our 

testbed (setup details deferred to 2.4) 

2.2.2.1 Repurposing Capacity 

With user mobility, the traffic demand shifts across the network, potentially cre-

ating overloaded APs as well as leaving some APs under utilized. Past solutions 

that recommend centralized WLAN [28, 29], and other resource management 

techniques [91, 92, 22, 25, 66] are mostly intended at efficient load balancing and 

mitigating resource wastage during under-utilization. In the case of high traffic 

surge at a single location, even the most optimized algorithm of a traditional 

WLAN can only handle traffic demands equal to the capacity of the AP deployed 

at that location. Traffic demands higher than the capacity of the AP is dealt with 

either admission control (rejecting some users), or by simply providing sub-par 

performance to all (or few) clients. In contrast, the C-RAN based architecture 

offers the flexibility to repurpose the capacity of lightly loaded APs in overloaded 
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areas, by converging the capacity of multiple under-utilized APs to a single lo-

cation that requires additional capacity.To illustrate this with an example, we 

conduct an experiment (Fig. 2.2), where a group of 8 users move between two lo-

cations (location 1 and location 2 ) in our testbed. We keep the users close to the 

AP to avoid poor channel quality. The maximum achievable per-user throughput 

in either location 1 or location 2 is measured to be around 60 Mbps (channel 

capacity). In the case of traditional WLANs, when all 8 users congregate at a 

single location (first in location 1 and then all move to location 2), they are all 

forced to share a single AP (one channel) - first, the AP at location 1 and then 

the AP at location 2. This results in a reduced per-user throughput of around 7.4 

Mbps. In contrast, a C-RAN based WLAN gives the flexibility to map both the 

APs to the same RRH (on two different channels), enabling both the APs to serve 

at both the locations (initially at location 1 and then at location 2), as shown 

in Fig. 2.2. This allows the users to be re-distributed over two APs resulting in 

an increased per-user throughput of ≈15 Mbps), proving that software-defined 

front-haul is essential to gracefully handle the traffic surge. 

2.2.2.2 Adaptable Coverage 

In traditional WLANs, an AP is deployed in one physical location and its coverage 

area gets defined by its transmit power. Some users may be positioned far from 

an AP and thus have low data rates (e.g., in sparse traffic areas with low AP 

density). With packet-fair scheduling in WiFi, such low rate users adversely 

impact other users served by the AP. On the other hand, C-RAN-based WLANs 

allow mapping the signal of a given AP to more than one RRH simultaneously 

creating a one (BPU)-to-many (RRH) mapping in the front-haul. Since RRHs 

are light-weight (in cost and size), they can be deployed densely. With the help of 

one-to-many front-haul mapping, each user can then be served through its closest 

RRH with high data rates. 

To understand the impact of coverage, we experiment with three APs and 

six clients. There are six candidate locations (L1-L6) to deploy the three APs 

(see Fig. 2.3). Once we choose a location for an AP, we let clients associate to 

their nearest AP and run multiple iperf sessions from each AP to its clients. We 
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Figure 2.3: Larger AP coverage in C-RAN-based WLAN. 

fix the locations that yield the best throughput for traditional WLAN (L2, L4 

and L6). For C-RAN-based WLAN, we deploy RRHs at all six locations but 

use the same three APs to drive them (see Fig 2.3 for AP-RRH mapping). We 

see that per-user throughput is higher in C-RAN since each user receives data 

via its closest RRH (enabled by one-to-many mapping). Note that this is not 

possible in traditional WLANs due to limited AP transmit power. Even with the 

same power limit on each RRH, C-RAN-based WLAN allows for larger coverage 

owing to the decoupling of APs from physical locations and the transmit diversity 

benefit from synchronous RRH transmissions. 

2.2.2.3 Efficient Network-level Synchronous Broadcast 

In addition to unicast applications, supporting broadcast applications (e.g,. live 

video) is also important in high-density venues [58]. Broadcasting MAC frames is 

inefficient in traditional WLANs due to the lack of acknowledgments and the use 

of low bitrates [31]. Even with the advances made by earlier works ([50, 31, 82]) 

and proposals by the IEEE 802.11aa amendment to 802.11 [13], broadcast trans-

mission remains at the AP-level, requiring each AP to independently broadcast 
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Figure 2.4: Network-level broadcast in C-RAN based WiFi. 

data to its clients (Fig.2.4). With AP-level broadcast, APs contend for medium 

access (similar to what they would do for unicast) even though they deliver the 

same content. On the other hand, one-to-many mapping in the C-RAN front-haul 

enables what we call network-level broadcast where an AP broadcasts content over 

a wide area (see Fig.2.4). This leads to better transmission efficiency for broad-

cast, freeing up the remaining APs to serve other applications. We note here 

that LTE already has built-in support for network-level broadcast, where base 

stations use a synchronization protocol to jointly transmit the broadcast content. 

Thus, the notion of one-to-many front-haul mappings is not as critical in cel-

lular C-RANs as it is for C-RAN-based WLANs, where the latter benefits from 

synchronization in the optical domain overcoming the lack of an existing protocol. 

2.2.3 Economic Viability 

Plethora of studies [40, 43, 41, 42] argue that the C-RAN technology thrives in 

the form of micro C-RANs for high-density venues, and is economically viable 

considering the long term operational cost benefits (up to 53%). With increasing 

number of enterprises gearing towards deploying micro C-RANs for cellular con-
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nectivity, there is a strong need for WiFi that can co-exist with and complement 

the cellular network. To this end, we believe AmorFi to be a perfect fit that 

can help create a C-RAN eco-system for all wireless connectivity. Since AmorFi 

can essentially be deployed on existing C-RAN infrastructure, the initial deploy-

ment cost can be minimal as well. Compared to traditional WLANs where low 

deployment costs are often offset by high operational costs [93, 69], a C-RAN 

based WLAN can indeed be economically beneficial for large enterprises, in the 

long run. 

2.2.4 Determining Optimal Configurations 

The true advantage of the C-RAN architecture in WLANs is SDA – orchestrat-

ing the front-haul (in software) to tailor capacity allocations based on prevailing 

traffic demands in real time. The spatiotemporal traffic variations requires con-

stant tracking of the load and choosing the appropriate configuration. With 

dynamic front-haul configurations, the interference dependencies between APs 

change, making network planning a much harder task than it is for statically-

deployed WLANs. Thus, even when the WLAN supports unicast traffic alone, it 

is challenging to come up with the optimal front-haul mapping that supports as 

much of the demand as possible. 

When a WLAN supports a mix of unicast and broadcast applications, the 

problem becomes even harder since each application type has conflicting require-

ments on the type of front-haul mapping that needs to be adopted. With one-

to-one mapping, each AP gets mapped to one RRH, creating smaller cells. This 

emphasizes spatial reuse, which increases the network capacity to support unicast 

applications. In contrast, one-to-many mapping creates larger cells (decreasing 

spatial reuse), which is important to efficiently deliver the same broadcast content 

over a wide-area. The problem is exacerbated by the clients not being able to 

seamlessly access multiple WiFi channels (unlike LTE), thereby requiring both 

unicast and broadcast applications to be delivered on the same channel (AP). 

To summarize, the key challenge in C-RAN-based WLANs is to discover the 

optimal front-haul configuration that caters to both unicast and broadcast appli-

cations and adapt the configuration based on spatiotemporal changes in traffic 
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demand. In doing so, one also has to manage interference conflicts across cells, 

which becomes harder since the cells themselves keep changing as determined by 

the front-haul. 

Lack of Existing Solutions: To the best of our knowledge, no study in the 

traditional WLAN space addresses our problem of dynamic capacity provisioning 

to support unicast and broadcast traffic. There are some cellular C-RAN studies 

that advocate software-programmable front-haul such as [89], but they are not 

directly applicable to WiFi because of the following reasons. First, while WiFi 

channel bonding may aggregate capacity to some extent, it is limited due to 

the presence of legacy clients and CSMA requiring orthogonal channels between 

neighboring APs. Thus, it is essential to map multiple APs to the same RRH 

to increase capacity and carefully assign channels to them to avoid co-channel 

interference. In contrast, cellular base stations and clients have access to all the 

channels in the spectrum; a base station can handle the traffic surge by increasing 

its bandwidth as needed (i.e., not needing channel assignment). Second, the 

lack of network-wide broadcast support in WiFi makes one-to-many front-haul 

mapping more critical than it is for cellular. Thus, one has to balance between 

supporting unicast and broadcast traffic in C-RAN-based WLANs since each 

requires different front-haul mappings. 

2.3 AmorFi: Design 

In our network model, A and R denote the set of APs (BPUs) and RRHs, re-

spectively. While RRHs act as transmit/receive points, APs provide the wire-

less capacity. We envision AmorFi to track traffic fluctuations and adapt its 

front-haul configurations (AP-RRH mappings) at the granularity of epochs where 

measurements from previous epochs serve as input to drive the optimization for 

the current epoch. (The actual value of the epoch can be in minutes and tuned 

further based on the changing traffic patterns or past knowledge.)Hence, each 

RRH r ∈ R poses (requires) a traffic demand Tr for the current epoch (based 

on a weighted average from previous epochs), which is an estimate of aggregate 

throughput requirements for all users accessing the network via RRH r. The 

function f : A → R maps each AP to zero or more RRHs; the former denotes an 
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Table 2.1: Notations used in our problem 
Symbol Type Description 

A Input The set of APs 
R Input The set of RRHs 
K Input The set of channels 
Tr Input Traffic demand of RRH r 
P Input Channel capacity of an AP (cluster) 
N Output The set of clusters 
Xik Output Binary variable denoting the assignment of 

channel k to cluster i ∈ N 
Int(i1, i2) Output Binary variable denoting that clusters i1 and i2 

interfere with each other 
S(r) Output The set clusters which include RRH r 
R(i) Output The set of RRHs contained in cluster i 

idle AP (not serving users), while the latter defines a cluster i of RRHs (where 

R(i) ∈ R), sharing the capacity P of the corresponding AP. P is estimated based 

on the aggregate throughputs delivered by the each of the RRHs in R(i) from the 

previous epoch. When a cluster i is formed for an AP, it is assigned a channel 

k ∈ K, where K is the set of channels in the WiFi spectrum. Xik = 1 captures 

this assignment (see Table 2.1 ). 

Remark: Although we do not explicitly consider external interference in our 

formulation, it must be noted that, interference estimation can be done using 

techniques described in [87, 37, 36], and the result can be easily factored in while 

determining the channel capacity of an AP (P ). 
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2.3.1 Problem Definition 
ONC : Maximize λ 

C 

such that: 
|K|X X XPikPi

(1)λr = min{1, } ≥ λ, ∀r ∈ R 
Tl

i∈S(r) k=1 
l∈R(i) 

|N| |K|XX 
(2) Xik ≤ |A|

i=1 k=1 

|K|X X 
(3) Xik ≥ 1, ∀r ∈ R 

i∈S(r) k=1 

(4)Xi1k + Xi2k ≤ 1, ∀(i1, i2) ∈ S(r), ∀r ∈ R, ∀k ∈ K, i1 =6 i2 

(5)Xi1k + Xi2k ≤ 1, ∀(i1, i2) ∈ N s.t Int(i1, i2) = 1, ∀k ∈ K 

For an easier exposition, we describe the problem formulation and our solu-

tion for addressing unicast traffic first. Then, we extend them to accommodate 

broadcast traffic as well in Section 2.3.3. For a given number of APs (radios) 

and WiFi channels, AmorFi aims to maximize the amount of traffic demand 

(unicast) that can be satisfied at each of the RRHs in the current epoch. To-

wards capturing this objective, we formulate the following optimization problem, 

(ONC: optimal network configuration), where our goal is to find the network con-

figuration (over the universe C of all configurations) that maximizes λ ∈ [0, 1]. 

We define λ to be the minimum fraction of traffic demand satisfied across all the 

RRHs in the network. A network configuration includes the AP-RRH mapping 

(determining the capacity allocation) and the channel assignment to each of the 

clusters (APs). 

The first constraint indicates that the fraction of traffic demand satisfied at 

each RRH r (denoted as λr; called traffic satisfaction metric taking into account 

all APs serving it), is greater than λ. This makes λ the minimum such value 

(that is maximized) across the network. To calculate λr, we first determine the 

channel capacity share that RRH r has (out of the cluster capacity P ), when it 

is included in a cluster together with other RRHs. Here, we assume that P is 

shared in proportion to the unicast traffic demand of each RRH in the cluster. 
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Figure 2.5: Non-contiguous vs. contiguous clustering. 

The second constraint ensures that the number of clusters generated does not 

exceed the number of APs (|A|). The third constraint ensures that all the RRHs 

(with users to serve) are covered in a cluster, and every RRH has an AP assigned. 

The fourth constraint requires that all the clusters sharing a common RRH, will 

be assigned different channels. The last constraint ensures that clusters that are 

in the interference range of each other, are not assigned the same channel. 

Remark: It is important to map an AP to a contiguous set of RRHs, i.e., 

the clustered RRHs form a connected set, where connectivity captures RRHs 

that are within range of each other. The lack of such contiguity creates two 

drawbacks: (i) Mapping an AP to RRHs that are spread across the network, 

will reduce the spatial reuse for that channel. (ii) As seen in Fig. 2.5, with non-

contiguous clusters, a mobile user experiences frequent handoffs (not desirable for 

delay-sensitive applications). A contiguous cluster creates a virtual large cell that 

reduces such disruptions. We thus require that the clusters (R(i)) be contiguous. 
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2.3.2 Algorithms in AmorFi 

2.3.2.1 Overview of Solution 

ONC requires us to solve the problems of contiguous clustering and channel as-

signment jointly. Since each individual problem is NP-hard in itself, solving them 

jointly is much harder. Hence, we aim to design efficient, yet simple algorithms 

to solve ONC with the following intuition. 

Intuition: Two parameters impact how much traffic can be supported: num-

ber of radios (APs) and channels. The number of APs control the maximum 

capacity that can be offered, and limit the number of RRH clusters that can be 

formed, while the clustering process itself determines how the available capacity 

is efficiently used (and not wasted) to satisfy the demand. When the channels are 

assigned to the clusters, they impact the supported traffic demand by a cluster, 

based on the sharing of its channel (and hence capacity) with other clusters in 

its neighborhood. While both clustering and channel assignment impact the net 

traffic served, their relative contribution to λ is biased, where clustering plays a 

bigger role. The impact of channel assignment varies with the number of chan-

nels. For example, it has little impact in 5 GHz, where many channels (nine) are 

available, making it easier for a conflict-free assignment, compared to 2.4 GHz 

(three channels), where it has appreciable impact. 

Optimization: Given this biased effect, we see that the additional gains from 

solving the two problems jointly are not appreciable to justify the high complexity. 

Hence, AmorFi decouples the clustering process from channel assignment for 

a two-step approach as follows. It solves the clustering problem first, without 

accounting for channel assignment (conflicts) between clusters (APs), to maximize 

λ. Given the clustering solution, it then assigns channels to clusters to resolve as 

many of the inter-cluster conflicts and retain as much of the λ (traffic satisfaction) 

from the clustering process (λ̂, where λ̂ ≤ λ). While this decoupled approach is 

less complex, it faces the challenge that the clustering solution that maximizes λ 

in the first step, may not contribute to a final solution (after channel assignment) 

with the best traffic satisfaction (λ̂). In other words, a clustering solution with 

a smaller λ (after clustering) could potentially incur a lower loss during channel 

assignment to yield a higher λ̂. 
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To address this challenge, AmorFi adopts an iterative optimization ap-

proach. At the start of each epoch, the controller receives the aggregate traffic 

demand of each RRH (based on estimates from previous epochs). It then runs 

the iterative optimization, where it solves a dual of the problem in each iteration 

to determine the best network-wide configuration. 

Step 1 - Initialize: Initialize λ with an upper bound (λ0) on the traffic 

demand that can be satisfied at each RRH. This represents a configuration with 

maximum spatial reuse by mapping each AP to a separate RRH. 

Step 2 - Cluster: In each iteration i, translate the λ-maximization problem 

into its dual; given a λi, determine the smallest number of APs (clusters) required 

to satisfy λi of the net traffic demand in each of the clusters. Here, impose a logical 

connectivity structure on the network of RRHs using breadth-first-search (BFS). 

The structure determines the smallest number of contiguous clusters of RRHs 

(mi) that serve at least λi of the traffic demand in each cluster. 

Step 3 - Assign Channels: Given the clusters and the available channels, 

try to find a conflict-free channel assignment. When the same channel has to 

be assigned to interfering clusters, update traffic satisfaction (λ̂ 
i) to reflect the 

reduction in capacity (due to time sharing). 

Step 4 - Iterate: Decrement λ by a small constant δ (say 0.01) for the next 

iteration (λi+1 = λi − δ) and repeat steps 2 and 3. Terminate when λ = δ. 

Step 5 - Output Configuration: Determine the network-wide configura-

tion corresponding to the highest λ̂, namely maxi{λ̂ 
i} such that number of APs 

employed mi ≤ |A|. 
The time complexity of our solu-

tion is O(I(|R|2 + |A|2), where I is the number of iterations, O(|R|2) and O(|A|2) 
are the complexities of the clustering and channel assignment components in each 

iteration, respectively. We now explain these steps in detail. 

2.3.2.2 Initialize λ (Step 1) 

At the start of an epoch t, the controller obtains traffic statistics from the previous 

epoch t − 1. Specifically, each AP a reports (i) average capacity Pa: the average 
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of all the MCSs (Modulation and Coding Scheme) used for transmissions (from 

RRHs in its cluster) to all its clients; (ii) aggregate traffic demand T a(t − 1): 

aggregate of the traffic served to all its users per unit time of the epoch t − 1; and 

(iii) number of RRHs na(t − 1) serving it. For epoch t, the controller combines 

AP reports to estimate: (i) P as the average of the capacity seen by all the active 

APs in the last epoch t − 1; and (ii) aggregate traffic demand per RRH r, Tr(t) as 

the exponentially weighted moving average of traffic demand from prior epochs, P T a(t−1)i.e. Tr(t) = α · + (1 − α) · Tr(t − 1), where α = 0.9 is the filtering a:r∈R(a) na(t−1) 

coefficient used in our implementation. 

AmorFi starts by initializing λ to the theoretical upper-bound, calculated 

as the ratio of total network capacity to the total traffic demand. The total 

network capacity is the product of the number of APs (|A|) and the average 

channel capacity (P ), assuming that every AP gets a non-overlapping channel P|R|
(upper-bound). Thus, λ0 = (P ∗ |A|)/( Tr). 

r=1 

2.3.2.3 Clustering (Step 2) 

Since the traffic requirement at an RRH r (i.e. λi · Tr, for iteration i) can be split 

and served by multiple clusters, the contiguous clustering problem to determine 

the minimum number of APs, can be optimally solved if we can construct a 

Hamiltonian cycle1 on a graph where the RRHs are the vertices (edges denote 

interfering RRHs). Such a cycle would give us the ordering in which the RRHs 

should be traversed to produce the optimal clustering. However, even determining 

the existence of a Hamiltonian cycle is NP-complete in general graphs. Hence, 

AmorFi constructs an alternate ordering by using a breadth-first search (BFS) 

traversal on the RRH graph, rooted at the RRH with the least degree. 

Algorithm: AmorFi clusters (groups) RRHs, level by level as shown in 

Fig. 2.6 (numbers in vertices represent unicast traffic demand), starting with the 

root (vertex A). Note that, a BFS ordering does not ensure that RRHs in the same 

level are connected (for contiguous clustering purposes). Hence, when AmorFi 

encounters an RRH that is not connected to the current cluster, it skips the RRH 

and moves to the next RRH (that is connected) in the ordering, either in the same 

1A path through all the vertices s.t. each vertex is traversed once. 
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Figure 2.6: Clustering procedure (cluster capacity = 50 units) 

level if available or next level otherwise. The current cluster terminates when the 

next vertex’s (RRH’s) demand uses up the capacity(50 units)– as seen for cluster 

1 where it starts with vertex A (20 units) and ends with vertex B (30 units) when 

50 units are filled up. When it is not possible to add a vertex to the current 

cluster and completely cover its demand, AmorFi covers the vertex partially 

(i.e., satisfying some of its demand). This is shown for cluster 2 where it starts 

with vertex C (30 units), continues to cover vertex D (10 units) and ends with 

partially covering vertex E for 10 units (out of 40). Next, a new cluster is started 

from an un-covered RRH (at the current level) that has the lowest degree. The 

process continues until all RRHs are completely covered. It is possible for the 

demand at an RRH to be covered by multiple clusters (APs), e.g., for vertex E. 
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This happens when the demand at the RRH is partially covered by a first cluster; 

the RRH remains un-covered, with its remaining demand being covered later by 

other cluster(s). The BFS traversal of the RRH graph has a time complexity of 

O(|R|2). 
Sub-optimality: It is possible for a cluster’s capacity to be under-utilized 

at the edges of the RRH graph, when no other connected RRHs can use up the 

remaining capacity. This could result in more APs (than an optimal scheme) 

being required to support a given λ. However, by intelligently using BFS and 

skipping vertices that violate contiguity, as well as initializing a new cluster with a 

low-degree vertex, AmorFi keeps this sub-optimality low. Further, in a cluster, 

where there is remaining capacity, we distribute the remaining capacity among 

its member RRHs to increase the traffic satisfaction of that cluster. Hence, λr
i ≥ 

λi, ∀r. 

2.3.2.4 Channel Assignment (Step 3) 

The traffic demand satisfied at each RRH λr
i from the clustering process is feasible, 

only if there exists a conflict-free channel assignment. As the clusters are formed, 

AmorFi also maintains a cluster graph (i.e., a graph with clusters as vertices) 

along with its adjacency matrix Cuv. Cuv = 1 if (a) Cluster u and Cluster v cover 

a common RRH or (b) If one or more RRHs in Cluster u, are in the interference 

range of one or more of the RRHs from Cluster v. As the vertices are added to 

the cluster graph (as clusters are formed), AmorFi keeps track of the largest 

clique1 in the cluster graph. Note that finding the largest clique in a given graph 

(i.e., not iteratively tracked) is however a hard problem. 

AmorFi employs the DSATUR [24] coloring algorithm for assigning channels 

on the cluster graph (any other coloring algorithm could be used as well). The 

general idea is to select the vertex (i.e., cluster) with the highest saturation degree 

(i.e., number of differently colored neighbors) and assign to it the least admissible 

color with O(|A|2) complexity. 

Impact on λ: If the clique number of the cluster graph is greater than the 

number of colors (channels) – |A| – one or more adjacent vertices (clusters) will be 

1sub-graph where vertices are connected to each other. 
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assigned the same color, decreasing the corresponding clusters’ λr
i . The number 

of orthogonal channels in 5 GHz (nine) is larger than typical clique sizes observed 

in our cluster graphs (two to six). Hence, while AmorFi can eliminate the 

reduction in λr in 5 GHz, this may not be possible in 2.4 GHz, where there are 

only three channels. In this case, the coloring algorithm will assign the same 

channel to one or more adjacent clusters (say n) in a clique with size more than 

three, thereby reducing the per-cluster channel capacity for these clusters by a 

factor of 
n 
1 . Correspondingly, the λr

i (from the clustering step) of all the RRHs 

in these adjacent clusters that shared the same channel, will be scaled by 
n 
1 . The 

minimum traffic satisfied across all the RRHs at the end of the feasible channel 

assignment step is given by λ̂ 
i = minr(λi

r). 

2.3.2.5 Determining Efficient Configurations 

As we decrement λi in each iteration (in Step 4), fewer APs would be required to 

satisfy it. This is because, with less traffic demand, the size of each cluster would 

increase as more RRHs can be served by a single AP. Ideally, to maximize λ, it 

would be sufficient to stop at an iteration, when the number of APs required just 

equals |A| (input). However, channel assignment breaks this monotonic trend – 

while utilizing all APs would support the maximum traffic demand λi, it also 

increases the number of clusters and potentially the clique number, consequently 

incurring a large reduction to λi during channel assignment (resulting in a final 

lower λ̂ 
i). Thus, it is important to search over the entire space of λ (100 iterations 

with δ = 0.01) to evaluate the relative impact of both the steps (clustering and 

channel assignment) and identify the best network configuration (Step 5). 

2.3.3 Unifying Unicast and Broadcast traffic 

Tradeoff: A characteristic of high-density venues is the co-existence of unicast 

and broadcast applications. The key challenge in addressing such heterogeneous 

applications is to account for their contrasting nature. If a user browses the Web 

(unicast traffic), she would increase the traffic demand at an RRH. However, 

if she subscribes to an already broadcasting video stream, she would pose no 

additional demand at the RRH. Optimizing for unicast requires an increase in 
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the capacity at the RRH, favoring configurations with small clusters that enable 

higher spatial reuse in the network. In contrast, optimizing for broadcast requires 

expanding the coverage of already available capacity to include multiple RRHs, 

thereby favoring configurations with large clusters. 

One way to address this is to optimize for unicast and broadcast traffic sep-

arately, e.g., by treating them as two individual problems. This would yield a 

solution where the APs would exclusively serve either unicast or broadcast traffic. 

In practice, a user requesting a broadcast stream while browsing the Web would 

have to be connected to two different APs (which is impractical), or suffer from 

poor performance in one of the applications. Thus, the key challenge is to identify 

a common network configuration that optimizes both the broadcast and unicast 

traffic jointly. 

Problem Formulation: Given a separate traffic demand for unicast (Tr,u) 

and broadcast (Tr,b) traffic at an RRH, the ONC problem formulation remains the 

same except for the constraint on the unicast traffic satisfaction, which would get 

replaced by the following two constraints for broadcast and unicast respectively. 

|K|X X 
(1a)λr,b = min{1, XikγiPi} ≥ λ, ∀r ∈ R 

i∈S(r) k=1 

|K|X X Xik(1 − γi)Pi
(1b)λr,u = min{1, P } ≥ λ, ∀r ∈ R 

Tl
i∈S(r) k=1 

l∈R(i) 

Here, we desire the same fraction of traffic satisfaction for both broadcast (λr,b) 

and unicast (λr,u) traffic at an RRH. γi is the output parameter that determines 

the amount of cluster (AP) capacity that is split between broadcast and unicast 

demands, and is responsible for the coupling between the heterogeneous demands. 

Algorithm: Interestingly, our clustering algorithm is inherently equipped 

to address unicast and broadcast demand jointly, requiring only a minor tweak. 

Recall that AmorFi transforms the λ-maximization problem to an iterative 

minimization of the number of APs required to realize a given λ. Hence, at each 

iteration, it increases the size (coverage) of the clusters as much as possible, so as 

to minimize the number of APs employed. This transformation naturally lends 
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Figure 2.7: Clustering procedure - 50% of Bcast traffic 

itself to optimizing for broadcast traffic. Note that the most efficient use of a 

cluster’s (AP’s) capacity (say p) is to leverage the broadcast advantage and serve 

an equivalent amount (p) of broadcast traffic demand from as many RRHs as 

possible. Hence, given separate traffic demands for unicast (Tr,u) and broadcast 

(Tr,b) at an RRH and λi, AmorFi satisfies the broadcast demand (λiTr,b) first, 

before satisfying the unicast demand (λiTr,u) at the RRH. This allows AmorFi 

to leverage the broadcast traffic that is already served by the cluster to also sat-

isfy (completely or partially) the broadcast demand at the new un-clustered RRH 

being considered, thereby utilizing the cluster’s remaining capacity to accommo-

date additional unicast/broadcast traffic. In other words, whenever a new RRH, 

r̂, is added to a cluster c, only its additional broadcast demand (if positive) not 

satisfied by the cluster’s existing broadcast traffic, i.e., λi ·(Tr̂,b −maxr∈R(c){Tr,b}), 
would eat into the cluster’s remaining capacity as new traffic demand. Thus, the 

broadcast traffic satisfied by the cluster would increase to λiTˆ The unicastr,b. 

demand at the RRH is then handled as before. 

Fig. 2.7 illustrates this algorithm where 50% of the total demand at each RRH 

is broadcast (B). The procedure starts at the root node (A) and cluster capacity 

is 50 units as before. When adding vertex B to cluster 1, the additional load 

from broadcast traffic is only 5 units since the cluster already serves 10 units of 

broadcast from vertex A. With vertices A and B in the cluster, 25 units of the 
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capacity are used for unicast and 15 units for broadcast for a total of 40 units 

(leaving room for 10 units). Next, the cluster exhausts its capacity by completely 

covering the broadcast demand of vertex E (for additional 20 − 15 = 5 units) and 

partially covering the unicast demand for 5 units. Cluster 2 initiates from vertex 

C and is formed similarly. 

Remarks: AmorFi ’s transformed optimization determines efficient network 

configurations that balance the coverage benefits of large clusters for broadcast 

and the reuse benefits of small clusters for unicast. If the traffic demand is 

biased towards a particular traffic type, AmorFi will automatically tailor the 

configurations to favor the dominant traffic. Further, AmorFi ’s approach of 

delivering a given traffic demand using less radios, also makes it energy-efficient. 

2.4 Implementation 

AP 

AP 

AP 

AP 

RFOU 

RFOU 

RFOU 

RFOU 

FOC 

Optical 
Switch 

FOC 

AP Pool 

Central 
Controller 

AP side 
RFOU 

1 4 3 

2 
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Figure 2.8: Our system architecture and testbed layout 

Our system architecture is shown in Fig. 2.8. The APs are laptops with dual-

band 802.11 a/b/g/n WiFi adapters. The main intelligence of AmorFi resides 
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in the central controller, which is a PC that collects AP reports and executes our 

algorithms. It then instructs the APs to apply the channel assignment decisions 

and configures the switching unit to effect the AP-RRH mappings. The mappings 

are realized in the optical domain where a programmable switching unit (i.e., an 

optical splitter) maps each AP to zero or more RRHs, allowing a mix of one-

to-one and one-to-many configurations [45]. Since the switching is entirely in 

the optical domain, the switching latency does not incur any excessive overhead. 

Modern optical switches have switching latencies of a few tens of nanoseconds [?]. 

We have four APs and four RRHs due to limited number of ports on our optical 

switch. The RF-to-optical units (RFOUs) are transceivers that convert the RF 

signal to optical for the downlink, and vice-versa for the uplink [70]. We remove 

the external antenna of an AP and attach it to the RFOU to provide the RF 

source at the AP side. On the RRH side, RFOUs transmit/receive RF signals 

providing wireless access to clients. The RRHs in our testbedhave inbuilt power 

moderator which provides a constant TX power of ≈ 17dBm irrespective of the 

input optical signal quality.Currently, our RRHs can be fitted with only one RF 

antenna, restricting us to have SISO experiments. However, we also create a 

proof-of-concept MIMO deployment as detailed in Section 2.5. The front-haul is 

based on Radio-over-fiber (RoF), where an optical signal is modulated based on 

the input radio signal, and transmitted over Fiber Optic Cable(We used a single 

mode fiber with 1550 nm wavelength in our testbed) [80].Optical multiplexing 

helps us carry multiple optical signals (corresponding to multiple RF signals) on 

the same fiber using different wavelength, allowing RRHs to provide simultaneous 

service from multiple APs (on different WiFi channels). With fiber latency around 

4 µsec/Km, RoF retains the signal synchronization across RRHs, as well as the 

timing constrains between uplink and downlink signals. The RoF latency when 

compared to the minimum DIFS duration in 802.11 (34 µsec, and 50 µsec in 5 

GHz, and 2.4 GHz band respectively) is almost negligible, allowing APs to carrier 

sense at the RRHs without any significant delay. Apart from RoF’s simplicity, it 

also has low signal attenuation over long distances when deployed in large venues. 

Note that a C-RAN-based WLAN can be realized based on technologies other 

than RoF, e.g., CPRI. AmorFi is compatible with such architectures as well 

since it does not rely on RoF being available. 

34 



2. AMORFI: AMORPHOUS WiFi NETWORKS FOR 
HIGH-DENSITY DEPLOYMENTS 

  

1 3 4 

2 

AP1 
Ch1 

AP2 
Ch2 

AP3 
Ch3 

AP4 
Ch4 

  

1 3 4 

2 

AP1 
Ch1 

AP2 
Ch2 

AP3 
Ch3 

AP4 
Ch4 

  

1 3 4 

2 

AP1 
Ch1 

AP2 
Ch2 

AP3 
Ch3 

AP4 
Ch4 

(a) Time: T1 (b) Time: T2 (c) Time: T5 

Figure 2.9: Scenario I : AmorFi ’s AP-to-RRH configuration 

2.5 Performance Evaluation 

2.5.1 Prototype Evaluation 

We first evaluate AmorFi with only unicast traffic and later conduct experiments 

to include broadcast traffic as well. Our RRHs have interference relationships as 

in Fig. 2.9, where an edge indicates that the two RRHs overhear each other. 

Baselines: We compare AmorFi against two baselines: (a) Traditional 

WLAN, with no load balancing (Tr no LB) - agnostic to AP load, where the 

clients associate to the AP with the strongest signal and (b) Traditional WLAN 

with load balancing (Tr LB) - distributes the clients evenly among all APs that 

can potentially serve the clients (possibly with weaker signal), to avoid unfair 

load distribution among APs. We implement these baselines by static one-to-one 

configuration between the APs and RRHs (AP1 to RRH1, AP2 to RRH2 and 

so on). We conduct our experiments at night without any external interference 

in the 5 GHz band. Each AP is assigned an orthogonal 20 MHz channel. We 

represent these channels as Ch1, Ch2, Ch3 and Ch4. 

We used iperf to measure the maximum per-AP throughput for UDP and TCP 

to be ∼58 Mbps and ∼49 Mbps, respectively with 64-QAM (one spatial stream, 

800 ns. guard interval and 65 Mbps bit rate). The total UDP and TCP network 

capacity with four APs is thus ∼232 Mbps and ∼198 Mbps, respectively. We 
Networkcapacity used eight Wi-Fi clients and set the traffic demand of each client to 

8 , 

meaning that an AP can only satisfy the traffic demands of two clients. 
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Figure 2.10: AmorFi Vs. baselines during traffic surge. 

Scenario I: Handling Traffic Surge: We first test the case when traffic 

demand gradually increases due to new clients arriving over five time intervals 

(T1-T5), each interval lasting 20 seconds. The initial AmorFi mapping is 

similar to the baselines where each AP is mapped to a separate RRH. Fig. 2.9 

shows how this configuration evolves to accommodate the increase in load at the 

end of a subset of the intervals. In Fig. 2.10, we show the traffic satisfaction 

metric (λ = 1 is represented as 100%) and the TCP throughput for the three 

schemes. UDP results are similar and thus omitted Initially, all schemes satisfy 

100% of the demand since each AP serves at most two users. During T2, one user 

moves from RRH3 to RRH4 as in Fig. 2.9(b). Without load balancing, traditional 

WLAN connects this user to AP4 (mapped to RRH4), overloading the AP since 

it ends up serving three users. With load balancing, the same user associates to 

AP3 (via RRH3), avoiding overload at the expense of reduced throughput due to 

lower SNR. With the ability to map multiple APs to an RRH, AmorFi re-maps 

AP3 (from RRH3) to RRH4 in addition to AP4 (see Fig. 2.9(b)). AmorFi also 

balances the load at RRH4 between AP3 and AP4, avoiding overload without 

the SNR penalty for the new user. Such ability to re-purpose the capacity of 

under-utilized APs on the fly is unique to a C-RAN-based deployment and is one 

of the key features enabled by AmorFi . 
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In subsequent intervals (T3, T4), as new clients join, the baseline schemes 

have lower traffic satisfaction with load balancing being slightly better (66% vs 

61%). The final time interval T5 shows the case when all eight users congregate 

at RRH4. AmorFi maps all four APs to RRH4 on different channels (Fig. 2.9(c)), 

distributing the clients evenly and efficiently utilizing the capacity. This helps 

AmorFi completely satisfy the demand while the baseline schemes satisfy 38% 

(with load balancing) and 25% (no load balancing) of the demand. The higher 

traffic satisfaction with AmorFi also reflects on aggregate throughput, where 

it delivers more than twice the throughput of baseline schemes as seen in Fig. 

2.10(b). 

Scenario II: Handling Traffic Migration: We now test the case when the 

traffic demand is constant, but shifts across the network due to user mobility. The 

configurations of AmorFi and the comparisons with baseline schemes are shown 

in Figs. 2.11 and 2.12. We demonstrate AmorFi ’s ability to move capacity end-

to-end in a network to address the spatial movement of traffic demand. During 

T1, eight users are concentrated at RRH1 and AmorFi maps all four APs to 

RRH1. During T2 through T4, users in groups of four move towards RRH4 

as seen in Fig. 2.11, and all users end up at RRH4 during T5. While the 

baseline schemes achieve traffic satisfaction of only 60% and 51% in the best case 

(T2-T4), and only 36% and 25%, respectively in the worst case (T1 and T5), 

AmorFi always maintains 100% traffic satisfaction by distributing the demand 

evenly between the APs , which also increases the aggregate network throughput 

(Fig 2.12(b)). 

Scenario III: Network-level Video Broadcast with Background Uni-

cast traffic: Broadcasting videos over WiFi is becoming increasingly popular 

in high-density venues. Accommodating such high-bandwidth broadcast applica-

tions is challenging since any increase in the unicast traffic demand will invariably 

affect the quality of the broadcast video. We conduct an experiment where we 

measure the video quality of broadcast videos while varying the background (uni-

cast) traffic. We use three 8 Mbps video streams as broadcast traffic (delivered 

by VLC). The total broadcast traffic constitutes about 40% of the channel capac-

ity of an AP. We modified the original WiFi driver to transmit broadcast MAC 

frames at higher bit rates (the stock driver allows only basic rates). We fix the 
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Figure 2.11: Scenario II : AmorFi ’s AP-to-RRH configuration 
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Figure 2.12: AmorFi Vs. baselines during traffic migration. 

MCS of all the APs to 64-QAM and keep the clients in close proximity to the 

RRHs. 

Experiment: The experiment spans four one minute long time intervals (T1-

T4). Fig 2.13 shows the initial user distribution during T1. Users subscribing 

to broadcast traffic at each RRH, are collectively represented by one user with a 

box around it. To serve the broadcast demand, the baseline schemes require all 

four APs (and four channels) to broadcast the same videos at cell level. Owing to 

its network-wide broadcast capability, AmorFi requires only one AP (and one 

channel) mapped to all four RRHs to deliver broadcast videos to all subscribers 
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Figure 2.13: ScenarioIII: AmorFi ’s AP-to-RRH configuration 

(see Fig. 2.13(a)). Starting with T2, unicast users (each with traffic demand of 

20 Mbps) gradually join the network at RRH4. As the unicast traffic demand 

increases, video quality with baseline schemes suffer significantly as indicated by 

the drop in PSNR (in Fig. 2.14) of the videos received by a user at RRH4. On 

the other hand, AmorFi maps additional APs (on channels 2 and 3) to RRH4 

and utilizes them to serve the unicast users. This allows the AP on channel 1 to 

continue serving the broadcast traffic over four RRHs (Fig. 2.13(b)), yielding a 

much better video than the baseline schemes. 

2.5.2 Mobility Support in AmorFi 

Even though we do not explicitly optimize for mobility, one-to-many configura-

tions (large cells) in AmorFi aids in reducing the disruptions due to handoffs 

for mobile users. We verify this by moving a user between two RRHs connected 

to the same AP (creating a large virtual cell). We compare the TCP throughput 

to a traditional WLAN where the two RRHs are mapped to two different APs, 

requiring the user to handoff from one AP to the other. As seen in Fig. 2.15, 

AmorFi results in a much more graceful transition as the user leaves the first 

RRH and enters the coverage of the second RRH. 

39 



. . 
'l . 

\ 
\ 

\ 
--"'\ . . . . . 
l, .. 

\ 
\ 
\ 
\ 
\ .. ........ 

... -
·· .. , .... __ _ 

\ 
\ ·. \ . 

•l, 

\ 
\ 

' ·· .. 
"''"''-

. . . ·, 
\ 

. . 
\ 

\ 
--"'\ 

\ 
\ . \ . \ ....... \ ......... 

2. AMORFI: AMORPHOUS WiFi NETWORKS FOR 
HIGH-DENSITY DEPLOYMENTS 

10

15

20

25

30

35

0 40 60 80 100 0 40 60 80 100 0 40 60 80 100

Background Traffic
(Mbps)

Background Traffic
(Mbps)

Background Traffic
(Mbps)

A
v

g
 Y

U
V

-P
S

N
R

 (
d

B
) 

AmorFi Tr_no_LB Tr_LB

Stream1 Stream2 Stream3 

Figure 2.14: PSNR of received broadcast video 

2.5.3 Realizing MIMO in AmorFi 

MIMO configurations can be realized just as easily as SISO using RRHs with 

multiple antennas. We enable 2x2 MIMO in our testbed by placing two RRHs 

next to each other to emulate a “super RRH” with two antennas. Using the four 

RRHs, we thus have two super RRHs in two locations. Each antenna port of a 

MIMO AP (each corresponding to a spatial stream) is split (optically) and fed 

to one of the RRHs in each super RRH location. This creates a MIMO system 

with transmit diversity since a spatial stream is served by two RRHs at different 

locations. We place a user in between our super RRHs and compare its TCP 

throughput to a case where it is placed in close proximity to a MIMO AP (i.e., 

no C-RAN involved). As seen in Fig.2.16(a) and Fig.2.16(b), the throughputs are 

highly similar suggesting that our testbed successfully emulates MIMO transmis-

sions in AmorFi . 

2.5.4 Large Scale Simulations 

To evaluate AmorFi in larger deployments, we consider the layout of 50 popular 

venues across the US [39]. Due to lack of any publicly available data (to the best 

of our knowledge) on the WLANs in these venues, we followed the guidelines 
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Figure 2.15: Mobility benefits with AmorFi 

in [19] to build the best possible representation of the ideal AP deployment in 

each venue. For each of the 50 venues, we created WLANs that represent low, 

medium, and high AP density for a total of 150 deployments. 

The peak hour traffic demand is estimated to be equal to the total capacity of 

a deployment, calculated as the product of the number of APs (|A|), and channel 

capacity P . We consider three different load distributions: (a) 60-40: 60% of the 

total traffic demand is randomly distributed across 40% of the RRHs,,and (c) 

80-20: 80% of the total traffic demand is randomly distributed across 20% of the 

RRHsWe measure the traffic satisfaction metric (λ), using a custom simulator 

when (a) number of APs = 25% of RRHs (b) number of APs = 50% of RRHs (c) 

number of APs = 100% of RRHs. To have a fair comparison, especially for the 

first two cases when the number of APs are fewer than the number of RRHs, we 

create a new baseline scheme that also has C-RAN front-haul capability albeit 

with simpler clustering than AmorFi . 

Baseline: The baseline decides on the AP-to-RRH mapping by spatially 

partitioning adjacent RRHs into clusters, such that the number of clusters formed 

is equal to the number of APs. The number of RRHs per cluster is given by 
#ofRRHs . When the number of APs are equal to the number of RRHs, it converges 
#ofAP s 

to a traditional WLAN, where each AP is mapped to a separate RRH. 
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Figure 2.16: AmorFi MIMO: TCP Throughput 

2.5.4.1 Results 

In the interest of space, we only discuss the results when the number of APs is 

50% of the number of RRHs. However, our observations and conclusions remain 

the same for other cases. 

Fig 2.17(a),and 2.17(b) show the CDF of the traffic satisfaction ratio for 

different load distributions, considering only unicast traffic. AmorFi-2.4 repre-

sents AmorFi in 2.4 GHz (three orthogonal channels) and AmorFi-5 represents 

AmorFi in 5 GHz (nine channels). We see that AmorFi-2.4 and AmorFi-5 

increase the median traffic satisfaction (by 33 percentage points and 75 percent-

age points, respectively) when averaged over the three load distribution cases. 

AmorFi performs worse in the 2.4 GHz band due to fewer channels than the 5 

GHz band. Thus, when our clustering algorithm reveals a cluster graph with a 

large clique size (e.g., five), the reduction in λ in the channel assignment stage 

is correspondingly higher (since some neighbor clusters are assigned the same 

channel). In 2.4 GHz, we observe that the configuration with the maximum λ 

is usually the one with smaller clique sizes, utilizing a smaller fraction of the 

available APs compared to the 5 GHz band. 5 GHz band allows more APs to 

be used in highly-loaded areas (i.e., larger cliques) without significant co-channel 
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Figure 2.17: CDF of Traffic satisfaction - No. of APs = 50% RRHs 

assignment penalty. 

We also observe that a given scheme performs worse for higher skew in load 

distribution (e.g., with 80-20 case). With such high skew, few RRHs have very 

high load requiring many APs mapped to them. However, the number of chan-

nels restrict how many APs can be effectively mapped to an RRH making it more 

difficult to support the demand in highly skewed regimes. Nevertheless, we ob-

serve that AmorFi provides 80% median traffic satisfaction even with the 80-20 

case owing to its efficient clustering algorithm. Interestingly, we observe that the 

baseline scheme performs the same in both bands. Upon closer inspection, we 

find that the spatial division of RRHs into clusters creates a cluster graph for the 

baseline where the clique size is at most three. Thus, the baseline cannot take 

advantage of the additional number of channels available in the 5 GHz band. 

Finally, Fig. 2.17(c) shows traffic satisfaction ratio (for 80-20 load distribu-

tion), when broadcast traffic comprises 50% and 80% of the demand at each RRH. 

We see that the baseline scheme performs similarly in both cases. This is because 

the static partitioning of RRHs into clusters is agnostic to the traffic distribution 

within each cluster. Since AmorFi explicitly accounts for broadcast and uni-

cast traffic demands and has the front-haul support for mixed configurations, it 

provides a traffic satisfaction of more than 90% while the baseline provides only 

about 25%. 
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2.5.5 Case Study: IEEE Globecom 

Finally, we test AmorFi using NS3 simulator, based on the attendance data 

of a real event – IEEE Globecom 2003, which was held at the Marriott hotel in 

San Francisco with 1447 people attending the event [49] [64]. We consider the 

conference events on 2nd and 3rd of December, when the conference scheduled 

multiple technical presentations between 9AM-12PM and 2PM-5PM. There was 

also a luncheon on 2nd between 12PM-2PM, and a banquet on 3rd between 6PM-

9PM. Technical presentations were held in rooms which was 77 sq. meters, and 

the social events was in a ballroom which was 3681 sq. meters. Based on this data, 

we deduced the AP interference graph using [19]. To make the results relevant 

to the present day, we assume all the APs and clients to implement the 802.11n 

WiFi standard, and thus emulate modern WiFi network.With traditional WLAN, 

the APs at the ballroom would be under-used during technical presentations, 

while the APs in the technical presentation rooms would remain idle during the 

social events. Assuming the attendees to be equally distributed in each event, 

we calculate the best throughput each user can get using the NS3 simulator 

based on the AP locations and the seating arrangements [64]. This throughput 

estimate is then input as traffic demand to AmorFi . Fig 2.18 plots the CDF 

of per-user TCP throughput using the traditional WLAN (with load balancing 

-Tr LB) and AmorFi, when 50% of attendees accessed the network. We see that 

AmorFi clearly outperforms traditional WLAN by providing more than 2x 

median throughput. Interestingly, the absolute performance is less but the gain 

(over the baseline) is more for the social events (2.5x vs. 2.2x) since they have a 

higher user concentration (similar to the highly skewed load distribution in our 

simulations). 

2.6 Related Work 

Traditional WLANs: Supporting WLAN traffic demand is a problem that 

has been extensively studied both in academia and industry (e.g., [91, 92, 22, 

25, 20, 1, 15, 66]). The proposed solutions mainly incorporate improved channel 

management and load balancing, which are some of the functionalities that we 
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Figure 2.18: Simulated per-user throughput in Globecom 2003 

also implement in AmorFi . However, our objective is not to come up with 

a better channel assignment or load balancing method (AmorFi can incorpo-

rate existing procedures). Instead, AmorFi proposes a novel architecture for 

WLANs and addresses unique challenges to take full advantage of this architec-

ture. Specifically, real time adaptation of capacity to efficiently support unicast 

and broadcast traffic, has not been addressed by any of these prior studies. 

RoF in WLANs: Although some studies (e.g., [32, 84, 44, 33]) do talk 

about the feasibility and challenges of delivering WiFi services using RoF, they 

do not offer any concrete solution to our problem of catering to dynamic unicast 

and broadcast traffic demands. 

SDN in WLANs: Studies such as [81, 94] propose a SDN-based WLAN 

architecture by decoupling control plane functions (power control, channel allo-

cation, handoff etc.) from the data plane. However, since the decoupling is not 

at the physical layer, these architectures lack some of the key benefits that come 

with our C-RAN-based architecture, e.g., the ability to add/remove capacity in 

real time and the support for network-wide broadcast. 

Software-programmable C-RAN in cellular: The idea of employing 

re-configurable front-haul was first discussed in [59]. Subsequently in [89], the 

authors leveraged the re-configurable front-haul to conserve resource (BPU) us-
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age in the processing cluster. We feel that this is the work most similar to ours 

in principle. However, the problem and the eventual solution discussed in [89] is 

specific to cellular and cannot be directly applied to WLANs due to vast tech-

nical differences between the two domains. Further, the particular optimization 

problem is different and thus is not applicable. 

Reconfigurable networks in datacenter: Lastly, the ability to dynami-

cally reconfigure a network, based on the input traffic demand has been explored 

in [60, 51]. However, these works do not consider 802.11 WLANs. 

2.7 Summary 

This chapter introduced AmorFi – a first-of-its-kind system that dynamically 

provisions WLAN capacity to handle spatiotemporal traffic changes. AmorFi’s 

architecture empowers WLANs with the ability to support network-level broadcast 

in its truest sense, thereby eliminating AP contention when delivering broadcast 

content. We evaluated AmorFi on a C-RAN testbed using detailed exper-

imentation and large scale simulations and showed the benefits of AmorFi . 

Additionally, we conducted a case-study using actual data from IEEE Globecom 

2003 conference, and showed that AmorFi can guarantee significant increase 

(1.5x-2x) in the per-client throughputs, than the traditional WLAN deployed in 

the hotel where the conference was conducted. Finally, AmorFi ’s performance 

improvement over the traditional WLAN schemes is due to its software-defined 

access capability. 
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3 

BLU: Blue-printing Interference 

for Robust LTE Access in 

Unlicensed Spectrum 

3.1 Introduction 

LTE in Unlicensed Spectrum. Equipping cellular networks with the ability 

to operate in unlicensed spectrum is a critical first step towards opening them 

up for innovation. Several efforts are on-going in the industry to bring LTE to 

unlicensed spectrum [61, 12, 72, 75]. These can be broadly classified into two 

categories: license-assisted (LTE-U [61] and LTE-LAA/eLAA [12, 72]), where 

unlicensed carriers are aggregated with existing licensed carriers, and stand-alone 

(e.g. MulteFire [75]), where LTE is deployed completely on unlicensed carriers. 

As expected, while the license-assisted mode is favored by traditional operators, 

the stand-alone mode is already opening LTE for innovation from green-field 

providers (Alphabet, Federated Wireless, Comcast, etc.) in newer bands like 

Citizen Broadband Radio Service (CBRS [27]). 

The initial focus in all these efforts is to enable co-existence with other in-

cumbents (e.g. WiFi and other LTE providers) in the unlicensed spectrum. 

This requires an otherwise always-on, synchronous LTE node to adopt asyn-

chronous access principles of energy sensing and back-off to access the medium. 
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Figure 3.1: LTE uplink in unlicensed spectrum affected by hidden terminals 
(Topology used for ensuing examples). 

Understandably, such co-existence mechanisms form the first step, where sub-

stantial progress has been made in terms of both the standards [12, 27] and re-

search [30, 95, 78, 65, 16, 67, 34]. The next critical step is to understand whether 

LTE is equipped to operate efficiently in unlicensed spectrum that is governed 

by asynchronous access principles. This work takes an important step in that 

direction. 

Conflict between Concurrency and Asynchronous Interference. One 

of the key differences between LTE and WiFi is the synchronous and scheduled 

nature of LTE transmissions as shown in Fig. 3.1 (compared to the asynchronous 

WiFi transmissions). Synchronous transmissions in LTE contribute to increased 

capacity through multi-user diversity (OFDMA) and spatial multiplexing (multi-

user MIMO) gains, especially on the uplink, where it is otherwise challenging to 

synchronize clients (UEs). However, as we show in Section 3.2.2, these very same 

features make it particularly challenging for realizing gains in unlicensed spec-

trum, where the impact of asynchronous interference (through hidden terminals 

from WiFi or other LTE nodes) on concurrent transmissions is exacerbated. This 

reveals a fundamental conflict between the scheduled, multi-user transmissions in 

LTE and asynchronous access in unlicensed spectrum. 
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Pronounced Impact on Uplink Access: One of the manifestations of this 

interference is collisions (similar to WiFi) in both LTE’s downlink (DL) and up-

link (UL). Our prior work, Ultron [30] alleviated such collisions by homogenizing 

channel sensing between LTE and WiFi. However, LTE’s UL access faces an ad-

ditional, unique layer of impact, which remains un-resolved. Contrary to WiFi, 

where individual clients asynchronously access the channel on the uplink based 

on their channel availability (Fig. 3.2), it is the eNB that schedules clients on 

the UL through grants (sent on DL, Fig. 3.3). When multiple clients are jointly 

scheduled (on different frequency resources) to leverage OFDMA in the same UL 

transmission, or on the same frequency resource to leverage multiple antennas 

at the eNB (through MU-MIMO), interfering sources (hidden terminals to eNB) 

in the vicinity of the clients will prevent clients from utilizing their allocated 

grants, resulting in wastage of spectrum resources. The impact of this wastage 

(un-utilized resources) is exacerbated when multiple clients are jointly scheduled, 

where some are able to utilize the grants, while others are not (e.g. Fig. 3.4). 

This problem, unique to leveraging higher efficiencies from scheduled, multi-user 

transmissions in LTE, amplifies the impact of hidden terminals on UL access. As 

we show in Section 3.2, the resulting under-utilization grows with the number of 

hidden terminals and can be well over 50% in several cases. Given the growing 

importance of uplink traffic from mobile services such as live streaming on so-

cial media (Facebook, periscope), and interactive applications (AR/VR), we aim 

to tackle this important and timely problem in UL access so that LTE can be 

efficiently deployed in unlicensed spectrum. 

Our Proposal: Blu . Tackling this problem requires us to address the 

fundamental conflict between scheduled, synchronous transmissions (for increased 

gains from concurrency) and distributed, asynchronous access (for coexistence). 

While we know how to leverage one in the absence of the other (e.g., LTE and 

WiFi in isolation), the key conundrum facing us is - Can we have both? We 

take an important step in answering this question through our LTE-compliant 

proposal: Blu . Blu adopts the notion of speculative scheduling for UL access in 

LTE, whereby it leverages interference diversity across clients in a novel manner 

to jointly (over-)schedule multiple (fM , f > 1) single-antenna clients on the 

same UL transmission resources in an M antenna eNB to compensate a priori 
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for the potential under-utilization that results during access (see Fig. 3.6). While 

intuitive in principle, the real challenge and hence our contributions lie in how 

to leverage interference diversity effectively in practice: Specifically, (i) how to 

determine which set of clients can be over-scheduled jointly for both SISO and 

MU-MIMO transmissions on UL to increase utilization? Wrong decisions can lead 

to collisions (when > M transmissions received) and to a much worse performance 

than the under-utilization itself (e.g. compare UL sub-frame 2 in Figs. 3.6 and 

Fig. 3.4), especially with increased concurrency of transmissions in MU-MIMO, 

(ii) how does the scheduler adapt its mechanisms to incorporate this paradigm 

to increase its efficiency while still adhering to its fairness principles? 

Contributions. At the heart of its design, Blu aims to speculatively (over-

)schedule its clients to cope with un-predictable (stochastic) interference from 

hidden terminals. In this regard, Blu makes two important contributions: 

(1) To avoid wrong decisions and determine the correct set of clients that 

need to be jointly over-scheduled, one needs the joint (stochastic) distribution 

of access from these clients. This poses a scalability problem in collecting ap-

propriate measurements needed to capture this joint distribution of all possible 

[1, fM ]-tuple clients (scales exponentially in M as O(N fM )), and is even infea-

sible in some cases with large M . Blu addresses this key challenge through 

a scalable, novel framework that blue-prints the source interference experienced 

by the clients (from hidden terminals) through a graphical structure. The latter 

estimates the set of hidden terminals in the network, along with their access dis-

tributions and impact on specific clients to a high degree of accuracy from only 

pair-wise access distributions of clients. This in turn results in a fixed (w.r.t. M), 

significantly reduced measurement overhead that scales as O(N2)) and does not 

depend on the concurrency of transmissions (M). More importantly, the blue-

printed interference structure captures all the interference dependencies between 

different hidden terminals and the clients and hence makes it possible to infer the 

higher-order joint access distributions of all clients. 

(2) Using the joint access information of its clients, Blu transforms the 

proportional-fair (PF) scheduling algorithms employed in eNBs today into spec-

ulative scheduling algorithms that leverage interference diversity to increase spec-
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Figure 3.4: eNB schedules multiple clients on UL resources (SISO): clients 1,2,4 
(3,4) in UL sub-frame 1 (2) are unable to use their grants due to hidden terminals. 

trum utilization for both SISO and MU-MIMO transmissions on the uplink, while 

still adhering to the PF principle. 

(3) Blu is readily compatible with LTE specifications. We build a version 

of Blu using WARP SDRs as eNB and clients (running LTE release 10), and 

evaluate its performance in an enterprise environment. Our test-bed experiments 

are supplemented with a larger scale emulation on larger traces collected from 

the test-bed as well NS3 simulations. Our evaluations reveal that Blu is able to 

infer the interference topology with a high median accuracy of over 90% with just 

pair-wise client access measurements. This allows Blu ’s speculative scheduler 

to yield a substantial gain of 1.5-2× in both utilization and throughput over to-

day’s schedulers for SISO and MU-MIMO, thereby helping retain the concurrency 

benefits of LTE in unlicensed spectrum. 
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3.2 Motivation 

3.2.1 Background 

LTE Overview: LTE is a synchronous, scheduled access system designed for 

operation in the licensed spectrum. The eNB is responsible for scheduling both 

the downlink (DL) and uplink (UL) clients in its sub-frames (1 ms long, see 

DL sub-frame in Fig. 3.3), which consists of two-dimensional resource elements 

spanning both time (symbols) and frequency (sub-carriers), called resource blocks 

(RBs). LTE employs OFDMA (orthogonal frequency division multiple access), 

whereby multiple clients are scheduled in each sub-frame on different RBs - in 

the case of multi-user MIMO, multiple clients are scheduled on the same RB. The 

schedule for both DL and UL transmissions is conveyed to the clients through 

the control part of the DL sub-frames. 

LTE in Un-licensed Spectrum: Unlike traditional LTE that operates in 

an always-on mode in licensed spectrum, operating in un-licensed spectrum re-

quires LTE to adopt asynchronous access principles of clear-channel assessment 

(CCA through energy sensing) and back-off for co-existence with the incumbents. 

There are two categories of solutions: license-assisted (LTE-U [61] and LTE-

LAA/eLAA [12, 72, 11]), where unlicensed carriers are aggregated with existing 

licensed carriers (latter serving as anchors for control signaling); and stand-alone 

(e.g. MulteFire [75, 76]), where LTE is deployed and anchored completely on 

unlicensed carriers. Unlike the initial version (LAA), its predecessor (enhanced 

LAA) allowed for the challenging, UL multi-user access to also be executed in 

unlicensed spectrum. This has paved the way for the stand-alone mode, where 

both DL and UL access operate in the unlicensed carrier in a time-divisioned 

mode (Fig. 3.3). The latter has opened LTE up for innovation from green-field 

operators in newer 3.5 GHz bands like CBRS [27]. Our work is applicable to both 

eLAA and stand-alone modes, where UL access operates in unlicensed spectrum. 

3.2.2 The Conflict 

Increased Interference in LTE-WiFi Environments: While WiFi employs 

carrier sensing to detect (and avoid) other WiFi nodes (interference) with higher 
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sensitivity (-85 dBm), a heterogeneous set-up of LTE and WiFi nodes have to 

settle for interference detection through energy sensing that has a lower sensitivity 

([-70,-65] dBm). This increases the number of interfering (hidden to transmitter) 

terminals in LTE-WiFi environments (compared to all WiFi) by an appreciable 

margin. Fig. 3.5(c) indicates this increase can be well over two times when a 

single WiFi cell (AP and clients) is replaced by an LTE cell in a network of 

otherwise WiFi nodes. 

Pronounced Impact on UL Access: Increased hidden terminals contribute 

to more collisions in both DL and UL of LTE and WiFi, which can be alleviated 

by homogenizing the asymmetric channel sensing between LTE and WiFi (e.g. 

Ultron [30]). However, unique to LTE, they also create an additional layer of 

substantial impact on UL access that remains un-resolved. It is the eNB in 

LTE (instead of clients in WiFi) that accesses the channel for a transmission 

opportunity (TxOP); then schedules the synchronous access of multiple clients 

on the UL sub-frames that immediately follow its DL sub-frames in the TxOP 

(Fig. 3.3). The scheduled clients simply perform a CCA before transmitting on 

the UL grants [11, 76]. This synchronous feature makes it possible to realize the 

gains from OFDMA and MU-MIMO, which are otherwise not possible on the 

UL (e.g. WiFi). However, since the instantaneous channel (interference) state 

of the clients cannot be known a priori at the eNB in unlicensed spectrum, a 

scheduled LTE client that is inhibited by an interfering transmission (hidden to 

the eNB) during its CCA will not be able to utilize its allocated UL grant (e.g. 

Fig. 3.4). This leads to an under-utilization of spectral resources – a problem 

that is not encountered in WiFi (Fig. 3.2) and exacerbated by multi-user access 

in LTE (Fig. 3.4). 

Impact Scales with Interference: To understand the magnitude of this 

problem, we collect access traces of 8 clients from our test-bed (described in Sec-

tion 3.4), where the UL access of LTE clients in the cell are impacted by WiFi 

hidden terminals as shown in Fig. 3.1. The result in Fig. 3.5(a) presents the loss 

in spectral (sub-frame) utilization. It can be seen that the loss in utilization scales 

with the number of hidden terminals, which increases the probability of scheduled 

grants going un-used in a subframe (SF), and can be over 50% even for a small 

number of hidden terminals in the network. With both OFDMA and MU-MIMO 
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relying on scheduled, multi-user access on the uplink, such under-utilization is 

un-avoidable as seen in Fig. 3.5(b) (fraction of completely occupied sub-frames). 

This reveals a fundamental conflict between leveraging the concurrency gains (di-

versity from OFDMA and multiplexing from MU-MIMO) from LTE’s scheduled, 

synchronous transmissions on the UL, and coexistence (asynchronous interfer-

ence) in un-licensed spectrum. 

3.2.3 The Problem 

Moving to single-user transmissions on the UL (similar to WiFi) can side-step 

the conflict and alleviate the issue of under-utilization, albeit at the expense of 

the gains from concurrent transmissions. Hence, the problem we aim to address 

is the conflict itself: Can we retain the benefits of concurrent UL transmissions 

in an asynchronous access environment? 

A natural approach to retain the gains from concurrency on the UL, is to over-

schedule clients on RBs to compensate a priori for the potential under-utilization 

that may result from un-predictable interference as shown in Fig. 3.6. Although 
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simple in idea at the outset, digging deeper into the approach raises several im-

portant questions and associated challenges: 

(i) Is it even feasible to over-schedule clients on UL sub-frames in today’s 

LTE? While it is not possible to schedule more than M clients on an RB (in a 

M antenna eNB) in the DL, it is indeed possible (LTE compliant) to schedule 

grants for more than M clients on an UL RB as we show in Section 3.4. However, 

eNB will not be able to resolve (decode) when more than M transmissions are 

received on M antennas, resulting in collisions (relevance to future non-orthogonal 

multiple access schemes is discussed in Section 3.5). 

(ii) Given feasibility, how to over-schedule clients on the same RB to increase 

utilization without paying the penalty of collisions? Depending on the interference 

dependencies between clients scheduled on the same RB, over-scheduling can 

either increase utilization (e.g. UL of TxOP 1, Fig. 3.6) or decrease it further 

(from collisions, e.g. UL of TxOP 2). 

(iii) How to determine the interference dependencies across clients in the cell? 

LTE’s ability to schedule multi-user transmissions allows us infer interference de-

pendencies indirectly by measuring the joint access patterns (probability distri-

butions) of the scheduled clients on the UL over time (sub-frames). However, or-

chestrating these measurements is a challenge in itself, as the overhead (spectrum 

resources) incurred in measuring all the desired information, scales exponentially 

with the concurrency of transmissions, M . 

3.3 Blu : Design Components 

3.3.1 Overview 

Can we design an efficient, speculative scheduler that leverages the joint access 

distributions of all clients to increase utilization of concurrent transmissions on 

LTE uplink (with stochastic interference), but do so with a small, fixed measure-

ment overhead that does not scale with the concurrency of transmissions? 

For an easier exposition, we present Blu ’s design components (overall de-

sign described later in Fig. 3.10) by working backwards. First, we present the 

scheduling algorithms traditionally employed at eNBs. Then, we show how these 
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algorithms can be transformed to speculative scheduling algorithms to leverage 

interference diversity and hence increase the spectrum utilization. We highlight 

the scalability issues that arise in estimating the access distribution information 

needed to execute these speculative scheduling algorithms. Then, we present the 

under-pinning of Blu ’s design – a scalable, novel graphical framework to blue-

print the interference experienced by the clients (from hidden terminals). This 

framework allows Blu to require only pair-wise access distributions of clients 

to be measured (a fixed overhead that does not scale with the concurrency of 

transmissions). The resulting interference structure and dependencies then helps 

infer all the higher-order joint access distributions of clients. This further allows 

for estimating all the information required for executing speculative scheduling 

algorithm in Blu to deliver increased utilization. While Blu targets UL access, 

we discuss how Blu can deliver benefits to the DL access in S 3.3.7. 

3.3.2 Speculative Scheduling in Blu 

3.3.2.1 Current LTE Scheduler 

LTE schedulers employ orthogonal frequency division multiple access (OFDMA) 

to leverage multi-user diversity. The spectrum (e.g. 20 MHz channel) is parti-

tioned into resource blocks (groups of OFDM sub-carriers) and a user (users in 

case of MU-MIMO) with a higher rate on a RB is assigned to it, while accounting 

for fairness across clients. Proportional fair (PF) scheduling is the most popular 

scheduling model adopted in eNBs today as it strikes a good balance between 

throughput efficiency and fairness, allowing for clients with better channels to 

achieve a proportionally higher throughput. 

The optimal scheduling policy can be obtained through a utility optimizationP 
framework that maximizes the aggregate utility of all the clients ( i Ui). For 

PF, the utility function is the logarithm of the client’s average throughput Ui = 

log(Ri). Being a convex optimization problem, picking a schedule that maximizes 
ri(t)the gradient of the utility (i.e. marginal utility, dUi = ) at each sub-frame 

dt Ri(t−1) 

t, achieves proportional fairness over a longer time period [86]. The scheduling 

problem for each sub-frame with B sub-frames and N clients (with single antenna) 

now reduces to, 
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B N NXX Xxi,bri,b(t)
S ∗ (t) = arg max{ }, s.t. xi,b ≤ 1, ∀b 

SISO x∈S Ri(t − 1)
b=1 i=1 i=1 XB N NX Xyi,bri,b,g(t) 

= arg max{ }, s.t. yi,b ≤ M, ∀b (3.1)
MU−MIMO y∈S Ri(t − 1)

b=1 i=1 i=1 

where ri,b(t) and ri,b,g(t) are the instantaneous rates of client i (measured at eNB) 

on RB b in SISO and MU-MIMO respectively, while x and y are binary variables 

capturing the schedule. ri,b,g(t) depends on the group of clients g selected for 

MU-MIMO and their respective channels. The above scheduling problem can be 

de-coupled into multiple (individual) RB-level scheduling1 problems, Sb 
∗(t). After 

each schedule, the average throughput of a client i is updated as, 

BX1 1 
Ri(t) = xi,b 

∗ ri,b(t) + (1 − )Ri(t − 1)
SISO α α 

b=1 

BX1 1∗ = yi,b,gri,b,g(t) + (1 − )Ri(t − 1)
MU−MIMO α α 

b=1 

where α is an exponential weighting constant. We will now focus on a sub-frame 

and hence drop the subscript of t for an easier exposition. 

3.3.2.2 Scheduler Leveraging Interference Diversity 

Since the clients are scheduled by the eNB on the UL, interferers (WiFi or other 

LTE nodes) to the clients that are hidden from the eNB will prevent the clients 

from utilizing the allocated resource grants. 

If p(i) is the probability that client i is able to utilize its allocated grant, then 

the expected utility value of the schedule S∗ (for SISO) reduces to, 

1Coupling constraints across RBs (e.g. finite buffer data for clients) as well as multi-antenna 
clients can be accommodated through simple extensions to proposed scheduler. 
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XXB 
p(i) · ri,b

E(S ∗ ) = (3.2)
Ri

b=1 i∈Sb 
∗ 

Depending on the impact of hidden terminals (reduced p(i)), existing schedulers, 

albeit efficient for licensed spectrum, can lead to significant under-utilization in 

unlicensed spectrum (as shown in Section 3.2). 

Blu transforms the very challenge posed by scheduled, multi-user LTE trans-

missions into an opportunity as follows. Different clients in the same cell could be 

interfered by different hidden terminals (e.g. clients 1 and 3 in Fig. 3.1) and hence 

may not be silenced at the same time. Blu leverages this interference diversity 

across clients, coupled with LTE’s ability to simultaneously schedule multiple 

users in an UL sub-frame, to over-schedule multiple users (> M) on the same 

UL resource block to increase utilization (Fig. 3.6 UL sub-frame 1). However, 

executing this intelligently by identifying which clients need to be over-scheduled 

on the same RB is paramount, as multiple client transmissions (> 1 for SISO and 

> M for MU-MIMO) on the same RB will lead to collisions (e.g. clients 1 and 5 

in UL sub-frame 2) and hence a much worse performance than the under-utilized 

schedule. 

Blu makes its decisions based on the expected utility of a schedule that 

accounts for the joint (dependent) stochastic access patterns of the clients. At 

each step, it determines the schedule for one of the remaining (un-scheduled) RBs, 

which maximizes the incremental utility. In computing the schedule for a given 

RB b, it adds users one at a time – for an existing set of clients (Gb) scheduled 

on RB b, Blu selects and adds another client `∗ that provides the maximum 

incremental utility to the current schedule on that RB. 

` ∗ = arg max{E(G0 ) − E(Gb)}; where, G0 ← Gb ∪ ` (3.3)b b 
`∈/Gb 

In its most generic form, the expected utility of a schedule on a RB depends 

on the total number of its scheduled clients, who can use the grant, being less 

than or equal to the total number of antennas (M) at the eNB, their joint access 

distribution, and the utility of those specific clients in the group. 
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!X X ri,b,g
E(G0 b) = P(g, G0 b\g) (3.4) 

g:g⊆G0 b &|g|<=M 
Rii∈g 

where, P(g, G0 b\g)1 represents the joint access distribution of the group – the 

probability that all the clients in g (e.g. clients 1,2 in P(1, 2, 3, 4)) are able to 

utilize the grants, while all the remaining clients (j ∈ G0 b\g; clients 3 and 4 in our 
¯e.g.) are not able to (i.e. j). The size of g represents the eventual transmissions 

on the RB and hence can be upto M (number of antennas) - otherwise, this would 

lead to collisions on all the transmissions on the RB. The addition of clients to the 

RB’s schedule stops, when no remaining client can further increase the schedule’s 

utility. As the number of clients carefully scheduled in an RB continues to increase 

beyond M , it increases the potential for utilization but it also increases the risk 

of collisions from over-scheduling, thereby resulting in diminishing returns. Blu 

’s speculative scheduler strikes a fine balance and typically over-schedules between 

[M, 2M ] clients (i.e. f = 2) on an RB as determined by Eqns. 3.3, 3.4. 

Importance of Joint Access Distribution: Joint access distribution of clients 

is critical for over-scheduling. In its absence, one can devise a weighted propor-

tional fair schedule that accounts for the individual access probabilities of clients, 

but will not have the interference dependency information needed to intelligently 

over-schedule (over-scheduling clients sharing common hidden terminals can lead 

to collisions or under-utilization as in Fig. 3.6, UL sub-frame 2). We refer to this 

as the access-aware scheduler, where 

X P(i) · ri,b,G
E(G0 b) = 

0 
b (3.5) 

i∈G0 b &|G0 b|<=M 
Ri 

Example: As an example, consider a SISO speculative schedule on an RB. 

The first client is chosen as s1 = arg maxi 

{P(i) · ri,b }. The next client to be (over-)scheduled on the same RB is chosen as,
Ri 

1To avoid confusion, we use P(·) to indicate probability, especially for joint distributions, 
where P(·) = p(·). 
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� � 
ri,b rs1,b 

s2 = arg max P(i, s̄  1) · + P(̄i, s1) · 
i6=s1 Ri Rs1 

where P(i, s̄  1) indicates the probability that i is able to transmit, while s1 is 

not, and vice versa. Note that for SISO, P(i, s1) and P(̄i, s̄  1) don’t contribute to 

useful transmissions, leading to collision and no-transmission respectively. s2 is 

then over-scheduled, only if the access distributions (interference diversity) of the 

two clients s1 and s2 are such that they allow for a better utilization than the 

current schedule, 

� � � � 
rs2,b rs1,b rs1,bP(s2, s̄  1) · + P(s̄  2, s1) · > P(i) · 
Rs2 Rs1 Rs1 

Subsequent clients to be over-scheduled on the same RB are iteratively evaluated 

in a similar procedure using Eqns. 3.3, 3.4. 
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3.3.3 Scalable Measurement Overhead in Blu 

The challenge in executing the proposed scheduler in Blu is the need to estimate 

the joint access distribution of clients (P(g, G0 b\g)). For example, to over-schedule 

4 clients in a M = 2 MU-MIMO speculative schedule, one would need to estimate 

P(1, 2, 3, 4), P(1, 3, 2, 5), etc. LTE’s ability to leverage OFDMA on the UL, allows 

Blu to estimate the joint access (probability) distributions of clients directly 

from their transmissions – schedule a desired set of clients jointly in UL sub-frames 

and measure the fraction of those sub-frames the clients were able to use (i) or 

not use (i) those scheduled grants jointly. Although data is transferred during 

these measurement sub-frames, the client schedule is optimized for obtaining the 

desired access information rather than for performance. Hence, it is imperative 

to keep the overhead of this measurement phase as small as possible. 

The number of distinct clients (K) that can be scheduled together in each 

sub-frame1 is typically much smaller (less than 10) than the number of clients 

in a cell (N). This raises two issues: (i) for larger MU-MIMO systems, it is not 

feasible to get any k-client (k ∈ [1, 2M ]) joint distribution when k > K - e.g. 
¯ ¯estimating P(1, 2, 3, 4, 5) (i.e. k = 5) is not possible when at most K = 4 distinct 

clients can be scheduled in a sub-frame; and (ii) even when k ≤ K, if T samples 

(sub-frames) are needed to measure the joint distribution of each k-client tuple, 

then the associated overhead (minimum number of sub-frames) for estimating all 
(N )

such k-tuples is d k T e sub-frames, which scales exponentially with k (and hence 
(K)k 

M) as O(N
min{k,N−k} 

Kmin{k,K−k} ). For example, measuring all 6-client joint distributions (for 

M = 3 MU-MIMO) in a cell of 20 clients with K = 8 requires a minimum of 
(20 

6 )d T e ≈ 1384T sub-frames.
(86) 
In contrast, Blu proposes to work with just pair-wise client distributions 

(P(i, j)), which results in a constant (w.r.t. M), significantly reduced overhead 
(N)

of Fmin = d 2 T e sub-frames (only < 7T sub-frames for the above example)
(K)2� �2 

that is O( 
K
N ) and completely independent of M . While ensuing subsections 

will demonstrate how this is sufficient, first we need to determine the schedule 

of clients for successive measurement sub-frames that will estimate all the pair-

1K is limited by control signaling requirements. However, each client can be assigned 
multiple RBs in a sub-frame. 
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wise access distributions needed in Fmin sub-frames (lower bound). This being a 

hard problem in itself, Blu employs the following scheduling algorithm 1 (in the 

measurement period) to estimate these distributions with as small a number of 

sub-frames as possible (close to Fmin). 

Algorithm 1 Scheduling Measurements 
1: Output: S(t), t ∈ [1, tmax] % schedule for measurements 
2: N = {1, 2, . . . , N}; C(N) = {(1, 2), (1, 3), . . . , (N − 1, N)}
3: t = 0; cj = 0, ∀j ∈ C(N) 
4: while cj =6 T, ∀j ∈ C(N) do 
5: t ← t + 1; S(t) = {}
6: for i = 1 : K do P 1+cj7: `∗ = arg max`∈/S(t){ j∈C(S(t)∪`) log( 1+T )P 
8: − log(

1+cj )}j∈C(S(t)) 1+T 

9: S(t) ← S(t) ∪ `∗ 

10: end for 
11: cj ← cj + 1, ∀j ∈ S(t) 
12: end while 
13: tmax = t 

In each sub-frame during the measurement period, Blu schedules K clients 

that will contribute the most value towards measuring pair-wise distributions; 

i.e. K clients are chosen, whose resulting pair-wise distributions have the least 

number of measurements thus far. A logarithmic function of the measurement 

count is employed to ensure that each pair is sampled for approximately the same 

number of times at any point during the measurement period. This provides for 

flexibility in using the measurements even before the end of the period, if desired. 

Differentiating between Fading and Hidden Terminal Loss: This is 

achieved with the help of UL reference signals (a.k.a. pilots) in LTE, which are 

sent at the lowest modulation, and are much more resistant to channel fading 

compared to data signals. Hence, when the eNB fails to receive any UL signal 

(including pilots) from a scheduled UE, this is due to the client backing-off due to 

a hidden terminal transmission with high probability. On the other hand, when 

the eNB receives the pilot(s) but is unable to decode the data signals, there are 

two cases in Blu . Note that even when clients are over-scheduled on the same 

RB, their pilots are still kept orthogonal (non-overlapping). This allows Blu to 
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detect if the decoding failure is due to collision from over-scheduled clients (both 

pilots are received) or due to fading (only one pilot is received). 

3.3.4 Blue-printing Interference 

Instead of spending the measurement overhead to estimate all the joint access 

distributions, Blu aims to leverage just the pair-wise access distribution mea-

surements (Section 3.3.3) to “blue-print” the source of the interference itself, 

which in turn is responsible for all the joint client access distributions. 

The challenge lies in how to blue-print the hidden terminal interference on the 

clients (Fig. 3.7(a)). In other words, given the individual (P(i) = p(i)) and pair-

wise (P(i, j) = p(i, j)) client access distributions, can we determine the topology 

(Fig. 3.7(b)) characterized by (i) the number of hidden terminals (h), (ii) their 

access distributions (q(k), k ∈ [1, h]), as well as (iii) their impact on specific 

clients (edges, zik, i ∈ N, k ∈ [1, h] ), that will contribute to these observed dis-

tributions? Here, an edge from a hidden terminal to a client indicates that the 

latter can sense the former’s transmission, when it exists and will defer its own. 

Similar to wired network topology inference problems [26, 71, 38], one could 

employ Bayesian learning to estimate our wireless interference topology. Specif-

ically, we have applied Monte Carlo Markov Chain (MCMC [48]) based tech-

niques, where the interference topology is adapted based on likelihood estimates 

such that the topology distribution converges to a stationary distribution that 

maximizes the posterior probability of the observed data (client access distribu-

tions). However, in addition to the time for convergence, note that the topology 

only converges in distribution in such an approach. Hence, when the topology in-

formation needs to be used for real-time scheduling of clients, one needs to sample 

this distribution to pick an actual topology – mis-matches from the ground-truth 

topology could lead to sub-optimality. 

While such Bayesian approaches are better suited for large scale networks with 

multiple-hops, the wireless topology that we are interested in has a single layer of 

nodes (hidden terminals) and their interference edges (to clients) and distributions 

that need to be estimated. Hence, Blu aims to design an alternate deterministic 

solution that can leverage this inherent structure to infer the topology with high 

accuracy. Blu accomplishes this in two steps. 
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Figure 3.8: Graphical Representation of Topology Inference 

3.3.4.1 Step 1: Graph Transformation 

Blu ’s goal is to infer topology and access patterns of hidden terminals that 

contribute to the observed p(i) and p(i, j) of the clients in the cell. Let q(k) be 

access probability of hidden terminal k. Blu applies a transformation to access 

probabilities as follows. 

P (i) = − log(p(i)); Q(k) = − log(1 − q(k))� � 
p(i) · p(j)

P (i, j) = − log 
p(i, j) 

The transformation allows us to operate with sum of the transformed variables 

as opposed to the product of the original variables (probabilities). This allows 

us to now formulate the topology inference problem as a graphical constraint 

satisfiability problem as shown in Fig. 3.8. The first and third layer of nodes 

correspond to each of the input constraints (transformed access distributions, P (i) 

and P (i, j)) that we want to satisfy, while the second layer of nodes represents an 

“un-known” number (h) of hidden terminals, whose access distributions (Q(k)) 

and interference impact (edges, zik) we want to infer. Specifically, we need to 

determine the topology (h, Q, Z) that satisfies the following constraints. 
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hX 
P (i) = zikQ(k), ∀i ∈ N 

k=1 

hX 
P (i, j) = zikzjkQ(k), ∀i, j ∈ N (3.6) 

k=1 

where Z is a matrix, whose entries, Z(i, k) = {zik}, ∀i, k are binary variables 

capturing the impact of hidden terminal k on client i. The first set of constraints 

captures the access probability of a client i as the product 1 of the idle probabilities 

(1 − qk) of all hidden terminals k impacting it (i.e. zik = 1). The second set of 

constraints indicates that the point mass mutual information (P (i, j)) between 

two clients (i, j) is given by the product of the idle probabilities of all hidden 

terminals that impact both clients. Using more variables (hidden terminals, h) 

than the constraints, can result in an under-determined system with potentially 

many solutions. Blu aims to limit the solutions to those that satisfy the above 

constraints while minimizing the number of HTs (h). 

3.3.4.2 Step 2: Topology Inference 

Blu infers the topology by starting with an initialized topology (initialization 

discussed shortly) and then adapts the topology in each iteration through a gra-

dient approach to improve the satisfiability of the constraints. At each iteration, 

it determines the constraint that is maximally violated. Then, it selects a hidden 

terminal k̂, along with its appropriate topology adaptation (h,ˆ Q,ˆ Ẑ) that will 

resolve this violation, while minimizing the violation caused to the other con-

straints in the process. It terminates when all the constraints are satisfied (zero 

violation), or the maximum number of iterations is reached, in which case the 

configuration with the least aggregate violation is chosen. 

Topology Adaptation: There are multiple cases to consider during the 

adaptation process in each iteration. 

Case 1: If the constraint chosen for restoring violation is an individual access 

constraint, P (i), two sub-cases arise based on the type of violation. Let ci = Ph 
k=1 zikQ(k) − P (i). 

1Product becomes sum in the transformed domain. 
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(i) Over-contribution (ci > 0): Blu reduces the contribution by determining 

whether to decrease the appropriate contribution (Q̂(k) ← Q(k) − ci); (or) re-

move an edge completely (ẑik = 0) from one of the existing hidden terminals k 

(impacting client i), where k : zik = 1. 

(ii) Under-contribution (ci < 0): Blu determines whether to increase the appro-

priate contribution (Q̂(k) ← Q(k) + |ci|) from one of its hidden terminals k; (or) 

add an edge to one of the existing hidden terminals k (where zik = 0) to avail its 

contribution (Q(k)) to P (i); (or) add a new hidden terminal k0 with an edge to 

it (ẑik0 = 1) that provides the missing contribution (Q̂(k0) = |ci|). 
Case 2: Similarly, if the constraint chosen is a joint access constraint, P (i, j), thePhcorresponding scenarios are slightly more involved. Let ci,j = k=1 zikzjkQ(k) − 

P (i, j). 

(i) Over-contribution (ci,j > 0): Blu determines whether to reduce the appro-

priate contribution (Q̂(k) ← Q(k) − ci,j ) from one of the contributing hidden 

terminals, k : zikzjk = 1; (or) remove an edge from one or both of the clients 

(ẑik = 0 and/or ẑjk = 0) impacted by that hidden terminal. 

(ii) Under-contribution (ci,j < 0): Blu determines whether to increase the 

appropriate contribution (Q̂(k) ← Q(k) + |ci,j |) from one of its contributing 

hidden terminals k : zikzjk = 1; (or) add edge(s) to a hidden terminal k to avail 

its contribution (Q(k)), where an edge to only one or neither clients (i and j) 

exists, i.e. k : zjk + zik ≤ 1; (or) add a new hidden terminal (k0) with two edges, 

one each to i and j (ẑik0 = 1, ẑjk0 = 1) that provides the missing contribution 

(Q̂(k0) = |ci,j |) to P (i, j). 

At the end of the adaptation, hidden terminals left with no edges to clients 

are removed and the resulting topology (h,ˆ Q,ˆ Ẑ) serves as input (h, Q, Z) to the 

next iteration. 

Topology Initialization: Given the non-linear nature of the problem, a 

gradient based approach is not guaranteed to converge to an optimal solution 

and could end up in a locally optimal topology. To alleviate the resulting sub-

optimality and also to minimize the number of hidden terminals employed, Blu 

runs the inference algorithm by initializing with different starting topologies and 

picking the inferred topology with least number of hidden terminals that yields 

the smallest violation. In addition to starting with random topologies with varied 

number of hidden terminals, it also picks from those that satisfy only one set of 
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constraints as starting topologies. Given the single layer of variables that need 

to be inferred, such a multi-point initialization is able to overcome local optima 

in most cases, enabling Blu ’s deterministic algorithm to yield high accuracies 

in topology inference. 

3.3.5 Discussions 

Skewed Topologies: Occasionally, when the number of hidden terminals is 

much larger than clients, multiple topologies (solutions) may satisfy the observed 

pair-wise client access distributions, making it in-feasible to pin-point the ground-

truth topology. However, even in such cases, there is a large similarity between 

the topology inferred by Blu and ground-truth, which leads to a minimal degra-

dation in Blu ’s scheduler performance. Further, in such scenarios, additional 

joint access distribution of clients (beyond pair-wise, say triplets) that maybe 

available (obtained) from existing (new) measurements, can provide additional 

constraints, which will significantly reduce the number of feasible topologies. 

Interference Impact: Blu ’s topology inference currently assumes that the 

interference impact of a hidden terminal on different clients has a binary {0,1}
effect. While this will capture scenarios where clients are either strongly or weakly 

interfered by the hidden terminal, it may not accurately capture the fractional 

[0,1] impact resulting from fading related interference variations. However, the 

sub-optimality resulting from this assumption is restricted to the specific clients 

in question. Hence, this does not appreciably affect the benefits to speculative 

scheduling, especially in the presence of a reasonable number of clients in the cell. 

Stationarity and Mobility: Blu ’s measurement of interference statistics 

and its application to speculative scheduling, operate at a finer time granularity 

compared to the time-scales of topology (e.g. client and hidden terminal mobil-

ity) and traffic dynamics (Sec. 3.3.7). This allows Blu to infer and leverage 

interference dependencies within their stationary regime. 

3.3.6 Generating Higher-order Distributions 

Having inferred the blue-print of the interference topology T = {h∗, Q∗, Z∗}, we 
now demonstrate how Blu can compute the higher order access distributions 

from just the individual client access distributions, P(ui). 
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Figure 3.9: Topology Conditioning 

Recall from Equation 3.4, we need to compute P(g, G0 b\g), i.e. the probability 

that all the clients in g are able to utilize the grants, while all the remaining 

clients (in G0 b\g) are not able to. Without loss of generality, let us assume, 

Un = {u1, u2, . . . , un}; Vm = {v1, v2, . . . , vm} 
G0;g = Un b = Un ∪ Vm 

Hence, we are interested in computing P(Un, Vm). Applying Bayes’ theorem, we 

have, 

P(Un, Vm) = P(Vm|Un) · P(Un) (3.7) 

With the help of the inferred topology T, we can now compute P(Un) and 

P(Vm|Un) easily. P (Un) can be further simplified as, 

P(u1, . . . , un) = P((u1, . . . , un−1)|un) · P(un) 

= P(Un−1|un) · P(un) 

Computing P(Un−1|un) on T is equivalent to computing just P(Un−1) but on a 
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modified topology that is conditioned given the occurrence of un as shown in 

Fig. 3.9. Given un’s occurrence, the topology gets updated (conditioned) by 

removing the hidden terminals k̂ that have an edge to un (i.e. z ˆ = 1) and un,k 

the access probabilities on this conditioned topology (T|un ) are updated using 

Eqns. 3.6 and represented as Pun (·), where 

P(ui)Pun (ui) = Q ̂
 (1 − q(k̂))k:(z k̂ =1)ui 

Thus, Equation 3.8 can be computed by recursively conditioning the topology 

(T|un, un−1, . . . ) on the occurrence of each client in Un till it consists of just the 

individual client access probabilities. 

P(Un) = P(un) · Pun (un−1) · Pun,un−1 (un−2) . . .! 
n−1Y 

= P(un) · Pun,...,un−a+1 (un−a) (3.8) 
a=1 

Focusing on the other term, P(Vm|Un) in Eqn. 3.7, this is essentially P(Vm) on 

the topology conditioned by the occurrence of all the clients in Un, i.e. P(Vm|Un) = 

PUn (Vm). Applying Bayes’ theorem, we have 

! 
PUn (Vm−1|vm) · PUn (vm)PUn (Vm) = 1 − · PUn (Vm−1)

PUn (Vm−1)� � 
PUn,vm (Vm−1) · PUn (vm) = 1 − · PUn (Vm−1) (3.9) 

PUn (Vm−1) 

As before, the above equation can be simplified by recursively conditioning the 

topology on the various clients in Vm till it consists of just the individual ac-

cess probabilities of clients in Vm at various stages of the topology conditioning. 

Using Equations 3.8 and 3.9 in Equation 3.7, we are now able to compute the 

required higher order access distributions from just the individual client access 

distributions on the various conditioned topologies. 

71 



3. BLU: BLUE-PRINTING INTERFERENCE FOR ROBUST LTE 
ACCESS IN UNLICENSED SPECTRUM 

Scalable 
Measurement 

Schedule 

tmax 

Interference 
Topology 
Inference 

Compute 
Speculative 

Schedule 

Execute 
Speculative 

Schedule 

Generate Higher 
Order Access 
Distributions Collect 

Measurements 
from Schedule 

Optimize 
Measurement 

Schedule 

< tmax 

L 

{p(i)} 
{p(i,j)} 

Figure 3.10: Blu Overview 

Example: In a four client (2 user MU-MIMO) schedule grant, the joint access 

distribution of clients 3 and 4 being able to transmit, while 1 and 2 not being able 

to, can be computed using the source interference topology and its conditioned 

versions as, 

P(1, 2, 3, 4) = P((1, 2)|(3, 4)) · P(3, 4) 
where, P(3, 4) = P(3|4) · P(4) = P4(3) · P(4)� � 

P3,4,2(1) · P3,4(2)P((1, 2)|(3, 4)) = P3,4(1, 2) = 1 − · P3,4(1) P3,4(1) 

3.3.7 Putting It All Together 

Blu orchestrates its various design components to execute its speculative sched-

uler at eNBs as shown in Fig. 3.10. Blu operates the uplink eNB schedule in 

two phases repeatedly: a measurement schedule phase for tmax sub-frames, and 

a speculative schedule phase for L sub-frames (L >> tmax). In the measurement 

phase (Section 3.3.3), clients are scheduled and transfer data, albeit with the ob-

jective of obtaining the desired client access distributions (p(i), p(i, j)) with min-

imal overhead. In the second phase, Blu first blue-prints the source interference 

topology (Section 3.3.4) from the measured distributions and uses it to determine 
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the higher-order joint client access distributions (Section 3.3.6), needed especially 

for MU-MIMO transmissions. Blu then uses this information to speculatively 

schedule clients (Section 3.3.2) for higher utilization and efficiency. 

Tracking Dynamics: L is chosen to infer (and leverage) interference topol-

ogy reliably in the face of topology and traffic dynamics (from both clients and 

interference), which happens at the granularity of tens of seconds to minutes. 

Hence, L is chosen to be several thousand sub-frames (1000 sub-frames = 1 s), 

while tmax is in the order of few hundred sub-frames – for a 20 (N) client cell 

with a 50 (T ) measurement sample requirement per client-pair, and maximum 

of 8 (K) distinct clients per sub-frame schedule, tmax ≈ 340 sub-frames. Note 

that, other than the first time that the eNB is operated, the measurement phase 

is run for less than tmax sub-frames, as the outcome of the schedule during the 

speculative phase will implicitly contribute to measurements as well. Thus, the 

measurement phase constitutes a very small part of the whole UL schedule that is 

predominantly used to maximize UL utilization through speculative scheduling. 

Applicability to DL Access: In contrast to under-utilized scheduled grants 

on UL, the conflict between concurrent transmissions and asynchronous interfer-

ence manifests in the form of increased collisions in the DL. While over-scheduling 

transmissions themselves (instead of grants) on the RBs is not feasible on the 

DL, Blu ’s methodology in inferring interference topology and dependencies be-

tween clients can be leveraged to enable access-aware scheduling for OFDMA and 

MU-MIMO transmissions on the DL (Eqn. 3.5). This would enable scheduling 

decisions that minimize collisions and increase overall efficiency on the DL. 

3.4 Implementation and Evaluation 

3.4.1 Testbed Evaluation 

Implementation: 

In order to show the practicality of the design, and to evaluate the performance 

of Blu on a real testbed, we implement Blu on a WARPv3 platform. The 

testbed contains four single antenna LTE clients (UEs), and one LTE base station 

(eNB). We use six laptops equipped with ath9k wireless cards, supporting 802.11 

a/b/g/n standards as hidden terminals. The eNB and the UEs run a Release 10 
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standard compliant LTE stack built using the MATLAB LTE Toolbox [5]. Blu 

’s topology inference and speculative scheduling for both SISO and MU-MIMO 

are incorporated into eNB’s LTE scheduler code. We use a 10 MHz LTE signal 

(sampling rate = 15.36 MHz), which is then up-sampled to the 40MHz sampling 

rate of the WARP board before transmission. The received I/Q data is down-

sampled back to 15.36 MHz before being decoded by the LTE stack. To implement 

the real-time energy sensing on the UEs, we modified the WARPLab firmware 

(v7.7.1) to incorporate the LAA channel access mechanism (CCA and backoff). 

The eNB schedules grants to each UE in bursts of three subframes. The UEs on 

receiving the grant generates three subframes to occupy the appropriate RBs that 

are allocated by the eNB. However, before transmission the UE senses the channel 

for clearance. If the energy on the channel is below the stated threshold the UE 

transmits, else it backs off from transmission. The eNB receives the uplink UE 

transmissions using the WARPv3 platform. The received LTE I/Q data is then 

decoded using the MATLAB LTE toolbox to recover the transmitted UE data. 

Performance: To generate hidden terminal traffic, we make laptops send 
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UDP data to each other using the iperf application. The laptops use dynamic 

rate selection to ensure that the best bitrate is used at the sender. Each UE 

is affected by the hidden terminal traffic differently, based on their spatial dis-

tance between the hidden terminals and the UE. Each UE transmits 500 frames, 

with each frame containing three subframes. Each UE performs the LAA chan-

nel access (CCA – energy detection and backoff) before transmitting each frame. 

We operate the eNB in both SISO and 2-user (2 antenna) MU-MIMO configura-

tions. To evaluate the efficacy of Blu , we conduct this experiment over multiple 

topologies by varying both the locations of the UEs and the hidden terminals. 

Figs. 3.11,3.13 and Figs. 3.12,3.14 show the aggregate throughput and RB 

utilization gains of Blu over the PF scheduler (Eqn. 4.1), for both SISO and 

2-user MU-MIMO. Increasing the hidden terminal interference (number of hidden 

terminals per UE), leads to increased asynchronicity, channel un-availability at 

the UEs and hence under-utilization in the native scheme. However, this provides 

more room for Blu to leverage interference diversity and intelligently over-

schedule clients to boost RB utilization by 80% and deliver throughput gains as 

high as 50-80% for both SISO and MU-MIMO. 

3.4.2 Trace-Based Evaluation 

3.4.2.1 Methodology: 

To evaluate Blu in large topologies, we run a trace-based emulation of an 

LTE/WiFi interference network. Since real world LTE traces/datasets are un-

available for public use, we collect data traces from our testbed. We collect two 

different traces from our test-bed with each trace lasting for 5 minutes. LTE 

channel traces between each UE and the eNB, and traces of the WiFi interfer-

ence between the hidden terminals and the UEs. 

LTE Channel Traces: We collect channel traces from each UE with data being 

sent to the eNB that uses four receive antennas. We use the afore-mentioned, 

modified (with energy-sensing) WARPLab firmware in our UEs. We configure 

the WARPLab to continuously transmit a stream of standards-compliant LTE 

subframes from each UE antenna to the eNB. The eNB decodes these subframes 

to obtain the corresponding per-subframe CSI for the client during data collection 

duration. 
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WiFi Interference Traces: In each of these testbed topologies, we also obtain 

PHY-layer packet traces of WiFi activity. In each topology, the WARP UEs use 

the WARP 802.11 Reference design v1.6.2 to overhear the transmitted WiFi pack-

ets from the hidden terminals placed at different locations. We time-synchronize 

the WARP and WiFi devices so that all collected packets in each topology can 

be globally ordered in time. In total we collect traces for 150 different topologies 

of UEs and hidden terminals. 

We emulate larger topologies by combining the traces collected from different 

testbed topologies. E.g., for a given UE set-up, we collect time synchronized data 

traces by moving hidden terminals to different locations. Later, we combine the 

data traces collected from different hidden terminal locations to emulate a larger 

spatially separated hidden terminal topology for a given UE set-up. Similarly, 

we emulate large UE topologies by combining traces from different smaller UE 

topologies for a given hidden terminal set-up. We thus build large network topolo-

gies consisting up to 24 UEs and 36 WiFi hidden terminals mimicking real-world 

scenarios where UEs and hidden terminals are not close to each other, and the 

hidden terminal impact on UEs vary from one-another. 

Experiment Setup: We generate Release 10 standards compliant 10 MHz 

LTE subframes, with 3 subframes per burst (identical to that used in the testbed). 

The interference power seen at each UE at an emulated time instance is deter-

mined from the WiFi interference traces collected before. If the channel access 

is successful (i.e. interference energy below a threshold), the LTE transmission is 

modulated according to the CSI obtained from the earlier collected LTE traces, 

and transmitted over the emulated channel to the eNB. Using these data traces 

we evaluate the various components in Blu . 

3.4.2.2 Topology Inference 

We first evaluate Blu ’s topology inference accuracy for multiple topology-traces 

collected from both our testbed and NS3 simulator. 

NS3 traces: We generate 300 large topology traces from NS3 to stress test 

Blu ’s topology inference algorithm. We use the existing NS3-LAA implementa-

tion [6] and modify the UE’s implementation by enabling it to capture the WiFi 

traffic in the promiscuous mode. The topologies are generated by varying the 

number of UEs and WiFi nodes from 5 to 25, in steps of 5. For each topology, we 
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Figure 3.15: Accuracy of topology inferred by Blu . 

randomly distribute the locations of eNB, UEs and WiFi nodes. The WiFi nodes 

are transfer UDP traffic to random neighbors at a bitrate chosen by the rate 

adaptation algorithm. The data from WiFi nodes hidden to eNB, but captured 

by UEs is used to determine the ground truth topology between HTs and UEs. 

Results: WiFi activity traces collected from both testbed and NS3 are used 

to calculate the channel-access probabilities - P(i), and P(i,j). We use a strin-

gent accuracy metric, calculated as the fraction of the hidden terminals that are 

inferred with the exact same interference edges to specific UEs, when compared 

to the ground truth (even a single missing edge will prevent the match). Fig. 3.15 

shows the CDFs of the accuracy of inferred topologies. We see for both testbed 

and NS3 topologies, Blu ’s accuracy of topology inference is 100% for nearly 

70% of the cases and above 90% for 90% of the cases, with little room for error in 

practical network topologies. Also, Fig. 3.15(a) shows that increasing the number 

of UEs (larger topologies) does not affect the accuracy (median ≈ 100%). 

3.4.2.3 Speculative Scheduling 

We now compare the joint performance of topology inference and speculative 

scheduling in Blu with access-aware (AA, Eqn. 3.5) and native PF schedulers 

(Eqn. 4.1), first for SISO, followed by MU-MIMO. 
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Isolating Performance of Speculative Scheduler: To understand sched-

uler’s performance in isolation, we first consider a SISO set-up with perfect knowl-

edge of the interference from hidden terminals. We consider SISO transmissions 

between the 24 UEs and the eNB (single antenna UE and eNB) and compute 

access probabilities p(i) and p(i, j) directly from the traces (instead of computing 

p(i, j) from the topology). This optimal p(i, j) is used by both AA and Blu 

schedulers. The schedulers allocate resources amongst 24 UEs, and are limited to 

scheduling up to 10 UEs per subframe. Fig. 3.16 shows the throughput achieved 

by each of the schedulers in the emulated network environment. Observe that 

while PF and AA schedulers achieve an aggregate throughput of 3.8 and 3.5Mbps, 

Blu achieves 6.8Mbps – a 1.8 and 1.9× gain in performance over PF and AA 

respectively. This captures the gains possible from speculative scheduling alone, 

when not impacted by the topology inference component. 

Impact of Topology Inference on Scheduler Performance: To under-

stand the impact of inaccuracies in Blu ’s topology inference on speculative 

scheduling, we compare Blu ’s SISO performance, when joint access distribu-
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tions are estimated from the inferred topology ( S 3.3.6) instead of the traces. 

Fig. 3.16. Fig. 3.17 shows that the throughput gains achieved by Blu over PF 

for SISO is close to that (1.8×) in Fig. 3.16 (the 24 UE scenario), indicating that 

(low) inaccuracies in Blu ’s topology inference contribute to a minimal impact 

on its scheduling performance. The gains are more with larger number of UEs, 

as it provides more room for leveraging interference diversity to over-schedule 

appropriate clients. 

Note: Computing joint access distribution of clients directly from the traces in 

real-time is impractical even for a 2-user MU-MIMO (complexity scales exponen-

tially with M and number of UEs), and is observed in our set-up. This provides 

additional advantage, in addition to measurement overhead, for Blu ’s topology 

(inference)-driven approach to speculative scheduling. 

MU-MIMO Scheduler Performance: Uplink MU-MIMO transmissions 

increase LTE’s spectrum utilization. Here, the eNB leverages its multiple anten-

nas to schedule a larger number of concurrent uplink UEs on the same RB. 

Fig. 3.18 shows the throughput gains achieved by Blu and the AA sched-

uler over PF. Observe that as MIMO degrees-of-freedom or concurrency (M) 

increases, Blu achieves a larger gain of 2x (for 4 antenna MU-MIMO) over PF 

and AA schedulers. This is because with greater DoFs, the potential for a large 

number of scheduled UEs to not use their grants (due to channel access conflicts), 

also increases. Blu ensures that the set of UEs chosen for over-scheduling max-

imizes the probability of utilizing the DoFs in each RB, whose benefits increase 

for larger M . 

Spectrum Efficiency: Fig 3.19 shows the gain in RB utilization (spectrum 

efficiency), achieved by Blu over PF and AA. All RBs are allocated to UEs 

in every subframe to fully utilize the available resources. With conventional UL 

transmissions, un-coordinated and unknown channel availability at UEs results in 

approximately half the assigned RBs un-utilized in each subframe. On the other 

hand, due to its accurate estimation of interference topology, Blu almost doubles 

RB utilization over PF for both SISO and MU-MIMO configurations. The AA, 

being unable to compensate for under-utilization during access, cannot improve 

spectrum utilization. 
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3.5 Related Work 

LTE in Unlicensed Spectrum: Existing works focus on the fair co-existence 

between LTE and WiFi in un-licensed spectrum [30, 95, 78, 65, 16, 67, 34], where 

the goal is to alleviate the asymmetries in channel sensing and access between 

the two technologies. With research and standards [12, 27] making reasonable 

progress in this direction, Blu focuses on the next critical problem, namely the 

operational efficiency of LTE in unlicensed spectrum and tackle the fundamental 

conflict that arises between concurrent LTE transmissions (increased gains) and 

asynchronous access (coexistence). 

LTE Scheduling: LTE scheduling decisions that deal with the allocation of 

time-frequency-antenna resources at sub-frame granularity, are deterministic and 

combinatorial in nature. They have received a lot of attention in the last several 

years [23, 55, 56, 73, 17, 86]. Blu leverages stochastic tools and applies them 

intelligently to enable speculative (yet deterministic) over-scheduling for increased 

utilization, while retaining the underlying principles of LTE’s PF scheduling. 

Non-orthogonal Multiple Access: NOMA [46, 79, 62] is a future access 

technique that leverages successive interference cancellation and power control to 

schedule multiple clients on the same UL transmission resource. Being designed 

for licensed spectrum, the benefits from Blu ’s speculative scheduler in counter-

acting the effects of asynchronous interference in unlicensed spectrum, will apply 

to NOMA too. 

Topology Inference: Topology inference has been studied primarily in the 

context of wired networks [26, 71, 38]. The goal is largely to identify lossy 

links [26, 71] or high level structure of the topology (especially multicast) [38] 

using stochastic sampling techniques (e.g. Markov Chain Monte Carlo [48]). 

These have been applied to infer limited information such as connectivity (given 

node information) in sensor networks [63] and communication patterns (given 

topology) in WLANs [90]. While the underlying stochastic techniques could be 

instrumented for our problem (which we have), Blu leverages the structure 

of LTE’s cell and mechanisms to design an end-end, deterministic solution that 

blue-prints the complete interference topology with scalable overhead. 
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3.6 Summary 

We tackled a fundamental challenge in realizing the concurrency gains offered by 

LTE’s synchronous transmissions in the uplink, when deployed in unlicensed spec-

trum, characterized by un-predictable, asynchronous interference. We proposed 

Blu , a novel scheduling system that delivers the concurrency gains through in-

telligent, over-scheduling of clients in LTE base stations. Blu ’s intelligence lies 

in leveraging the interference diversity across clients – information that is mea-

sured in a scalable manner by blue-printing the source of the interference itself 

and its dependencies on clients. Blu ’s realization in LTE base stations today 

reveals substantials gains to spectrum utilization and throughput for LTE uplink 

access in unlicensed spectrum. 
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ELI: Empowering LTE with 

Interference Awareness for 

Dynamic Channel Selection 

4.1 Introduction 

In 3.1, we introduced the need for bringing interference awareness for LTE working 

in the unlicensed spectrum. Blu discussed the idea of building a topology of 

hidden terminals that would help the eNB carefully (over-)schedule clients on the 

UL, such that the under utilization of the spectral resources is minimized. 

While Blu tries to optimize the performance of clients on the UL within 

the operating channel selected by the eNB, it should be noted that selecting 

an operating channel itself is not an easy task. Unlike the licensed spectrum, 

interference in the unlicensed spectrum could vary significantly across different 

channels (more details in Section 4.2). Consequently, for an LTE eNB to make 

effective channel access decisions, it needs to estimate interference at all its clients 

on each of the candidate channels that it considers for regular operation. This 

constitutes an overhead that scales both with the number of clients and channels 

and can quickly become prohibitive. E.g., a dense LTE network, potentially 

hosting hundreds of clients, in 5 GHz and/or CBRS (3.5 GHz) bands that contain 

multiple channels, could incur substantial overhead that negates the performance 

gains resulting from such interference awareness. Hence, while it is critical to 
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estimate such interference information, it needs to be done in a highly scalable 

manner. 

Our Proposal – ELI : Towards addressing these challenges and making 

LTE robust in the presence of interference in unlicensed spectrum, we propose 

our solution ELI . ELI incorporates the basic idea of estimating interference 

using the UL reference signals (a.k.a. pilot tones). On top of this, ELI builds 

a solid framework to (a) collect interference statistics across channels for all the 

clients in a scalable manner; and (b) dynamically select an unlicensed channel 

(at coarse time scales, secs-min) that has minimal impact from hidden terminals 

on its clients; (c) transform the proportionally-fair (PF) scheduler at the eNB 

within the chosen channel into an interference-aware PF scheduler that accounts 

for the true channel state of the clients at fine time scales (milliseconds) in its 

channel access (scheduling) allocations. 

In order to collect the interference statistics from across different channels, 

ELI employs a two-step solution to minimize the overhead associated with es-

timating interference. First, it reduces the number of channels that need to be 

measured by half, while still obtaining the desired interference information on all 

channels. It does this by intelligently leveraging LTE’s OFDMA capability to 

concurrently transmit on fine-grained spectral resources (LTE resource blocks) 

within a channel, to measure interference on two channels simultaneously, while 

incurring the measurement overhead of a single channel. Second, it samples only 

a fraction of clients for whom interference needs to be estimated on each channel, 

while still obtaining the desired information for all the clients. Here, it leverages 

the diversity of interference (hidden terminals) across channels to spatially cluster 

clients with the same interference statistics. 

4.2 Motivation 

In this section, we motivate the need for interference estimation, and interference 

estimation across channels. 
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Figure 4.1: LTE in the presence of Hidden Terminals (HT) 

4.2.1 Background 

Listen Before Talk (LBT) in LTE: The 3GPP release-14 [11] requires LTE 

nodes operating in the unlicensed spectrum to implement the LTE-LBT procedure 

which includes both CCA (Clear Channel Assessment) energy detection, and 

back-off. If the channel is busy (detected energy is above the prescribed CCA 

threshold), the eNB implements exponential back-off and waits for the back-off 

counter to expire before attempting to transmit again on DL. On the other hand, 

when it is time for the client (UE) to transmit on its scheduled UL resources, due 

to its LBT procedure it backs-off and simply forgoes its transmission opportunity 

if the channel is busy and waits for the eNB to schedule its next transmission. 

TDD, being the dominant flavor covering both license-assisted and stand-alone 

LTE modes in unlicensed spectrum, forms our focus in this work. 

4.2.2 Need for interference awareness 

Increased impact of interference on LTE: We compare the impact of a given 

set of hidden terminal interference on an LTE network (single eNB and clients) 

and a WiFi network (single AP and its clients). To do this, we conduct a small 

experiment using the NS3 simulator (details of NS3 implementation in sec 4.4) 
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in which we consider multiple topologies of a WiFi AP/LTE eNB with 25 clients 

(randomly distributed), and make the AP/eNB transmit DL (SISO) UDP traffic 

to all its clients in the presence of hidden terminals (WiFi nodes outside trans-

mitting range of the AP/eNB). The impact of interference on the DL throughput 

in each case is shown in Fig. 4.1(a). In the case of WiFi, we consider two ver-

sions, one without RTS/CTS and the other with RTS/CTS. As expected, the 

decrease in LTE’s DL throughput is substantial (≈ 80% when hidden terminals 

> 6). But more interestingly, the impact of interference on LTE is much worse 

even compared to WiFi without RTS/CTS (with 8,10 hidden terminals). This 

is because, unlike WiFi, whose transmission durations last for a few hundred 

microseconds [8], LTE transmissions span for a substantially prolonged duration 

(2-10 ms) [11], making it more susceptible to collisions caused by hidden termi-

nals. The absence of interference avoidance mechanisms in LTE further amplifies 

its performance degradation compared to WiFi with RTS/CTS. 

Increase in the number of interferers for LTE: The LTE-LBT proce-

dure requires the CCA energy threshold to be around -65 dBm to -72 dBm [30]. 

On the other hand, the WiFi nodes which implement preamble detection along 

with energy detection have a much lower CCA sensitivity threshold of ≈ -85 dBm. 

This inconsistency in channel sensing threshold (difference of ≈ 20 dBm) between 

LTE and WiFi results in creation of additional hidden terminals to the eNB. To 

quantify this effect, we collect the WiFi data traces from three locations on the 

same floor of an academic building, on three different WiFi channels simultane-

ously by switching the WiFi AP to the monitor mode. We calculate the number 

of stations that would form hidden terminals to the WiFi AP (Received RSSI > 

-85 dBm), and compare it with the number of stations that would form hidden 

terminals to an LTE eNB, if the AP was replaced by the eNB (RSSI between 

-65 dBm and -85 dBm). The collected traces indicate a significant increase in 

the number of hidden terminals (Fig. 4.1(b) shows the increase) for a LTE eNB 

compared to a WiFi AP. 

Remark: Lowering CCA energy threshold of LTE to match that of the WiFi is 

not a viable option as it will lead to severe under-utilization of the channel [30]. 

Diversity in impact of interference across channels: In addition to the 

increase in the number of hidden terminals, the graph in Fig. 4.1(b) also shows 

a varied number of hidden terminals across the three channels. This clearly 
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indicates that there is sufficient diversity of interference across channels and also 

the need for LTE to collect interference statistics from different channels for a 

more robust channel access. 

4.2.3 Challenges 

The above study highlights the pronounced impact of hidden terminal interfer-

ence on LTE’s performance (compared to WiFi), clearly necessitating the need to 

incorporate interference-awareness into LTE’s channel access mechanisms. How-

ever, as discussed earlier, realizing this in practice, requires us to address the 

following questions: 

(a) How to estimate such interference at all clients on all candidate channels in a 

scalable manner? 

(b) How to incorporate the estimated interference statistics into the LTE opera-

tions on the DL, to benefit its channel access? 

4.3 ELI : Design 

4.3.1 Overview 

Towards addressing the above mentioned challenges, we present our solution, ELI 

. ELI targets a TDD system, where both DL and UL operate sequentially on the 

same unlicensed channel chosen by the eNB. TDD systems are more generic in 

scope as they encompass not only LTE-LAA systems but also stand-alone LTE 

systems, e.g. MulteFire, which are primarily TDD in operation. ELI operates 

its channel access in epochs as shown in Fig. 4.2. With LTE being more vulnera-

ble to interference than WiFi, ELI chooses a shorter epoch duration of 1 minute 

(compared to the typical 5-10 min epochs in WiFi [3]) for channel acccess deci-

sions, to track and adapt to interference at finer time scales. Each epoch consists 

of two phases – (i) Interference estimation: The epoch starts with the estimation 

of hidden terminal interference to each client on every candidate unlicensed chan-

nel; and (ii) Interference-aware channel access: Using the estimated information, 

ELI selects an appropriate channel with the least impact of interference on its 

clients’ rates; then schedules its clients in that channel for actual operation for 
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Figure 4.2: Design control flow of ELI . 

the rest of the epoch, while accounting for their true (interference-incorporated) 

channel state. Note that while data is also transferred (clients are scheduled) 

during the estimation phase, the channel access is not optimized for efficiency 

but more for measurement and hence constitutes an overhead. Hence, in addi-

tion to the actual interference-aware channel access, reducing the time incurred 

in the estimation phase is a key pillar-stone of ELI ’s design. In the rest of this 

section, we describe each of ELI ’s design components that contribute to both 

these phases of the epoch. 

4.3.2 Accurate Estimation of Hidden Terminal Interfer-

ence 

While eNB is able to directly estimate the interference perceived by it, it does not 

have information on interference faced by its clients, but hidden from itself. A 

natural approach to measure such hidden terminal interference is for eNB to use 

the client’s feedback packets like HARQ to verify if its DL transmissions incurred 

any collisions due to hidden terminal traffic. While the HARQ feedbacks clearly 

indicate the failure of DL transmissions (through NACKs), they do not reveal the 

cause, which could be due to collisions or simply due to decreased path loss from 

channel fading (as shown in Fig. 4.3). Thus, it is unable to isolate the impact of 

hidden terminal interference from channel fading. While channel fading plagues 

all clients and is fleeting in nature, hidden terminal interference is persistent, and 
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Figure 4.3: Left: Inability to distinguish fading from collisions using only HARQ 
feedbacks; Right: Ability to distinguish between fading and collisions using UL 
reference signals 

varies significantly from one client to another as well as across channels. Hence, 

ELI needs to isolate and estimate this interference to counteract it. 

Leverage interference manifestation on UL during LBT: ELI lever-

ages the combination of LTE’s scheduled access along with clients’ LBT mech-

anism on the UL to isolate and detect hidden terminal interference. Recall 

from Section 4.2 that an LTE client performs LBT before its UL channel access, 

wherein it senses the channel for active transmissions – if it detects energy above 

a specified (CCA) threshold, it backs-off from its transmission (LBT). Further, 

unlike WiFi, where every client scans the channel independently before access-

ing the channel, the LTE eNB schedules the clients for their UL channel access. 

Hence, the eNB is aware of when and where (in the OFDMA frame) a scheduled 

client will transmit on in the UL. Hence, when the eNB is able to transmit on the 

DL (using its LBT), but does not receive any signal (including the reference signal 

a.k.a pilot tones) from the client on its scheduled UL resources, the eNB can be 

certain that the client has backed-off from its transmission due to hidden termi-

nal interference (client’s LBT). Since the reference signals are sent at the lowest 

modulation, they are are more resistant to the vagaries of the channel (e.g., path 

loss due to fading) compared to data. This helps the eNB distinguish between a 
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fading scenario (data corrupted but pilots received) from a hidden terminal (no 

data and pilots received) one reliably on the UL. Over time, the eNB uses this 

information to estimate the probability of a hidden terminal blocking the client 

from transmitting (Qi), and hence the access probability of a client subject to 

hidden terminal interference (Pi = 1 − Qi). 

Remark: The eNB does not necessarily have to wait for clients to have data 

to send on the UL to measure the client’s access probability. Clients are made to 

periodically (periodicity between 1 ms to 160 ms) send control packets on the UL, 

which suffices to estimate their impact from hidden terminals (hereafter captured 

through client’s access probability). 

4.3.3 Scalable Estimation of Interference 

With the above mechanism on the UL for isolating and detecting hidden terminal 

interference for a client, ELI ’s next objective is to measure each client’s access 

probability on each of the candidate unlicensed channels for operations. This 

can constitute a prohibitive overhead that scales with both the number clients 

and the channels. e.g. A dense network in the 5 GHz ISM band has 9 non-

overlapping channels, and can support hundreds of clients. This brings us to ELI 

’s mechanisms that help reduce estimation overhead along both the dimensions 

of channels and clients. 

4.3.3.1 Reducing Channel Overhead 

ELI leverages the notion of overlapping channels along with flexible resource 

allocation (OFDMA) on the DL to reduce the number of channels that need 

to scanned by half. A given spectrum is typically divided into multiple non-

overlapping channels (e.g. 9 channels of 20 MHz each in 5 GHz) that incur 

low cross-channel interference and are hence used for operation. In addition to 

these non-overlapping channels, there are other overlapping channels(e.g. Cij, 

Fig. 4.4) whose central frequencies are exactly in the middle of two adjacent non-

overlapping channels (Ci,Cj , in Fig 4.4). While ELI employs one of the non-

overlapping channels during regular operations (channel access phase), it aims 
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Figure 4.4: An overlapping channel (shown in red) and its resource block distri-
bution. 

to use these overlapping channels intelligently during the measurement phase. 

This allows it to estimate its clients’ access probabilities on two non-overlapping 

channels (e.g. Ci and Cj ) simultaneously using a single overlapping channel (Cij ), 

thereby reducing the net overhead by half. Note that when the eNB uses an 

overlapping channel, its resource blocks (e.g. 100 RBs in 20 MHz channel) are 

equally distributed between the two non-overlapping channels (Ci, Cj ) that it 

covers partially (e.g. 0-49 RBs span half of Ci, while 50-99 span half of Cj ). 

While ELI ’s interference detection is accurate on the UL, the client senses 

the 20 MHz channel (10 MHz each of the two adjacent non-overlapping channels) 

as a whole. This makes it difficult for the eNB to detect interference on each of 

the constituent channels (10 MHz blocks) just based on UL access. Hence, ELI 

intelligently employs joint DL and UL access, where it leverages LTE’s OFDMA 

capability on the DL to flexibly schedule a client’s DL resource allocation and 

hence sample interference on both the constituent channels individually, while it 

uses UL access to accurately detect interference on the immediately preceding 

DL transmissions on each of the constituent channels. ELI ’s algorithm proceeds 

as follows. 

Step 1: Schedule Joint DL+UL Measurements – ELI conducts its measurements 

in a TxOP configuration of 3 ms each, consisting of a DL, a special and a UL 

sub-frame in that order, as shown in Fig. 4.5. ELI creates an alternating sched-
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Figure 4.5: Sub-frame resource allocation during interference scanning. 

ule within the DL parts of the first two (DL and special) sub-frames as follows. 

The eNB transmits to two sets (M1, M2) of M 
2 clients each on RBs spanning parts 

of channel Ci and Cj respectively in the first (DL) sub-frame.This is followed by 

switching the transmissions to M1 and M2 on the alternate set of RBs (i.e. Cj 

and Ci respectively) in the DL part of the second (special) sub-frame, as shown 

in Fig. 4.5 . In other words, eNB transmits two transport blocks Tm(1) and 

Tm(2) to each client m ∈ M1 on DL, where Tm(1) is on RBs in Ci and Tm(2) 

is on RBs in Cj (vice versa for m ∈ M2). The UL part of the second (special) 

and third (UL) sub-frames is primarily to activate UL access (detect interference 

through back-off) and obtain feedback from the clients in M1 and M2 for their 

DL transmissions, but can also be used to schedule data for them based on their 

outstanding requests. This alternating DL schedule coupled with immediate UL 

access allows ELI to sample (on the DL) and detect (on the UL) the interference 

on both Ci and Cj for each client in tandem. 

Step 2: Estimate Interference on Two Channels Simultaneously – To accurately 

estimate interference on each of the constituent channels Ci and Cj , ELI needs 

to distinguish between scenarios, where there is a hidden terminal on only one 

or both of the constituent channels. Using ELI ’s prior interference estimation 

procedure on the UL, we know that a missing transmission on the UL, signals 

hidden terminal interference. When this is immediately preceded by DL trans-

91 



4. ELI: EMPOWERING LTE WITH INTERFERENCE 
AWARENESS FOR DYNAMIC CHANNEL SELECTION 

missions, the result is a ”delayed” feedback (ACK/NACK) for DL transmissions. 

This coupled with the alternating DL schedule that samples both parts of the 

channel (Cij ) belonging to Ci and Cj , helps ELI estimate interference accurately 

on Ci and Cj simultaneously for each client. 

(i) when there is a delayed ACK for Tm(1) from the client, the ACK signi-

fies a successful transmission on Ci, while the delay signifies a hidden terminal 

impact on UL transmission, indicating that the interference is in the other non-

overlapping channel Cj . 

(ii) when there is a delayed NACK for Tm(1) from the client, the NACK 

signifies a failed transmission on Ci, while the delay signifies a hidden terminal 

impact on the UL transmission, indicating that there is interference in the same 

non-overlapping channel Ci. However, this does not preclude that there is also 

hidden terminal impact on Cj . To resolve this, ELI does a similar estimation on 

Tm(2), which then helps accurately identify if there is also simultaneous interfer-

ence on Ci and Cj . 

Step 3: Repeat across Overlapping Channels – The eNB switches across overlap-

ping channels and for each overlapping channel, it schedules multiple such 3 

sub-frame TxOPs (Steps 1 and 2), where clients are scheduled in a round-round 

fashion. By gathering sufficient samples, it estimates their interference impact 

on each of the two constituent non-overlapping channels simultaneously, thereby 

helping reduce the overhead by half. 

4.3.3.2 Reducing Client Overhead 

After reducing the channel overhead, we now focus on reducing the channel-

dwell time, namely the time required to estimate interference information for 

each client on a given channel. In dense networks hosting a large number of 

clients (tens to hundred), the associated overhead can be excessive. However, 

such dense scenarios also offer an opportunity for ELI , wherein one can expect 

multiple clients that are spatially co-located to share the same set of hidden 

terminals and hence a similar interference impact statistically. Hence, ELI aims 

to cluster such spatially co-located clients and measures the interference on only 

one representative client in each cluster, thereby reducing the channel-dwell time. 

Clustering Clients using Interference Diversity: However, the only interfer-

ence information that ELI estimates is the client’s access probability (Pmi) on a 
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Client Clusters 

m n k o 

Pm1 Pm2 … Pn1 Pn2 … Po1 Po2 … Pk1 Pk2 … ~ ~ 

Access Probability matrix across channels  

Figure 4.6: Illustration showing client clustering based on interference across 
different channels 

Algorithm 2 Clustering clients to reduce channel-dwell time 
1: Input: Access probability of all clients in all channels 
2: Output: Client clusters 
3: while N > 1 do . N = No. of clusters 
4: for i ∈ {1, . . . , N} do 
5: for j ∈ {1, . . . , N} do 
6: if i =6 j then 
7: Ci = centroid(i) 
8: Cj = centroid(j) 
9: euclid = calc euclidean(Ci, Cj )) 

10: end if 
11: end for 
12: end for 
13: clusters = do cluster(min(euclid)) 
14: N = count(cluster) 
15: end while 
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channel i. With this limited information, it is possible for clients (say m and n, 

Fig. 4.6) in spatially distant regions around the eNB to exhibit similar interfer-

ence impact (Pmi = Pni), making it a challenge to accurately identify co-located 

clients. Here, ELI leverages the inherent interference diversity that exists across 

different channels to solve the problem. Note that the set of hidden terminals 

that affect a client would vary significantly from one channel to another ( S 4.2). 

While the interference estimates for two distant clients can be similar on a given 

channel, when their interference estimates across multiple channels are jointly 

considered (Pm = {Pm1, Pm2, · · · }), only co-located clients (e.g. clients m and k, 

Fig. 4.6) would reveal a higher correlation in their interference estimate vectors 

(Pm). Distant clients would experience diverse interference across channels and 

hence automatically reveal lower correlation. Thus, by clustering the clients us-

ing their interference estimates across the frequency domain (channels), ELI is 

able to co-locate clients with high accuracy, where using data from more channels 

contributes to increasing accuracy. 

Clustering technique: To cluster the clients, ELI uses one of the standard 

clustering techniques called hierarchical clustering. The hierarchical clustering 

measures the similarity between two vectors (access probabilities in each channel, 

of two clients – Pm, Fig 4.6) using the euclidean distance between them. The clus-

tering algorithm uses an agglomerative (bottom-up) approach where each client 

starts as a single element in its own cluster and in each subsequent iteration 

two clusters that have the smallest euclidean distance between their respective 

centroids (calculated as the average access probability of the cluster) are merged 

together until all the clusters merge together to form one cluster. The advan-

tage of employing hierarchical clustering as opposed to other popular clustering 

techniques like K-means is that the hierarchical clustering outputs a hierarchy, a 

structure that is more informative than the unstructured set of clusters returned 

by other flat clustering techniques. This allows us to further fine-tune the clus-

tering threshold (similarity threshold), and there-by the overhead incurred. The 

pseudocode of the clustering process is shown in algorithm 2. 

4.3.3.3 Benefits of ELI ’s Overhead Reduction 

To highlight the potential benefits of ELI ’s mechanisms, consider an instance of 

an eNB supporting 50 clients with 9 candidate channels, in 5 GHz band. If we 
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employ 50 sub-frames (1 subframe = 1ms, each sub-frame supporting max. 10 

clients) per client to estimate its access probability, then the total scan time for 9 

channels without ELI ’s optimizations would incur a total estimation overhead of 

≈ 2.3 secs (4% of a 1min epoch). With ELI ’s channel reduction, this overhead 

reduces to ≈ 1.2 secs (2% of epoch); with client clustering, it further reduces to 

only 300 ms (only 0.5% of epoch) in our evaluations ( S 4.3.1). 

4.3.4 Leveraging interference awareness 

We now explain ELI ’s schemes to suitably incorporate the interference statistics 

to enhance LTE’s performance at both macro time scale through dynamic channel 

selection as well as micro time scales through interference-aware access scheduling. 

4.3.4.1 Dynamic channel selection 

At macro time scales (every minute – S 4.3.1), ELI switches eNB’s operating 

channel to the channel that offers minimal interference (as measured during the 

estimation phase) as well as a higher average transmission rate to its clients. The 

concept of dynamic channel switching is practiced in WiFi APs where the AP 

switches its operating channel periodically to move into a better channel [3]. The 

advantage that the WiFi AP has over the LTE eNB while selecting the channel is 

that the WiFi AP does not necessarily have to take into account the interference 

at the clients’ end. Even a sub-optimal channel selection by a WiFi AP may 

not have a big impact on its performance, because of the WiFi’s distributed 

channel access mechanism (clients access channel independently) and its inherent 

interference-mitigation techniques (e.g. RTS/CTS mechanism). However, when 

it comes to LTE, the eNB must take into account the interference in every channel 

in addition to the client rates, before picking the best channel. ELI periodically 

uses the access probability statistics gathered from all the available channels (C) 

to select the best channel (Cb ∈ C), as shown below. 

MX 
Cb = arg max{ Pmi · log(Rmi)}

i∈C 
m=1 
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where Rmi represents the average channel rate of the client m in channel i, cal-

culated during the measurement phase, and incorporates both the DL and UL 

average rates as Rmi = βRD 
mi, where β ∈ (0, 1) captures the relative mi + (1 − β)RU 

importance/load between DL and UL traffic. 

Remark: The dynamic channel selection aims to improve performance on a macro 

time scale (sec 4.3.1). Consequently, it is aimed at static clients and for clients 

whose mobility changes over a coarse time scale. For more dynamic mobile clients, 

ELI performs intelligent access scheduling on a micro time scales, as discussed 

below. 

4.3.4.2 Interference-aware PF (IPF) scheduler 

To improve LTE’s performance at micro time scale (order of milliseconds), ELI 

transforms the LTE’s native interference-agnostic PF scheduler into an interference-

aware PF scheduler (IPF). While IPF can be applied to both DL and UL, we 

focus on the DL here, starting with background on native LTE schedulers. 

Native PF Scheduler: Among the many LTE schedulers that exist, the most 

extensively used is the PF schduler because of the right balance it achieves be-

tween both performance (throughput) and fairness across all the clients. For the 

PF scheduler the optimal scheduling is obtained by maximizing the logarithmic P 
utility function – m log(Rm), where Rm is the average channel rate of the client 

m, calculated over time. Consequently, the PF scheduler prioritizes clients whose 

instantaneous channel rate (measured at the eNB based on the modulation and 

coding scheme used) is the highest when normalized to its own average channel 

rate. Thus, the decision (S(t)) of allocating B resource blocks to N clients at 

each sub-frame (t), is formalized as shown below. 

XB N NX Xxm,brm,b(t)
S(t) = arg max{ }, s.t. xm,b ≤ 1, ∀b 

x∈S Rm(t)
b=1 m=1 i=1 

where, x is a binary variable capturing the schedule. The rm,b is the instanta-

neous rate of client m on resource block b in a SISO system. Subsequent to each 

assignement, the average channel rate of a client m, is then updated as: 
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Ri(t) = 

⎧⎨ ⎩ 
PB1 rm,b(t) + (1 − 1 )Rm(t − 1), == 1

α b=1 α if xm,b 

(1 − 
α 
1 ) · Rm(t − 1), otherwise 

where, α is an exponential weighted constant. 

IPF scheduler: One of the pitfalls of the native PF scheduler is that it 

allocates resources to clients purely based on their channel rates, which works 

for licensed spectrum. However, the instantaneous channel rates are not reflec-

tive of the true channel state of the client in unlicensed spectrum, which is also 

impacted by hidden terminal interference. Further, such interference also varies 

from one client to another based on its spatial location. ELI leverages such 

interference diversity that exists within a cell to convert the native (PF) sched-

uler into a weighted interference-aware PF scheduler. The latter not only uses 

channel diversity, but also incorporates interference diversity and its impact to 

capture the true channel state of the clients. If Pm represents the moving average 

probability of the client m utilizing its resources (access probability, subject to 

the HT interference), then the Interference-aware PF scheduler (IPF scheduler) 

is given by, 

S(t) = arg max 
x∈S 

{ 
XB 

b=1 

XN 

m=1 

Pm · xm,brm,b(t) 
Rm(t) 

XN 

}, s.t. xm,b ≤ 1, ∀b 
m=1 

ELI uses the IPF scheduler to schedule clients within the channel, there-by 

adapting its resource schedule to account for the impact of interference in clients’ 

channel rate. 

Remark: The moving average of clients’ channel access probability is calcu-

lated over few tens of sub-frames. Since each sub-frame lasts for only 1 ms, 

the time granularity used to calculate the access probability (and adapt resource 

scheduling accordingly) is more finer compared to the time granularity of the ac-

tual mobility of a client. This allows the IPF scheduler to serve for both mobile 

and static clients. 
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4.4 Implementation and Evaluation 

To evaluate the efficacy of ELI ’s design, we implement ELI on the NS3 sim-

ulator. We extended the current NS3-LAA’s [6] basic implementation to fully 

support the LTE-LBT mechanism [11] on both the eNB and the client. Addition-

ally, we implemented the LTE-TDD module, and combined it with the existing 

Lena-LTE module of the NS3 [68], to implement a full LTE-stack on both the 

eNB and the client. 

4.4.1 Evaluation 

We evaluate the efficacy of ELI in a systematic manner. We begin by evaluating 

the benefits of IPF scheduler alone (no dynamic channel selection) by comparing 

it with the native (interference-agnostic) PF scheduler. Subsequently, we evaluate 

ELI ’s dynamic channel selection algorithm combined with the IPF scheduler to 

show its overall performance gains. 

4.4.1.1 IPF scheduler 

We consider 20 different topologies where an eNB continuously transmits DL 

data to its 25 clients. While the clients are randomly distributed within the 

eNB’s sensing/transmission range, the hidden terminals (WiFi nodes) are ran-

domly distributed outside the eNB’s sensing/transmission range. All the hidden 

terminals are made to transmit data to each other starting at random times for 

specific durations. The eNB calculates the average access probability of each 

client over a moving window of 50 sub-frames (50 ms). Each simulation is run for 

10 min and the net-throughput in each case (IPF and native PF) is calculated. 

Performance: The graphs in Fig.4.7(a) shows the average net-UDP-throughput 

gains of the IPF scheduler over the (native) PF for different number of hidden 

terminals. As expected, the IPF schedulers’ throughput gains increase with the 

number of hidden terminals. While the native PF scheduler invariably schedules 

clients affected by hidden-terminals, IPF makes itelligent scheduling decisions by 

leveraging the interference diversity among the clients. With 10 and 15 hidden 

terminals we see that IPF can secure gains of 1.5x and 1.7x respectively, over the 

native PF scheduler. 
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Figure 4.7: IPF Vs. PF scheduler performance 

P 
Proportional Fairness: The graph in Fig.4.7(b) shows the utility( m log(Rm)) 

gains of IPF over native PF (≈1.2X, on an average, when no. of HTs = 15). Since 

the utility captures both performance (throughput) and fairness, we can safely 

conclude that the IPF’s performance gains do not come at the expense of fairness. 

IPF gains are because it considers both interference and channel diversity while 

scheduling access to clients, as against native PF which considers only channel 

diversity. 

4.4.1.2 Dynamic channel selection (DCS) 

We now evaluate ELI ’s dynamic channel selection efficiency. The DCS process 

relies on the periodic interference statistics collected from every client across all 

the channels. Since ELI employs two optimizations (channel scanning and client 

clustering) to do this, we evaluate the performance gains achieved by each of the 

two optimizations in a stepwise manner. We first evaluate ELI ’s DCS (optimized 

channel scanning alone) without client-clustering, and then evaluate ELI ’s DCS 

with both optimized scanning and client-clustering optimizations. We compare 

the net-throughputs achieved by ELI each case to the net-throughput achieved 

when a baseline DCS algorithm (ported from WiFi) is used. The baseline DCS 

is the state-of-the art algorithm currently used by many different commercial 
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Figure 4.8: ELI ’s DCS Vs. Baseline DCS 

APs [3]. The baseline DCS requires the eNB to scan all the channels periodi-

cally and select the channel with the least channel-occupancy. Since the baseline 

DCS does not require to take into account the interference caused by hidden 

terminals, the eNB makes channel-selection decisions independently without any 

client-feedback (akin to the WiFi AP). 

Experimental set-up for this evaluation is the same as in 4.4.1.1, except 

that the number of hidden terminals in each channel is now randomly selected 

(although in the range [5, 15]). Each simulation is run for 10 min with channel 

selection epoch set for every 1 min (refer 4.3.1). Baseline DCS’s per-channel dwell 

duration is fixed as 60 ms [3]. 

Performance: The graph in Fig. 4.8(a) shows the net-UDP-throughput gains 

achieved on the DL using the ELI ’s DCS algorithm with only optimized scanning 

(ELI DCS) and with optimized scanning and client clustering (ELI DCS Cl), 

over the baseline dynamic channel clustering. We see that the ELI ’s DCS scheme 

achieves throughput gains of > 2x (with and without clustering), over the baseline 

DCS scheme. ELI ’s client-clustering only helps in furthering the throughput 

gains over the baseline DCS algorithm, since it reduces the time required to collect 

interference statistics and make decisions faster. The average number of client-

clusters formed across all the topologies when different number of clients were used 

is as shown in 4.8(b). The time required to collect interference statistics does not 
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Figure 4.9: ELI ’s performance evaluation 

proportionally increase with the network density. (10 clusters for 25 clients vs. 

12 clusters for 50 clients). In point of fact, ELI ’s client clustering leverages the 

close distribution of clients in dense networks. This is further validated by the 

graph in Fig. 4.9(a) which shows that ELI reduces the time required to collect 

the interference statistics from all channels significantly (≈7x in 50 client cell), 

when compared to a naive approach of scanning employed by baseline DCS. 

4.4.1.3 Interference diversity and client clustering 

To show that interference diversity from across channels improves the accuracy 

of identifying co-located clients (and hence our client-clustering technique), we 

compare the throughput gains (Fig. 4.9(b)) achieved by ELI over baseline DCS 

(in a 50 client cell) when clients are clustered based on the interference statis-

tics collected from varied number of channels. As evident from the graph, the 

client clusters’ precision (fewer false-positives, leading to higher throughput gains) 

improves with the interference diversity used for clustering (determined by the 

number of channels’ data used). 
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4.5 Related Work 

LTE and WiFi co-existance: While there is a plethora of research on the topic 

of interference impacting wireless nodes in the unlicensed spectrum, they have 

all inherently assumed the impact to be on technologies like WiFi and bluetooth 

that have been traditionally operating in the unlicensed spectrum. The advent 

of LTE onto the unlicensed band is more recent [10]. Consequently, researchers 

have initially focused more on ensuring fair co-existence of LTE and WiFi [30, 35, 

65, 16, 95, 11]. In this paper, we focus on the next step and study the impact of 

LTE and WiFi co-existence on LTE’s operations, through the lens of interference. 

LTE scheduling mechanism: The strategy of manipulating the LTE’s 

scheduling mechanism to achieve an objective has been successfully used the 

past [53, 54, 74, 18]. However, unlike before Blu leverages the interference di-

versity in the unlicensed spectrum along with the channel diversity offered by 

the proportional fair scheduler to schedule client access. [85] takes interference 

diversity into account to schedule uplink transmissions on clients, but does not 

deal with dynamic channel selection. 

Dynamic channel selection: Dynamic channel selection is a technique that 

is commonly used to help WiFi APs periodically hop onto a better channel. Both 

industry [3, 77, 21] and academia [14, 57, 52] have proposed various heuristic 

based techniques to help APs dynamically select channels. However, all these 

solutions rely on heuristics or techniques that are intrinsic to WiFi to tackle the 

interference from hidden terminal in the channel selected. [83] does not take 

into account interference caused by hidden terminals. On the contrary, Blu 

argues that when it comes to LTE, considering interference across channels while 

selecting an operating channel is paramount and advocates using interference 

itself to implement an efficient dynamic channel selection. 

4.6 Summary 

In thischapter, we first showed the importance of handling interference caused by 

the hidden terminals in an LTE network operating in the unlicensed spectrum. 

Subsequently, we proposed ELI , a novel system for LTE to counter interfer-

ence caused by the hidden terminals. ELI ’s three-pronged solution includes 
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(a) a novel technique that equips LTE eNB to unilaterally, yet accurately mea-

sure the interferece at its clients’ end; (b) novel and scalable scheme to measure 

interference at every client across all the available channels with affordable over-

head; (c) schemes for LTE to incorporate interference awareness in its operations 

to improve its performance at both micro (interference aware scheduling) and 

macro time scales (dynamic channel selection). ELI ’s evaluation shows signifi-

cant throughput gains for LTE in the unlicensed spectrum. 
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Conclusions 

In this chapter, we discuss the conclusions and the impact of the work described in 

this dissertation. In addition, we also discuss some of the open research problems 

and future work. 

The unlicensed 2.4/5 GHz spectrum has become extremely popular with var-

ious heterogeneous devices accessing this spectrum for their Wi-Fi and LTE ser-

vices. Consequently, this has led to severe competition among these devices to 

access this limited spectrum. The biggest challenge that currently exists for all 

network service providers is to efficiently manage the spectral resources of 2.4/5 

GHz. Keeping this in mind, this dissertation concentrated on finding novel ways 

for efficient spectral resource provisioning for today’s WLANs operating in large 

enterprises and high-density venues and LTE deployments operating in unlicensed 

spectrum. 

In the first part of dissertation, we proposed AmorFi (chapter 2), an amor-

phous WLAN architecture where the capacity of the network (measured in terms 

of per-user channel bandwidth), can be dynamically (re-)allocated based on the 

spatial-temporal changes in the traffic demands. AmorFi is a first-of-its kind 

WLAN design, inspired by the concept of C-RANs, that supports both cell-level 

unicast as well as network-level broadcast traffic. Through our detailed evalua-

tions we show that AmorFi can easily outperform existing WLAN deployments, 

by carefully managing the available spectrum resources. 

Next, we focused on LTE networks that operate in the unlicensed spectrum. 

The biggest hindrance for LTE networks operating in the unlicensed band, as we 
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showed through detailed experimentation, is that they are completely agnostic to 

the interference present in the network. Consequently, this results in spectrum 

under utilization leading LTE to perform poorly in unlicensed spectrum. In 

order to address this issue, we proposed BLU, and ELI (chapter 3 and chapter 4, 

respectively). 

BLU tackled a fundamental challenge in realizing the concurrency gains of-

fered by LTEs synchronous transmissions in the uplink, when deployed in un-

licensed spectrum, characterized by un-predictable, asynchronous interference. 

BLUs intelligence lies in leveraging the interference diversity across clients infor-

mation that is measured in a scalable manner by blue-printing the source of the 

interference itself and its dependencies on clients. 

Finally, ELI extended the idea of BLU, to incorporate interference-aware 

resource scheduling for LTE’s DL traffic, and additionally introduced a novel 

technique for dynamic channel selection for LTE. The critical challenges ELI 

addressed were to collect interference statistics from clients across different chan-

nels at the eNB with affordable overhead and to leverage interference-awareness 

to improve channel access performance. 

5.1 Open Issues and Future Work 

LTE and Wi-Fi coexistence: Upcoming standards like MulteFire which propose 

to operate LTE entirely in the unlicensed band are likely to further crowd the 

unlicensed band. Meanwhile, both LTE and Wi-Fi are evolving continuously with 

the aim to improve their own operational efficiency while co-existing with other 

radio access technologies. LTE implementing LBT is only the first step. Indus-

try is set to introduce a new radio access technology (LTE-NR) in Release 15 to 

tackle the issues of license-assisted (LAA) and stand-alone formats (e.g., Multe-

Fire) in the unlicensed spectrum. Similarly, Wi-Fi too is set to undergo a massive 

transformation. The upcoming 802.11 ax standard will introduce OFDMA and 

MU-MIMO in both UL and DL using per-client resource block allocation – tech-

niques similar to the ones currently used in LTE. Additionally, for the first time 

the 802.11 ax standard will implement dynamic sensitivity control which modifies 

the traditional CSMA, to help Wi-Fi address the inefficiency caused by co-channel 

interference during channel re-use. As of now, it is unclear how these new features 
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will affect spectrum usage of LTE. Traditional solutions for Wi-Fi rate adapta-

tion algorithms (currently designed for one-to-one communication) and channel 

aggregation may not work in future. We plan to focus future research on under-

standing how each of these new features will affect the workings of Wi-Fi and 

LTE alike, in the unlicensed spectrum. 

LTE-based IoT: A key goal of the upcoming 5G standard is to enable LTE to 

proliferate into many new use cases (collectively referred to as Internet Of Things 

IoT), across different industry verticals like automotive, healthcare, energy, engi-

neering, etc. The industry envisions to build a robust LTE platform to connect 

anything with everything across all the industry verticals. As a first step towards 

achieving this, the 3GPP has begun standardizing LTE operations for IoT devices. 

Consequently, in Release 13, eMTC (enhanced Machine Type-Communication) 

and NB-LTE (Narrow Band-LTE) standards were released. 

We believe that there are critical challenges to make NB-LTE/eMTC com-

munication a success. First, since NB-LTE devices are expected to potentially 

operate in the unlicensed spectrum, they will need to contend with the vagaries 

of the unlicensed spectrum. This will make providing reliable and stable connec-

tivity to mission-critical devices (e.g., devices monitoring health of patients in 

hospitals) a challenge. In the future, we plan to explore more in this area to help 

build a stable, robust and reliable LTE-based infrastructure for mission-critical 

IoT devices operating in the unlicensed spectrum. 
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