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Abstract 

On-demand curation (ODC) tools like Paygo, KATARA, and Mimir allow 

users to defer expensive curation effort until it is necessary. In contrast to 

classical databases that do not even permit potentially erroneous data to 

be queried, ODC systems instead answer with guesses or approximations. 

The quality and scope of these guesses may vary and it is critical that 

an ODC system be able to communicate this information to an end

user. The central contribution is a preliminary user study evaluating the 

cognitive burden and expressiveness of four representations of "attribute

level" uncertainty. The study shows (1) insignificant differences in time 

taken for users to interpret the four types of uncertainty tested, and 

(2) that different presentations of uncertainty change the way people 

interpret and react to data. 

A follow up study was conducted, and ultimately, we show that a set of 

UI design guidelines and best practices for conveying uncertainty will be 

necessary for ODC tools to be effective. This thesis consists of the first 

step towards establishing such guidelines. 
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INTRODUCTION 

Uncertainty, imprecision , incompleteness , or ambiguity in data arises in a number of 

settings. Consider t he following examples. 

Imprecise data sources. Data obtained t hrough crowd-sourcing [20], sensors, or 

privacy-preserving data releases is explicitly uncertain. Often t he data source defines 

eit her bounds or a distribut ion for potent ial errors in t he data. 

Heuristic extraction. Numerous techniques have arisen for extracting structured 

data or relationships from prose , HTML < table > tags, JSON documents, and social 

networks. These techniques are typically heuristic - t hey are not guaranteed to 

produce correct results in all circumstances and may ident ify ambiguit ies in t he 

source data t hat require human intervent ion. 

Historically, t he quality of a dataset would be ensured before it was analyzed, 

often t hrough complex, carefully developed curation processes designed to completely 

shield analysts from any and all uncertainty. This curation establishes t rust in t he 

data, which in t urn helps to establish t rust in t he results of analyses. However, as 

typical data sizes and rates grow, t his type of brute-force upfront curation process is 
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1. INTRODUCTION 

becoming increasingly impractical. As a result , analysts have started turning to new, 

"on-demand" or "pay-as-you-go" approaches [1, 4, 14, 18, 23, 25 , 2] to data curation, 

such as PayGo, Mimir, or Katara. On-demand curation (ODC) systems minimize 

the amount of upfront time and effort required to load, curate, and integrate data. 

Data stored in an ODC is, initially at least , of low quality and queries are liable 

to produce incomplete or incorrect results. To mitigate the unreliability of these 

results, ODC systems typically provide a form of provenance or lineage, tracking 

the effects of uncertainty through queries and tagging results with relevant quality 

metrics (e.g. , confidence bounds, standard deviations, or probabilities). If the quality 

is insufficient , the ODC helps her to prioritize her curation efforts. 

Most ODC efforts are specialized forms of probabilistic databases [24] that al

low for queries over uncertain, probabilistically defined data. Classical probabilistic 

databases produce outputs either in the form of "certain" answers (that provide only 

limited practical utility) , or in the form of probability distributions. Representing a 

query output as a distribution alleviates the monotonous (and error-prone) task of 

handling probabilities, error conditions, and outliers in the middle of a query. 

Data cleaning. Data cleaning, for example through constraint enforcement [3] or 

entity de-duplication [15] typically creates multiple, ambiguous interpretations of 

source data that a heuristic must select from. 

Approximate query processing. In interactive settings, it is often beneficial to 

trade result accuracy for improved latency [10]. 

Fuzzy queries Non-SQL query interfaces like natural language, gestures, or keyword 

search frequently admit ambiguous interpretations. A single query might have many 

2 



1. INTRODUCTION 

possible result sets, each valid under some interpretation of the query. 

Nevertheless, error-handling logic is still necessary, even if it is never expressly 

declared; A human interpreting the results must decide whether and how to act on the 

results given. Just having a probability distribution for query results is insufficient: 

the uncertainty must be communicated to the users who will ultimately act on the 

results. Complicating matters further is the fact that many database users lack 

the extensive background in statistics necessary to interpret complex probability 

distributions. 

Uncertainty in relational data is typically categorized into one of three forms: (1) 

Uncertainty about the value of a given attribute in an existing row (attribute-level) , 

(2) Uncertainty about whether a specific row should be present in the database (row

level) , or (3) The full set of possible rows in the database may be unknown or infinite 

( open-world uncertainty). 

We present our initial efforts to explore how ODCs can communicate uncer

tainty about query results to their users. We focus primarily on presenting forms 

of attribute-level uncertainty such as dependency violation repairs, domain violation 

repairs, extraction errors, or low-quality data sources. 

Fundamentally, we are interested in how the database should represent potential 

errors in tabular data being presented to the user. A representation that commu

nicates too much information can create an unnecessary cognitive burden for users. 

Conversely, if a representation communicates too little, the user may not realize that 

data values are compromised and act on invalid information. 

To explore this tradeoff between imposed cognitive burden and efficacy, we con-
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1. INTRODUCTION 

ducted a preliminary and a follow up user study with participants drawn from the 

Department of Computer Science and Engineering at the University at Buffalo. We 

explored four different representations of one specific form of data uncertainty called 

attribute-level uncertainty. Our results show that the choice of how to communicate 

low-quality data has a substantial impact on how users react to that information. 

Responses to different representations ranged from a desire for more information, an 

efficient use of presented contextual details, and even included mild fear responses 

to the data being presented. Thus, we argue that the design of interface elements 

for representing uncertainty is a critical part of probabilistic databases , ODCs, and 

data quality research in general. Concretely, this research makes the following con

tributions: (1) We outline a user study that explores four different presentations 

of attribute-level uncertainty. (2) We quantitatively analyze the tradeoff between 

cognitive burden and decision-making based on results from our study. (3) We qual

itatively analyze the different representations effects on study participants thought 

processes. 
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2 

BACKGROUND 

Uncertainty is increasingly relevant to all facets of data management , from small-scale 

small personal sensing applications to large corporate or scient ific data analytics. In 

t hese and many other settings, heuristics play an active role in enforcing data quality, 

and in doing so decide what information t he end-user is exposed to. As a simple 

example, several modern calendar and address b ook programs populate t hemselves 

from a linked email account. The program 's heuristics decide which sections of text 

describe an event or contact . The result of t hese heuristics is a table of (typically 

relational) data t hat programs can t hen display to t he user. 

Unfort unately, t he crisp precision of a table of query results - or even just a 

collection of numbers and names - can conceal potent ial unreliability of t he values 

shown. In t he more extreme cases, present ing t his information as if it were valid can 

ruin lives. Examples include credit agencies1 and t he TSA no-fly list2
, both of which 

frequent ly contend wit h automation-related issues ranging from ent ity resolut ion to 

missing or unt rustworthy data. 

1http://money.cnn.com/2016/04/11/pf/john-oliver-credit-reports/index.html 
2 http://www.nytimes. com/2010/01/14/nyregion/14watchlist.html 
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2. BACKGROUND 

Historically, the prevailing wisdom in the database community was to work only 

with precise, valid data. Unfortunately, hiding uncertain information (e.g. , behind 

NULL-value semantics) dramatically decreases the utility of a data set. A value rep

resenting a guess, such as data extracted from a web page or an email, is information 

that can still be incorporated into a user 's decision process. So-called probabilistic 

databases [24] represent a more sophisticated approach to managing uncertain data 

by treating data as a distribution over possible database instances. However, work 

on probabilistic databases to date has focused largely on query processing semantics, 

typically through algorithms for computing distributions of possible query results. In 

this work, we instead approach probabilistic databases by starting "in the last-mile ," 

that is, by examining how users consume uncertain information. 

A probabilistic database [24] is typically defined as a set of deterministic database 

instances D E lDl that share a common schema, and a probability measure P : lDl r--+ 

[O, 1] over this set. Under possible worlds semantics, a deterministic query Q may be 

evaluated on a probabilistic database by (conceptually) evaluating it simultaneously 

on all instances in lDl , producing a set of relation instances and a probabiliity measure 

over the result set. 

Numerous semi-automated tools for curating low-quality data [1, 4, 25, 21] emit 

probabilistic database relations. These relations model the ambiguity that arises 

during automated data curation, most frequently appearing in one of three forms: 

(1) Row-level uncertainty, (2) Attribute-level uncertainty, and (3) Open-world uncer

tainty. Row-level uncertainty arises when a specific tuple 's membership in a relation 

is unknown. Attribute-level uncertainty arises when specific values in the database 
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2. BACKGROUND 

Rating Source 
Product Buybeast Amazeo Targe Note 
Samesung 4.5 3.0 

Magnetbox 2.5 3.0 
Mapple 3.5 5.0 Not a TV? 

Figure 2.1: Examples of uncertainty. 

are not known precisely. Finally, open-world uncertainty arises when a relation can 

not be bounded to a finite set of possible tuples. 

Example 1. The example spreadsheet given in Figure 2.1 shows reviews for 3 fic

tional television products from 3 fictional sources. Each of the three types of un

certainty are illustrated: It is unclear whether the M apple is actually a television 

(row-level uncertainty). There are ratings missing for several fields (attribute-level 

uncertainty). Finally, there is the possibility that the spreadsheet is incomplete and 

there are television products missing ( open-world uncertainty). 

Efforts to presentation of uncertain data often focus on visual encodings like 

graphs [22 , 17] or maps [9]. For tabular layouts used in database query results, a 

common approach is to present only so-called "certain" answers [6] - the subset 

of the output relation with no row- or attribute-level uncertainty. Although com

puting certain answers presents a computationally interesting challenge, completely 

excluding low-quality results significantly decreases the utility of the entire result 

set. Another common approach is to compute statistical metrics like expectations 

or variances for attribute-level uncertainty, and per-row probabilities (confidences) 

for row-level uncertainty. Presenting this information to users in a way that can 

be clearly distinguished from deterministic data is challenging. Thus, systems like 

MayBMS [12] and MCDB [13] require users to explicitly request specific statistical 
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2. BACKGROUND 

metrics as part of queries, and in doing so place an unnecessary burden on users, 

who must now track which attributes are uncertain. In multiple attempts to de

ploy probabilistic databases in practice [17, 25 , 21], such SQL extensions have been 

non-starters. 

Online Aggregation [11] uses sampling to approximate and incrementally refine 

results for aggregate queries. The user interface explicitly gives an expectation, 

confidence bounds, and % completion, clearly communicating that the result is an 

approximation, and the level of quality a user can expect from it. Wrangler [16] 

helps users to visualize errors in data: A "data quality" bar communicates the frac

tion of data in each column that conforms to the column's type and the number 

of blank records. Finally, the Mimir system [25, 21] uses automatic data curation 

operators that tag curated records with markers that persist through queries. These 

markers manifest as highlights that communicate the presence of attribute and row

level uncertainty. Users click on markers to learn more about why the value/row is 

uncertain. 

As a result of a user study, we find that simple, low-bandwidth signaling like text 

color is an effective and efficient way to communicate uncertainty in data. We also 

find that details like ranges and confidence bounds can make decisions harder for 

some users. 

Armed with this information, we revisit existing strategies for evaluating an

swers to probabilistic database queries within a classical deterministic DBMS. To 

date , there have been two dominant strategies: provenance- and sample-based. 

Provenance-based evaluation as in Sprout [7] constructs a loss-less representation 

8 



2. BACKGROUND 

of the distribution for a query's results. This representation can then be used to 

compute statistical metrics like row confidence to arbitrary precision. In short , 

provenance-based strategies can support a wide range of uncertainty representations. 

By contrast , sampling-based strategies like MCDB [13] can be faster (depending on 

number of samples) , but do not produce a complete characterization of the result 

distribution and can not be as expressive as a provenance-based technique. 

The key insight is that for the simplest representations, which our user study 

shows can still be effective, both strategies are still computing too much. Through 

this study we show that a simple representation of uncertainty in can help the user. 
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3 

MOTIVATION 

Analysts make important decisions regarding restructuring data to make it more con

sistent and easier to query. Although databases support processing a large amount of 

data, they do not address data quality issues. In 3.1 , we have Location, Designation 

and Salary information for two states. 

Software Engineer 

Software E gineer 

Software Engineer 

Software Engineer 20000 
Software E gineer 15000 
Software Engineer 10000 

Figure 3.1: Salary D at a 

A user wants to move to a location based on the average salary information 

obtained from this data. When this data is loaded using a curating tool, the system 

might suggest two possible choices: (1) 15,000 and (2) Null. Based on the decision 
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3. MOTIVATION 

made by the user on above choices, the average salary for that particular location 

might change. When 15,000 is chosen as the possible value , the average salary for 

New York City (NYC) is the same as Los Angeles (LA) and user might chose either of 

them. But when the uncertainty in the data is represented clearly, the average salary 

for NYC can is represented as average salary +/- 5000 and the user might chose LA 

over NYC. This example helps us understand that uncertainty representation plays 

an important role in decision making process. 

Human decision making is explained in N euroeconomics, an interdisciplinary 

field as the ability to process multiple alternatives and to follow a course of action. 

To analyse the decision making process researchers have been trying to find out the 

effect of uncertainty on human brain. "The uncertainty effect [8] says that , the fear 

of uncertainty can have profound consequences on human-decision making" . People 

are more likely to act on the data they are most certain about than taking a risk and 

acting on uncertain data. Different hypothesis have been tested in order to assess 

the human decision making skills when provided with uncertain data. Consider the 

Ellsberg paradox [5] , a paradox in decision theory in which people's choices violate 

the postulates of subjective expected utility. According to the paradox people will 

always choose a known probabilty of winning over an unknown probability of winning, 

even if the unknown probability could be a guarantee of winning [5] 

The Ellsberg Paradox can be explained using the 1 urn example [5]. Suppose you 

have an urn containing 30 red balls and 60 other balls that are either black or yellow. 

You don't know how many black or how many yellow balls there are, but that the 

total number of black balls plus the total number of yellow equals 60. The balls are 
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3. MOTIVATION 

well mixed so that each individual ball is as likely to be drawn as any other. You 

are now given a choice between two gambles in 3.1: 

Gamble A Gamble BII II 
II You receive $100 if you draw a red ball I You receive $100 if you draw a black ball II 
II P(Red Ball) = 1/3 I P(Black Ball) = 1/3 II 

Table 3.1: Gamble 1 for Ellsberg Paradox 

Also you are given the choice between these two gambles ( about a different draw 

from the same urn) in 3.2: 

I Gamble B 

You receive $100 if you draw a red or yellow You receive $100 if you draw a black or yellow 
ball ball 

II P(Red or Yellow) = 2/3 I P(Black or Yellow) = 2/3 

Table 3.2: Gamble 2 for Ellsberg Paradox 

According to the theory, since the prizes are exactly the same, it follows that 

Gamble A to Gamble B would be preferred if and only if drawing a red ball is 

more likely than drawing a black ball. Also, there would be no clear preference 

between the choices if a red ball was as likely as a black ball. Similarly it follows 

that Gamble C to Gamble D would be preferred if, and only if, drawing a red or 

yellow ball is more likely than drawing a black or yellow ball. So, supposing Gamble 

A to Gamble B is preferred, it follows that Gamble C to Gamble D will be preferred. 

And, supposing instead that Gamble B to Gamble A is preferred, it follows that 

Gamble D to Gamble C will be preferred. Lets look at this example from Database 

perspective, which presents the user a result without considering the uncertainties. 
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3. MOTIVATION 

We have changed the prize value for Gamble B to 102$. 

II Gamble A Gamble B II 
II You receive $100 if you draw a red ball I You receive $102 if you draw a black ball II 
II Expected Prize = 33$ I Expected Prize = 34$ II 

Table 3.3: Gamble 1 for Database 

Case 1: If Gamble A is preferred the expected reward would be 33$ and choosing 

Gamble B would reward the user with 34$. If a user had to analyze the data from 

the Database she might end up choosing Gamble B over Gamble A as the expected 

reward is higher for Gamble B. 

II Gamble A Gamble B II 
II You receive $100 if you draw a red ball I You receive $102 if you draw a black ball II 
II Expected Prize = 33$ I Expected Prize = [0-68]$ II 

Table 3.4: Gamble 2 for Database 

Case 2: If we bring in the uncertainties into picture, the expected reward for 

choosing Gamble A is 33$ whereas the expected reward for choosing Gamble B would 

lie between [0-68]$. If a user is presented with the data with uncertainties taken into 

account , they might end up choosing Gamble A over Gamble B. This scenario makes 

us look into a factor which was not present in case 1, data representation. In case 1, 

user might choose Gamble B over Gamble A as the reward is higher. But when the 

same data is presented as a value between[0-68], the user might change the decision 

and choose Gamble A. Databases give deterministic results and assume that the 

result is correct , whereas the user makes the choice based on all the available factors. 

The user might prefer Gamble A over Gamble B till the point the reward associated 
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3. MOTIVATION 

with Gamble B becomes higher [34-68] than the reward associated with Gamble A 

(33). This user behavior leads us to believe that the data representation might affect 

human decision making. 

When surveyed, most people strictly prefer Gamble A to Gamble B and Gamble 

D to Gamble C which violates some assumptions of the expected utility theory [?]. 

There is a trade off that a lot of uncertainty would make it harder for the user 

to make a decision whereas too little uncertainty could lead to making incorrect 

decision. Different ways of presenting uncertainty might help in this situation as 

seen in the case of Gamble 1 for database. When the user was presented with data 

from 3.3(too little uncertainty) , they might choose Gamble B whereas when data 

from 3.4 (a lot of uncertainty) is presented, the user might end up choosing Gamble 

A. This leads to our hypothesis which is discussed in the next section. 
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4 

HYPOTHESIS 

Our hypothesis is that , users respond better when provided with uncertain data. If 

the user is presented with a representation the effectively communicates uncertainty 

and imposes less cognitive burden to understand the representation, then the user is 

likely to make a better decision. We believe that there is a sweet spot of imprecision 

that allows fast decision making. The key insight driving our study design is that 

simple representations of uncertainty are sufficient for some use cases of data cleaning. 

The experiment consisted of a ranking task where participants were presented 

with a web form that had a 3x3 matrix showing three ratings each for three prod

ucts. Participants were told that the ratings came from three different sources and 

were normalized to a scale of 1 to 5, with 5 being best and 1 being worst. Simple 

representations of uncertainty ( described in study design section) where used to an

notate uncertain values. Participants were then asked to make a decision regarding 

the product which they would purchase based on the data. 

The two primary questions that we sought to answer for each of the representa

tions of uncertainty are (1) Is the representation effective at communicating uncer-
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4. HY P OTHESIS 

tainty, and (2) What is the cognitive burden of interpreting the representation? 

If the representation used is effective, then we would see a disagreement with 

Bestof3 ordering i.e participants ranking of products will be different than the pre

decided order of ranking. If a representation has high cognitive burden then the user 

would take more time to rank the products, whereas less time would be required to 

reach a decision if the representation has low cognitive burden. 

Responses from web form which takes into account the time taken by participant 

to select a meaningful ranking and when and how the participant alters the ranking 

we will analyze the changes in the participants decision strategy. We will also analyze 

the changes in the decision brought on by introducing uncertainty in the data and 

compare the results (response from accurate data vs. response from uncertain data). 
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EXPERIMENTAL DESIGN 

Our first aim is to design a user interface for present ing query results wit h attribute

level uncertainty, opt imizing for t hree obj ectives: (1) Fam iliarity : Replicate as much 

of t he deterministic querying experience as reasonable, (2) Effectiveness: Get users 

to incorporate data uncertainty into decisions t hey make based on uncertain query 

results, and (3) Efficiency: Minimize t he cognit ive burden of interpreting uncertainty 

in results. In t he interest of opt imizing for familiarity, we b egin wit h a classical 

deterministic interface: a table of query results. We fo cus our efforts on modifying 

individual table cells to communicate uncertainty. We select a representative sample 

of representations, each illustrated in Figure 5. 1. 

Rating Source 
Product Buybeast Amazeo Targe 

Samesung 3.5 - 4.5 3.0 3.5±1 
Magnetbox 2.5 2.5 

Mapple 5.0* 3.5 -5.0 

F igure 5. 1: Example uncertainty representations. 

a) Asterisk: Uncertain values were marked wit h an asterisk (e.g. , Mapple's Buy-
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5. EXPERIMENTAL DESIGN 

beast rating). 

b) Colored text : The text of uncertain values was colored red (e.g. , Magnetbox's 

Amazeo rating). 

c) Color coding: The cells containing uncertain ratings were given a red back

ground (e.g. , Magnetbox's Targe rating). 

d) Tolerance: Uncertain values were presented wit h an error b ound (e.g. , Same

sung's Targe rating). 

e) Range: Uncertain values were presented as a range of values (e.g., Samesung's 

Buybeast rating) . 

The first t hree representations are simple low-bandwidt h encodings. Each com

municates precisely 1 bit of information about each attribute, albeit wit h varying 

levels of subtlety. Coloration, and in particular red is a common warning signal -

Coloring text is subtle, while coloring an ent ire cell is more observable while decreas

ing t he contrast of t he value and making it harder to see. Symbols like asterisks are 

frequent ly used in tabular data for fo otnotes. The remaining two representations 

carry a higher level of detail: a range of possible values, expressed as a median and 

range in one case and as upper and lower b ounds in t he other. 

5.1 Study Design 

The two primary questions t hat we sought to answer for each of t he representations 

of uncertainty were ( 1) Is t he representation effective at communicating uncertainty, 

18 



5. EXPERIMENTAL DESIGN 

User Study 

Introduction: 

The table below giYes ratings from different website for tlu-ee products. 

~ame of Product Rating I Rating 2 Rating 3 

Product A 4.5 3.5 

Product B 1.5 3.5 

Product C 3.5 2.5 

Task: 

Please go through the details about the products and arrange the products in the order of your preference to buy them. 

Produc1 .-\ 

ProduclB 

ProduccC 

Submit 

Figure 5.2: User Interface. 

and (2) What is the cognitive burden of interpreting the representation? To address 

these questions we conducted a series of user studies in which participants were 

presented with a web form that contained a 3x3 grid showing three ratings each for 

three products. The participants were told that the ratings came from three different 

sources and were normalized to a scale of 1 to 5, with 5 being best and 1 being worst. 

Given this information, participants were asked to evaluate the products for purchase 

by ranking the products in the order of their preference. The interface used in the 

study is illustrated in Figure 5.2. 

Interactions with the web-form - such as product selection, re-ordering the prod

uct list , and submitting the participant 's final order - were logged along with time 

stamps. In addition to interactions with the web form, the experiment also used a 

think-aloud protocol. The think-aloud protocol is defined to be a process in which 
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5. EXPERIMENTAL DESIGN 

participants are asked to verbalize their thought processes while performing the task. 

Audio logs were then transcribed and the anonymized transcriptions tagged and 

coded for analysis. 

5.2 Control Trials 

Ratings for each product were generated randomly for each trial, but biased to elicit a 

specific, predictable ranking order. We call one product roughly better than a second 

if it has (1) one extremely favorable rating (at least one point higher) , (2) one slightly 

favorable rating (0 , 0.5 , or 1 point higher) , and (3) one slightly unfavorable rating (0 , 

0.5 , or 1 point lower). We call a product rating grid valid if there exists a sequence 

of products where each product is roughly better than the next in the sequence. 

For each trial, we sampled rating grids from a uniform random distribution on the 

range [0, 5] with increments of 0.5, and used rejection sampling to ensure only valid 

grids. As shown in Figures 5.3a and 5.3b, this sampling process elicited the expected 

ordering from participants roughly 90% of the time. From this point we will refer to 

this elicited ordering as the best two-out-of-three ratings, or Best0f3 ordering. 

5.3 Experimental Trials 

Each experimental trial evaluated one of the five forms of uncertainty described 

above. In each experimental trial, the grid was generated exactly as in the control 

trial. However, between 2 and 4 randomly chosen values were labeled as being un

certain. Participants were also informed that these fields were uncertain. For the 
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5. EXPERIMENTAL DESIGN 

asterisk, colored text, and color coding representations , the label was simply applied 

to the affected cells. For the range and tolerance representations, the presented inter

val was uniformly selected from {±0.5, ±1, ±1.5}. To emphasize, the sole difference 

between an experimental trial and a control trial was the addition of labels mark

ing some ratings as uncertain and not how the displayed ( or median) ratings were 

generated. 

5.4 Scale 

The preliminary study included 14 participants drawn exclusively from the University 

at Buffalo 's Department of Computer Science and Engineering and did not evaluate 

the Range representation. 

A total of 22 participants drawn from the entire student body of the University 

at Buffalo participated in the second study. Participants were asked to complete 

three rounds of survey, with each round consisting of six trials: One control trial 

and one experimental trial for each of the five representations. Thus, we collected 66 

rankings per representation (and for the control) for a total of 198 pairwise product 

comparisons each. 
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6 

RESULTS 

6.1 Quantitative Assessment 

As mentioned in Section 5.1 , a participant 's interactions with the web-form were 

logged, including the participant's final ranking and the time taken to reach it. We 

first evaluate the representations quantitatively for (1) effectiveness, by comparing 

participant rankings with the Best0f3 raking and (2) efficiency, by measuring the 

time taken to complete the trial. 

The two primary questions that we sought to answer for each of the four repre

sentations of uncertainty were (1) Is the representation effective at communicating 

uncertainty, and (2) What is the cognitive burden of interpreting the representation? 

Concretely, we identified at least three distinct behavioral responses to uncertainty 

in the data presented, suggesting differences in the efficacy of each representation. 

We also noted that all four representations of uncertainty required a similar amount 

of decision time, suggesting that all four representations impose similar cognitive 

burdens in the population under study. 
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6. RESULTS 

6.2 Effectiveness 

Recall that the data presented was carefully selected to elicit a specific ordering, 

regardless of whether participants made their choice based on the best two ratings or 

based on the average of all three ratings. We term this ranking order Best0f3. Our 

analysis is based on the expectation that users who disregard uncertain data are more 

likely to select orderings closer to random relative to Best0f3. In short , if a repre

sentation of uncertainty is effective, we would expect to see a more random product 

ranking. In the confidence interval representation - where bounds were not wide 

enough to prompt a significant level of ambiguity - we would expect to see rank

ing close to Best0f3. Figure 6.1 summarizes our results, showing the probability 

of agreement between the participant-selected ordering and the Best0f3 ordering. 

Standard deviations are computed under the assumption that agreement with Be

st0f3 follows a Beta-Bernoulli distribution. A 16.7% agreement would indicate a 

purely random ordering. The 'certain ', deterministic baseline shows a consistent , 

roughly 85% agreement with Best0f3, and as predicted, so does the confidence in

terval presentation ( 89%) 1 
. Both colored text and color coding significantly altered 

participant behavior (45% and 56% agreement with Best0f3). Asterisks were not 

as effective at altering participant behavior (73% agreement). This is consistent 

with colored text and color coding signaling significant errors, while asterisks signal 

caveats or minor considerations on the values presented. 

A product ranking that is closer to random relative to Best0f3 is expected if a 

1Note that results from both certain and confidence interval trials are well within one standard 
deviation of each other . 
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representation of uncertainty is effective. Figure 6.1 summarizes our results, showing 

the probability of total agreement between the participant-selected ordering and the 

BestOf3 ordering. 

Standard deviations are computed under the assumption that agreement with Be

stOf3 follows a Beta-Bernoulli distribution. A 16.7% agreement would be consistent 

with a purely random chance of total agreement with BestOf3. The deterministic 

baseline (Certain) shows a consistent , roughly 92% agreement with BestOf3. Fig

ure 6.2 illustrates the same data as Figure 5.3b, but considers the number of pairwise 

disagreements in relative ranking rather than complete agreement. Both colored text 

and color coding significantly altered participant behavior (50% and 42% agreement 

with BestOf3). This is comparable to our preliminary study where colored text and 

color coding where 45% and 56% in agreement with BestOf3 respectively. There 

is an increase in agreement with BestOf3 for colored text , but remains within one 

standard deviation of the preliminary study. In the new study, color coding agrees 

significantly less with BestOf3; This may be attributable to the difference in study 

populations. In both studies color coding was very effective at altering user behavior. 

The range representation was not as effective at altering participant behavior (68% 

agreement) , although we would expect a closer agreement , since averaging the range 

value would cause the participant to follow BestOf3. As discussed in our qualita

tive analysis below, this may be attributable to participants ignoring the uncertain 

values altogether or selecting the lowest or highest value. The preliminary study 

reveals the tolerance representation showed a consistent (89%) agreement with Be

stOf3 whereas we can see a decrease in the agreement (77%) in the broader study. 
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Our analysis shows that this might be because the Non CS students took significant 

time in interpreting tolerance values. Asterisks were not as effective at altering par

ticipant behavior (62% agreement) , which confirms with results from the preliminary 

study [19] with asterisk at 73% agreement. 

6.3 Efficiency 

We measure time taken for each form of uncertainty as a proxy for cognitive burden. 

Figure 6.3 illustrates time taken by users to complete each individual ranking task. 

We distinguish between the first round, where participants initially encounter the 

task and representation, from subsequent rounds where they are already familiar 

with the task. As seen in Figure 6.3a, participants spent significantly more time 

familiarizing themselves with the overall ranking task than with any of the specific 

representations of uncertainty. Furthermore, time taken per representation was rela

tively consistent across all forms of uncertainty; The slowest two trials in Figure 6.3b 

were both deterministic. 

We measure time taken for each form of uncertainty as a proxy for cognitive 

burden. Figure 6.4 illustrates time taken by users to complete each individual ranking 

task. In the case of CS participants, time taken per representation was relatively 

consistent across all forms of uncertainty except tolerance. The slowest trial for 

both CS Figure 6.4a and Non-CS Figure 6.4b participants was tolerance. As seen in 

Figure 6.4b, participants from a Non-CS background took longer to infer tolerance , 

certain and range representations. However, non-CS participants also displayed a 
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quicker decision compared to CS participants in case of asterisk, colored Text and 

color coding representations. The comparison might suggest that being familiar with 

representation ( tolerance and ranges) reduces the cognitive burden of interpreting 

uncertainty. 
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7 

DISCUSSION 

7.1 Qualitative Assessment 

We next analyze the results of the think-aloud protocol used in the study. In gen

eral, consistency in the rating sources and the products was considered as secondary 

sources of feedback regarding data quality. For example, if Source 1 had uncertain 

ratings for two products, then participants were more likely to discard it as unin

formative and base their rating solely on the other two sources. If the ratings for 

a product had wide (4.5 , 2, 1) range then the product was considered unreliable by 

a few participants. Participants were encouraged to state whether they were using 

Best0f3 or taking an average of the three ratings in order to rank the products. 

In the preliminary study approximately half of the participants conveyed a strong 

negative emotional reaction to the color coding representation - a well known re

sponse to the color red. Reactions included participants expressing a feeling of neg

ative surprise on first seeing the value. Several participants suggested feelings of 

comfort associated with the additional information that the confidence interval sup-
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plied, although we note the same may not be true of broader study populations. 

In addition to strong negative emotional responses, most participants indicated 

that they were ignoring values with a red background, except as a tiebreaker. This 

was true even for several participants who did not react in the same way toward the 

red text or asterisk representations. 

Most participants exhibited risk-averse behavior. Given two similar choices, many 

participants stated a preference for products with more consistency in their ratings, 

as well as for products that did not include uncertain ratings. A frequent exception 

to this pattern was cases where uncertain values appeared at the low end of the rating 

spectrum - several participants indicated that the true value of a low, uncertain 

rating could only be greater than the value shown. 

In several instances, participants requested additional information, most fre

quently with the asterisk representation. It is possible that this is an artifact of 

the experimental protocol; The asterisk was the first form of uncertainty that many 

participants encountered. However, based on our efficacy analysis, it may also be 

the case that participants assumed that this representation signaled less significant 

errors . In future trials , we will use a random trial order and evaluate whether some 

representations are better at prompting users to seek out additional information. 

For confidence bounds, users appeared to react to the presented uncertainty in one 

of two ways. One group appeared to first evaluate whether the uncertainty would 

make a significant impact on their deterministic ranking strategy (best 2 of 3 or 

average). The other group adopted a pessimistic view and plugged the lower bound 

into their deterministic strategy as a worst-case . For the experimental protocol used, 
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both strategies typically resulted in the same outcome. 

For a principled analysis of the think-aloud results in the second study, we tran

scribed and examined the collected audio logs. Utterances were annotated with tags, 

broadly grouped into three categories: 

a) Risk tags annotate utterances where the participant describes an optimistic 

or pessimistic decision strategy that incorporates uncertain values. 

b) Comfort tags annotate utterances where the participant indicates a positive or 

negative emotion, either towards the deterministic or non-deterministic data. 

c) Context tags annotate utterances where the participant attempts to use con

text (the value domain, other ratings , etc.. . ) to infer a cause for or interpre

tation of the uncertain values. 

7.2 Risk-Aversion vs. Risk-Favor 

Figure 7.1 illustrates the effect of different presentations of uncertainty on partici

pants' willingness to take risks and choose a product that has uncertain ratings. 

a) Risk-Aversion: The participant indicates that they are making a decision 

that avoids risk or indicates a reduced preference for an option based on too 

much uncertainty. 

b) Risk-Favor: The participant indicates that they are making a decision that 

takes on risk or they believe that the risk is minimal, although their decision 

involves uncertainty. 
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Risk Aversion vs Risk Favor 
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Figure 7.1: Risk Aversion vs. Risk Favor 

Participants were more likely to indicate risk-taking behavior with color coding, and 

less likely to indicate risk-taking behavior with the tolerance or range representations. 

7.3 Comfort vs. Discomfort 

Figure 7.2 illustrates positive and negative emotional reactions expressed by partic

ipants with regards to the data and the type of uncertainty. 

a) Discomfort-Data: The participant expresses discomfort with ambiguity in the 

(raw, certain) data or the difficulty of the decision process. 

b) Comfort-Data: The participant expresses comfort with the data being pre--
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sented and/or being at-ease with the decision they are being asked to make. 

c) Discomfort-Uncertainty: The participant expresses discomfort or a dislike 

of the uncertainty in the data. 

d) Comfort-Uncertainty: The participant expresses comfort with or a like of the 

uncertainty in the data. 

The color coding representation made the participants most uncomfortable followed 

by colored text representation as seen in Figure 7.2 whereas Tolerance was consid

ered as the most comfortable representation of uncertainty. Asterisk, Colored text 

and Ranges induced the same level of discomfort with data. Users expressed the 

most discomfort with color coding representations, followed by colored text as seen 

in Figure 7.2. Tolerance was considered the most comfortable representation of un

certainty. Asterisk and ranges induced the same level of discomfort with the data. 

7.4 Context-X vs. Uncertainty-X 

Uncertain values were ignored on a larger scale in color coding compared to other rep

resentations, followed by asterisk and colored text as seen in Figure 7.3. Uncertainty 

was also considered irrelevant in these three cases. 

a) Context-Row: The participant indicates a change in behavior ( e.g. , discarding 

or retaining) with respect to an uncertain value based on other ratings from 

the same source for the same product. 
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Comfort vs. Discomfort 
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Figure 7.2: Comfort vs. Discomfort 

b) Context-Domain: The participant expresses a desire to select a product be

cause its uncertain ratings are low (and can only increase), or a desire to avoid 

a product because its uncertain ratings are high ( and can only decrease). 

c) Uncertainty-Callout: The participant vocalizes a form of uncertainty per

ceived in the data. 

d) Uncertainty- Ignored: The participant expresses an intent to ignore , discard, 

exclude, or otherwise disregard values that are uncertain. The participant may 

also explicitly state that a decision is based exclusively on certain data. 

e) Uncertainty-Irrelevant : The participant expresses awareness that the un

certainty in the values does not affect their decision. 
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Context and Uncertainty Tags 
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CONCLUSION 

Data quality is becoming an increasingly painful challenge to scale. As a result of 

issues ranging from low-quality source data [16, 25 , 21] to time-constrained execu

tion [11, 17], the future is clear: Before long, imprecise database query results will 

be common. It is thus imperative that we learn how to communicate uncertainty in 

results effectively and efficiently. 

This study addressed the need for uncertain and probabilistic data management 

systems to interact directly with users. We presented our initial exploration of this 

space: a user study that showed how users could be convinced to incorporate un

certainty into decisions based on imperfect data or query results. As a result of 

this study, we showed that users made rational decisions more quickly with low

bandwidth uncertainty representations like red text or red backgrounds. In contrast 

to the more extensive derivation of probability distributions performed by classi

cal probabilistic databases , such representations can be constructed quickly and 

efficiently. We outlined and evaluated a range of strategies for constructing low

bandwidth representations, and showed that they can outperform classical proba-
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8. CONCLUSION 

bilistic databases. This work represents one of the first steps in the design of a 

user-focused probabilistic database system. We plan to continue these efforts by ex

ploring (1) other types of uncertainty in relational data (row-level and open-world) , 

(2) qualitative feedback such as explanations [25], (3) giving the user mechanisms 

to dynamically control the level and complexity of uncertainty representation be

ing shown, and (4) incorporating our findings into the Mimir on-demand curation 

system [25 , 21]. Future work would also include exploring interfaces other forms of 

uncertainty like row-level and result incompleteness as well as interfaces for helping 

users to explore, debug, and repair uncertainty in query results. 
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