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Abstract 

In this dissertation, we introduce the frst steps of a framework to create a benchmark-

ing tool which aims to emulate the workloads of Android applications to compare differ-

ent mobile database management system implementations. First, we describe a clustering 

scheme where we analyze the query logs to group the SQL queries by semantic similarity. 

Then, we introduce a session identifcation technique for mobile query workloads where 

we identify bursts of activities created by the users’ actions. Finally, we elaborate on using 

these clusters and session information to model common behaviors and unusual patterns. 

We demonstrate that these common patterns can be used to realistically emulate synthetic 

workloads created by Android applications, allowing to test the performance of different 

mobile database management systems. We present results over real world data traces gath-

ered in the wild as well as data traces gathered where users are asked to note their activities. 
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Chapter 1 

Introduction 

Many modern smartphone apps, operating systems, and services need to persist structured 

data. For this task, developers typically turn to an embedded database like SQLite, which 

is a part of most modern smartphone operating systems. Embedded databases play a sig-

nifcant role in the performance of smartphone apps and can easily become sources of 

user-perceived latency [36]. Crafting apps with good user experiences thus often requires 

tuning indexes, schemas, or other confgutation options to the needs of the app. Unfortu-

nately, these needs can be hard to characterize and optimize for. The server-class workloads 

that the database community is familiar with are typically high-volume streams of homo-

geneous queries from a mix of simultaneous users. In contrast, each smartphone app has 

a dedicated database, and is typically used by only one user for a variety of tasks that are 

usually performed one at a time. 

As a consequence, the database workload created by a typical app (e.g., Figure 1.1) 

is bursty, variable, noisy, and as a result can be hard to summarize. Hence, it is more 

common for researchers and app developers to synthesize workloads to experimentally 

evaluate tuning options [16]. Unfortunately, these synthetic workloads are typically created 

in controlled settings, often without any guarantees that they are representative of real world 
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Chapter 2 

Related Work 

In traditional databases, a session is defned as a connection between a user or an applica-

tion, and the database [23]. Every session has (1) a user or an application as the owner, (2) 

a start time where the user connects to the database, and (3) an end time where the user 

disconnects from the database. This basic defnition of a session is not always enough for 

specifc purposes such as prefetching predicted queries, or automatic query suggestion to 

the user. Yao et al. [13] propose a more semantic defnition of a session — a sequence of 

queries issued to the database by a user or an application to acomplish a certain task [12]. 

2.1 Session Identifcation 

Research on identifcation of database sessions in query logs approximates session identif-

cation in web search engine query logs. It focuses on three approaches: (1) connection time 

approach, (2) time-out based approach, and (2) semantic segmentation of topics approach. 

3 



2.1.1 Connection time approach 

This approach assumes that all the activity (and inactivity) belongs to one session as long 

as the user or the application is connected to the system [21]. 

This approach is not suitable for mobiles systems since the database user sessions are 

local to the database. They do not correspond to the events of applications’ connection and 

disconnection to the database. 

Soikkeli et al. [30] say that even considering the time between launch and close of an 

application is not a reliable notion of an application usage session. Applications running in 

the foreground are visible to the user. Applications running in background are not visible 

to user even though they might have launched by the same user. 

2.1.2 Timeout based approach 

This approach is based on identifying a time-out value that is ideal for the given scenario 

to detect session boundaries. The queries that are issued between two boundaries belong to 

the same session [11]. Our proposed approach builds on this. 

2.1.3 Semantic segmentation based methods 

This approach focuses on the content of the queries in order to understand the context 

change in the query workload [10, 13, 14]. The assumption is that, if two queries are 

semantically close to each other, they should be placed in the same session, and if there is 

a shift in the query interest, there should be session boundary between these queries. 

Naturally, this raises the question of what makes two queries similar? The research 

on this question focuses on various motivations, such as database performance optimiza-

tion [3], workload exploration [20], and security applications [17]. 

Yao et al. [13] report that sessions can be identifed by studying change in information 
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entropy. They use a language model which is chacterized by an order parameter and a 

threshhold parameter. The order parameter determines the granularity of the n-gram model 

which would be used to break the query log into smaller sequences of queries. The con-

ditional probability of occurence of those sequences is calculated from the training data 

consisting of queries with sessions already identifed. Using these probabilities, a cum-

mulative measurement of entropy is calculated for all sessions. The entropy parameter 

determines a threshold value at which a session can’t accomodate any more new queries. 

These queries form part of another session and contribute of its entropy. If a sequence of 

queries has been observed to be occuring close to each other before, their entropy value 

will be low. This indicates presence of some kind of link between them and hence supports 

the case of them being in the same session. However, when a completely unrelated query is 

being considered to be part of a particular session, the entropy value of the session will rise. 

The system would place the query in a different session. This approach is not dependent 

on time intervals. This approach does not work for us because it requires ground truth data 

about sessions as an input. 

Hagen et al. [10] present an interesting approach to session identifcation which doesn’t 

need simultaneous evaluation of all features for every queries in the log. They propose the 

Cascade method which processes features in different steps each with increasing compu-

tational cost. When a computationally cheaper feature (like query string comparison) can 

make a reliable decision about session identifcation, features with higher computational 

cost and runtime (like explicit semantic analysis) are not processed. Additional features 

are evaluated only when computationally cheaper features don’t provide a reliable deci-

sion. The Cascade method is designed on the assumption that time is not a good indicator 

of session boundaries. The scenario described in their work deals with online web searches. 

So, users stop working and resume their logical sessions after arbitarary amounts of time. 

They also refer to the state-of-the-art geometric method by Gayo-Avello [9]. Like the 
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geometric method, the cascade method uses the time and lexical similarity of queries to 

decide session boundaries. But for query pairs that are chronologically very close and lex-

ically very different, the decision of the geometric method are not reliable. Hence, the 

cascade method invokes explicit semantic analysis and search result comparison to help 

decide session boundaries. It combines strategies from both timeout based and semantic 

segmentation based methods. 

2.2 Session Similarity 

A session can include one or more activities, and activities consist of a bag of queries as 

illustrated in Figure 8.1. Exploring the similarities of sessions could be used to identify 

repeating patterns. 

Session
Activities

Queries Queries

Figure 2.1: Session - Activity - Query relationship 

Aligon et al. [2] report that there are 4 approaches in the literature for computing ses-

sion similarity: (1) Edit-based approach, (2) Subsequence-based approach, (3) Log-based 

approach, and (4) Alignment-based approach. 

Given two sessions A and B, and a treshold θ, any approach given below frst creates 

two sequences of placeholders for queries by comparing queries in both sessions to label 

each query pair that has a similarity score greater than θ as the same, and appoints distinct 

labels for other queries. 

• Edit-Based Approach: It fnds the Levenshtein distance between the resulting se-
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quences. 

• Subsequence-Based Approach: It computes the dice coeffcient of n-grams of result-

ing sequences. 

• Log-Based Approach: It calculates the tf-idf value of the two sequences. This ap-

proach penalizes the queries that repeats a lot but is not distinctive. 

• Alignment-Based Approach: It considers the ordering of the queries along while 

comparing n-grams of resulting sequences. It fnds the best alignments of n-grams to 

maximize the similarity. 

2.3 Mobile Workload Analysis 

There are various widely used benchmarking systems on traditional relational databases [22, 

32–34]. DWEB [7], which is a data warehouse benchmark, also provides parameterization 

of data in terms of number of tables, and tuples; and parameterization of queries in terms 

of number of queries, and attributes in a query. These benchmarks create scalable fxed 

data, and homogenous query workloads. They focus on throughput and response time as 

the performance metric. 

The usage pattern of databases in smartphones differs signifcantly from the traditional 

database server and web application workloads and benchmarks targeting such systems do 

not apply well in a mobile context. Most modern day smartphones typically rely on a web 

service to help a mobile application deliver the desired functionality of the application to 

the user, as opposed to keeping the actual data in the database. Thus, a mobile database 

typically serves as a cache to hold recently accessed data to be used in case of a connection 

failure, and data required for the business logic of the mobile application. This enables the 

application to defer getting updates of recent changes, and downloading of live data until 
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connection is restored. Also, this helps asynchronously fetching data from the web services 

while still being able to show the user a consistent state of the information. 

Mobile applications that work on smartphones are the sole owners of their dedicated 

databases. None of the other applications, or the operating system can access to an appli-

cation’s database. When a user starts to interact with an application, the application starts 

to generate queries for the user’s information needs. Since the database usually acts as a 

cache for the application, there are a lot of repetitive queries that brings the most recently 

fetched information to the user interface. This behavior creates a unique workload for the 

mobile databases where a user’s activity fres up a burst of queries in a very short time 

while little to no activity when the user is not actively engaging with the application. A 

sample workload gathered from Facebook application can be seen in Figure 1.1. 

The effects of these characteristics are threefold: (1) the workload optimizations does 

not require considering the behavior of many other users’ workloads, and should focus on 

the individual behavior of the user, (2) the workloads are bursty; they do not spread over 

time as traditional database workloads do, and (3) the bursts are usually focused around a 

limited number of activities that can be explained with the user’s actions, or the governance 

needs of the application itself. 

NoSQL database benchmarks [6, 35], appear to be more suitable to mobile database 

systems by providing support for confguring the query workload in terms of density of in-

serts, updates, deletes, and selects. However, the queries are still pre-set in TPCx-IoT [35]. 

YCSB [6] only measures performance of key-value stores, and requires to be extended in 

order to process more complex queries. Additionally, the workload created is still homoge-

nous, and sequential. 

Most benchmarks like the TPC-C focus testing peak performance of an OLTP system on 

homogenous query workloads [26]. Their goal is to analyze throughput for these homoge-

nous workloads. But it is not correct to truly emulate smartphone query workloads without 
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emulating the intermittent bursts of query activity. These bursts can only be detected by 

looking at the chronological attributes like query timestamp and query interarrival time. 

Another level of abstraction is needed to extract meaningful patterns from the query log. 

There are also some mobile system database micro benchmarks such as AndroBench [19], 

which was designed to evaluate the storage performance of the device, and not the database 

management system itself. 

Even though a few of the mentioned benchmarks can satisfy the requirements for mo-

bile database systems, none of these benchmarks provide an accomplished mobile database 

management system evaluation, since there is a lack of understanding the behavior of mo-

bile apps, and mobile operating systems as a class of database clients [15]. 
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Chapter 3 

Problem Defnition 

Our objective is two-fold. First, we address the issue of identifying database user sessions 

from the query log. These sessions would contain one of more user activities. Second, we 

want to be able to identifying the most commonly occuring activities. Hence, we propose an 

automated, unsupervised method of extracting sessions from the query log and clustering to 

obtain by identifying the most commonly occuring type of sessions. We begin by looking 

at inter query arrival time and timestamps in the query log to identify sessions. Then 

we extract features from queries contained in these sessions to formulate a distance matrix. 

This enables us to perform hierarchical clustering over the sessions to identify semantically 

similar sessions. The size of each cluster is proportional to the frequency of the user activity 

that the sessions represent. 

Section 2.3 highlights that mobile workloads are bursty, variable and noisy. We believe 

sessions more accurately represent mobile phone workloads. Consider a typical mobile 

phone users, he or she interacts with their mobile device multiple times a day, each inter-

action only for a small interval of time. Such bursts of intermittent activity are captured 

in database user sessions — atomic units of the query log which can be used for detecting 

patterns. 

10 
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Figure 3.1: Abstract views of system components of the proposed approach 

We defne activity as a logical task performed by a user on a smartphone, such as 

checking for new email, might produce multiple queries to the database. Since smartphone 

applications keep switching between foreground and background, these queries could be 

arbitrarily spaced out in time. In our approach, a database session is a logical unit of user 

interaction. It spans over a period of time and is comprised of sequential queries. Hence, 

one database user session might contain one or more logical user activities. Similarly, a 

logical user activity might be spread across multiple database user sessions. These sessions 

are useful in capturing subset of logical activities which are repetitive. Since there is no 

discrete indicator of the start and end of a database user session for smartphones — most 

users keeps apps open continuously, we use a heuristic to help defne one. If two queries in 

a log have timestamps whose difference in time exceeds a specifed threshold, we consider 

them to be a part of different sessions. 

After partitioning the query log into sessions, we create a clustering of the sessions that 

consist of similar activities by providing frequencies of each query pattern detected. A 

simple way to do this would be to collect and label each and every possible activity that 

can be performed on the app to be used to train the system to detect these activities in the 

session logs. The frequency of the activities that appear together or individually in these 

sessions would provide an outlook of how a user utilizes an application. This labeling 

approach, however, is a manual process to establish ground truth, required a lot of human 

effort and time. Our main contribution is defning an unsupervised methodology session 
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clustering and analysis, which eliminates the human intervention and effort required. With 

this approach, we take only the workload as input, and look for the behavior of the user 

over real-world logs. The frequency of certain types of queries that appear together or 

individually in a user session provides a summary of the expected user activity. 

Figure 3.1 provides a high level illustration of our approach. Our system leverages 

two blackboxes: (1) Session Identifcation, and (2) Session Clustering. In the frst step, 

we take the app’s query log as the input to the system. The session identifer accepts 

queries along with their corresponding timestamps for each user. It partitions the queries 

into sessions based on the timestamps. In the second step, we process these sessions to 

group the queries into clusters based on their similarity. These groups would yield the 

most frequent session types, along with the rare ones. The output of this operation helps in 

understanding the most repetitive activities that appear together, hence allowing application 

developers to optimize their database interactions to run faster. It can also be used to design 

adaptive benchmarks for specifc applications which would help in understanding what 

types of database management systems would be more suitable for a given app based on its 

workload. 

Example 1 (Running example). As an illustrative example of our approach, consider a 

query the Facebook application. We present a simplifed query log in Table 3.1, extracted 

from actual query log of the Facebook android app. The overall structure of individual 

queries has been retained, but they have been modifed to reduce verbosity. Most of these 

queries interact with tables named as messages and eventreminders. They deal with 

event reminders and messaging on Facebook. 

Database user sessions don’t correspond to an application’s connection and disconnec-

tion to the database. Connection time based session identifcation methods need to know 

that information and hence are not applicable here. Semantic segmentation methods for 

12 



Table 3.1: Query log input to the system 

ID Time Query 

1 16:18:47 SELECT m, ts FROM msgs WHERE (tk=? AND mt=?) ORDER BY ts 

2 16:18:47 SELECT * FROM er WHERE (tk IN (?) AND ert>=?) ORDER BY ert ASC 

3 16:18:48 SELECT tk FROM (SELECT m._ROWID_ AS _id, m.tk AS tk, m.ts AS ts, 
m.mt AS mt FROM msgs AS m) WHERE ((tk=? AND mt=? AND ts>?)) 

4 16:18:49 SELECT * FROM er WHERE (tk IN (?) AND ert>=?) ORDER BY ert ASC 

5 16:18:50 SELECT tk FROM (SELECT m._ROWID_ AS _id, m.tk AS tk, m.ts AS ts, 
m.mt AS mt FROM msgs AS m) WHERE ((tk=? AND mt=? AND ts>?)) 

6 16:20:28 SELECT * FROM er WHERE (tk IN (?) AND ert>=?) ORDER BY ert ASC 

7 16:20:30 SELECT tk FROM (SELECT m._ROWID_ AS _id, m.tk AS tk, m.ts AS ts, 
m.mt AS mt FROM msgs AS m) WHERE ((tk=? AND mt=? AND ts>?)) 

SELECT tk, ifc FROM (SELECT t._ROWID_ AS _id, t.tk AS tk, t.ifc8 16:20:33 AS ifc, t.ts AS ts, t.f AS f FROM thds AS t) WHERE (f=?) 
ORDER BY ts DESC LIMIT 20 

9 16:20:33 SELECT * FROM er WHERE (tk IN (?) AND ert>=?) ORDER BY ert ASC 

10 16:20:33 SELECT tk FROM (SELECT m._ROWID_ AS _id, m.tk AS tk, m.ts AS ts, 
m.mt AS mt FROM msgs AS m) WHERE ((tk=? AND mt=? AND ts>?)) 

11 16:22:14 SELECT MIN(ts) FROM fs WHERE f=? AND tk != ? 

13 



session identifcation look at the content of the queries to group them into a session. They 

assume that high semantic similarity between queries indicates similar interest. For ex-

ample, Query with ids 2 and 8 in Table 3.1 are semantically similar to each other. If we 

manually inspect the timestamps of the queries, it can be deduced that there are two bursts 

of query activity; one at 16:18 and another at 16:20. These two bursts should represent 

different database user sessions. We observe that semantic methods would have a diffcult 

time separating the sessions because they look for similar queries. Hence, we take a naive 

approach based on query inter-arrival rates to segment the log into sessions. 

In the following sections, we describe session identifcation and session clustering and 

show how they can be performed on our sample query in Table 3.1. 

14 



Chapter 4 

Session Identifcation 

In our framework, a database session is a logical unit of user interaction. It spans over a 

period of time and is comprised of sequential queries. If two sequential queries are more 

than t seconds apart, we consider them to be in different sessions. Parameter t is called the 

Idle Time Tolerance. 

Since the number and content of these sessions depend on the idle time parameter T, 

it is important to identify the best idle time. While the idea of a low idle time tolerance 

might be enticing because it enables us to look into the query log at a more granular level, 

this does not work well in a mobile setting. In our real-world data set, when the number of 

user sessions became too high, neighboring sessions started to become very similar to each 

other. This is because some apps tend to issue the same query repeatedly to the database 

for various types of activites. The general usage pattern of smartphones occurs in bursts; 

the user uses the smartphone for a few minutes, perform a bunch of activities, and then puts 

the phone away. During these bursts of activity, the high similarity among smaller user 

sessions may occur for several different reasons. As an example of the effect of choosing 

an idle time parameter in a mobile setting, consider a user who is checking their Facebook 

feed for 5 seconds. Based on our real world data, it is highly probable that the user will 
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continue performing similar interactions with the Facebook app for the next T seconds. We 

are able to deal with this usage pattern by leveraging larger idle time tolerances. Higher 

idle time tolerances also lead to lower number of user session windows. Since the time 

complexity of similarity calculation operation is O(n2), higher idle time tolerances reduce 

the computational complexity of calculating the average similarity vector. 

We incrementally iterate different idle time tolerances t and look at the corresponding 

number of sessions that are obtained. These data points could be represented as a 2d curve 

with one axis as idle time tolerance and other as number of sessions. The optimum value of 

t is obtained by locating the knee or trade-off point using the Kneedle algorithm [? ]. The 

non-optimum values of t would require an unfavorably large change in idle time to effect a 

small change in number of sessions. The trade-off point would have the maximum distance 

from the line connecting the two ends of the curve. This method can implicitly adapt to 

workloads with different characteristics since the choice of trade-off point is a function of 

the actual query log. 

Figure 6.4 shows the output of the this algorithm on a real query workload described in 

Section 6. Idle time tolerance (in ms) and the number of sessions obtained for every user 

was recorded. Each curve corresponds to one user. The y-axis represents the number of 

sessions and the x-axis represents the idle time tolerance. The data point corresponding to 

the ideal idle time tolerance obtained from application of Kneedle algorithm is marked on 

the curve. 

Example 2 (Running example). Table 4.1 represents a sample output of session identif-

cation on the Facebook query log introduced earlier in Table 3.1. The session boundaries 

have been marked in the log. Notice that the three sessions correspond to three bursts 

of query activity around timestamps 16:18, 16:20 and 16:22 respectively. These sessions 

would serve as atomic units for detecting patterns. They contain one or more subsets of 
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Algorithm 1 Session Splitter algorithm 
In: 

Idle Time Tolerance (itt) . Where itt ≥ 0 
Out: 

Modifed query log with session IDs 
1: function SPLITSESSIONS(itt, querylog) 
2: session_id = 1 
3: session[0] = session_ID 
4: for i from 1 to length(querylog) do 
5: if time[i] − time[i − 1] ≥ itt then 
6: session_id = sessionid + 1 
7: end if 
8: session[i] = session_id 
9: end for 

10: end function 

logical user activities. If we had used semantic methods to identify our sessions, queries 

with ids 5 and 7 would have been put in the same session because they are very similar. 

But if we refer to the timestamps, it is clear that they are part of different bursts and hence 

belong to different database user sessions 

17 



Table 4.1: Query log after session identifcation using automatic idle time selection 

Session ID Time Query 

1 1 16:18:47 SELECT m, ts FROM msgs WHERE (tk=? AND mt=?) ORDER BY ts 

1 2 16:18:47 SELECT * FROM er WHERE (tk IN (?) AND ert>=?) ORDER BY ert ASC 

1 3 16:18:48 SELECT tk FROM (SELECT m._ROWID_ AS _id, m.tk AS tk, m.ts AS ts, 
m.mt AS mt FROM msgs AS m) WHERE ((tk=? AND mt=? AND ts>?)) 

1 4 16:18:49 SELECT * FROM er WHERE (tk IN (?) AND ert>=?) ORDER BY ert ASC 

1 5 16:18:50 SELECT tk FROM (SELECT m._ROWID_ AS _id, m.tk AS tk, m.ts AS ts, 
m.mt AS mt FROM msgs AS m) WHERE ((tk=? AND mt=? AND ts>?)) 

2 6 16:20:28 SELECT FROM er WHERE (tk IN (?) AND ert>=?) ORDER BY ert ASC* 

2 7 16:20:30 SELECT tk FROM (SELECT m._ROWID_ AS _id, m.tk AS tk, m.ts AS ts, 
m.mt AS mt FROM msgs AS m) WHERE ((tk=? AND mt=? AND ts>?)) 

SELECT tk, ifc FROM (SELECT t._ROWID_ AS _id, t.tk AS tk, t.ifc2 8 16:20:33 AS ifc, t.ts AS ts, t.f AS f FROM thds AS t) WHERE (f=?) 
ORDER BY ts DESC LIMIT 20 

2 9 16:20:33 SELECT * FROM er WHERE (tk IN (?) AND ert>=?) ORDER BY ert ASC 

2 10 16:20:33 SELECT tk FROM (SELECT m._ROWID_ AS _id, m.tk AS tk, m.ts AS ts, 
m.mt AS mt FROM msgs AS m) WHERE ((tk=? AND mt=? AND ts>?)) 

3 11 16:22:14 SELECT MIN(ts) FROM fs WHERE f=? AND tk != ? 

18 



Chapter 5 

Session Clustering 

5.1 Profler 

In order to be able to perform a similarity assessment among queries, activities, and ses-

sions, we need to be able to extract features out of SQL queries. Extracting features from a 

SQL query can be done in many ways. Let’s consider the following queries: 

Q1: SELECT username FROM user WHERE rank = "admin" 

Q2: SELECT rank, count(*) FROM user 

WHERE rank <> "admin" GROUP BY rank 

These two queries share many attributes, and seem to be working on similar concepts, 

although not performing semantically very similar activities. We consider selection, joins, 

group-by, projection, and order-by to be important in a query. The approach suggested by 

Makiyama et al. [20] investigates workload exploration by query clustering. They perform 

query log analysis with a motivation of analyzing workload generated on the system. They 

provide a set of experiments on Sloan Digital Sky Survey (SDSS) dataset. The features 
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are extracted from the terms in selection, joins, projection, from, group-by, and order-by 

items in the query, and they are inserted to the query vector of the query along with their 

appearance frequencies. The query vector is the data structure that holds the features and 

their counts to be able to compare the query in terms of similarity. Pairwise distance of 

queries is computed by comparing the vectors with cosine distance. The distance between 

the each query pair is required to be used in the classifcation of queries. We follow their 

approach in extracting the features from the queries. There are other approaches such as 

Aouiche et al. [3] and Aligon et al. [2]. However, their approach focuses on collecting a 

subset of these features such as selection, join and group-by items since their focus is on 

performance optimizations in database reads. This approach, on the other hand, focuses on 

workload exploration by also including the rest of the query items. 

However, instead of just comparing individual queries, we are interested in creating 

profles of query sets, which then to be used to compare activities and sessions. The pro-

fles can be built in two ways: (1) sets consisting of query features which can be compared 

with Jaccard Index or a similar metric, and (2) sets consisting of the clustering appoint-

ments of queries that appear in the session. Similar to the query feature extraction scheme, 

these profles constitute the point of comparison to distinguish the difference between two 

sessions, to be later used in the clustering of the sessions. 

Feature-based profles contain detailed information about the session by systematically 

collecting all the features that can be extracted from queries present in the session. How-

ever, feature-based profles do not consist any information about the query after feature 

extraction, which results in the profle refecting only information about the resources con-

sumed by the session from start to the end. Since they carry distinctive feature information, 

this profle creation heuristic can address workloads where handwritten queries are in ma-

jority. On the other hand, Clustering of the queries provides another level of abstraction to 

the system, and it aims to both increase the accuracy by generalizing co-appearance rela-
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tionships of features, and also to reduce the number of elements that are used in the compu-

tations to reduce the computation time. They limit the effects of insignifcant features, and 

also require less memory and less computing time in the runtime. These characteristics are 

especially effective when the data is too big, and the queries are relatively more structured 

and distinctive from the ones that are grouped in different categories, i.e. app generated 

queries. 

Feature-Based Profles. Each query Qt
u 
i is processed with the methodology mentioned 

earlier, and profles are constructed as: 

Qti 
u = (f1 : c1, f2 : c2, ..., fm : cn) (5.1) 

where ti is the timestamp at which the query Qt
u 
i was issued by user u. fi is the feature 

extracted, and ci denotes count of occurrence the feature fi in the query. Formally, a session 

S from timestamp t0 to (t0 +Δt) can be represented as 

ST = (Qt0 , Qt1 , ..., Qtn ) (5.2)u u u u 

where Qt
u 
i represents a query Qti issued at time ti by user u and Timeframe T = [t, t + 

Δt]. 

The feature-based session profles are created by accumulating the features of the queries 

from the beginning to the end of the session as shown in Figure 5.1. 

Cluster-Based Profles. In this strategy, the profler takes the preprocessed clustering 

appointments of queries as input instead of the features. Clustering the queries in the work-

load narrows down the space of possible patterns that could be detected. This facilitates 

easier and more accurate understanding of the workload [24]. The main goal of this step 

is to group queries into classes that exhibit similar interests over database attributes. We 

consider two queries to exhibit similar interests over database attributes if they are similar 
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Figure 5.1: Creating a probability distribution based session profle 

in semantic structure. In the clustering process, we frst flter the queries belonging to the 

app of our interest without distinguishing which user the activity belongs to. Then, we 

create clusters using all the queries belonging to that specifc app. 

To clarify the ambiguity between distance and similarity terms, we defne distance as 

follows: 

distance = 1 − similarity (5.3) 

where the similarity is the score we get from the methods explained above. 

We use hierarchical clustering which takes the distance matrix as input, and outputs a 

dendrogram – a tree structure which shows how each query can be grouped together. Fur-

thermore, a dendrogram is a convenient way to visualize the relationship between queries 

and how each query is grouped in the clustering process. The height of the root of each 

branch represents the sum of the intergroup dissimilarity between child nodes. Hence, it 

gives us the option to specify cut-off points by distance h between subtrees, and also by the 

number of clusters k we determine. 
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Figure 5.2: Session representations with query clustering 

We use Silhouette Coeffcient to determine the number of clusters in a given workload. 

Silhouette coeffcient is one of the most common methods that is used to evaluate the 

clustering quality. It compares every data point in the workload to its own appointed cluster, 

and the other clusters as follows: 

b(i) − a(i) 
s(i) = (5.4) 

max(a(i), b(i)) 

where i is the data point, s(i) is the silhouette score, a(i) is the average distance from i 

to all other data points in the same cluster and b(i) is the average distance from i to all other 

data points in the closest neighboring cluster. As can be inferred from the equation given 

is always −1 ≤ s(i) ≤ 1. s(i) is close to 1 when s(i) is close to other data points from the 

same cluster more than data points from different clusters, which represents a good match. 

On the other hand, s(i) which is close to −1 represents that the data point i stayed in the 

wrong cluster, as it is closer to data points in different clusters than its own. 

Average silhouette coeffcient for each k value, where k is number of clusters, until 

the cutoff point h > 1 is reached. We appoint the number of clusters by choosing the k 

where we reach the highest average silhouette coeffcient. In our experiments, we detected 

that there are a number of queries that are completely different than the rest of the query 
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workload. If we allow the algorithm to determine a cut-off point lower or equal to 1, these 

queries start to form single query clusters. Since the s(i) for these queries are always 1, 

they increase the average silhouette coeffcient unfairly, which results in having too many 

clusters, and it reduces the accuracy of other clusters by partitioning them unnecessarily. 

In clustering-based form of session profling, we embed query cluster appointments for 

all the queries within the session to the session profle, which would be used to defne the 

session for the rest of the process. An illustration of how the sessions are represented is 

given in Figure 5.2. 

5.2 Analyzer 

Frequently occuring database user sessions which are similar to each other are useful for 

summarization. Since they represent one or more parts of logical user activities, frequency 

of their occurence can be considered proportional to the occurence of recurring user activ-

ities in the query log. Clustering these sessions would group similar user activities. This 

would enable us to summarize the query log. 

The analyzer takes the session profles as input, and computes the pairwise distances 

between sessions. The distance matrix created is then used to cluster the sessions. Of 

course, there are many ways to compute the pairwise distance of two sessions. We can use 

(1) a set difference function, or (2) an entropy function. 

Set difference function would provide an outlook of the difference between the database 

resources utilized by the sessions. In this method, depending on the type of the profle, 

pairwise difference of sessions are compared through feature appearances or query cluster 

appointments based on their existence in each set. On the other hand, an entropy function 

can take the appearance frequency of each feature or cluster appointment of a query into 

account, and compute the probability distribution of each unit of choice. Hence, we would 
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be able to capture the similarity between sessions through the probability distributions of 

the features or cluster appointments. Intuitively, a set difference function should be used 

when similar queries can interchangeably used for certain activities, whereas an entropy 

function should be used when the it is required to have a high matching between features 

compared such as when comparing complex queries where appearance of the same feature 

in different places in the query can affect the meaning of the query. While set difference 

function uses less information than available by not considering the appearance counts of 

features, an entropy function can lead to inaccurate results in mobile databases due to the 

majority of the queries remain as key value lookups [15]. Additionally, as the compared 

number of features increases, the divergence function performs slower than set difference 

function since it requires ordered feature distribution as input. 

Set difference with Jaccard Index. The Jaccard coeffcient is a statistic used for compar-

ing the similarity and diversity of sample sets. It measures similarity between fnite sample 

sets, and is defned as the size of the intersection divided by the size of the union of the 

sample sets. For two user sessions Si and Sj , we compare the feature sets of these sessions 

that are extracted from the constituent queries as follows: 

|Si ∩ Sj |
J(Si, Sj ) = (5.5)

|Si ∪ Sj | 

If Si and Sj are both empty, we defne J(Si, Sj ) = 1. Also, this guarantees that 0 ≤ 

J(Si, Sj) ≤ 1. 

JS-Divergence entropy. This function computes difference between multinomial prob-

ability distributions of the features of two sessions. A session distribution φ is formally 

denoted as: 

φT
u = (P (f0), P (f1), ..., P (fn)) (5.6) 
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where P (fi)Tu represents the probability of encountering feature fi within the timeframe 

T among all the operations performed by user u. The probability of encountering a feature 

is computed as follows: 

X 
P (fi) = ( cf

Q 
i

j )/Fu
T (5.7) 

j 

where 
P 

j c 
Q
fi

j denotes sum of count of occurrence the feature fi in the query Qj and 

Fu
T is the number of all unique features extracted in the timeframe T . 

Comparison of two sessions is done by calculating difference in their distributions. We 

compute the difference between distributions using JS-Divergence [8]. 

1 
DJS (S

T1 ||ST2 ) = DKL(φ
T1 ||M) + DKL(φu

T2 ||M)
2 u 

(5.8)
1
(φT1 + φT2M = u u )2 

where 

X P (i)
DKL(P ||Q) = P (i)log2 

Q(i) 
(5.9) 

i 

KL-Divergence [18] used in the JS-Divergence function computes the asymmetric in-

formation loss between two probability distributions P and Q; and its value ranges from 0 

to ∞. JS-Divergence, on the other hand, represents the symmetric information loss when 

P distribution is used to approximate Q. 

Note that when P (i) =6 0 and Q(i) = 0, DJS (P ||Q) = ∞. Suppose we have two 

distributions P and Q as: P = {f0 : 3/10, f1 : 4/10, f2 : 2/10, f3 : 1/10} and Q = {f0 : 

3/10, f1 : 3/10, f2 : 3/10, f4 : 1/10}. In this case, since f3 is not a part of Q, which results 

in DJS (P ||Q) being ∞. Namely, if the input keys do not exactly match, KL-Divergence is 

computed as ∞, which results in JS-Divergence computed as ∞, too. 
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To solve this problem, as a general rule, we apply smoothing (i.e., Laplace/additive 

smoothing), which is essentially adding a small constant epsilon to the distribution, to 

handle non-existent values, without signifcantly impacting the distribution. After we ap-

ply smoothing with epsilon = 0.00001, DKL(P ||Q) = 1.38, DKL(Q||P ) = 1.28, and 

DJS (P ||Q) = DJS (Q||P ) = 0.11 in this example. Hence, JS-Divergence provides a 

symmetric measure for comparing session profles irregardless of the technique chosen for 

creating the profles. 

We can use either one of these methods to create the pairwise distance matrix of sessions 

to cluster them. Using the this matrix, the analyzer clusters the similar sessions using 

hierarchical clustering with the same strategy we defned for query clustering. The output 

of this clustering directly reveals similar sessions. The sessions that belong to the same 

group refects similar querying behaviors of the mobile app. The size of the group shows 

how frequent that set of activity occurs. 

Example 3 (Running example). Table 5.1 represents a sample output of session clustering. 

This query log was introduced in Table 3.1 as a subset of the actual Facebook app work-

load. The sessions were identifed and sample output was presented in Table 4.1. These 

two sessions represent the clusters of most repetitive sessions and hence, the most com-

monly occuring user activities. At this point, we have effectively summarized the query log. 

From prior knowledge about the query log, we can label these clusters with the associated 

user activities - in this case "Event reminders" and "Messaging". These labels serve as a 

validation of the session clustering. 
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Table 5.1: Query log after session clustering representing most repetitive sessions 

Session ID Time Query 
Event reminder session 

1 1 16:18:47 SELECT m, ts FROM msgs WHERE (tk=? AND mt=?) ORDER BY ts 

1 2 16:18:47 SELECT FROM er WHERE (tk IN (?) AND ert>=?) ORDER BY ert ASC* 

1 3 16:18:48 SELECT tk FROM (SELECT m._ROWID_ AS _id, m.tk AS tk, m.ts AS ts, 
m.mt AS mt FROM msgs AS m) WHERE ((tk=? AND mt=? AND ts>?)) 

1 4 16:18:49 SELECT FROM er WHERE (tk IN (?) AND ert>=?) ORDER BY ert ASC* 

1 5 16:18:50 SELECT tk FROM (SELECT m._ROWID_ AS _id, m.tk AS tk, m.ts AS ts, 
m.mt AS mt FROM msgs AS m) WHERE ((tk=? AND mt=? AND ts>?)) 

Messaging session 

2 6 16:20:28 SELECT * FROM er WHERE (tk IN (?) AND ert>=?) ORDER BY ert ASC 

2 7 16:20:30 SELECT tk FROM (SELECT m._ROWID_ AS _id, m.tk AS tk, m.ts AS ts, 
m.mt AS mt FROM msgs AS m) WHERE ((tk=? AND mt=? AND ts>?)) 

SELECT tk, ifc FROM (SELECT t._ROWID_ AS _id, t.tk AS tk, t.ifc2 8 16:20:33 AS ifc, t.ts AS ts, t.f AS f FROM thds AS t) WHERE (f=?) 
ORDER BY ts DESC LIMIT 20 

2 9 16:20:33 SELECT * FROM er WHERE (tk IN (?) AND ert>=?) ORDER BY ert ASC 

2 10 16:20:33 SELECT tk FROM (SELECT m._ROWID_ AS _id, m.tk AS tk, m.ts AS ts, 
m.mt AS mt FROM msgs AS m) WHERE ((tk=? AND mt=? AND ts>?)) 
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Chapter 6 

Experiments 

In this section, we describe the datasets, the environment we performed our experiments in, 

and the experiment designs along with their results. All of our experiments were run on a 

machine with 3.6 GHz Intel i7 6th. Generation processor with 16GB RAM. We leveraged 

the Java 1.8 SE Runtime Environment and R v3.3.2 on Ubuntu 16.04 operating system. 

6.1 Datasets 

We structure our results over two real world data sets to evaluate the performance and 

accuracy of our design. The frst consists of real world traces gathered in the wild and 

the second consists of traces gathered by us tovestablish ground truth by associating the 

specifc activity the user performs with the queries generated during collection. 

6.1.1 Dataset 1 - PocketData Dataset 

As the mobile workload dataset, we use an extended version of the PocketData [15] dataset 

which provides handset-based data directly collected from smartphones for multiple users. 

It includes a 21 day trace of SQLite activity of 53 PhoneLab [29] smartphones running the 
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Table 6.1: Dataset 

Application # of queries 
Facebook 245,550 
Whatsapp 14,898 

Photos 165,347 
Google Play Services 3,008,722 

Twitter 27,318 

Android smartphone platform. University at Buffalo’s PhoneLab is a smartphone platform 

testbed consisting of 175 participants drawn from the university faculty, students and staff. 

They were provided a discounted Sprint service and a Google Nexus 5 smartphone to use as 

their primary device. In exchange, they ran a modifed Android platform image containing 

custom instrumentation. 

A 2013-14 survey indicates that PhoneLab participants are well distributed among gen-

ders and age brackets [29]. Because PhoneLab is open to any UB affliate , the participants 

are in many different departments on campus, providing a reasonable level of on-campus 

spatial coverage. 

This dataset consists of various information about the usage patterns across a wide 

variety of apps, and is a best-effort anonymized dataset 1. Most of the private information 

is irreversibly concealed but there are still some constants in the queries. 

An older version of the dataset that includes a month’s trace of SQLite activity of 11 

users is available online [15]. The data that we used in this paper is available by request. 

6.1.2 Dataset 2 - Controlled Activity 

This dataset contains queries that are generated when the user interacts with the mobile 

application for a known specifc purpose. While collecting these activity logs, every time 

the user completes an operation, the set of queries issued is labeled with that the activity 

1Query parameters are anonymized before being recorded. Our use of the data (Study #763839-1) was 
ruled exempt by U. Buffalo’s IRB (Federal Assurance #FWA00008824). 
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the user performs. For instance, when a user in the Facebook app visits the profle page 

of another user through the newsfeed, the sequence of queries for this activity is record. 

A label is generated for this activity, and the sequence of queries that was recorded is 

associated with the label. If the users performs this activity again, the sequence of queries 

recorded would once again be labeled with the label for this activity. 

6.2 Experiment Design 

The core output of the system presented in this paper is an expected query workload ex-

tracted, without any supervision, from the user’s past activity. The goal of this section is 

to analyze the accuracy of our proposed method, and compare it against the methods in 

existing literature. Accuracy for us is defned with respect to extracting meaning patterns 

from our datasets. 

We test various section clustering methodologies presented in Section 5, and our session 

identifcation methodology presented in Section 4 with the state of the art method for web 

query session identifcation [10]. To achieve this, we designed the following experiments 

as building blocks to verify the accuracy and consistency of the methods that we use in 

each step. 

6.2.1 Pattern Identifcation Comparison 

Extracting meaningful patterns from user data is central to a reliable characterization of the 

smartphone database workload. In this experiment, we aim to show the accuracy of our 

proposed approach, and test various methods in search of the best performance. 

One of the ways of doing it is to show that the method proposed can predict the same 

user’s expected workload for a given timeframe. To achieve this, under the assumption that 

there would be a certain level of monotonicity of the users’ weekly smartphone usage, we 
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partitioned the 21 days of query workload created by each user into 3 equal partitions. We 

cross-validated the accuracy results of our tests by comparing each partition with the other 

two partition. 

Following this approach, we performed 5 different runs comparison, changing one ses-

sion similarity method each time: 

• Without Session Identifcation: We identify each query as a session, and used the 

query cluster assignments for comparison. 

• Cluster-based Set Difference: We apply our session identifcation methodology, and 

perform session clustering by creating the distance matrix through the comparison of 

query cluster assignments with Jaccard Index. 

• Cluster-based Divergence: We apply our session identifcation methodology, and 

perform session clustering by creating the distance matrix through the comparison of 

query cluster assignment frequencies in each session with JS-Divergence. 

• Feature-based Set Difference: We apply our session identifcation methodology, and 

perform session clustering by creating the distance matrix through the comparison of 

feature sets extracted from each session with Jaccard Index. 

• Feature-based Divergence: We apply our session identifcation methodology, and 

perform session clustering by creating the distance matrix through the comparison of 

feature appearance frequencies in each session with JS-Divergence. 

As can be seen in Figure 6.1, Cluster-based Set Difference session clustering method’s 

output matches with more than 90% of other partitions, and outperforms all the other 

methods consistently. Cluster-based Divergence method follows this method very closely 

accuracy-wise. Feature-based methods perform worse than cluster-based methods in all 
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Figure 6.1: Workload Prediction Accuracy Comparison 

three tests consistently. We believe that our experimental results support the dependability 

of this approach for mobile applications. Also, although divergence-based methods pro-

duce comparable results with set difference based methods, they take more time to com-

pute, and exhaust more system resources since the size of the features for each session is 

higher than the size of cluster assignments. The relatively lower accuracy of divergence 

based methods is due to the fact that even though the user is performing the same activity, 

the time spent on performing that activity changes. For instance, a Facebook user might 

open up the app, refresh the feed once, and might exit, or refresh every 5 seconds, and the 

type of the session still remains the same, although it changes the feature and query cluster 

assignment frequency in a session profle. This experiment also highlights the effective-

ness of utilizing sessions instead of using only queries in workload exploration in mobile 

databases. 
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6.2.2 Session Identifcation Comparison 

The methodology we proposed in Section 4 presents an approach that only depends on 

the query time, and aims to capture the query activity for the time the user interacts with 

the phone. On the other hand, there is a body of work on session identifcation over web 

search query workloads in the literature that focuses on human annotated queries in search 

engines [10]. Our hypothesis is that existing methodologies are inherently less accurate in 

detecting sessions in mobile query workloads due to the difference in mobile app query 

workloads compared to web query workloads. In this experiment, we measure the per-

formance of these methods by workload predictability by partitioning the the 3 week long 

query workload in 3 equal partitions, and compare the session characteristics of each parti-

tion with the others. The experiment results confrm our argument by consistently showing 

comparable characteristics for each partition. 

Figure 6.2: Session Identifcation Impact Comparison 

Figure 6.2 shows the workload prediction accuracy scores when we apply both of the 

session identifcation methods paired with Cluster-based Set Difference session clustering 

34 



method to the user workloads. Our method performs signifcantly better than the cascade 

method. This is strictly due to the mobile app query workload characteristics signifcantly 

differing from the workloads cascade method is tailored for. Since the cascade method is 

designed to include queries that have lexical similarities in the same session, it consistently 

merges different bursts of activities into one single session because both activities include 

similar queries. As an example, in the user’s case, this corresponds to putting two different 

notifcation check actions that occurs one hour apart into the same session. 

6.2.3 Query Clustering Accuracy 

In this experiment, we aim to measure the placement performance of clustering method-

ology described in Section 5.1 over the queries in the query log. For our experiments, we 

selected Facebook to be our example app. For visual purposes, we clustered the activities 

of only one user in Figure 6.3. For this specifc user’s case, there are 8856 rows of parsable 

queries in the log. However, there are 431 unique queries among them. We prepare ground 

truth cluster labels by manually inspecting all the unique queries within a user’s query log 

for Facebook app. The accuracy of the clustering result is measured by comparing the 

query placements to the clusters to the ground truth. 

Table 6.2: Clusters extracted from a user’s Facebook workload 

Cluster Explanation 
1 Fill home feed 
2 Profle - Account check 
3 Cache operations 
4 Photo operations 
5 New notifcation check 
6 Prefetch and retrieve notifcation 
7 Consistency check 
8 Housekeeping 

There are 8 different clusters of queries. In Table 6.2, we provide the activities per-
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Figure 6.3: Query Clustering Dendrogram of Facebook usage for a user 

formed by the queries shown in Figure 6.3 in the appearance order. As can be seen in the 

fgure, flling home feed forms a completely different query workload, since it needs to 

load a variety of information such as events, birthdays, posts, and pictures. On the other 

hand, it is still closer to profle and account checks than the other clusters since the account 

checking activity overlaps with some of the required information for the homefeed. Un-

der the assumption that a profle visit is likely to get repeated, cache and photo operations 

form clusters close to each other. The most interesting cluster is the last cluster that we 

call housekeeping. It includes very distinctive queries from the rest of the workload such 

that if we allow our automatic clustering mechanism to have a cut-off point h < 1, each of 

the queries on the tail end forms a cluster, because their distance from each other reduces 

the average silhouette score signifcantly. These queries generally are not strongly associ-

ated with any activity, and appear randomly in the query workload. When inspected, they 

appear to be issued by background tasks of the application. 
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6.2.4 Idle Time Tolerance 

This set of experiments were directed towards coming up with an idle time tolerance for 

each user. We ran our user session segmentation routine described in Section 4 for query 

logs of all users for all the query workload they created. 

The idle time tolerances used were 0.1s, 1s, 5s, 10s, 20s, 30s, 1m, 5m, 10m in our 

experiments. So, we chose an idle time specifc to each user for our further experiments. 

Figure 6.4: Number of user sessions generated with varying idle time tolerances 

Figure 6.4 shows which cut-off points selected for each user. Each line represents a 

user, and each point on a line corresponds to how many sessions that can be created at 
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that specifc idle time tolerance. The cut-off points represent an ideal idle time tolerance 

since they mark a point where selecting a higher cut-off point only marginally changes the 

session size. From the fgure, we can clearly see that as the average session count increases, 

higher idle time tolerances are selected, whereas for the lines that has lower session counts 

get affected from idle time tolerance selection less than the other, which results in selecting 

smaller cut-off points. This is due to the bursts of activities clustered very close to each 

other compared to the higher cut-off points. We can intuitively infer that these users have 

more heterogenous app usage over time. 

6.2.5 Activity Recognition 

The aim of this experiment is to investigate if detected session clusters correspond to spe-

cifc types of activities using labeled data. We collected the queries produced by Facebook 

app while performing common activities such as scrolling down through the home feed as 

described in Section 6.1.2. 
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Figure 6.5: Activity recognition performance for different profler methods 
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Utilizing the session similarity methods we described in Section 5, we compared each 

labeled activity we collected to the detected sessions. We measured average percentage 

of fnding each of these activities in the session cluster that most frequently includes that 

activity. Figure 6.5 shows that both set difference based methods have comparable perfor-

mance. 
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Chapter 7 

Discussion 

There are a number of session similarity methodologies listed in Section 2. Edit-Based 

approach performs session comparison considering the queries would follow the order in 

which the app issues them. Even if all the queries in two sessions match, if the ordering 

does not match, this approach does not consider the sessions to be similar. However, in 

mobile apps, there are a lot of asynchronous query calls as well as similar queries repeated 

a number of times, which directly affect the ordering of queries within a session. Subse-

quence based and alignment based approaches also get affected from the ordering, but they 

can still deal with it since each n-gram generated from a session is compared to all n-grams 

of other sessions. However, their main problem lies in using n-grams. Some activities is-

sue queries sequentially, while some do not. The sequentially issued query size depends on 

the activity as well as the app design. Hence, the decision of choosing n depend on many 

different factors, and it is required to take app dependent heuristics to determine n. As a 

result, we decided to develop a log-based approach. 
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Chapter 8 

Future Work : Data Generation 

This work could have several directions in the future. We are particularly interested in 

automatically generating a comprehensive benchmark for smartphone databases. 

8.1 Motivation 

Benchmarks are domain specifc. When compared to the variety of applications that use 

databases, benchmarks are far less in number. Further, a single benchmark might not ad-

equately model two applications from the same domain. [31] Hence, there is no one-size-

fts-all benchmark even within a single domain. 

Benchmarks help us understand an application’s performance. They also enable com-

parison among systems and help with performance tuning. In order to achieve these goals, 

it is important to characterize an application for preparing a relevant benchmark. An ap-

plication’s database query log provides a source to infer it’s behaviour. [28] 

Most benchmarking suites employ data generators to synthetically provide data. These 

data generators rely on a formal specifcation of the complete database schema. For exam-

ple, PDGF (Parallel Data Generation Framework) requires the schema to be specifed as 
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XML document.[27] Generation of a benchmark from a query log presents a challenging 

situation where the database schema needs to be inferred from just the query log. 

Our goal is to build an automatic generator for smartphone database benchmarks. In 

order to do that, we must synthesize data to be used in the benchmark. In this paper, we 

discuss ongoing research on design of a methodology to infer database schema from a query 

log. This information could be translated into a schema model to drive data generators that 

are already available. [1] We envision that this method could be used to synthetically 

generate data for benchmarks from a query log. 

8.2 Related Work 

Seltzer et al. [28] have demonstrated the need for application-specifc benchmarking and 

have suggested different methodologies that can be used to generate such benchmarks. 

One of those approaches, is a trace based methodology. It involves preprocessing traces of 

actual usage of a system to produce user and activitiy profles. These profles can be used 

to stochastically generate a workload that is representative of the activities performed in 

the system. This workload can be executed as a benchmark. 

Zhang et al. [37] have studied the problem of generating database instances that respect 

the semantics of SQL statements issued by a database application program. They model 

the generation of a database schema from studying the semantics of SQL queries as a 

Constraint Satisfaction Problem (CSP).[4] A CSP contains a set of unknowns which can 

be bound to a value contained in a domain. A set of constraints govern what values these 

unknowns are assigned. A solution to such a CSP would be a particular assignment of 

values from the domain to the unknowns which will satify all constraints. 

Rabl et al. [25] present a large scale data generation framework for benchmarking. 

XML fles are used for data defnition and confguration fles. 
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8.3 System Design 

A synthetic data generation system would generate data based on a model which represents 

the database schema. A database schema can be inferred from the queries issued on the 

database by an application. In order to ensure that the inferred schema accurately models a 

user’s behaviour, the queries used for schema inference need to be a representative subset 

of an application’s database query log. 

To achieve this goal, our data generation system would comprise of three modules. 

The input to the system would be a query log of an application generated on a smartphone 

database. The output would contain synthetic data in multiple csv fles, each corresponding 

to a table in the schema that was inferred. 

Trace Summarization

Schema Inference

Data Generation

Query Log Log Summary

Schema Model

Synthetic Data

Figure 8.1: System Outline for data synthesis 

8.3.1 Trace Summarization 

Workload summarization in databases is well studied. The essential task in summarizing 

workloads is identifying a small representative subset that captures the essence of a larger 

workload [5]. This process accepts a database query log as an input and returns a summary 
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of the log. There are numerous workload summarization techniques that can be used to 

acheive this task. A key consideration in choosing the summarization technique would be 

a well-defned notion of what it means for a subset to be representative of the trace in a 

specifc problem. 

8.3.2 Schema Inference 

An effective summary of the database query log would help us narrow down our focus to 

the set of queries which would form our benchmark. In order to synthesize data, we need 

to feed the schema information to the data generator by inferring the schema from these 

queries. We could parse the queries to extract features. These features would contains hints 

about the underlying schema. 

Let the tables in a database schema be denoted by t1, t2...tj and the attributes be denoted 

by a1, a2...ai. When we start developing the CSP [37], attribute ai would not be assigned 

to any table tj . When we have a solution to the CSP, each attribute ai would be assigned to 

one or more tables tj in the form of tj .ai, tj+1.ai . 

• INSERT, DELETE and UPDATE statements would give us parts of the solution di-

rectly. When attributes a1, a2...an are being inserted/ deleted/ updated in tk, we can 

directly add the assignments tk.ai; i ∈ [1, n] to our solution set. 

• JOIN conditions would help us identify relationships among tables. If ai is used to 

join tk and tk+1, we can add tk.ai and tk+1.ai to our solution set. 

• SELECT statements would help us identify more constraints for our CSP. Unless as 

attribute ai is preceeded with a table alias, ai could be assigned to one or more of the 

tables mentioned in the FROM clause of the query. 
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Standard optimization tools like Google OR-tools would be used to model, tune the 

heuristics and develop a system to solve this contraint satisfaction problem. 

Since we are looking for a solution to the CSP, we would obtain a schema that satisfes 

all queries in the workload summary. It is not necessary that a schema that satisfes all 

queries in the workload summary would also satisfy all queries in the original workload. In 

other words, the effciency of our schema inference process is dependent on the effciency 

of the workload summarization process. One way to deal with this issue would be to output 

a set of solutions with a probaility attached to each. Another heuristic to guide the solution 

could be the use of a likelihood function as an optimization goal. 

8.3.3 Data Generation 

We would leverage existing data generators to synthesize the data. Most of them rely on 

some formal schema specifcation. Schema inference would give us information that could 

be translated into any schema specifcation language. Schema defnition in PDGF [27] is 

done through XML fles. This tool has been proven to work with function dependencies 

within and across tables. It can leverage paralleism across multiple nodes to scale [25]. 

45 



Bibliography 

[1] A. Alexandrov, K. Tzoumas, and V. Markl. Myriad: scalable and expressive data 

generation. Proceedings of the VLDB Endowment, 5(12):1890–1893, 2012. 

[2] J. Aligon, M. Golfarelli, P. Marcel, S. Rizzi, and E. Turricchia. Similarity measures 

for OLAP sessions. Knowledge and information systems, 2014. 

[3] K. Aouiche, P.-E. Jouve, and J. Darmont. Clustering-based materialized view selec-

tion in data warehouses. In ADBIS, 2006. 

[4] R. Barták. Constraint programming: In pursuit of the holy grail. In Proceedings of 

the Week of Doctoral Students (WDS99), pages 555–564, 1999. 

[5] S. Chaudhuri, P. Ganesan, and V. Narasayya. Primitives for workload summarization 

and implications for sql. In Proceedings of the 29th international conference on Very 

large data bases-Volume 29, pages 730–741. VLDB Endowment, 2003. 

[6] B. F. Cooper, A. Silberstein, E. Tam, R. Ramakrishnan, and R. Sears. Benchmarking 

cloud serving systems with ycsb. In SOCC, 2010. 

[7] J. Darmont, F. Bentayeb, and O. Boussaïd. Dweb: A data warehouse engineering 

benchmark. Data Warehousing and Knowledge Discovery, pages 85–94, 2005. 

46 



[8] B. Fuglede and F. Topsoe. Jensen-shannon divergence and hilbert space embedding. 

In ISIT. IEEE, 2004. 

[9] D. Gayo-Avello. A survey on session detection methods in query logs and a proposal 

for future evaluation. Information Sciences, 179(12):1822–1843, 2009. 

[10] M. Hagen, B. Stein, and T. Rüb. Query session detection as a cascade. In Pro-

ceedings of the 20th ACM international conference on Information and knowledge 

management, pages 147–152. ACM, 2011. 

[11] D. He and A. Göker. Detecting session boundaries from web user logs. In Proceedings 

of the BCS-IRSG 22nd annual colloquium on information retrieval research, pages 

57–66, 2000. 

[12] X. Huang, F. Peng, A. An, and D. Schuurmans. Dynamic web log session identif-

cation with statistical language models. Journal of the Association for Information 

Science and Technology, 55(14):1290–1303, 2004. 

[13] X. Huang, Q. Yao, and A. An. Applying language modeling to session identifcation 

from database trace logs. Knowledge and Information Systems, 2006. 

[14] R. Jones and K. L. Klinkner. Beyond the session timeout: Automatic hierarchical 

segmentation of search topics in query logs. In CIKM, 2008. 

[15] O. Kennedy, J. Ajay, G. Challen, and L. Ziarek. Pocket data: The need for tpc-mobile. 

In Technology Conference on Performance Evaluation and Benchmarking, pages 8– 

25. Springer, 2015. 

[16] J.-M. Kim and J.-S. Kim. Androbench: Benchmarking the storage performance of 

android-based mobile devices. In Frontiers in Computer Education, pages 667–674. 

Springer, 2012. 

47 



[17] G. Kul, D. Luong, T. Xie, P. Coonan, V. Chandola, O. Kennedy, and S. Upadhyaya. 

Ettu: Analyzing query intents in corporate databases. In WWW Companion, 2016. 

[18] S. Kullback and R. A. Leibler. On information and suffciency. The annals of mathe-

matical statistics, 22(1):79–86, 1951. 

[19] D. Liu, T. Wang, Y. Wang, Z. Shao, Q. Zhuge, and E. H.-M. Sha. Application-specifc 

wear leveling for extending lifetime of phase change memory in embedded systems. 

IEEE Transactions on Computer-Aided Design of Integrated Circuits and Systems, 

33(10):1450–1462, 2014. 

[20] V. H. Makiyama, M. J. Raddick, and R. D. Santos. Text mining applied to SQL 

queries: A case study for the SDSS SkyServer. In SIMBig, 2015. 

[21] E. Oliver. The challenges in large-scale smartphone user studies. In Proceedings of 

the 2nd ACM International Workshop on Hot Topics in Planet-scale Measurement, 

page 5. ACM, 2010. 

[22] Open Source. Open source database benchmark OSDB specifcation, v0.17. Pub-

lished at http://osdb.sourceforge.net, 2004. 

[23] Oracle Corporation. Oracle 9ias toplink foundation library guide: Understanding 

database sessions. Published at https://docs.oracle.com/, 2002. 

[24] A. Pavlo, G. Angulo, J. Arulraj, H. Lin, J. Lin, L. Ma, P. Menon, T. C. Mowry, 

M. Perron, I. Quah, et al. Self-driving database management systems. 

[25] T. Rabl, M. Frank, H. M. Sergieh, and H. Kosch. A data generator for cloud-scale 

benchmarking. TPCTC, 10:41–56, 2010. 

[26] T. Rabl, A. Lang, T. Hackl, B. Sick, and H. Kosch. Generating shifting workloads to 

benchmark adaptability in relational database systems. TPCTC, 9:116–131, 2009. 

48 

https://docs.oracle.com
http://osdb.sourceforge.net


[27] T. Rabl and M. Poess. Parallel data generation for performance analysis of large, 

complex rdbms. In Proceedings of the Fourth International Workshop on Testing 

Database Systems, page 5. ACM, 2011. 

[28] M. Seltzer, D. Krinsky, K. Smith, and X. Zhang. The case for application-specifc 

benchmarking. In Hot Topics in Operating Systems, 1999. Proceedings of the Seventh 

Workshop on, pages 102–107. IEEE, 1999. 

[29] J. Shi, E. Santos, and G. Challen. Why and how to use phonelab. GetMobile: Mobile 

Comp. and Comm., 19(4):32–38, Mar. 2016. 

[30] T. Soikkeli, J. Karikoski, and H. Hammainen. Diversity and end user context in smart-

phone usage sessions. In 2011 Fifth International Conference on Next Generation 

Mobile Applications, Services and Technologies, pages 7–12. IEEE, 2011. 

[31] M. Stonebraker. A new direction for tpc? In Technology Conference on Performance 

Evaluation and Benchmarking, pages 11–17. Springer, 2009. 

[32] Transaction Processing Performance Council. TPC-H benchmark specifcation. Pub-

lished at http://www.tpc.org/tpch/, 2008. 

[33] Transaction Processing Performance Council. TPC-C benchmark specifcation, 

v5.11. Published at http://www.tpc.org/tpcc/, 2010. 

[34] Transaction Processing Performance Council. TPC-DS benchmark specifcation, 

v2.5. Published at http://www.tpc.org/tpcds/, 2017. 

[35] Transaction Processing Performance Council. TPCx-IoT benchmark specifcation 

draft, v1.5. Published at http://www.tpc.org/tpcx-iot/, 2017. 

49 

http://www.tpc.org/tpcx-iot
http://www.tpc.org/tpcds
http://www.tpc.org/tpcc
http://www.tpc.org/tpch


[36] S. Yang, D. Yan, H. Wu, Y. Wang, and A. Rountev. Static control-fow analysis of 

user-driven callbacks in Android applications. In International Conference on Soft-

ware Engineering, pages 89–99, 2015. 

[37] J. Zhang, C. Xu, and S.-C. Cheung. Automatic generation of database instances 

for white-box testing. In Computer Software and Applications Conference, 2001. 

COMPSAC 2001. 25th Annual International, pages 161–165. IEEE, 2001. 

50 


	Bookmarks
	Abstract 
	Introduction 
	Related Work 
	2.1 Session Identifcation 
	2.1.1 Connection time approach 
	2.1.2 Timeout based approach 
	2.1.3 Semantic segmentation based methods 
	2.2 Session Similarity 
	2.3 Mobile Workload Analysis 
	Problem Defnition 
	Session Identifcation 
	Session Clustering 
	5.1 Profler 
	5.2 Analyzer 
	Experiments 
	6.1 Datasets 
	6.1.1 Dataset 1 -PocketData Dataset 
	6.1.2 Dataset 2 -Controlled Activity 
	6.2 Experiment Design 
	6.2.1 Pattern Identifcation Comparison 
	6.2.2 Session Identifcation Comparison 
	6.2.3 Query Clustering Accuracy 
	6.2.4 Idle Time Tolerance 
	6.2.5 Activity Recognition 
	Discussion 
	Future Work : Data Generation 
	8.1 Motivation 
	8.2 Related Work 
	8.3 System Design 
	H3
	8.3.2 Schema Inference 
	8.3.3 Data Generation 
	Bibliography 


