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Abstract 

The forensic comparison problem is about determining whether observed evidence arises 

from a known source by comparing the evidence with known samples side by side. The 

opinion of a forensic comparison system is characterized by the likelihood ratio (LR). The 

LR has been previously calculated using generative methods. However, due to intractabil

ity of generative models in high-dimensional spaces, previous methods collapse inputs to 

a distance scalar based on human-engineered feature vectors . The drawbacks are the huge 

loss of information and the imperfection of human-engineered features . To overcome these 

shortcomings, we propose a discriminative method based on automatically learned image 

representations and data augmentation. 

Representation learning is about training a system to learn semantic representations from 

raw data, such as raw image data. The task of forensic comparison requires the representation 

learned to have certain interpretability, be robust and contribute to forensic comparison tasks. 

Representation learning can be conducted using either unsupervised learning or supervised 

learning. For unsupervised representation learning, we train a generative model: a variational 

autoencoder (VAE). For supervised representation learning, we train a discriminative model: 

multitask Siamese convolutional neural network (SCNN). The learned representations are 

expected to be transferable to different but related problems. 

Data augmentation is about generating samples similar to existing samples to facilitate 

further learning and processing. Data augmentation is often used as a regularization method 

to counter overfitting by increasing the amount of training data. In forensic comparison, 

samples from a particular source are scarce and thus data augmentation is required. One way 

to perform data augmentation is through geometric transformations. Another method is based 

on generative models such as VAE to generate samples with greater semantic variations. 

In this dissertation, we use the handwritten "and" and "th" images as an example of the 

forensic comparison problem to demonstrate that by combining unsupervised representation 

learning, supervised representation learning and data augmentation, we can implement a hy

brid system that outperforms previous methods which are based on human-engineered fea

tures. We generalize the one-to-one forensic comparison problem to many-to-many compar

isons and writer-independent one-to-many comparisons by comparing distributions formed 

by learned image representations in the latent space. This is done by designing and extract-
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ing parametric statistical features from those distributions. The statistical features on sample 

distributions are expected to capture both within-writer variability and cross-writer variabil

ity. 

As a baseline, we compare the performance of human-engineered image extractors such 

as the gradient, structural and concavity (GSC) micro features with their automatically learned 

counterpart. Results show that the auto-learned features perform better. We also compare 

distribution comparison using distance-based non-parametric methods (K-S test) with para

metric statistical features extracted from image feature vectors. Experiments show that the 

latter trains much faster than the former and yields better verification accuracies. 
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Chapter 1 

Introduction 

This dissertation addresses the necessity and performance gain of applying recent devel

opments of representation learning and data augmentation of deep learning to the field of 

forensic comparison. Deep learning is a class of machine learning algorithms that use deep 

architectures with cascading feature representation. Deep learning algorithms are promised 

to automatically pick out useful features from raw data. Since deep learning algorithms work 

on high-dimensional raw inputs, more information is kept and the chance of finding more 

relevant features enhances. It is widely acknowledged that the likelihood ratio (LR) is an 

effective measurement of describing the strength of belief when drawing conclusions in the 

field of forensic comparison [SS08, NCPS+07, TKB+12]. LR is defined as the quotient of 

the joint probability of known and evidence samples given null hypothesis (same)/ alterna

tive hypothesis (different). In general, there are two kinds of methods to evaluate the LR: 

generative methods and discriminative methods. The generative methods have been shown to 

be intractable and therefore, in this dissertation, we will focus on the discriminative models. 

Chapter 2 introduces more detail of the forensic comparison problem and existing research 

on it, together with data preprocessing techniques used in forensic science. 

In this dissertation, we use human handwriting as an example of forensic comparison, 

though the methods and results could be generalized to other forensic problems. Human 

handwriting is a very important behavioral biometric in forensic sciences. Offline handwrit

ing writer verification concerns deciding whether two handwriting raster images are written 

by the same person. The general intuition is that samples from a single source tend to be 
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similar while samples from different sources tend to show bigger variances. Examples are 

shown in Figure 2.6 (a) and Figure 2.8. Further studies reveal exceptions to this: two differ

ent writers may happen to have been trained to write in similar styles while one single writer 

could show very large variabilities in his or her writing style ( examples are shown in Figure 

6.2 and Figure 6.3). Both contribute to confusion in the verification problem. Therefore, it 

is more favorable to learn a person's handwriting style from multiple samples as a whole to 

capture inner-source variabilities. 

Current work of writer verification mainly focuses on algorithms and models that are 

based on human-engineered features [SCAL02, TS14, SKs+os, SHS08, SS08] . This practice 

has a number of drawbacks. First, it is costly and time-consuming to design features . Sec

ond, it requires specific domain expertise in forensic document examination. Third, human

engineered features may not be optimal for handwriting writer verification tasks. 

Unlike traditional machine learning algorithms that take in human-engineered features to 

train a shallow model, representation learning or feature learning tries to automatically pick 

out useful features from raw data. Good representations are defined as those that make sub

sequent machine learning tasks easy to conduct and give better performance. We will discuss 

two kinds of representation learning: unsupervised representation learning and supervised 

representation learning. Generative models trained in an unsupervised fashion can learn to 

model the distribution of input images and learn structure and patterns of raw images and thus 

can be used to generate extra images for data augmentation. Supervised representation learn

ing trains discriminative models and only picks out features relevant to the discriminative 

task. Unlike generative models trained using unsupervised methods that spare extra model 

capacity to reconstruction of images, representations learned using discriminative models in 

a supervised fashion are more task-oriented and could be lack of generality. 

Since deep learning algorithms work on high-dimensional raw inputs, more information 

is kept and the chance of finding more relevant features enhances. Due to the complexity of 

deep architectures and the high dimensionality of input spaces, it is challenging to minimize 

the objective loss function and consequently, the training of deep learning involves extra ef

forts and skills [Hoc98, PMB13]. We proposed a hybrid method that combines unsupervised 
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representation learning, data augmentation and supervised representation learning to solve 

the forensic comparison problem. The overall framework is shown in Figure 1.1. 

VAE Encoder 
~-------.-----',,' 

' ' ' ' 'VAE Latent ' 
Representation 

' ' ' ' ' ' ' ' ' ' ' ' ' ' ' ' ' ' '- '--- '-' 
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Figure 1.1: The overall framework of the hybrid representation learning and data augmenta
tion method for various forensic comparison tasks. The diagram is structured in the form of 
a flowchart regarding the propagation of data. 

We pick variational autoencoders (VAE) as the generative model for unsupervised repre-
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sentation learning. VAEs are an extension of regular autoencoders that makes the assumption 

of the prior distribution and thus is granted the ability of generating new samples. In Chapter 

3, we discuss in greater detail of using VAE to perform unsupervised representation learning 

on raw images. 

Data augmentation is an important regularization method in machine learning. Using data 

augmentation greatly benefits both supervised representation and a variety of forensic com

parison problems. Chapter 5 discusses data augmentation using geometric transformation or 

generative models in greater detail. 

Unsupervised representation learning is beneficial if we have a large amount of unlabeled 

data and a small amount of labeled data. In our task of forensic handwriting comparison, all 

data are labeled. Therefore, it is more suitable to use supervised learning by incorporating the 

representation learning module (CNN module) into a supervised classification architecture 

and use backpropagation to train it. We pick Siamese convolutional neural network (SCNN) 

as our discriminative model. Due to convolutional properties of CNNs, they are tolerant 

to input images of different sizes. Therefore weights trained in a CNN on images in one 

problem are transferable to another CNN that extract features on images in a different but 

related problem. Therefore, the Siamese CNN could be trained using transfer learning or 

multitask learning. In Chapter 4, we discuss in greater detail of using Siamese convolutional 

neural network to perform supervised representation learning on labeled input images. 

Our proposed method solves three kinds of problems: (i) one-to-one image feature learn

ing; (ii) the extended many-to-many comparison and (iii) the problem of one-to-many writer

dependent training [SKS+08], where several samples of a particular writer are enrolled in the 

system first in the training phase and later the system is used to compare newly observed un

known samples against the known writer. This problem often arises in signature verification. 

This part is described in more detail in Chapter 6. 

Chapter 7 gives the conclusions of this dissertation. 

In summary, this major contributions of this dissertation are: 

1. Addressed the need of using automatically learned features on image samples. 

2. Addressed the need of performing many-to-many comparison as well as one-to-one 
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comparison and one-to-many comparison in forensic science. 

3. Proposed a hybrid representation learning scheme that incorporates unsupervised VAE 

learning, geometric transformations or VAE generative model data augmentation and 

transferable representation learned using multitask Siamese CNN training. 

4. Proposed parametric statistical features on sets to perform two-way or three-way dis

tribution comparisons. 

5. Proposed an end-to-end architecture for many-to-many without directly collapsing fea

tures to distance scalars and therefore prevented the huge loss of information. 
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Chapter 2 

Background 

2.1 Overview 

The forensic sciences have been under great stress in recent years with a decline in public 

and judicial confidence in the abilities of scientists in the courtroom [C+o9, SK05]. A case in 

point is the analysis of impression evidence, e.g., footwear prints, latent prints, handwriting, 

tire treads, etc. A human expert, i.e., a forensic scientist, performs side-by-side comparison 

of the evidence with a known, e.g., a questioned signature with known signatures, a crime 

scene shoe-print with suspect footwear, a latent fingerprint found in a crime scene with a 

database of fingerprints, etc, and expresses a conclusion as one of three discrete statements: 

individualization, no opinion and exclusion. In several court cases the final judgment of 

guilty/innocent has been subsequently found to be in error, e.g., by a later assessment using 

DNA analysis. 

The task differs from classic object recognition, e.g., handwritten digit recognition, in 

that we have two inputs rather than one. Interlacing the two inputs is a significant issue, since 

the goal is to learn minor differences between objects that are otherwise quite similar. Foren

sic comparison thus focuses on individuality while ignoring average over the population, i.e, 

we are interested in the tails of the distribution (of shape). Conversely, object recognition 

concerns how similar the object is to the mean/mode of the distribution. Therefore, the archi

tecture for forensic comparison needs to be fundamentally different. 
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2.2 Generative and Discriminative Models for Forensic Com-

parisons 

It is widely acknowledged that the likelihood ratio (LR) is an effective measurement of de

scribing the strength of belief when drawing conclusions in the field of forensic comparison 

[SS08, NCPs+07, TKB+12]. LR is defined as the quotient of the joint probability of known 

and evidence samples given null hypothesis (same) / alternative hypothesis (different). Let 

{ Di} be a set of sources (for example, writers, in the case of forensic document examination). 

We state two opposing hypotheses when comparing o from source Di and e from source DJ: 

h0 : o and e are from the same source i.e. i = j; 

h1
: o and e are from different sources i.e. i #- j. 

The likelihood ratio is defined as 

0
LR( ) = p(o, eih ) (2.1)

o , e p(o,elhl) ' 

which is the quotient of two likelihoods of the joint probability of known and evidence inputs, 

the first conditioned on both known and evidence inputs coming from the same source while 

the second from different sources. The generative approach first tries to model the two like

lihoods p (o , eih0 ) and p (o, elh1) separately, and then combine them to get LR using (2.1) 

[TS 14] . The advantage of the generative approach is that it can directly use all training data 

from h0 and h1 without considering the problem of balancing training data. However, the 

disadvantage is that modeling the likelihoods involves fitting models of high dimensionality. 

Due to the curse of dimensionality, such a model usually requires huge amounts of data and is 

computationally intractable since it requires two joint probabilities in high-dimensional fea

ture space. One way to reduce the complexity of the model is to replace the joint probabilities 

in (2.1) with scalar distributions of a kernel function d (o , e) . In this way, we can rewrite the 

likelihood ratio as: 

p [d (o,e) lh0
] 

(2.2)LRo (o,e) = p [d (o,e) lhl] ' 
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A generative method of computing LR 0 using (2.2) with eleven feature differences to

gether with a naive Bayes model, is used in the CEDAR-FOX software system [SSD07] . 

The software further maps the LR D to a discrete opinion scale based on their distribution 

[SHS08]. The nine-point FDE scale has the opinions: identified-as-same, highly-probable

same, probably-did, indications-did, no-opinion, indications-did-not, probably-didnot, highly

probable-did-not, identified as elimination [SS 14]. While it is straightforward to evaluate 

(2.2), it is a severe approximation of (2.1) since it effectively projects a multidimensional 

distribution into a single dimension. A compromise is an approximation that factorizes the 

LR into similarity and rarity terms, LRnR [Lin77, TS14] defined as: 

(2.3) 

The factorization in (2.3) is intuitively appealing since a human expert gives more impor

tance to unusual features, i.e., low probability (rare) features are given higher weight [SS 10] . 

This method of LR computation is interestingly analogous to TF-IDF used in information 

retrieval. However the computational complexity is similar to (2.1). 

Thus we have three methods of LR computation: (i) direct evaluation using (2.1), (ii) 

kernel evaluation using (2.2), and (iii) factorization using (2.3). Each of the three methods 

have two serious practical limitations: 

l. Intractability: All three are generative probabilistic models which require a full repre

sentation of the necessary probability distributions [Nas07]. It is prohibitively expen

sive to construct for (2.1). In general, if we haven features taking k values each, we 

would need 2k2 
n probabilities, which is exponential in complexity. Even a Bayesian 

network of 2n variables would require a huge numbers of samples. 

2. Human Engineering: All three rely on human-engineered features designed by human 

experts . It is impractical to define different sets of features for comparisons of dif

ferent handwritten words, footwear types, etc. Features human-engineered for each 

application is subject to bias which is of significant concern to the judicial system. 

In this dissertation we use a discriminative approach to bypass the obstacle of intractabil-
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ity in the generative approaches. Rather than modeling the two likelihood distributions in 

(2.1) respectively, we can rewrite LR in (2.1) by the posterior using a Bayesian formulation. 

Assuming equal prior, p (h0 
) = 0.5 and p (h1 

) = 0.5, we get 

= p (o , el h0
)

LR ( )o , e p (o,elhl) (2.4) 

p( h0 1o ,e )p(o,e) 

p(hO ) 

p(h1 lo ,e )p(o ,e ) 
(2.5) 

p(hl ) 

p (h0 1o,e) 
p(h1 lo, e) 

(2.6) 

p (h0 1o,e) 
1 - p (h0 1o,e)" 

(2.7) 

Therefore, the problem of determining LR is reduced to calculating the posterior p (h0 lo, e) 

[TS14] . We can model p (h0 1o,e) in a discriminative manner: 

p (h0 1o,e) = f (o,e; w) , (2.8) 

where f stands for the predictor function of the posterior probability, controlled by a set of 

parameters w . The function f could be modeled using a discriminative model such as a neural 

network and trained using maximum likelihood estimation, which will lead to minimizing 

the cross-entropy loss using backpropagation. During training, the equal-prior assumption is 

ensured by data balancing. 

2.3 Ways to Achieve Useful Representations 

Artificial intelligence has experienced three stages of development: rule-based system, sim

ple machine learning and deep learning. The relationship of these three paradigms is demon

strated in Figure 2.1. Rule-based system use hard-coded knowledge or rule-based methods 

to make the decision. In the case of forensic document comparison, these rules are designed 

and implemented by forensic document examiners. For example, in [PST13, PSH14] the 

features are manually extracted by FDEs and later fed into a Bayesian network constructed 
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by hand to make classification decision. Simple machine learning uses human-engineered 

feature extraction to extract features from inputs. Learnable parts are based on top of ex

tracted relevant features. For instance, in [SCAL02], human-engineered macro handwriting 

features are extracted and fed into a multilayer perceptron (MLP) to make the classification 

decision. However, designing and implementing proper feature extractors usually require hu

man expertise and are very costly. Deep learning algorithms take advantage of large amounts 

of data, modem advancement of hardware, and various regularization methods to directly 

learn better feature representations from raw data (in our case, images). Since deep learn

ing is usually applied directly on high-dimensional data which retain rich information and 

structure, it is promised to automatically learn better representations and features compared 

to human-engineered ones. 

T 
Output 

Learned Learned 
decision decision 

Output making making 

Human Representa
Rule-based 

engineered tion 
program 

features earning 

Input Input Input 

Figure 2.1: Three major paradigms of reaching an opinion [GBCB 16]. Shaded boxes involve 
leamable components. 

Extracting features from handwriting images with rich semantic meaning is highly desir

able. It is preferable if the features extracted is robust and invariant to geometric transforma

tions and noise. For the purpose of forensic comparison, it is preferable if the representation 

we learn from data has certain degree of interpretability and contribute to the forensic com-
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parison tasks. We also want the learned representations to possess a certain level of generality 

so that they could be transferred to other related tasks where training data is not sufficient. 

2.3.1 Human-Engineered Features 

In the context of forensic document examination (FDE), we can generally divide human

engineered features extracted from raw handwriting images into two categories: macro fea

tures and micro features. 

Macro features are features extracted on line, paragraph or even page images. Macro 

features could potentially capture page layout, line spacing, force applied and so on. Macro 

features involve global aggregations from different parts of the input image and are thus 

less sensitive to the content of images being compared. Therefore, macro features have less 

requirement as to recognizing, segmenting and singling out parts from images. 

Micro features are usually those extracted on word or character level. Micro features 

capture more subtle attributes of a person's handwriting style such as the shape of a particular 

part of a character. Unlike macro features, micro features do not have a global aggregation 

step and thus is more sensitive to the content of the images. Therefore micro features require 

a higher level of images segmentation and recognition. 

The CEDAR-FOX macro features are 13 human-engineered macro features used in the 

CEDAR-FOX FDE software [SCAL02]. They include the following types of features: gray

level distribution (measured by its entropy), gray-level threshold value, number of black pix

els, contour connectivity features, contour slope features, slant, height, stroke width and word 

gap. Figure 2.2 shows an example of CEDAR-FOX macro features extracted from a hand

writing image. 
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Figure 2.2: An example of human-engineered CEDAR-FOX macro features extracted from 
full-page image file 000la.png. The macro features are shown in the lower half of the fore
front window. 

The GSC features is a set of human-engineered gradient-based binary micro features . The 

GSC features were initially designed for character recognition which contains 512 binary bits 

corresponding to gradient (192 bits), structural (192 bits) and concavity (128 bits) . We can 

extend the GSC features for words, in which case the GSC features consist of 1024 bits 

corresponding to gradient (384 bits), structural (384 bits) and concavity (256 bits) features 

[SHS08, TS14, SKS+08] . Figure 2.3 shows an example of GSC features extracted from an 

"and" image. Here, we use the GSC features as a human-engineered feature baseline as 

against automatically learned features . 
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Gradient: (384 bits) 
0110000010001011100010000000011000000110100000001100001110001000 
0000000011001111000011001111000011000010000011000000000011000011 
0000100000011000001110001110011000011000010000111011000000000000 
0000000000000000000000001100000000001100001100000111110100100111 
0001100011111011101100000010000011101110001101110011111011000001 
1110000011100000001000001110011010111100000000110011000011101011 
Structural: (384 bits) 
0000100000000000101010000000000001000000100000000000111100000000 
1100100000000011010001011011100000000011110000000010000000000011 
0100101000011000000011000010111111010000101001010000000000000000 
0000000000000000000000000000000000000000001010000000000000000000 
0000000000000000000000000011110001111100000000000010000001000011 
0000000000001100100011001110000011100000000011010000001001111110 
Concavity: (256 bits) 
0100111111111110000011001100110001101111111110100000110100001100 
0000000000000000001001110010000000000001001101000000000000000000 
0001000110111111000000000011001000010001100101010000000000100110 
0000000100010001000000001100010000000000000000010000000000000000 

Figure 2.3: An example of human-engineered GSC features extracted on a "and" image file 
000la_numl.png, which has in total 1024 bits of information. 

2.3.2 Automatic Representation Learning 

There are two ways to perform representation learning: supervised and unsupervised repre

sentation learning. Unsupervised learning learns structure of data distribution from raw data 

based on reconstructing raw input data. The advantage of unsupervised methods is that they 

do not require labeled ground truth and try to encode all information in the system. Therefore, 

the representations learned in this way are more general and easier to be generalized to other 

related tasks. Supervised learning learns from both raw data and labeled ground truth based 

on discriminative tasks . It generally only captures features related to the discriminative tasks 

and throws away other irrelevant information in raw data and thus is more task-oriented. The 

comparison of the two paradigms is shown in Table 2.1. Chapter 3 gives more detailed de

scription on learning representation using unsupervised learning while Chapter 4 gives more 

detailed description on learning representation using supervised learning. 
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Unsupervised Representation 
Learning 

1. No need for labeled 
data. 

2. Can be used to 
augment data. 

Pros 

3. Better generality. 

1. Representation learned 
not most likely related. 

Cons 2. Certain amount of 
information loss in the 
reconstructed image. 

Supervised Representation 
Learning 

1. Representation learned 
performs well on 
supervised task it is 
trained on 

1. Needs labeled data. 

2. Data needs to be 
balanced. 

3. Cannot be used to 
reconstruct image. 

4. Pool generality: all 
info unrelated to 
supervised task is 
dumped. 

Table 2.1: The pros and cons of unsupervised representation learning vs supervised represen
tation learning. 

2.4 Data Preprocessing in Forensic Science 

The dataset we use to conduct experiments is based on the CEDAR-LETTER full-page 

database, which consists of scanned full page handwritings of 1,568 adult representatives 

of the US population. One sample of the scanned handwritten paragraph is shown in Figure 

2.4. Each person was asked to copy the same message three times. 
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r.•• 
From 

Jim Elder 
829 Loop Street, Apt 300 

Nov 10, 1999 J;,.,f; l.l.l.t 

1.J, l-r fi,.). . ~i, .lot, 

t .'1.i ,.k-,.,,, Al,_ Y,,.ti: r+ ~ 

Allentown. New York 14707 

To 
Dr.Bob Grant 
602 Q.ieensberry Parkway 
Cmar, West Virginia 25638 

We were referred to you by Xena Cohen at the University Medical 
Center. This is regarding my friend. Kate Zack. 

It all started around six months ago while attending the "Rubeq' 
Jau Concert. Organizing such an event is no picnic, and as 
President of the Alumni Association, a co-sponsor of the event, 
Kate was overworked But she enjoyed her job, and did what was 
required of her with great zeal and enthusiasm. 

However, the extra hours affected her health; halfway through the 
show she passed out. We rushed her to the hospital, and several 
questions, x-rays and blood tests later, were told it was just 
exhaustion. 

Kate's been in very bad health since. Could you kindly take a look 
at the results and give us your opinion? 

Thank you! 
Jim 

Figure 2.4: Handwriting exemplar: (a) source document to be copied by writers, and (b) a 
digitally scanned handwritten sample provided by a writer. 

For this dataset, we have in total 5,219 full-page images and we have exactly three sam

ples from each writer. Each page contains rich information about the writing style of the 

writer, however due to each writer only having three copies, it is difficult to train a machine 

learning model directly on full-page images except extracting macro features . 

2.4.1 Segmentation of Full-Page Images 

Since it is writing style instead of content that we are trying to compare, it is necessary to 

compare parts with the same content. Parts of different contents will introduce distraction 

and noise difficult to overcome. In order to single out sub-components with the same con

tent so that writing style comparisons could be performed, we need to perform segmentation 

and recognition. To be more specific, this generally involves the following steps: line seg

mentation [KSS08, ASS07], word segmentation and recognition [HS08, PGS99, SSS07], and 

character segmentation and recognition [BS89, PS00] . 
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2.4.2 Mis-Labeled Data Removal 

Due to imperfection of segmentation and recognition algorithms, some of the words and char

acters are mis-segmented or mis-recognized as is shown in Figure 2.5. Using data contami

nated by mis-segmentation or mis-recognition for training or testing in verification problem 

is harmful [BF99, SMl 1] . Therefore, it is necessary to remove these kinds of junk data. Since 

the amount of images cropped out is enormous (for example, we have more than 15,000 "and" 

images), it is extremely laborious to completely remove them manually. 

Here we implement a semi-automatic solution. We find that mis-labeled data is the major 

contributor to type I errors . First, we train a simple verification model (e.g. based on GSC 

features) and manually inspect its type I errors to narrow down the search and remove mis

labeled elements. Then we re-train the model again based on the cleaned data. This process 

could be repeated iteratively several times to enhance the purity of the dataset without much 

human labor. 

Figure 2.5: Examples of the word "and" mis-labeled in CEDAR database. The mis-labeled 
"and" images are in red boxes. 

2.4.3 Cursive "and" Dataset 

The original "and" dataset consists of 15,500 cropped out handwritten cursive "and" word im

ages from 1555 writers which is a subset of the 1568 adults. After removing mis-recognized 
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images (images that are actually not cursive "and", such as "was", "such", "And" and so on 

as in Figure 2.6 (b)), we have 13,524 images left (87.2%) and 1,519 (97.7%) writers who 

have at least one image left. Figure 2.6 (a) shows some examples of the remaining "and" 

word images. Each writer can have a different number of samples. The distribution is shown 

in Figure 2.7. 

cvvJ ,?C-ff)J 0~ J 
a~ {0n} Ci~ tU?d, 
~ cJYnJ 41,J ~ 

writer 0001 writer 0005 writer 0012 writer 0284 

(a) (b) 

Figure 2.6: Examples of "and" word images. (a) example "and" images from 4 writers (b) 
examples of removed non-"and" images: "was", "such", "And" and "Apt". 

Histogram of Number of Writers with Certain Number of Samples 
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Figure 2.7: Histograms of number of writers with certain number of "and" and "th" samples. 
We can see that the "and" dataset has far greater number of images than the "th" dataset. 
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2.4.4 "th" Dataset 

The original "th" dataset consists of 3,124 cropped handwritten "th" digraph images from 

499 writers (a subset of the 1568 writers) in the dataset. After removing duplicates, we 

have 2,315 unique images left (74.1 % ). Figure 2.8 is some examples of the remaining "th" 

digraph images. The distribution of writers having certain number of "th" samples can be 

seen in Figure 2.7. 

-tk ~ fh ~ ftl 
J~ ~ 4h i-h .J,~ 
~ ~ th 4h. -th 

writer 0002 writer 0007 writer 0008 writer 0013 writer 0040 

Figure 2.8: Examples of "th" word images and their writer IDs. 
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Chapter 3 

Unsupervised Representation Learning 

Unsupervised representation learning relies on input image data and does not require labeled 

ground truth. The advantage of using an unsupervised learning paradigm includes the ability 

of being able to generate raw image data and better generality. In this chapter, we will in

troduce learning forensic image representation in an unsupervised fashion using a generative 

model called variational autoencoder (VAE). 

3.1 Autoencoders 

Autoencoders are a kind of neural network with an encoding and a decoding components 

[HS06]. Autoencoders are mainly used to reduce the dimensionality of data and learn a 

better representation of inputs. An autoencoder is usually trained using unsupervised learning 

to restore the input images . More specifically, the encoding part compresses an input image 

x to a more compact representation z and the decoding part later reconstructs the image x 

from the compact representation. This learning criteria encourages the autoencoder to learn 

efficient representations of the data distribution that best capture the structure of input signals 

and ignore inconsequential noise. 

The encoder and decoder of an autoencoder are usually modeled by neural networks. The 

deviation of the reconstructed image from the original image is usually characterized by the 
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mean squared error 

(3 .1) 

p 

= L (xi - i\ )
2 (3 .2) 

i =l 

although other loss functions, such as cross-entropy loss [CAB 17] could also be used to 

generate sharper images: 

p 

Lcross-entropy = L [xi log i\ + (1 - Xi ) log (1 - Xi )] , (3 .3) 
i=l 

where Xi and Xi stand for pixels in the original and the reconstructed images respectively, with 

P being the number of pixels. The training is then conducted by lowering this reconstruction 

error using backpropagation and stochastic gradient descent. 

3.2 Variational Autoencoder 

A variational autoencoder (VAE) incorporates a latent prior distribution into a basic autoen

coder and thus turns it into a generative model [KW13], which is capable of generating new 

data by sampling from the latent space and reconstructing back into the image space. 

The VAE is defined as a directed graphical model as in Figure 3.1, characterized by likeli

hood probability Pmode1(xlz). Under the variational inference scheme, we try to learn an ap

proximation q(zlx) to the posterior distribution Pmodel (zlx ). The approximation q(zlx) is as

sumed to have a special or simpler form than the true posterior to make the inference tractable. 

The dissimilarity between q(zlx) and Pmode1(zlx) is described using Kullback-Leibler (KL) 

divergence 

q(zlx)
DKL(q(zlx) IIPmodel(zlx)) = lEz~ q(z lx ) log ( I r (3.4)

Pmodel Z X 

Rather than maximizing the marginal likelihood p (x), the VAE is trained by maximizing 

an evidence lower bound (ELBO). Furthermore, it has been suggested that variational au

toencoders can be trained by maximizing the ELBO associated with one data point [FR12, 
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GBCB16, WJ+08] and therefore the VAE can be effectively trained using SGD-based meth

ods. The ELBO associated with data point x is 

£,(q , 0, x ) = logp (x) - DKL(q(zlx) IIPmodel(zlx)) (3 .5) 

q(zlx)
=logp(x)- lEz~q(zlx) log ( I )

Pmodel Z X 
(3 .6) 

p (x) q(zlx)
=logp(x)- lEz~q(zlx) log ( I ) ( )

Pmodel X Z Pmodel Z 
(3 .7) 

= logp (x) - lEz~q(zlx) [logp (x)] + lEz~q(zlx) [Pmodel (xlz)] 

q(zlx) 
- lEz~q(zlx) log ( )

Pmodel Z 
(3 .8) 

where DKL stands for the KL divergence. Since the log evidence log p (x) is fixed with 

respectto q, maximizing £,(q , 0, x) minimizes the KL divergence ofPmode1(zlx) from q(zlx ). 

Therefore minimization objective can be written as 

L = -£,(q, 0, x) , (3 .10) 

which can be divided into two parts 

L = Lgeneration + Liatent, (3 .11) 

where the generation loss is defined as 

Lgeneration = - lEz~q(zlx) [logpmodel(xlz)] , (3 .12) 

as well as the latent loss 

Liatent = DKL(q(zlx) IIPmodel(z)) . (3 .13) 

A VAE learns by decreasing both the generation loss and the latent loss. In a VAE, 
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the generative model Pmodei(xlz) is usually associated with the decoder part in a normal 

autoencoder, while the recognition model q(zlx) corresponds to the encoder part. 

Pmodel( XI z) 

Figure 3 .1: The variational autoencoder is a directed graphical model. 

3.2.1 Reparameterization Trick 

Instead of traditionally using a non-parametric model, the VAE assumes the posterior dis

tribution q (z Ix) to be a parametric distribution, and thus maintains the differentiability of 

the optimization objective with respect to model parameters, and thus it is able to train using 

optimization methods based on stochastic gradient descent. 

To be more specific, we assume the prior distribution Pmodel ( z) to be the centered isotropic 

multivariate normal distribution Pmode1(z) = N (0 , I), while we assume q (zlx) to be a 

normal distribution N (µ , diag (a)) . The latent loss Liatent, which is the KL divergence of 

two normal distributions, can be directly computed as follows: 

L1atent = DKL(q(zlx) IIPmodei(z)) (3 .14) 

D 

= } L [µ; + CTi - log ( (Tn - l] ' (3 .15) 
i =l 

where D is dimensionality of the latent space. 

The generation loss in (3 .12) can be approximated using Monte Carlo sampling. This 

process is demonstrated in Figure 3.2. First, we calculate the mean µ and standard deviation 

a of q (zlx) using the output of an upper stream neural network which takes image x as 
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input:µ=µ (x) and u = u (x) . After that, we sample from q(zlx) by choosing 

z=µ + e: o u , (3 .16) 

where e is a random vector with elements sampled from normal distribution N (0, 1) i.i.d. and 

" o" means element-wise multiplication. This is called the reparameterization trick [KW13], 

which makes backpropagation in VAEs possible, since the gradient information could be 

back-propagated from z to µ and u and all the way up to the upper stream, bypassing the 

nondeterministic part e . The likelihood corresponding to sample z is Pmodei(xlz ), which 

we assume to be the product of Bernoulli distributions each corresponding to a pixel in the 

reconstructed image. Therefore, Pmode1(xlz ) could be written as 

p 

Pmode1(xlz ) = II Pmodel(xi lz ) (3 .17) 
i = l 

p 

= IIP~i (1 - Pi)l-Xi ' (3 .18) 
i = l 

where Pi = Pi (z ) are Bernoulli distribution parameters determined by z, i = 1, ... , P, where 

Pis the number of pixels in the image space. Using (3 .18), the generation loss in (3 .12) can 

be approximated by 

Lgeneration = lEz~ q(z lx ) [log pmodel(xlz )] (3 .19) 

K 

~ L log pmodel(xlzk) (3 .20) 
k=l 
K p 

= L log II [Pi (z kW i [1 - Pi (z k) ]1
-xi (3 .21) 

k=l i = l 

K p 

=LL [xi log pi (z k) + (1 - xi) log (1 - Pi (z k)) ] , (3 .22) 
k=l i = l 

using Monte Carlo sampling, where z k, k = l , ... , Kare sampled from q(zlx ) using (3 .16). 

We can see from (3 .22) that the generation loss has a similar form of the cross-entropy be

tween the original image and the reconstructed image in a regular autoencoder in (3 .3). There-
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fore, the training of VAE could be considered equivalent to training a regular autoencoder 

with the addition of latent loss (3.13) in the loss function. 

3.2.2 Architecture of Convolutional Variational Autoencoder 

A convolutional variational autoencoder ( convolutional VAE) further incorporates convolu

tion and deconvolution operations in modeling the encoding q(zlx) and decoding Pmode1(xlz) 

modules respectively [ZKTFlO] . The convolutional VAE has shown greater capability deal

ing with image data [PGH+16] . The overall architecture of the VAE is illustrated in Figure 

3.2. The convolutional VAE mainly consists of two parts: the encoder or recognition part 

and the decoder or reconstruction part. Both parts are modeled by determinist neural net

works: the encoder takes image x as input and outputs µ and a as parameters for posterior 

distribution q (zlx); the decoder takes sampled z using (3 .16) in the latent space and outputs 

Bernoulli distribution parameters for Pmodel (x I.z) . Convolutional and deconvolutional layers 

are important components of the encoder and the decoder of a convolutional VAE. 
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Original Image 

Convolution : 16 SXS filters + lrelu 

Convolution : 32 SXS filters + lrelu Encoder 

q(z lx) ~N(µ , diag(a- )) 

Densely connected 3 + relu 

Reshape to 2D 

DecoderDeconvolution : 32 SXS filters+ relu 

Deconvolution : 16 SXS filters 

Sigmoid 

Decoded Image 

Figure 3.2: Overall architecture of a VAE with convolutional and deconvolutional layers 
based on [Fra] . Similar to a basic autoencoder, VAE consists of an encoder and a decoder. 
The posterior q (z Ix) is modeled using the reparameterization trick to be a normal distribu
tion. The entire model is differentiable and therefore trainable using SGD-based optimization 
methods. 

3.2.2.1 Convolutional and Deconvolutional Neural Networks 

Convolutional neural networks (CNN) prove to be effective at extracting features from images 

[KSH12]. CNNs differentiate themselves from traditional fully-connected neural networks 

in two aspects: local connectivity and weight sharing. Local connectivity means each node 

in the convolutional layer is only connected to nodes in the corresponding local neighbor

hood instead of all nodes in the previous layer. Weight sharing means the weights among 

pairs between nodes in a convolutional layer and the respective corresponding local neigh-
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borhoods in the previous layer are shared in each channel in a convolutional NN. Other than 

convolutional layers, a CNN can optionally be equipped with subsampling or pooling layers. 

There are two kinds of pooling layers : local neighborhood pooling which pools results from 

a local neighborhood in a channel and global pooling which pools results from all nodes in a 

channel. 

Due to convolution operations, the computation of CNNs is more efficient than fully

connected neural networks and they are easier to train when applied in a deep architecture 

[GBCB 16]. Due to properties of pooling layers, CNNs are, to some extent, translationally 

invariant and robust to shifting of images. With certain strides in convolutional layers, pooling 

layers are not necessary to maintain translational invariance [BKC15]. 

Deconvolutional layers refer to the inverse of convolutional layers [ZKTFlO], in which 

each node in the previous layer projects its influence to the next layer within a small neigh

borhood. Similar to convolutional layers, deconvolutional layers have the property of local 

connectivity and weight sharing. All those influences are aggregated to form the input signal 

to the current layer. Deconvolutional layers are often used in the generation component of a 

generative model. 

3.2.2.2 Activation Functions 

In order to incorporate nonlinearity into a neural network, it is general practice to use nonlin

ear activation functions on each layer of the neural network. Traditional "squashing" activa

tion functions such the sigmoid function and "tanh" function were found to cause the problem 

of vanishing gradients [Hoc98, PMB13], and are thus no longer recommended to be used in 

modern deep learning practices. Instead we use "non-squashing" activation functions such 

as the rectified linear unit (ReLU) [NHlO] or a modified version, the leaky ReLU function 

[MHN13]. The graphs of these activation functions are shown in Figure 3.3. 
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Relu Leaky Relu 

X 
J(x) = 0 X 

J( x) = ax 

Figure 3.3 : Examples of "non-squashing" activation functions used in the VAE model. The 
use of "Non-squashing" activation functions ameliorates the vanishing gradient problem. 

3.2.3 Training using Methods Based on Mini-batch Gradient Descent 

The loss function (3 .10) is associated with the input image x. Due to the parameterization 

of the approximation distribution q (zlx) described in Section 3.2.1, the training can be con

ducted using stochastic gradient descent methods. 

The mini-batch gradient descent is a commonly used algorithms in deep learning opti

mization. Mini-batch gradient descent is a compromise between batch (standard) gradient 

descent and stochastic gradient descent, in the sense that it uses mini-batches to take advan

tage of vectorization computation speed boost while also smoothes updates. In mini-batch 

gradient descent, the parameters in the model are updated using 

(3 .23) 

where Mis the number of observations in the mini-batch; 'r/ is the learning rate; and L(xi) 

is associated with the i-th observation X i in the training set X . The entire training set is 

randomly shuffled and partitioned into mini-batches in each epoch (sweep of training set). 

The Adam (short for Adaptive Moment Estimation) optimization algorithm [KB14] is 

an improved variation of SGD by making use of the average of the second moments of the 

gradients. Since the Adam optimization method shows great performances in practice, we 

use it to train the image feature extractor. The Adam optimization method is summarized in 

Algorithm 3.1 (note that all vector multiplication, division, squaring and square rooting are 
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done elementwise) . 

Algorithm 3.1 The Adam algorithm 

Require: Given mini-batch generator G, decay rates /31 and /32 , learning rate 'r/ · 

1: Initialization: w = 0, rn = 0, v = 0, t = 0 

2: while stopping criterion not met do 

3: Get mini-batch ( x, y) +---- next ( G) 

4: Compute gradient: 9 = VwL (fw (x) ,y) 

5: rn +---- /31rn + (I - /31)9 

6: v +---- f32v + (I - /32)92 

A rn 
7: rn=---

I - /3i+l 
V 

V=--~8: 
A 

1 - /3~+l 
rn 

9: Wf----W-rJ ~ 1> E is a small value used to prevent division by 0 
VV +E 

10: t+----t+l 

11 : end while 

3.2.4 Regularization Methods 

Experiments show that simple models tend to overfit when the availability of data is scarce, 

i.e., although the error on the training set is small, the performance of the model on unseen 

testing set is hard to decrease. In the training of our convolutional VAE models, we use a 

combination of regularization methods such as dropout and early stopping. More advanced 

regularization methods such as data augmentation, transfer learning and multitask learning 

will be used in supervised representation learning, discussed in Chapter 4 and 5. 

"Dropout" is a very effective regularization method for large fully-connected neural net

works by setting a randomly selected subset of activations in each layer to zero, called dropout 

[SHK+I4]. By each time randomly cutting off some of the activations, it prevents entangle

ment of nodes in the process of training and thus enhances generalization. 

Early stopping is a simple regularization method by keeping a separate validation set and 

stop the training process once the performance on the validation set starts to go down. 
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3.3 Representation Disentanglement 

Representation disentanglement refers to that a single unit in the latent representation has the 

ability to independently correspond to a conceptually meaningful factor of variation, instead 

of having to significantly rely on other units in the representation. In other words, we are 

trying to factorize factors of variation across the natural coordinates of the latent representa

tion [DCB 12]. To give an example, in the context of forensic document comparison, given an 

image of handwriting, we can see there are two independent data generative factors playing 

the role of determining an generated image: (i) the content of the handwriting, and (ii) the 

handwriting style of the writer. It has been argued that representation disentanglement can 

benefit various downstream machine learning tasks [BCV13]. For the field of forensic com

parison, the interpretability that representation disentanglement promises is quintessential in 

the application and public acceptance of deep learning methods. 

Representation disentanglement is typically performed in a semi-supervised manner with 

some a priori knowledge of the data generative factors [GML15, KBR15, KWKT15, CLB014, 

WCKT16] . However, these methods are not practical for our application, since they usually 

require labeled data regarding some of the semantic generative factors, which are not avail

able to us. Therefore, we have to rely on completely unsupervised representation disentan

glement. In order to do so, we introduce a natural extension of the regular VAE: (3-VAE 

[HMP+16]. The (3-VAE adds a hyperparameter f3 > l to enlarge the role that the varia

tional loss plays in the training to achieve certain level of disentanglement among factors of 

variation, which means that instead of using the standard VAE optimization objective 

L = L generation + Liatent (3 .24) 

(3 .25) 

(3-VAEs change the objective to 

L = L generation + /3 · Liatent (3 .26) 

(3 .27) 
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.

The reason (3-VAE encourages disentanglement of factors is due to a stronger emphasis on 

the latent prior distribution being close to an isotropic normal distribution (whose covariance 

matrix is diagonal). Therefore, most of the variance of the distribution is concentrated along 

the axes of the latent representation. 

As a demonstration of representation disentanglement, here are examples of images gen

erated by traversing along one dimension (both to the negative and positive sides) while keep

ing all other dimensions fixed. The ones in the middle in red boxes are the original images. 

Those extrapolated images are shown in Figure 3.4. 
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Figure 3.4: Representation disentanglement: examples of semantic meaning learned on each 
dimension of the representation. Latent space dimensionality dz = 20, f3 = 2. The images 
in the red boxes are the original images. New images are extrapolated in both positive (to the 
right) and negative directions (to the right) on one latent representation unit while fixing all 
other units . From those newly generated images, we can figure out the corresponding data 
generative factor to each of the extrapolated latent unit. 
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l 1

3.4 Reconstruction vs Representation Disentanglement Trade-

Off 

Due to the extra pressure on minimizing the latent loss when training a (3-VAE, the generation 

accuracy could be compromised. For the case of handwriting images, that means, the images 

generated will look more blurry. Thus, there is essentially a trade-off between information 

loss and representation disentanglement. Therefore, when choosing the hyperparameter (3 , it 

is necessary to strike a balance between these two losses to achieve the best representation 

learned. This poses a challenge when we use the VAE-based generative models to generate 

new images for data augmentation, which will be discussed in more detail in Chapter 5. 

3.5 Manipulation in the Latent Space 

Due to the continuity and differentiability of the VAE model, it is possible to sample in the 

latent space using interpolation and generate continuously changing new images. Linear 

interpolation is based on 

(3 .28) 

If the latent prior is assumed to be an isotropic Gaussian, spherical linear interpolation (Slerp) 

generally performs better [Whi16]. Instead of using a straight line segment, the basic idea 

of Slerp interpolation is that it tries to connect two points in the space using a great circle (a 

spherical geodesic) when the two end points fall on the same isotropic spheres centered at the 

origin. This idea could be extended to when the two end points are not on the same isotropic 

spheres, in which case the interpolated points are written as a linear combination of the two 

ends: 

sin (1 - t) 0 sin t0 
Slerp (z0, z1 ; t) = . zo + -.- -z1 (3 .29) 

Slll 0 Slll 0 

where z 0 and z 1 are the two ends of the connecting curve, which is parameterized by t, 

0 ::; t ::; 1, and cos 0 = lz:ii"if:11. Figure 3.5 shows examples of new "and"' images being 
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interpolated using Slerp. 

~ ~ ~ ~J CM"cl o.~ cl 
~~~~o--J.~ e,,.,-;. 
~J~J~J~J~J~J~~__J__,i 
~J ~J ~cl C).J'cl ~cl a-& ~ ~ ~ ~ 

Figure 3.5: Slerp interpolation of new "and" images. In each row, the original images are 
on both ends while the interpolated images are in between. We can see a smooth continuum 
in the image space that did not fall out of the semantic manifold. The VAE is trained using 
dz = 40, ,B = l. 

Another way to extract semantic meaning from the learned latent space is using the "at

tribute vectors" . We can compute the vector that points from the first "and" image to the 

second "and" image and use it to extrapolate images to have a particular semantic meaning. 

A few examples are shown in Figure 3.6. 
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Figure 3.6: Applying the difference of two image latent vectors to other images showing the 
use of attribute vectors. The red box contains the original images. New images are extrap
olated by applying the attribute vector to the original images on both positive and negative 
directions. The attribute vector in the upper diagram corresponds to expressing a smaller loop 
in letter "d" while the attribute vector in the lower diagram corresponds to expressing a more 
prominent rightward ligature appended to the downward stroke of "d". The VAE is trained 
using dz = 40, f3 = l. 

The latent space learned using a VAE encompasses all images used for training. However, 

in forensic analysis, we sometimes wish to be able to generate images coming from a certain 

source. In Section 5.3, we will discuss generating new images from a specific writer by fitting 

a kernel density estimation in the latent space. 
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3.6 Visualizing Manifolds in Latent Space Using t-SNE and 

PCA 

The t-distributed stochastic neighbor embedding (t-SNE) is a nonlinear dimensionality reduc

tion and clustering method which recently sees great use in visualizing high-dimensional data 

[JGD+lO]. The training of t-SNE is based on data point distances : the distances in the the 

embedded space reflect the original space distances [MH08]. This is achieved by iteratively 

adjusting the embedding representations in the embedded space for each of the data point in 

the training set. 

To be more specific, t-SNE first converts similarities (such as similarities based on the 

Euclidean distance) between pairs of data points to a probability distribution so that the higher 

the similarity between the pair, the higher the probability associated with the pair. Similarly, 

it assumes a probability distribution in the embedding space based on the same principle. 

Then it iteratively updates the corresponding locations of data points in the embedding space 

to minimize the deviation of the distribution in the embedding space from the one in the 

original space. The deviation is usually characterized using the Kullback-Leibler divergence. 

PCA is a commonly used linear dimensionality reduction method which projects the data 

to a lower dimensional space that still retains most of the variances in the original high

dimensional space. This is achieved by repeating a process that each time finds the direction 

(component) in which the data has the largest variance provided that the space in which 

we search is orthogonal to components already chosen. PCA is usually implemented using 

singular value decomposition. 

t-SNE is a kind of nonlinear dimensionality reduction as oppose that PCA is a linear 

dimensionality reduction. PCA shows more overlap but maintains the linearity in the original 

space. Here, we apply the t-SNE method and the PCA method on the representation space 

learned by VAE to visualize the representations on a 2D space. Here, we train the V AE using 

latent space dimensionality dz = 40, f3 = I on training set 1)1 (samples from the first 70% 

writers) . The results are shown in Figure 3.7, 3.8, 3.9 and 3.10. In those visualizations, we 

also showed a series of interpolated images using slerp (see Chapter 5). 

34 



• • • 

• • • • • •• 
•• • •• • • 

•• •• • •• • • •• • • • • 

•• 

t-SNE visualization 
• writer_000l 

• writer_0002 

e writer_0003 

e writer_00048 e writer_OOOS 
• writer_0006 
• writer_0007 

.,._ •
•• • e _writer ooos6 • writer_0009•• • ' • e writer_00ll• + interpolated 

4 .•.. • • • ••• • • 
•• • •• I 

2 

>-

0 • .. ... • • • •• • - • • 

• 
-2 

• • 
-4 

'.•• • • •,..• • • ·"' 
I .. •• ' •. -6 • 

• • • 
-12.5 -10.0 -7.5 -5.0 -2.5 0.0 2.5 5.0 7.5 

X 

Figure 3.7: Visualization of latent space learned by VAE using t-SNE. The black ones corre
spond to the interpolated images. 

Figure 3.8: The corresponding visualization to Figure 3.7 with images rendered. 
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Figure 3.9: Visualization of latent space learned by VAE using PCA. The black ones corre
spond to the interpolated images. 

Figure 3.10: The corresponding visualization to Figure 3.9 with images rendered. 

36 



Chapter 4 

Supervised Representation Learning 

Supervised representation learning is the kind of representation learning that learns to per

form label prediction given input data. The deviation of predicted labels from the ground 

truth can usually be characterized using a quantitative error/loss function. The training of su

pervised representation learning is carried out by adjusting the parameters of the model based 

on the criterion of lowering the error/loss function. In this process, the representations corre

sponding to input data points are also adjusted accordingly to reflect the need of the task on 

which the system is trained. In order to learn representations useful to forensic science, our 

supervised representation learning is conducted by learning a discriminative forensic com

parison model. As described in Chapter 2, the system takes two inputs, compares them and 

outputs the probability of whether the two inputs coming from the same source, as in (2.8) . 

In this chapter, we will focus on discussing supervised representation learning using one

to-one comparison. Section 6.4 will explore improving the representation learned by using 

end-to-end many-to-many comparison. 

4.1 Siamese CNN 

One-to-one comparison happens when we compared two sources that both present one image 

sample respectively. An example would be comparing two "and" images from Figure 2.6. 

One-to-one comparison could happen on other levels of content too, such as comparing two 

written character "ft: ' , two paragraphs or pages of the same content and so on. 
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In one-to-one forensic comparison, due to the symmetry of the comparison, the feature 

extraction of the two inputs should be on equal ground. Therefore, both inputs should go 

through the same feature extractor and be projected into feature space before being finally 

compared. Thus, we introduce the concept of the Siamese neural network: a Siamese neural 

network takes the two inputs to be compared, pushes them through two channels of feature 

extractors which share the same weights, and compare them in the latent space to reach a 

conclusion of whether they are from the same source or not. 

In Subsection 3.2.2, we showed the effectiveness of the convolutional neural network 

(CNN) dealing with image inputs, and that the convolutional layers and deconvolutional lay

ers are essential components in a convolutional VAE. Besides generative models, CNNs are 

actually more prevalently used in discriminative models for various supervised learning tasks. 

If a Siamese network employs CNN feature extractors, we call it a Siamese convolutional 

neural network (SCNN), an example is illustrated in Figure 4.3. Due to the features extracted 

directly from images usually have thousands of elements, those elements are usually highly 

correlated. We apply a dimensionality reduction layer following the convolutional and pool

ing layers to make the extracted feature more semantically independent. 

SCNN networks have been used for signature verification problems [HS016a, HS016b, 

HS017a, HS017b, RYM16, BGL +941, but they have not been explored for the application 

of general forensic comparison. In the rest of this Chapter, we will discuss using supervised 

learning to train the SCNN to learn useful representations for various forensic comparison 

tasks described in Chapter 6. 

4.1.1 Architecture of SCNN 

In the SCNN, we use a convolutional feature extractor based on LeNet [LBBH98] (initially 

used for digit recognition). The architecture of the convolutional feature extractor is shown 

in Figure 4.1. The input layer takes in a M x N image. We apply convolutional layer with 

32 filters, each with size 5 x 5. Then we apply 2 x 2 neighborhood maxpooling. After that, 

we apply convolutional layer with 64 filters, each with size 5 x 5. Then we apply another 

2 x 2 neighborhood maxpooling. Eventually, we flatten the output and get a feature vector 
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x E JRD0 , D0 = 64 x (M/ 4) x (N/ 4) (all strides are 1 and we pad convolutional layers to 

be of the same size as their input layers) . The activation functions used are all rectified linear 

units (ReLUs) as introduced in 3.2.2. 

Conv: Max Conv: Max
16 SXS pooling 32 SXS pooling Flattened Linear Dim 

filters 2X2 filters filters 2X2 filters Reduction 

------ ---
--- -~--e__v 

Figure 4.1: The CNN feature extractor in one channel consists of several convolutional, pool
ing or fully-connected layers. 

The Siamese CNN is trained to solve a discriminative task of comparing. After extracting 

image features, there are several ways to compare the two feature vectors. One is as in Figure 

4.3 . For a pair of samples ( '!/Ju '!/J 2 ), we compute the Euclidean distanced = ll'!/J 1 - '!/J 2 11 2 • In 

order to use classification to learn the model, we use 

0 1 + e-m 
p (h lo, e) = d (4.1)

1 + e -m 

to translate the distanced E [O, + oo) into posterior probability [VH16], where mis a constant 

positive number. Here, we use m = 10. Figure 4.2 shows the graph of function of (4.1) when 

m = 10. After achieving posterior p (h0 1o, e) and p (h1 lo, e) = 1 - p (h0 1o, e), we compute 

the cross-entropy loss by comparing them with the ground truth. The objective function of 

training is to minimize the cross-entropy classification loss. 
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Figure 4.2: Graph of function of (4.1) when m = 10. 
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Figure 4.3: Siamese CNN image pair similarity learning architecture. The SCNN contains 
two channels of identical CNN feature extractors. 

4.1.2 Training Objective and Data Balancing 

The training objective is based on lowering cross-entropy loss in predicting label (h0 or h1
) of 

a pair of images. For our applications, since the number of users N is much greater than the 

average number of samples each user has, the number of pairs that belong to h1 (different) is 

much greater than the number of pairs from h0 (same). In order for the training to be effective 

(instead of just output h1 to make the training loss seemingly low), we need to balance the 

data to make the sizes of h0 and h1 approximately the same, before feeding them into the 
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discriminative model. 

4.2 Transfer and Multitask Learning 

In forensic comparison, certain comparison tasks have very limited training data and it is 

desirable if learned representation from other related tasks could be applied to them. For 

example, regarding the "and" and "th" dataset introduced in Section 2.4, the "and" dataset has 

way more images than the "th" dataset. Transfer learning refers to the process of transferring 

learned components to be used on a different but related task. One way to perform transfer 

learning is for the second task to build task specific component on top of pretrained low-level 

feature extraction learned in the first task. 

Another way to generalize representation learned is by applying multitask learning. In 

multitask learning, low level feature extraction components are shared among tasks, while 

task-specific trainable neural networks are built upon them. The training is performed by 

simultaneously lowering losses of all tasks . This is an effective way to regularize the neural 

network for multiple tasks. For the task of handwriting comparison representation leaning, 

the convolutional and pooling layers are the shared components, since they are mostly re

sponsible for extracting image features such as strokes and shapes. 

4.2.1 Transfer Learning 

The way we perform transfer learning is by fixing the parameters in the convolutional layers 

pretrained for the "and" images. We then cascade it with a different densely-connected neural 

network and perform training on the "th" images. Experiments show that this can greatly 

improve the performance on the "th" images compared to directly training the Siamese CNN 

on the "th" images alone. 

4.2.2 Multitask Learning 

We perform multitask learning by constructing two separate Siamese CNNs (sharing param

eters for convolutional layers but not on densely-connected layers) . The forward propagation 
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is done by feeding "and" and "th" images to their respective Siamese CNNs and comput

ing their respective loss functions L and and L th · The gradient on the parameters are than 

computed with respect to the combined loss function .,\ML and + (I - .,\M) L th . SGD-based 

optimization is carried out using this gradient accordingly. The overall process is illustrated 

in Figure 4.4. 

Convolution: 16 SXS filters 

Maxpooling: 2X2 filters 

Convolution: 32 SXS filters 

Maxpooling: 2X2 filters 

Densely connected 1 Densely connected 1 

Cross-entropy L and Cross-entropy L th 

Figure 4.4: Overall view of multitask learning on "and" and "th" images. The two tasks share 
low-level feature extractors while having their respective high-level layers. The loss function 
corresponds to the combination of both tasks. 
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4.3 Experiments 

In forensic comparison problem, the verification model takes samples from two sources and 

outputs accept or reject, essentially a two-class classification problem. Whether it be one-to

one, one-to-many or many-to-many comparison problem, it is necessary to generate paired-up 

sample pairs for both training and testing of verification models. 

Suppose we have N writers { Di}, each writer Di having wi handwriting samples. In the 

case of one-to-one comparison, the set of all data pairs P consists of two parts: P same = 

{ (x1, x2 ) I xi , x2 E Di, x1 #- x2} and Paiff = {(x1, x2 ) I x1 E Di, x2 E Dj , i #- j}. The 

number of unique pairs belonging to P same will be I:: 1 (~i) = I:: 1 wi(w; - l ) , while the 

number of unique pairs belonging to Pdiff will be I:1<i< <N wiwj, which grows quadratically 
- J _ 

with respect to N. Since, in our dataset, generally, wi « N, pairs from Paiff overwhelm 

pairs from P same· If we feed all available pairs without balancing them, the verification 

model could simply learn to output labels with a bigger sample population and effectively 

shortcut the training without learning much meaningful. Another issue is that each writer has 

a different number of samples in the dataset we use for experiments, as is shown in Figure 

2.7 as an example. All writers are asked to copy the same content, three times, and they 

should be represented equally. The fact that each writer has a different number of samples is 

due to imperfection of segmentation and recognition or missing data. Therefore, we need to 

balance the number of samples from each writer and therefore not to put too much emphasis 

on writers with frequent occurrences. 

To be more specific, for P same, in each epoch of it, we generate a permutation of N 

writers. For each writer, we randomly sample a pair of samples (x1, x2), x1 #- x2. For Paiff, 

in each epoch of it, we generate a permutation of all possible writer pairs, N (N - I) / 2 in 

total. Then we sample for each writer in the pair respectively. It should be noted P same and 

Paiff's epochs are not synchronized in balanced mini-batch training. 

Under this pairing and sampling scheme, every writer in the set is treated equally irre

spective of the number of samples he or she has . This is in contrast to pairing schemes that 

pair up all possible pairs which would put more emphasis on writers with more samples. 

Experiments are conducted to compare performances of using Siamese CNN when trained 
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independently, using transfer learning, or using multitask learning. For both "and" and "th" 

datasets, we use 70% of the writers for Vi, 10% of the writers for V2 and 20% of the writers 

for V3 . The Vi is used for training while V3 is used for evaluation. All weights are initialized 

by sampling elements from N (0 , 0.1) and all biases are initialized to be 0. We use ADAM 

optimizer [KB14] to optimize the objective. The learning rate is set to be 0.001. We use 

mini-batch training by each time drawing 50 samples from Psame and 50 samples from Pdiff 

and mixing them together. All testing performances are evaluated on a set of 10,000 pairs 

sampled from V3• 

Results of comparing transferred features trained on "and" to "th" and independent train

ing of "th" is shown in Table 4.1. Results of using multitask learning of "th" with secondary 

task of "and" with different values of hyperparameter AM is shown in Table 4.2. Multitask 

learning generally can improve results on "th" verification but not on "and" data. An illustra

tion of performances of transfer learning and multitask learning on "th" is in Figure 4.5. 

Verification Accuracy 

"th" Trained Independently 74.28 
"th" Transfer Learning with "and" 80.52 

Table 4.1: Comparing transfer learning (from "and") and independent training on "th". 

"and" Data "th" Data 

AM= 0.2 82.06 74.82 
AM= 0.5 84.47 77.21 
AM= 0.8 85.57 78.65 
AM= 0.9 86.60 79.38 
AM= 0.99 86.70 80.57 
AM= 0.995 87.32 78.73 

AM = 1 ( only trains "and") 87.50 NIA 

Table 4.2: Verification accuracy of using multitask learning on "th" with secondary task 
of "and" combined with different values of hyperparameter AM- The loss on "and" dataset 
Land needs to take up a substantial proportion to regularize the "th" problem and reach its 
optimality on "th" data. 
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ROCs of "th" Transfer Learning and Multitask Learning using "and" images 
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Figure 4.5: Transfer learning vs multitask learning when applied to "th" using "and" as a 
secondary task. The multitask curve corresponds to AM = 0.99. We can see both transfer 
learning and multitask learning improve verification accuracy. Multitask learning can outper
form transfer learning with certain hyperparameter settings. 
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Chapter 5 

Data Augmentation 

Increasing the amount of training data is almost always beneficial for training. Data aug

mentation refers to a group of methods that artificially expands the original training data by 

generating new samples that resemble existing samples, so that the trained model can "see" 

a bigger variety of inputs so that the model is more robust to variations. There are two kinds 

of data augmentation used in our trained models. 

The first kind does not involve machine learning models and is based on human intuition 

of invariances. Such as simple geometric transformation of the original images to gener

ate new image with the same label. These methods have the drawback of lacking semantic 

meaning and variability. 

The second kind is based on generative models. The generative models try to learn the un

derlying distribution of the data by seeing it itself instead of receiving much prior instruction 

from a human designer. Generative models can create bigger variety of images but the im

ages are not as sharp as ones created by simple geometric transformations due to the trade-off 

between reconstruction and representation disentanglement as described in Section 3.4. 

5.1 Offline and Online Data Augmentation 

When implementing data augmentation to regularize the training of a machine learning model, 

there are generally two ways of performing data augmentation: online and offline data aug

mentation. Offline data augmentation refers to generating all new data beforehand. This 
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require more storage space and is less expandable. Online data augmentation refers to gener

ating a new small batch of data while the training is ongoing. This method has the advantage 

of not needing to store a large amount of images in the memory. The shortcoming is that we 

cannot calculate set-of-samples properties if we use online data augmentation as we will use 

them for writer-dependent one-to-many comparison in Section 6.5 . 

Chapter 6 shows how offline and online data augmentation find their respective uses when 

applied to forensic comparison problems. Section 5.4 gives an example of online data aug

mentation. Subsection 6.5.1 contains an example of using offline data augmentation. 

5.2 Data Augmentation Using Geometric Transformations 

Geometric transformations on original data proved to be an effective way to regularize CNNs 

and enhance performance [WGSM16]. Geometric transformations are designed by human 

designers. It enjoys the benefit of not relying on any machine learning mechanism, thus 

faster to compute and the images generated are generally much sharper and, in this sense, 

more easy to fall into the same distribution as the original image. The shortcoming of using 

geometric transformation is its lack of semantic variations: it is hard to see different parts 

from different images being combined in semantically original ways. 

Here we perform two kinds of geometric transformations to randomly jitter images before 

feeding them into the SCNN model: 

1. Random rotation by 0 degrees, where 0 is sampled fromU(-Mrot, Mrot), whereU(· , ·) 

stands for uniform distribution. The image is then resized to the normal size. 

2. Random translation by x pixels horizontally and y pixels vertically, where x and y 

are sampled from U(-Mtranslate, Mtranslate )- Pixels that go out of boundaries are then 

cropped out. 

Figure 5 .1 shows examples of "and" and "th" images after being normalized and transformed. 

It should be noticed that as an online data augmentation, it only jitters input images as part 

of image preprocessing and it never pairs two augmented images generated from one original 

image and uses them as samples to compare. 
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Figure 5.1: Examples of "and" and "th" images after being augmented. The first row are the 
original images. The rest are the normalized and randomly transformed ones using geometric 
transformation data augmentation. 

5.3 Data Augmentation Using Generative Models 

Data augmentation based on generative models has the advantage of manipulating in the 

latent space and thus retains more semantic meaning and variability. The manipulation could 

be performed directly in the latent space and thus less likely to break out of the semantic 

manifold. The shortcoming of using a generative model to perform data augmentation is that 

due to the reconstruction vs. representation disentanglement trade-off described in Section 

3.4, the newly generated images are usually more blurry than the original one. Therefore, 

caution must be taken when using the newly generated images and substituting or mixing 

with original images. 

When using a VAE, we have the advantage of control over the latent space. For VAEs, 

while all samples are trained to comply with an isotropic unit normal distribution in the latent 

space., the conditional distribution of a particular class could very well be arbitrary. In some 

cases, they could even be multimodal: for example, a person switching between two writing 

styles. Therefore, it is necessary for us to use a non-parametric method. For example, we can 

sample more images for handwriting of a specific person such as those shown in Figure 5.2 

using kernel density estimation. 
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Figure 5.2: VAE generated images. LHS: original images from a specific person. RHS: 
generated images. Here we have an example of writer 0003. The ones in red box are original 
samples. The ones in the blue box are the generated ones. We can see that there are certain 
switching and grafting of traits among those generated. However, none of the two are exactly 
the same. Nor are they identical to the original ones. 

Kernel density estimation (KDE), similar to histograms, is a non-parametric way to fit a 

probability distribution [Ros56] . KDE is often viewed as a smoothed version of histograms. 

The smoothing effect is achieved by incorporating a smooth kernel function into the form of 

the estimated probability density function. To be more specific, suppose we have N observa

tions from a distribution with an unknown density function p (z): z 1 , z 2 , ... , ZN, its kernel 

density estimator is defined as 

p(z)~ :ht,K(z~z;) (5 .1) 

1 n 

= NLKh(z-zi) (5 .2) 
i= l 

where K is the kernel, h is the bandwidth, Kh is called the scaled kernel and defined as 

Kh(z) = ¼K(~) . We can fit existing samples in the latent space and sample more from the 

fitted distribution. 

Since we use ,8-VAE as our generative model to generate data, the variance of generated 

images is presumably concentrated along the units of latent representation. Therefore, it is 
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natural for us to choose the isotropic multivariate Gaussian kernels for the KDE to achieve 

maximum semantic variety in the augmented images. 

5.4 Data Augmentation Applied in Supervised Representa

tion Learning 

We employ both augmentation based on geometric transformation and the one based on gen

erative models . When applying geometric transformations, data augmentation is simply ap

plied in an online fashion. This is demonstrated in Algorithm 5.1. 
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Algorithm 5.1 Siamese CNN training using data augmentation based on geometric transfor

mations 

Require: Input image pair and label generator G, maximum degrees of rotation Mrot, maxi-

mum pixels of translation Mtranslate· 

1: Initialize Siamese CNN weights w 

2: while stopping criterion not met do 

3: Retrieve a pair of input images and the label: ( x 1 , x 2 , y) +- next (G) 

4: x 1 +- GeoTrans (x 1) 

5: x 2 +- GeoTrans(x 2 ) 

6: Compute Siamese CNN loss: Lioss = L scNN (xi , X2 , y ; w) 

7: Backprop to compute gradient: g = V wLloss 

8: Update weights: w +- w + ~WAdam (g) 1> ref er to Algorithm 3 .1 

9: end while 

10: function GEOTRANS(x) 

11 : Sample random rotation degree: 0 ~ U(-Mrot, Mrot) 

12: x +- rotate (x , 0) 

13 : Sample random translation coordinates: dx, dy ~U(-Mtranslate, Mtranslate) 

14: x +- translate (x , [dx, dy]) 

15 : return x 

16: end function 

Data augmentation based on generative model is shown in Algorithm 5.2. This will yield 

more blurry images which are significantly different from the original images. This means 

when training the model, we need to mix original images with images generated by generative 

models as in Algorithm 5.3. The percentage of train images that are generated is controlled 

by a Bernoulli distribution parameter Ac E [O, 1] (the probability of each image going through 

VAE data augmentation being Ac), which could be considered a hyperparameter in the model. 
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Algorithm 5.2 Siamese CNN training using data augmentation based on VAE sampling 

Require: Input image pair and label generator G, VAE latent space dimensionality d, per-

turbation rate p, hyperparameter Ac. 

1: Initialize Siamese CNN weights w 

2: while stopping criterion not met do 

3: Retrieve a pair of input images and the label: ( x 1 , x 2 , y) +--- next (G) 

4 : x 1 +--- VAEperturb (x1 ,P, Ac) 

5: x 2 +--- VAEperturb (x2 ,P, Ac) 

6: Compute Siamese CNN loss: Lioss = LscNN (xi , X2 , y ; w) 

7: Backprop to compute gradient: g = V wLloss 

8: Update weights: w +--- w + ~ w Adam (g) 1> ref er to Algorithm 3 .1 

9: end while 

10: function VAEPERTURB(x, P, Ac ) 

11 : Sample from uniform distribution: E ~ U (0, 1) 

12: if E < Ac then 

13 : VAErecognition: (z , a) +--- VAEencoder(x) 

14: Sample from normal distribution: e ~ N (0 , Id) 

15 : z +--- z + p • e o a 1> "o" stands for element-wise vector multiplication 

16: VAE reconstruction: x +--- VAEdeconder (z) 

17 : end if 

18: return x 

19: end function 

We can combine the two augmentation methods, which is demonstrated in Algorithm 

5.3 . Similar to using VAE-based data augmentation alone, cascading VAE upon geometric 

transformation will decrease the performance due to loss of information and blurriness in the 

images. Therefore, we introduce similar data mixing scheme controlled by the hyperparam

eter Ac. Note that VAE perturbation is only used in training, when evaluating the model, we 

do not apply VAE perturbation. 
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Algorithm 5.3 Siamese CNN training using both data augmentation methods: geometric 

transformation and VAE 

Require: Input image pair and label generator G, hyperparameter Ac, perturbation rate p. 

1: Initialize Siamese CNN weights w 

2: while stopping criterion not met do 

3: Retrieve a pair of input images and the label: (x 1 , x 2 , y) +---- next (G) 

4: x1 +---- VAEperturb (x1,P, Ac ) 

5: x 1 +---- GeoTrans ( x 1) 

6: x 2 +---- VAEperturb (x2 , p , Ac ) 

7: x 2 +---- GeoTrans(x 2 ) 

8 : Compute Siamese CNN loss : L ioss = LscNN (x1 , x2 , y ; w) 

9: Backprop to compute gradient: g = V wLloss 

10: Update weights : w +---- w + ~ w Adam (g) 1> refer to Algorithm 3 .1 

11 : end while 

5.4.1 Experiments 

The basic settings of data partition and balancing together with Siamese CNN experiment 

parameters are similar to those in Chapter 4. First, we conduct experiments of results of 

showing various online data augmentation methods against ones without data augmentation. 

For geometric transformations, we set the maximum degrees of rotation Mrot = 10, the 

maximum pixels of translation M t ranslate = 3. For VAE generative model data augmentation, 

we use latent space dimensionality dz = 80 for "and" images and dz = 40 for "th" images, 

f3 = l, perturbation rate p = 3. The result of this part is summarized in Table 5.1. We can see 

even when VAE is used alone, it can improve the performance. It does not improve as much 

as solely using geometric transformation on the "and" dataset. But the improvement is more 

significant on the "th" dataset. 

Second, we show the performance of combined data augmentation with various hyperpa

rameter values of Ac on the performances of "and" and "th" image verification respectively. 
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The experiment results are shown in Table 5.2 and are summarized in Figure 5.3 and 5.4 in 

the form of ROC curves. We can see that data augmentation using generative VAE model 

does not help "and" verification due to its abundance of data but improves results on the "th" 

data due to its scarcity of data. 

"and" Data "th" Data 

No Data Aug 87.50 74.28 
VAE (Ac= 0.5) Aug Only 89.11 78.05 

GeoTrans Aug Only 89.58 77.91 

Table 5.1: Various online data augmentation verification accuracies. VAE-based data aug
mentation is more effective on "th" verification due to its scarcity of data. 

"and" Data "th" Data 

Ac= 0 (GeoTrans Aug Only) 89.58 77.91 
Ac= 0.2 89.56 78.89 
Ac= 0.5 88.78 79.55 
Ac= 0.8 88.55 79.33 
Ac= 1.0 87.84 79.06 

Table 5.2: Verification performance of mixing geometric transformation with different pro
portions of data going through VAE data augmentation, with different Ac values. 
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ROCs of "and" Data Augmentation Methods 
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Figure 5.3: Various data augmentation methods applied on "and" verification. "no aug" refers 
to basic method without any data augmentation. "only GeoTrans aug" refers to using geomet
ric transformation only. "only VAE aug" refers to using VAE-based data augmentation only 
with Ac = 0.5. "VAE aug + Geo Trans aug" is the combination of the two data augmentation 
schemes. We can see data augmentation improves verification accuracy on "and" data but the 
combined result is not as prominent as for "th" data as in Figure 5.4 since data in "th" is more 
scarce. 
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ROCs of "th" Data Augmentation Methods 
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Figure 5.4: Various data augmentation methods applied on "th" verification. Naming of 
curves is similar to Figure 5.3. For VAE-based data augmentation Ac = 0.5. The two data 
augmentation methods improve verification in different respects. The combined method gives 
the best result. 
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Chapter 6 

Applying Representation Learning and 

Data Augmentation to Forensic 

Comparison 

6.1 Overview 

In this chapter, we will discuss the application of representation learning and data augmenta

tion in various forensic comparison problems: one-to-one comparison, many-to-many com

parison and writer-dependent one-to-many comparison. One-to-one comparison is based on 

the models described in Chapter 4. Many-to-many comparison is a natural extension of 

the one-to-one comparison problem. Writer-dependent one-to-many comparison is trained 

against a specific user. The experiments in this chapter are conducted using the "and" and 

"th" images. 

6.2 Writer-Independent and Writer-Dependent Training 

Writer-independent (WI) verification refers that the system should be oblivious about the 

writing styles of the sources of the two compared samples i.e. the training and testing sets of 

our verification system should use data from two disjoint sets of writers. 

Another problem is called writer-dependent (WD) verification, in which the system is 
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trained on some known samples of one of the compared sources, which usually gives higher 

verification accuracy compared to one-to-one comparison. In the rest of this chapter, we 

discuss WI one-to-one comparison in Section 6.3, WI many-to-many comparison in Section 

6.4 and WD one-to-many comparison in Section 6.5. 

6.3 One-to-One Comparison 

The Siamese CNN model and architecture have been introduced in Chapter 4. In this Chap

ter, we combine the data augmentation techniques introduced in Chapter 5 into one-to-one 

comparison and show comprehensive experiment results. 

6.3.1 Regularization Methods 

The effective learning of discriminative models relies on the availability of large amounts of 

data. Data augmentation is one method of regularization that other researchers have found to 

be effective. One way of augmenting data is to use geometric transformations to introduce 

some distortion or perturbation to produce new data. Another way would be to use a gener

ative model, such as a VAE, to generate images. Both methods were described in detail in 

Chapter 5. 

Transfer learning and multitask learning are also ways to regularize the model (by intro

ducing data from a related but different problem). To demonstrate the necessity of apply 

multitask learning or transfer learning on the "th" verification problem, we visualize the first 

convolutional layer weights in Figure 6.1, when learned only using geometric transforma

tion data augmentation. Due to scarcity of training data, for "th" dataset, the filters in the 

convolutional layers were not able to be fully trained before the entire model starts to overfit. 
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(a) 

(b) 

Figure 6.1: (a) First layer filters learned in CNN for "and" images. (b) First layer filters 
learned in CNN for "th" images. Due to limit of data, without using transfer learning or 
multitask learning, the filters were not able to be fully trained before the model starts to 
overfit. 

6.3.2 Experiments 

The basic settings of data partition and balancing together with Siamese CNN experiment 

parameters are similar to those in Chapter 4 and Chapter 5. Some of the miss-classification 

type I and type II errors of sample-to-sample comparison on "and" and "th" datasets using 

CNN could be seen in Figure 6.2 and Figure 6.3 respectively. 
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Figure 6.2: Example: miss-classifications of "and" dataset using Siamese CNN sample-to
sample comparison. 
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Figure 6.3 : Example: miss-classifications of "th" dataset using Siamese CNN sample-to-
sample comparison. 

We use only geometric transformation data augmentation for "and" verification and we 

use both multitask learning and combine data augmentation with AM = 0.99, Ac = 0.5 for 

"th". The results are shown in the first row of Table 6.1 in Section 6.4. 

Correspondingly, the results for "and" images using Siamese CNNs with various methods 

can be seen in Figure 5.3. See results for "th" images shown in Figure 6.4. 
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ROCs of "th" using Siamese CNN with different methods 
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Figure 6.4: ROCs of "th" using Siamese CNN with different methods. Here, multitask learn
ing uses AM = 0.99. Data augmentation uses combined data augmentation of geometric 
transformation and VAE with Ac = 0.5. We can see data augmentation, transfer learning 
and multi task learning can all improve the verification of "th". The combination of multi task 
learning and data augmentation gives the best result. 

6.3.3 Visualizing Manifolds in Latent Space Using t-SNE 

Similar to unsupervised representation learning, we can use t-SNE to visualize the represen

tation space in a 2D plane. We can see in the visualization that, due to supervised training 

using labels, elements from the same user are generally clustered tighter and distinction be

tween users are clearer compared to unsupervised training. We also observe that the training 

set is clustered tighter than the testing set as is shown in Figure 6.5, 6.6, 6.7 and 6.8. 
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Figure 6.5: t-SNE visualization applied on a subset of the training set. 

Figure 6.6: Images rendered corresponding to Figure 6.5. 
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Figure 6.7: t-SNE visualization applied on a subset of the testing set. 

J:) 

Figure 6.8: Images rendered corresponding to Figure 6.7 . 
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6.4 Many-to-Many Comparison 

Many-to-many comparison happens when both of the compared sources present more than 

one image samples, for example, comparing "and" images in the first column against the 

ones in the second column in Figure 2.6. The paradigm used for one-to-many comparison 

in [SKs+os, SSB06] provides a general idea of solving this problem: we create the "within 

person" distribution by comparing all known signature pairs and the "between persons" dis

tribution by comparing the unknown signature with all known ones pairwise. Many-to-many 

comparison extends one-to-many comparison by having two "within person" distribution in

stead of just one. The necessary condition of null hypothesis is that the three distributions are 

identical and therefore the problem is turned into a three-way comparison. 

When comparing two sets of samples S1 and S2 . Assuming { "Pu} ;:'=1 and { <f'v} :=1 are la

tent representation vectors for samples from S1 and S2 respectively, each with dimensionality 

D. 

By comparing pairwise vector differences of a person, we increase the number of samples 

from m and n to m(n;; - l ) and n(n
2
- l ) respectively. In addition, the distribution of vector differ

ences for a given writer captures the variabilities amongst samples of that person [SKS+08] . 

We compute the inner-source pairwise differences 

(6.1) 

where u -- 1, ... , m, v -- u + 1, ... ,m, k -- l , ... , --m(m-- l ) and 
2 

(6.2) 

where u -- 1, ... ,n , v -- u + 1, ... ,n, k -- l , ... , -n(n 
2
-- 1) . 

Similar to how we obtain within-writer distribution, every sample from the first set is 

compared with every one of the second set. We compute the cross-writer pairwise differences 

(6.3) 
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where u = I , . .. , m, v = I , .. . , n, k = I , . . . , mn. 

Once the three distributions 8ik, i = I, 2, 3, are obtained, the task now is to compare the 

three distributions to make the verification decision. The intuition is that if the two sets of 

samples did come from the same source, the three distributions should be the same. The base

line method is using non-parametric similarity measure such as the Kolmogorov-Smirnov 

(K-S) test conducted on the three distributions pairwise. In order to facilitate an end-to-end 

learning, we propose a parametric method by extracting statistical features from the three 

distributions which turns out to perform better than the baseline method. 

First, we extract features based on collapsing difference vectors to distance scalars: the 

inner-source average pairwise distance and intra-source average pairwise distance: 

(6.4) 

(6.5) 

(6.6) 

These features correspond to variances of elements within one set (or for the case of h, 

average distance between two sets). These features directly correspond to supervised rep

resentation learning of single images introduced in Subsection 6.3 (since the objective loss 

is based on distances) . Then we include more features that help compare the three distribu

tions. We consider extracting features on each dimension independently. We first compute 

the averaged pairwise distances on each dimension: 

(6.7) 

(6.8) 

(6.9) 

where d =I , .. . , D . 
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Then we aggregate these vectors into scalar features: 

(6.10) 

(6.11) 1s~J2;11, 
(6.12) J,~ /2;11, 

h = 2)Iid - hd)2 , (6.13) 
d 

f s = 2)I2d - hd)2 , (6.14) 
d 

jg= L(lid - hd) 2 . (6.15) 
d 

We can further extract information related to covariances between two dimensions. We 

first compute the averaged pairwise difference sums of product on each pair of dimensions: 

(6.16) 

(6.17) 

(6.18) 

where d = l , .. . , D, t = 1, . . . , D. 

Then we aggregate these vectors into scalar features: 

(6.19) 

(6.20) 
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(6.21) 

fi3 = L(C1dt - c 3dt)2, 
d,t 

(6.22) 

f14 = L(C2dt - c 3dt)2 , 
d,t 

(6.23) 

fi5 = L(C1dt - C2dt)2. 
d,t 

(6.24) 

We base the two-sets-of-samples verification learning on these 15 features 

f = [11 ,h, , · · ·, fi5]. (6.25) 

Feature vector f is then fed into a multilayer perceptron (MLP) with 50 nodes in the hidden 

layer and 2 nodes in the output layer. We use ReLU activation function and apply a "dropout" 

layer [SHK+ 14] on its hidden layer. We then use softmax function to turn the output into 

posterior probabilities p (h0 io, e) and p (h1 lo, e) . And finally, we use cross-entropy loss as 

the optimization objective. This part of the learning can be seen in Figure 6.10 right half. 

6.4.1 Baseline K-S method 

The two-sample Kolmogorov-Smirnov (K-S) test is a non-parametric test to compare two 

empirical probability distributions. In order to compare the two distributions, we need to first 

calculate the respective cumulative distribution functions of the two distributions. After that, 

we compute the Kolmogorov-Smirnov statistic which is defined as the maximum absolute 

difference between the two cumulative distribution functions : 

D = sup IFi(x) - F2(x)l - (6.26) 
x 

where F 1 ( x) and F2 ( x) are cumulative distribution functions of the compared two probability 

distributions respectively. An example of two-sample K-S statistic is shown in Figure 6.9. 

The baseline method is based on computing three K-S statistics between the three pairs 
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of distributions in the three-way comparison and feed the three values into a discriminative 

neural network. Compare to the proposed method based on parametric statistical features, 

the non-parametric baseline collapses all feature vectors into scalar distances. 

X 

Figure 6.9: An illustration of empirical two-sample K-S statistic. 

6.4.2 Pretraining and End-to-End Learning 

We partition all writers 1) = {Di} into three parts: 

1. 1)1 for image feature learning, 

2. 1)2 for set-of-samples level feature learning, 

3. 1)3 for all testing. 

Essentially 1)1 and 1)2 are used for training and 1)3 is used for testing. Since we are imple

menting writer-independent verification, training and testing sets should be disjoint among 

writers. This ensures that testing is conducted on writers that the system has no prior knowl

edge of. 
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6.4.2.1 Pretraining 

The first step of pretraining is supervised representation learning on single images as de

scribed in Subsection 6.3 on Vi. The second step is training set-of-samples features based 

on single image latent representation extracted from the first step as described in Subsection 

6.4. Notice during this part of pretraining, parameters for the first step are fixed. 

After image features have been pretrained on Vi, due to trained parameters adapting to 

training data, the distribution of extracted single image latent representation vectors from 

Vi is different from distributions from unseen sets V2 and V3 (samples of single source are 

clustered tighter on Vi: compare Figure 6.5 against Figure 6.7). Therefore, in the second step, 

set-of-samples features should be learned on a separate set V2 instead of Vi . Performance of 

the pretraining method is eventually evaluated on V3 • 

6.4.2.2 End-to-End Learning 

We achieve an end-to-end pipeline by connecting the two parts: single image latent repre

sentation and set-of-samples feature learning and use backpropagation to train the end-to-end 

architecture. Figure 6.10 shows an end-to-end architecture using CNN feature extractors. 

There are two ways to perform end-to-end training: 

1. First pretrain both two parts as in Subsection 6.4.2.1 and then unfix all parameters 

and perform end-to-end fine-tuning. For CNNs we do not unfix parameters in the 

convolutional layers and only unfix the dimensionality reduction parameters. 

2. Perform end-to-end learning from scratch. 

The advantage of end-to-end learning is to make single image latent representation learned 

more task-oriented and learn better image semantic features for two-sets comparison. In 

practice, due to learning from scratch being too slow, we only test pretraining plus end-to

end fine-tuning. 
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Figure 6.10: The end-to-end architecture connects CNN image latent representation feature 
extractors with the set-of-samples parametric statistical feature extractor. 

6.4.3 Experiments 

In set-to-set comparison, all data pairs P consists of two parts P same = {(S1 , S2 ) IS1 and S2 

being a partition of Dd and Pdiff = {(Di, Dj) Ii#- j}. The way we schedule writers in each 

epoch is similar to the way it is when constructing sample pairs. When generating pairs in 

P same, we randomly split Di into equal halves for S1 and S2 • We require that S1 and S2 have 

at least have three samples respectively. 

The way we construct the training set for sets-of-samples verification training is similar 

to sample-to-sample training except that we use mini-batch stochastic gradient descent to 

optimize the objective. We observe that training using parametric statistical features is much 

faster than using K-S test based on the distance space. End-to-end fine-tuning is performed 

with learning rate 0.0001. In some cases, fine-tuning can improve accuracy (see in Table 6.1). 

Table 6.1 is a summary of the experiment results regarding classification accuracy using 
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various methods. We can see that methods based on representation learning and data augmen

tation consistently outperform traditional methods based on human-engineered GSC features . 

The proposed parametric statistical features on set-of-samples perform better than the non

parametric K-S statistic method. In some cases, end-to-end method can further improve the 

results . 

Training "and" Data "th" Data 

Method GSC Siamese CNN GSC Siamese CNN 

Sample-to-Sample 87.71 89.58 78.28 82.16 
Set-to-Set K-S Test 98.43 98.79 94.32 95 .68 

Set-to-Set (Parametric) 98.55 98.89 94.45 95.89 
Set-to-Set End-to-End Fine-Tuning 98.58 98.93 94.45 95 .89 

Table 6.1 : Verification accuracy(%) of one-to-one comparison and many-to-many compari
son. 

6.5 Writer-Dependent One-to-Many Comparison 

One-to-many comparison happens when one of the compared sources presents one image 

sample while the other provides multiple samples. This often arises in the setting of signa

ture verification: we have N known genuine signature and one unknown signature, and we 

need to determine whether the unknown signature is actually also a genuine signature. The 

paradigm used in [SKs+o8, SSB06] provides a general idea of solving this problem: we cre

ate the "within person" distribution by comparing all known signature pairs and the "between 

persons" distribution by comparing the unknown signature with all known ones pairwise. One 

necessary condition of null hypothesis is that the "within person" distribution should actually 

be the same as "between persons" and thus the problem is transformed into comparing the 

two distributions. The methods used in [SKs+o8, SSB06] are based on first collapsing the 

joint pairs into distances and thus turning the two distributions into one-dimensional distribu

tions. And then it uses non-parametric methods to compare the two distributions. We extend 

this method by extracting statistical features from the distributions regarding their variances 

and covariances instead of directly collapsing vectors into distance scalars, and thus retain 

more information for comparison. 
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We conduct one-to-many comparison in a writer-dependent setting, which means the 

model is trained on a particular writer Du. In the training phase, we first enroll m sam

ples from writer Du and thus establish a "within person" distribution with m (~ - l) pairs. 

Each time the one unknown sample is compared against the m known samples, we have a 

"between persons" distribution of m pairs. 

One problem is that compared to distributions from h1 
, we have too few distributions 

from h0 
• Figure 2.7 shows the distribution of the availability of samples from one user of 

"and" and "th" image data. In most cases, only a handful of samples from a user are available 

for training and testing, which is not meaningful to evaluate our methods. Therefore, it is 

necessary to augment samples from Du and expand it to a larger set Du to facilitate the 

training and testing. 

In order to augment data, we use offline augmentation based on generative models de

scribed in Section 5.1 to perform data augmentation before we carry out the training and 

testing. Due to the reconstruction and representation disentanglement trade-off described in 

Section 3.4, the augmented images using a generative model are not really from the same 

distribution as the original images (they appear to be more blurry). Therefore, we cannot mix 

the original images with augmented images when computing their distribution features, oth

erwise, the blurriness will be the single indication when training a discriminator. In our case, 

the non-augmented images will go through the same VAE model recognition-reconstruction 

process to achieve the same level of blurriness. 

Similar to writer-independent many-to-many comparisons, we design the following para

metric statistical features when performing the two-way distribution comparison: 

When comparing a set of user's samples S1 against one unknown sample whose latent se

mantic feature vector is <.p. Assuming { "Pu} ;:'=1 are single image latent representation vectors 

for samples from S1 , each with dimensionality D . 

By comparing pairwise vector differences of a person, we increase the number of sam

ples from m to m (~ - l) . In addition, the distribution of vector differences for a given writer 

captures the variabilities amongst samples of that person [SKS+08] . We compute the inner-
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source pairwise differences 

(6.27) 

- 1 - 1 k - I m(m- 1) where u - , .. . , m, v - u + , ... ,m, - , .. . , --- •
2 

Similar to how we obtain within-writer distribution, every sample from the first set is 

compared with the unknown sample ip . We compute the cross-writer pairwise differences 

(6.28) 

where k =I , ... ,m. 

Once the two distributions 8ik, i = I , 3 are obtained, the task now is to compare them to 

make the verification decision. The intuition is that if the unknown sample ip did come from 

the same source as S1 , the two distributions should be the same. The baseline method is using 

non-parametric similarity measure such as Kolmogorov-Smirnov test conducted on the two 

compared distributions. The parametric method based on extracting statistical features from 

the two distributions turns out to perform better than the baseline method. 

First, we extract features based on collapsing difference vectors to distance scalars: the 

intra-source average pairwise distance: 

(6.29) 

The feature h corresponds to average distance between two known samples and known 

sample) . Then we include more features that help compare the two distributions. We consider 

extracting features on each dimension independently. We first compute the averaged pairwise 

distances on each dimension: 

(6.30) 

(6.31) 

whered=l , .. . , D . 
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Then we aggregate these vectors into scalar features: 

(6.32) 

h = 2)Iid - hd)2 , (6.33) 
d 

We can further extract information related to covariances between two dimensions. We 

first compute the averaged pairwise difference sums of product on each pair of dimensions: 

(6.34) 

(6.35) 

where d =I , .. . , D, t =I , . . . , D. 

Then we aggregate these vectors into scalar features: 

(6.36) 

fi3 = 2)C1dt - c 3dt) 2. (6.37) 
d,t 

We base the writer-dependent one-to-many verification learning on the five features f = 

[h , f6 , h , fi2, fd, which are independent with known images. Feature vector f is then fed 

into a multilayer perceptron (MLP) with 50 nodes in the hidden layer and 2 nodes in the output 

layer. We use ReLU activation function and apply a "dropout" layer [SHK+ I4] on its hidden 

layer. We then use softmax function to turn the output into posterior probability p (h0 ie, o) 

and p (h1 le, o). And finally, we use cross-entropy loss as the optimization objective. 
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6.5.1 Data Augmentation Applied in Writer-dependent One-to-Many 

comparison 

Since the number of samples from a specific user is limited, we apply offline data augmen

tation using the VAE generative method to generate more samples from specific writer. The 

process is demonstrated in Algorithm 6.1. 

Algorithm 6.1 VAE-based offline data augmentation. 

Require: Input images {xi}~=l' number of samples for each real image m , kernel density 

estimator scaled kernel K b, number of augmented images needed N , VAE latent space 

dimensionality d. 

Ensure: Augmented images{ xi}: 1 . 

1: for i : 1 to n do 

2: VAE recognition: (z i, a i) +- VAEencoder (x i) 

3: for j : 1 to m do 

4: Sample from normal distribution: ej ~ N (0, Id) 

5: 1> " o" stands for element-wise vector multiplication 

6: end for 

7: end for 

8: for k: 1 to N do 

9: Sample from kernel density estimator: zk ~ p(z ) = ~n I:~=l I:';=1K b( z - Zij ) 

10: VAE reconstruction: Xk +- VAEdeconder (zk) 

11 : end for 

6.5.2 Experiments 

Since WD one-to-many comparison uses representations learned on V1, the evaluation will be 

conducted using only data from V 3 . The experiments are conducted with the dimensionality 

of latent space of the VAE to be dz = 40, f3 = 1. We use the representations learned in 

a supervised fashion in Section 6.3. We use offline data augmentation discussed in 5.1 and 

augment each writer's samples to be 1,000. We use 80% of them for training and the rest 
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for testing. Among the images for the training of the user, 10% are singled out to construct 

the within-writer distribution and the rest used to construct cross-writer distributions. For 

non-user data, 80% of them are used for training while 20% of them are used for testing. We 

sample 100 additional samples for each real images using VAE to augment data, when fitting 

the kernel density function. We use Gaussian kernel and set the bandwidth to be 0.3 . 

The training is conducted in a similar fashion to one-to-one and many-to-many compar

isons: we use mini-batches with size 100, 50 positive and 50 negative. When feeding data 

into the pretrained CNN transformer, we apply the V AE transformation but not geometric 

transformations. We compare the performance of our parametric statistical features and the 

method based on K-S. The results are summarized as in Table 6.2 and 6.3 respectively for 

"and" and "th" dataset and illustrated in Figure 6.11, 6.12, 6.13 and 6.14. We can see the 

proposed parametric features method consistently performs better than the method based on 

non-parametric K-S . 

User Original Num of Samples of User K-S Parametric Features 

writer 1253 10 95.42 96.7 
writer 1254 6 90.19 97.18 
writer 1255 8 89.91 95.69 
writer 1257 11 99.07 99.7 
writer 1259 8 87.95 95.35 
writer 1260 9 90.35 98.23 
writer 1264 10 92.28 95.28 
writer 1265 7 89 94.81 
writer 1266 13 97.92 98.42 
writer 1268 8 90.85 96.63 

Table 6.2: Performance of writer-dependent one-to-many comparisons trained on different 
writers comparing parametric statistical features with K-S based method on "and" images 
when augmenting the user's data to 1000 images. We use only writers originally with more 
than 6 samples. 
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User Original Num of Samples of User K-S Parametric Features 

writer 1157 11 89.52 96.03 
writer 1158 8 91.84 97.11 
writer 1159 7 94.32 97.61 
writer 1167 7 74.26 91.81 
writer 1168 7 94.03 99.17 
writer 1179 9 82.7 95.21 
writer 1183 8 83 .34 92.58 
writer 1189 11 82.36 97.07 
writer 1195 9 95 .27 99.77 
writer 1199 10 75 .22 87.75 

Table 6.3: Performance of writer-dependent one-to-many comparisons trained on different 
writers comparing parametric statistical features with K-S based method on "th" images when 
augmenting the user's data to 1000 images. We use only writers originally with more than 6 
samples. 

Writer Dependent One-to-Many Comparison of "and" Data 
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Figure 6.11: Performance of writer-dependent one-to-many comparisons trained on different 
writers comparing parametric statistical features with K-S based method on "and" images 
corresponding to Table 6.2. 
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Figure 6.12: Number of "and" samples each user has corresponding to Table 6.2 . 

Writer Dependent One-to-Many Comparison of "th" Data 
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Figure 6.13: Performance of writer-dependent one-to-many comparisons trained on differ
ent writers comparing parametric statistical features with K-S based method on "th" images 
corresponding to Table 6.3. 
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Writer Dependent One-to-Many Comparison of "th" Data: Number of Samples 
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Figure 6.14: Number of "th" samples each user has corresponding to Table 6.3 . 
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Chapter 7 

Conclusions 

We have seen in Chapter 3 that representations learned using generative methods trained 

in an unsupervised fashion can automatically learn relationship and semantic meaning from 

forensic images without labeled data. We have also shown the ability of generative models to 

generate new and semantically meaningful images when operating in the latent representation 

space. In addition, the generative models used in the unsupervised training facilitates the 

application of data augmentation methods, which contribute further to other machine learning 

methods for various forensic comparison problems. 

We have shown in Chapter 4 that using supervised method such as a Siamese convolu

tional neural network combined with proper data augmentation methods, we can learn repre

sentations of forensic images that perform better than human-engineered features, such as the 

GSC features . Data augmentation based on geometric transformation and generative mod

els both contribute to supervised representation learning, either used separately or combined. 

Transfer learning and multitask learning further demonstrate a greater regularization potential 

when applied on a problem with limited data while we have a related but different problem 

with the availability of plenty of data. Representations learned under this scheme showed 

great generality and transferability. 

In Chapter 6, we argued that when combining the aforementioned techniques, we can 

learn a representation of forensic images that significantly outperforms human-engineered 

features in multiple forensic comparison problems. We addressed the need of extending the 

traditional one-to-one single image comparison to the problem of many-to-many comparison. 
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Experiments show that the later greatly improves the verification performance compared to 

the former when the data is available. The statistical parametric features for comparison of 

distributions we introduced in Chapter 6 show greater performance compared to previously 

used non-parametric method. The proposed end-to-end method, in some cases, can further 

improve the performance. Data augmentation using generative model trained in an unsu

pervised fashion makes writer-dependent one-to-many comparison possible even when the 

images coming from a specific user is scarce. Experiments show that statistical paramet

ric features perform better than non-parametric method with even a greater margin in this 

scenario. 

To sum it up, in this dissertation, we have addressed the need of automatically represen

tation learning and data augmentation in the field of forensic comparison, and shown when 

applying proper techniques such as the aforementioned, the new methods can greatly improve 

results compared to traditional methods based on human-engineered features. 
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