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Abstract 

A majority of Artificial Neural Network (ANN) implementations in autonomous 

systems use a fixed/user-prescribed network topology, leading to sub-optimal 

performance and low portability. The existing neuro-evolution of augment

ing topology or NEAT paradigm offers a powerful alternative by allowing the 

network topology and the connection weights to be simultaneously optimized 

through an evolutionary process. In this thesis, we will discuss the use of a 

modified neuroevolution paradigm, inspired largely by NEAT. Most NEAT im

plementations allow the consideration of only a single objective. There also 

persists the question of how to tractably introduce topological diversification 

that mitigates overfitting to training scenarios. The modified neuroevolution 

algorithm seeks to address these shortcomings. While adopting the basic ele

ments of NEAT, important modifications are made to the selection, speciation, 

and mutation processes. With the backdrop of small-robot path-planning ap

plications, an experience-gain criterion is derived to encapsulate the amount of 

diverse local environment encountered by the system. This criterion facilitates 

the evolution of genes that support exploration, thereby seeking to generalize 

from a smaller set of mission scenarios than possible with performance max

imization alone. The effectiveness of the single-objective (optimizing perfor-

Xl 



mance) and the multi-objective (optimizing performance and experience-gain) 

neuro-evolution approaches are evaluated on two different small-robot cases, 

with ANNs obtained by the multi-objective optimization observed to provide 

superior performance in unseen scenarios. Finally, we will also discuss and 

analyze the usage of this modified neuroevolution algorithm on two different, 

difficult benchmark problems as well as discuss its potential use in the design 

of a high level intelligence model of a one-of-a-kind energy autonomous robot. 

Keywords: Artificial Neural Networks, Neuroevolution, Evolutionary Robotics, 

Multiobjective Optimization, Neuroevolution through Augmenting Topologies 
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Introduction 

1.1 Research Background 

1.1.1 The Need for Generalized Intelligence 

Autonomous systems of all types must be able to function and perform under 

a variety of environment and scenarios - often performing missions/executing 

actions under limited, or no support from human operators. Given these op

erating conditions, autonomous systems must possess the necessary "intelli

gence" to function satisfactorily; this intelligence of the system is characterized 

by its underlying decision support system or high level controller. Tradition

ally, autonomous systems (in the form of robots) often performed pre-defined 

sequences of operations in highly limited environments and thus cannot oper

ate when placed in different environments or fail to perform adequately when 

faced with unexpected situations. 

The earliest high level decision paradigms for autonomous robots consisted 

of elaborate mathematical models of the system and the environment in which 

it operated[2]. However, for complex tasks, this approach quickly becomes 
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cumbersome especially when: mathematical models of the environment are 

not available; sensor data is noisy; and real-time operation is necessary. Fuzzy 

logic controllers were arguably the first attempt at a high level decision making 

system for autonomous robots that could solve all the aforementioned issues. 

These controllers offered three main advantages: effective behaviors could be 

engendered without the need of complex models; moreover fuzzy behaviors 

could be transferred from one system to another with limited modifications[3]; 

and finally, the interpolative nature of fuzzy controllers allowed for smooth 

movement of robots. Some of the early implementations of fuzzy logic con

trol included a model car by Sugeno et. al.[4] and a robot capable of playing 

ping-pong by Hirota et. al.[5]. 

Despite the numerous advantages of fuzzy logic-based controllers, they of

ten produced undesirable behaviors and were incapable of performing any sort 

of learning - thus preventing it from being truly autonomous. This provided 

an impetus for researchers to look for an alternative, heuristic-based controllers 

that would allow for generalized intelligence. In this section, we will discuss 

two very powerful alternatives for achieving high level control of autonomous 

systems: reinforcement learning and neural networks. 

1.1.2 Reinforcement Learning in High Level Control 

Reinforcement Leaming (RL) is a branch of machine learning that is concerned 

with agents performing tasks in a given environment without explicitly instruct

ing the agent how to perform said tasks[6]. RL instead relies on providing the 

agent with rewards or punishments based on how well it performed its required 

task - the final goal of the agent is to maximize its accumulated reward in the 
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given environment. Although behavioral psychology was one of the fields that 

led to the development of RL, it has since found its way into a wide range of 

domains ranging from game theory to optimal control. 

Formally, a reinforcement learning problem is modeled as a Markov decision 

process and consists of the following components: 

• an environment and a vector of agent states (these can either be fully or 

partially observable), denoted by S; 

• a set of actions that the agent can perform, denoted by A; 

• a reward function R : S x A -----f IR; 

• a state transition function T : S x A -----f P( S) where P(S) is a probability 

distribution set over the states. 

,,,-- II 
( En vir:a, m ,e,-. t 

' 
In 

A,g en 

Figure 1.1: A Pictorial Representation of Reinforcement Leaming 

Fig. 1.1 shows a pictorial depiction of the entire RL process. RL has many 

different paradigms that have allowed it to be used in solving a plethora of 
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problems. Relatively simple problems can be addressed using either the dy

namic programming paradigm ad-hoc techniques such as greedy or random

ized strategies[7]. However, these methods do not scale well, and for problems 

where generalization is required, approaches such as Value or Policy Iteration 

would be needed. These two approaches introduced the concept of delayed re

wards in the form of a discount factor. This allowed the agent to learn from de

layed reinforcement. Although, these paradigms were highly successful, they 

did not scale with the state space of the problem: as evident by the computa

tional costs of the value iteration paradigm, O(IAIISl2), and that of the policy 

iteration paradigm, O(IAIISl 2 + 1S1 3). Moreover, these approaches relied on 

assumption that the user has a model (in the form of the state transition and 

reinforcement functions), which might not be known a priori. 

Two methods were developed to resolve this issue: a model free method 

which learns a controller behavior without learning a model; or a model based 

method which learns a model which in turn learns a controller. Popular im

plementations of the former include the temporal difference method, or TD(A), 

and Q-leaming. In fact these methods have seen success in solving a variety of 

problems ranging from humanoid robot control[8] to learning chess[9]. Real

time Dynamic Programming[l0] and the Plexus planning system[ll] are some 

examples of model-based learning approaches. 

Despite their success in solving different problems, the RL approach still 

does possess drawbacks, the most glaring of which is that they do not scale 

well as the problem complexity grows. This is especially true when RL prob

lems need to be modeled as partially observable Markov decision processes 

(POMDPs)[12]. 
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1.1.3 Neural Networks as Decision Support Systems 

Given the drawbacks of traditional control paradigms, as outlined in Sectionl.1.1, 

researchers began looking into other models capable of producing systems with 

generalizable intelligence. Artificial neural networks, or ANNs, was one such 

model. 

ANNs are becoming a popular model for higher level decision-support or 

planning in various intelligent systems[13, 14]. This emergence is partly at

tributed to the capability of ANNs to serve as universal function approxima

tors, both for discrete (classification) and continuous prediction (regression) 

[15]. ANNs have also found uses in serving as a planner in small autonomous 

vehicular systems (particularly small ground robots) [16, 17]. Back in 1990, 

Pomerleau[18] demonstrated that a neural network with a single hidden layer 

could perform a road-following task despite the presence of noise in sensor in

puts and environmental uncertainty. Later implementations of ANNs catered 

to generating more complex behaviors (in reasoning, adaptation, and learn

ing) - e.g., a hybrid intelligent system combining ANNs, a genetic algorithm, 

and fuzzy logic was developed by the NASA ACE center [19] to produce wall

following, obstacle avoidance, and goal-seeking capabilities in robots. More re

cent implementations have explored complex learning formalisms such as deep 

ANN training via expert demonstrations for motion planning [20]. Other recent 

notable examples of the use of ANN in the domain of autonomous systems can 

be found in [21, 22]. 

In such autonomous system applications, the architecture or topology of the 

ANN is often user-prescribed, thereby leading to sub-optimal prediction models 

[23] that perform state-to-action mapping. 
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Additional barriers to effective use of ANNs in autonomous systems decision

support are presented by the lack/scarcity of prior data for labeling, or the pro

hibitive expense in collecting/generating it at a research lab or small business 

scale [24]. The "evolution of neural network topologies" paradigm[25] that has 

mostly emerged in the past 20 years offers exciting opportunities to tackle these 

challenges - something that will be discussed in Section 2. 

1.2 Neural Networks: Activation Functions, Topolo

gies, and Architectures 

1.2.1 Overview 

As discussed in Section 1.1.3, ANNs are increasingly being used in a plethora of 

applications. It would thus be important to understand how best to use them to 

solve different problems. To this end, in this section, different neural network 

topologies and architectures will be used, more specifically, emphasis will be 

placed on why particular topologies/architectures are useful for solving certain 

problems. 

1.2.2 Activation Functions 

An activation or transfer functions of a node of an ANN describes the output of 

the node given an input or a set of inputs. In other words, an activation func

tion can be thought of as a cutoff - if the inputs to the node as not sufficient, 

no output will be produced by the activation function. On a broad level, acti

vation functions can be classified into linear and non-linear functions. Further 
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classification can be done based on the differentiability and monotonicity of the 

function. Table 1.1 describes some popular activation functions. 

Table 1.1: Description of ANN Activation Functions 

Type Equation Range Remark 

Linear j(x) = X (-00,00) Constant gradient 

Sigmoid f (x) = 1+~- x (0, 1) Suited for classification 

tanh f (x) = tanh(x) (-1, 1) Suited for classification 

Rectified linear unit J(x) = max(O, x) [O, oo) Non-linear; sparse activation 

1.2.3 Topologies 

1.2.3.1 Feedforward Networks 

The feedforward neural network is the simplest and most well-known type. 

These networks consist of input and output layers as well as hidden layers with

out any cycles. The most popular feedforward network is the multilayer percep

trons, or MLPs (characterized by the presence of at least one hidden layer and 

by the presence of non-linear activation functions). MLPs are universal function 

approximators and are widely used in supervised learning problems ( especially 

in classification). 

Autoencoders are a type of feedforward networks that are used in unsuper

vised learning problems. Its architecture is similar to that of the MLP, but the 

size of the output layer is equal to that of the input layer. This allows the net

work to reconstruct its own inputs. Autoencoders find uses in natural language 

processing (NLP). 
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Convolutional networks (CNNs) are a type of deep feedforward networks 

that were inspired by the visual cortex of animals[26]. Its architecture is again 

similar to that of the MLP, but its hidden layers comprise of convolutional, 

pooling, fully connected, and normalization layers. CNNs require limited pre

processing compared to other image classification algorithms and thus find ex

tensive use in NLP, video recognition, and recommender systems. 

1.2.3.2 Radial Basis Functions 

As evident by its name, these networks use radial basis functions (RBFs) as ac

tivation functions. Its architecture is similar to that of feedforward networks. 

These networks find uses in function approximation, control theory, and classi

fication. 

1.2.3.3 Recurrent Neural Networks 

Recurrent neural networks (RNNs) are similar to feedforward networks but 

possess feedback loops thus they are capable of processing information back

ward into the network. This feedback loop can be thought of as a memory space 

for the neural network to store information, thus allowing it to exhibit temporal 

behavior. 

The first type of RNN is the fully connected RNN. Here, each neuron in a 

particular layer is connected to every neuron in the succeeding layer via a tem

poral based activation function. This type of network can be used in supervised 

or reinforcement learning settings. 

Hopfield networks were introduced shortly after the fully recurrent variant. 

In these networks, all connections are symmetric. Hopfield networks can be 
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trained via Hebbian learning and are guaranteed to converge to a local minima. 

One of the key obstacles in training ANNs via backpropagation is the "van

ishing gradient problem". This occurs when the gradient during backpropa

gation becomes exceedingly minute, that it causes no updates on the weights 

of the network - thus preventing further training. Both feedforward networks 

and RNNs face the issue of the vanishing gradient. Long short term memory 

(LSTM) are deep learning RNNs designed to avoid the vanishing gradient prob

lem. The architecture of LSTMs comprises of a memory cell, an input gate, an 

output gate, and a forget gate. By storing the value of a state for extended pe

riods of time, LSTMs avoid the vanishing gradient problem. LSTMs have been 

widely used in robot control[27] and speech recognition[28]. 

1.2.4 Scope of this Thesis 

Most of the aforementioned implementations rely on practitioners selecting the 

neural network topology and architecture in advance. This requires in depth ex

pertise and knowledge of the problem - and often leads to suboptimal solutions. 

Moreover, classic ANN approaches (trained via methods like backpropagation) 

fail to solve complex problems (such as in the field of control); more specifically, 

classic ANN training techniques fail in the absence of labeled data - a feature 

in unsupervised and reinforcement learning problems. 

The concept of evolving networks is a growing research field that seeks to 

alleviate some of these concerns. The following section of this thesis will discuss 

one such method of evolving neural networks by a process called neuroevolu

tion. Subsequent chapters will be devoted to showcasing the use of neuroevo

lution in both simulated and physical scenarios. 



Neuroevolution 

2.1 The Need for Adaptive Neural Networks 

Chapter 1 alluded to certain drawbacks of ANNs despite their role asuniversal 

function approximators. These drawbacks prevent the widespread use of ANNs 

as decision- support for autonomous systems and can be summarized as below 

• Applications in autonomous systems are often presented as scenarios in 

which there is lack or scarcity of labeling in the training data, i.e. these ap

plications cannot be solved via the supervised learning approach - some

thing that vanilla neural networks (a standard MLP) cannot handle. More

over, traditional supervised/unsupervised learning paradigms require large 

amounts of data - something which might be difficult to obtain in a re

search lab or a small scale business environment. 

• Most practitioners often prescribe the topology and architecture in order 

to solve the problem at hand. This would require thorough knowledge 

of the problem as well an understanding of the different types of neural 

networks; selecting the ANN topology and architecture incorrectly can 
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lead to sub-optimal prediction models. 

Neuroevolution refers to a process of evolving ANNs primarily through popu

lation based evolutionary algorithms. The concept of evolving neural network 

topologies is an active research field that has been growing for the past two 

decades. By adaptively evolving neural networks, one can theoretically be able 

to obtain both a suitable topology and architecture to solve any problem (re

gardless of whether the learning paradigm is supervised,unsupervised, or re

inforcement based). This chapter will briefly discuss the history of evolving 

neural networks and as well as the specific algorithm used for the remainder of 

this thesis. 

2.2 Evolving Neural Networks 

The earliest paradigm used to evolve neural networks was primarily concerned 

with evolving the weights of the ANN without altering its topology[29] - ge

netic algorithms were used for this purpose. Later endeavors introduced the 

concept of topology and weight evolving ANNs (or TWEANNs) which, as the 

name suggested, were capable of simultaneously evolve the weights and topol

ogy of the ANN. Among TWEANNs, there are two broad categories - these 

categories differ in the nature of the encoding between the genotype and phe

notype. As neuroevolution is a population based evolutionary algorithm, the 

encoding determines how the genotypes of each genome (member of a popu

lation) are mapped to a neural network phenotype. The encoding is said to be 

direct if the genotype directly maps to the phenotype, i.e if each and every neu

ron along with its connection is explicitly defined in the genotype. The encoding 

is said to be indirect if there is no explicit mapping between the genotype and 
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phenotype. Indirect encoding offers the following benefits: 

• the reduction of search space through compression of phenotype to ac

commodate into a smaller genotype[30]. 

• the ability to generate more complex neural networks[31]. 

Genome (Genotype) 

Node Node 1 Node 2 Node 3 Node 4 Node 5 
Genes sensor sensor sensor Hidden output 

Connect. I n 1 I n 2 In 2 I n 3 In 4 In 5 
Genes out 4 out 4 out 5 out 5 out 5 out 4 

Weig ht 0 . 7 Weight - 0 . 5 Weight 0.5 Weight 0.2 Weight 0.4 Weight 0.6 
Enabl ed Enabled DISABLED Enabled Enabled Enabl ed 
I nnov 1 I nnov 3 Innov 4 I nnov 5 Innov 6 Innov 10 

Network (Phenotyp:~ 

,A\ 
Figure 2.1: Direct Encoding used in NEAT[l ] 

The most popular TWEANN paradigm is the neuroevolution through augment

ing topologies or NEAT[l ]. NEAT evolves neural networks via a genetic algo

rithm directly encoding the genotype to the phenotype as shown in Fig 2.1. 

NEAT commences with a feedforward ANN (with no hidden layers) whose in

put and output layers are sized according to the problem at hand. As in the case 

with any genetic algorithm, NEAT also performs genetic operations, namely se

lection, crossover, and mutation. However, unlike a GA, these operations are 

carried out in a slightly different manner: 

• Crossover: In NEAT, crossover occurs between two different ANN topolo

gies to produce offspring neural networks 
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• Mutation: In the original NEAT implementation by Stanley[l ], mutation 

can occur in two ways: (1) a new connection between existing neurons can 

be inserted; (2) a new neuron along with connections to existing neurons 

are added to the network. Mutation will inevitably cause the network to 

grow in size (however, connections can be disabled). 

NEAT introduces a concept called innovation number which tracks the histori

cal origin of a particular gene. The innovation number is used to match genes. 

Genes that share an ancestral origin (determined by their innovation numbers) 

are called matching genes, while those that do not are called disjoint or excess 

genes (the distinction between the two is based on whether the gen mismatch

ing occurs within the range of the other parent's innovation number). The entire 

population is divided into species much like how niching is done in GAs. Segre

gating the population into different niches is achieved by estimating the number 

of excess genes between pairs of genomes. The presence of a large number of 

excess genes (between two genomes) is indicative of the fact that these genomes 

do not share much ancestral history with each other, thus they are said to be less 

compatible with each other. This compatibility is quantified by a metric called 

compatibility distance, b - as shown in Eq. 2.1 where E refers to the number 

of excess genes between a pair of genomes; D refers to the number of disjoint 

genes; Wis the average weight differences between the matching genes; N is 

the number of genes in the larger genome; and finally cl, c2, and c3 are weights 

that determine the relative importance of these three terms. 

x cl x E c2 x D W 
u = N + N +c3 x (2.1) 

To sum, NEAT's contribution to the neuroevolution was twofold: (1) it in-
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traduced the idea of speciation, i.e to protect newer topologies from competing 

with the older, structurally evolved topologies and (2) addressed the problem 

of competing conventions, that is, when a many-to-one mapping exists in map

ping the genotype to the phenotype; NEAT addressed this by tracking the his

tory of the genes via a global innovation number. 

NEAT either in its original form or through its variants has seen multiple 

uses in domains such as in reinforcement learning problems[32], in develop

ing behaviors for virtual agents in video games[33], and in developing a crash 

warning system in automobiles[34]. 

2.3 Implementation of NEAT used in this Thesis 

The variation of NEAT that is used in this thesis, particularly in Chapter 3 and 

Chapter 4 differs from the original implementation described in Section 2.2. 

Some of the salient differences are listed below: Finally, for the sake of clarity, 

the complete neuroevolution algorithm can be seen in Figure 2.2. 

2.4 Prescribing Initial Architecture 

One of the main issues in existing implementations of neuroevoloution, as refer

enced in Section 2.2, is that when the algorithm commences, the initial popula

tion comprises of ANNs with no hidden layer -just connections between the in

puts and outputs. Consequently, significant computational resources are spent 

in order to evolve the topology of the initial population, after which additional 

computational efforts are needed to stabilize the weights of these networks. 

By prescribing the initial topology of the initial population, the algorithm 
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Table 2.1: Comparison of Key Features of the Two Neuroevolution Paradigms 

Feature Implemented Ver- NEAT 
sion 

Parameters affected by mutation ANN Transfer Addition of nodes 
function, re- and edges possible; 
moval/ addition mutation is applied 
of nodes and edges; on the network as a 
mutation is applied whole 
on each edge/node 

Initial ANN Population Prescribed topol- ANN with no hid-
ogy consisting of den layers 
hidden neurons 
as described In 

Section 2.4 
Selection Tournament Selec- Selects best popula-

tion tion above thresh-
old 

Multi-objective Optimization Capable Not Capable 

will be able to not only evolve more complex architectures within a shorter 

amount of time, but it might also stabilize the weights more quickly - especially 

if the initial topology is well chosen. However, selection of the ANN topology 

and architecture is not a trivial problem; factors such as input and output di

mensions, training data set (in the case of supervised learning), and the nature 

of the problem all play a role in selecting an ideal architecture. In this thesis, 

the works of Shibata et. al.[35] were followed on determining the heuristics 

of the number of hidden nodes in the ANNs of the initial population - this is 

primarily due to the fact that Shibata et. al. conducted their tests on standard 

MLP based ANNS with no recurrent loops - this matches the topologies that 

the implemented neurevolution (mentioned in Section 2.4) is capable of evolv

ing. Shibata studied the effects of the number of hidden neurons in large scale 

ANNs to their learning rates; the main hypothesis put forward by the authors 
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Figure 2.2: Neuroevolution Process 

was that the number of hidden neurons is inversely proportional to the scale 

of the weights between the hidden neurons and the output neurons. And from 

backpropagation, we can obtain a relationship between the propagated error 

signal in the hidden layer and the weighted sum of the output error signal as 

shown in Eq. 2.2. 

oJ = J'(uJ) L
Na 

Wkj° x bk (2.2) 
k=O 

Where of and bk refer to the propagated error signal and the output error signal; 

J'(uJ) is the derivative of the outputs of the hidden neurons; Wkj is the weight 



17 

between the kth hidden node and the /h output node; and N0 is the number 

of output nodes. Shibata noticed a tradeoff in selecting the number of hidden 

nodes - too many nodes results in unstable output nodes and too few hidden 

nodes results in unstable hidden nodes. With this, Shibata deduced the follow

ing heuristic for selecting the number of hidden nodes: 

(2.3) 

Where N 0 , Ni, Nh, and ix are the number of output nodes, input nodes, hidden 

nodes, and a constant factor respectively. 

Shibata then conducted simulations on large-scale random pattern matching 

problems and deduced that the value of the constant factor, ix in Eq. 2.3 is 1. 

Finally, it should be noted, in full disclosure, that although Eq. 2.3 was used 

to set the initial neural network hidden neuron size for the neuroevolution al

gorithm mentioned in Section 2.4, a more fundamental approach needs to be 

taken to ascertain the ideal number of hidden neurons needed to solve rein

forcement learning problems using ANNs (something that is not well studied 

in the literature). The following chapters will discuss the implementation of 

the aforementioned neuroevolution algorithm on both simulated and physical 

problems. 



Simulated Implementations: 

Benchmark Testing on OpenAI Gym 

3.1 Introduction to OpenAI Gym 

The field of machine learning, and reinforcement learning in particular, has been 

growing at a tremendous pace in the past few decades. More recently however, 

the reinforcement learning paradigm has been combined with deep networks 

to achieve remarkable performance on a wide swathe of problems without the 

need of specific engineering domain knowledge [36, 37]. Given the rising pop

ularity of reinforcement learning in the control of virtual/physical systems [38], 

it became imperative to establish a good benchmarking systems using which 

RL/AI practitioners can effectively compare and report the performance of their 

algorithms. 

To this end, several platforms have come into existence in recent years; RL

Glue was perhaps the first such published benchmark environment which boasted 

of code-sharing and collaborative features that reduced the need to re-engineer 
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tasks end experiments[39] At the time of its publication, RL-Glue consisted of a 

mobile robot environment and a real time strategy game, among others. Arcade 

Learning Environment (ALE) was another endeavor in establishing a testbed 

environment for RL/transfer learning problems in the form of hundreds of 

Atari 2600 games[40]. Other efforts in creating benchmark environments for 

the RL community include [41, 42, 43]. 

Arguably the most popular (and latest) testbed for RL problems is the Ope

nAI Gym platform[44] which comprises of an ever growing collection of prob

lems (called environments) with a common interface. OpenAI Gym is an attempt 

to consolidate all the problems in the aforementioned sources in one platform 

while maintaining accessibility and reproducibility of results. Furthermore, due 

to it being an open source platform, any RL/AI practitioner can upload their 

environment on the platform for other members to use. The procedure a user 

would have to follow to share their environment is: 

1. Create a new repository under the main OpenAI gym github link. This 

repository should also be a pip package and must contain certain essential 

files as an instruction file detailing on how the environment was setup and 

created, Python installation files, and the main Python environment file. 

2. Register your new environment by creating a unique ID and appending it 

to the Python installation file described above. 

3. Add your environment to the scoreboard by specifying your github han

dle. 

The rest of the chapter will discuss the results of select OpenAI Gym problems 

that have been solved using neuroevolution. 



20 

3.2 Benchmark Problems 

3.2.1 Inverted Pendulum 

The inverted pendulum problem in OpenAI gym is an example of a continuous 

control problem. The aim of this problem is for the controller to learn actions 

that would allow it to swing the pendulum upwards and keep it in the upright 

position for as long as possible. A visual rendering of the problem can be ob

served in Figure 3.1. Classical controls theory has been applied to solve similar 

problems in the 1990's. Furate et. al.[45] demonstrated the ability to swing a 

pendulum upright through the use of feedforward control as well through the 

use of state feedback. 

For the sake of understanding, the original code from OpenAI specifies the 

zero degree axis along the vertical in the positive direction. Figure 3.2 depicts 

Figure 3.1: Rendering of the Pendulum Problem 

the state-action spaces of the pendulum problem. This problem has three states 

(plus the bias to the ANN) and one output. The states, or inputs to ANN are: 

cosine and sin of the angular orientation of the pendulum and the angular ve

locity of the pendulum. The torque given to the joint (continuous) serves as the 
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output of the ANN. 
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Figure 3.2: State-Action Space for the Inverted Pendulum Problem 

The reward function provided by OpenAI was used to generate the final 

fitness function for this problem. The reward function is: 

(3.1) 

In Eq.3.1, T represents the torque provided to the joint.It must be noted that 

Eq.3.1 is designed to work with reinforcement learning algorithms and also that 

there is inherent randomness in the initial action provided to the the controller 

is random (as per the OpenAI settings). To account for the first factor, the accu-

https://joint.It
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mulated reward was used as the total fitness for one scenario run. 

Fscenario = LR (3.2) 

To account for the randomness, each genome was made to run through multi

ple scenarios based on their fitness (better genomes were made to run through 

more scenarios) and the overall fitness was the mean performance over all the 

scenario runs. Mathematically, the overall fitness used for neuroevolution was: 

F = t Fscenario (3.3) 
l n 

The results of the pendulum problem in the form of a convergence history 

of the best objective function value is shown in Fig. 3.3. The parameters used 

for this problem can be seen in Table 2 in the appendix. The best function value 

obtained was -288. 

3.2.2 Lunar Lander with Discrete Action Space 

The discrete lunar landing problem from the OpenAI website was used in this 

thesis. Here, the lunar lander is equipped with three rocket thrusters: one main 

thruster at the bottom of the lander and two auxiliary thrusters on the two sides 

of the lander. The goal of this problem is to land the lander softly in the landing 

pad as shown in Figure 3.4 while minimizing the amount of fuel used by the 

lander via use of its main thruster. Also, at any given instant of time, only one 

thruster can be activated. 

The lunar landing problem is a well known trajectory optimization problem 

in the field of optimal control. The main aim of trajectory optimization prob-
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Figure 3.3: Convergence History of the Pendulum Problem 

lems is to achieve a trajectory that maximizes or minimizes a certain measure of 

performance while simultaneously satisfying a set of constraints; for the lunar 

landing problem, the aim is to produce a trajectory that minimizes the mass of 

fuel consumed by the rocket so as to produce a soft landing (in the context of 

optimal control, this refers to a problem where the terminal state is fixed). 

Figure 3.4: A Rendering of the Lunar Landing Problem 
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Accordingly, the optimal control solution for this problem is shown below. 

Minimize the cost function, S 

s = - foT rhdt (3.4) 

Where m is the fuel of the lander and T is the final time. Applying Pontrya

gin maximum principle, the optimal control thrust program, as described by 

Meditch[46], is a bang-bang controller. 

More recently, this problem has been solved using RL based techniques[47] 

and even black-box based optimization techniques[48]. For this section, the re

sults from the latter will be compared with that obtained using neuroevolution. 

Finally, before discussing the results obtained from neuroevolution, the fit

ness function used to solve the problem will be discussed here as well as the 

state-action spaces for this problem. As can be seen from Figure 3.5, the lunar 

landing problem comprises of 8 states and 1 action. Thus, there are a total of 9 

inputs to the neural network (including the ANN bias), plus one output. The 

inputs are the position and linear velocity of the lander; its angular orientation 

and velocity; and the two leg contacts. The final input is the bias whose value 

always remains equal to one. The first size inputs are all continuous while the 

last two are binary inputs: 0 represents no contact between the lander's legs and 

the ground while 1 signifies contact. Finally, the sole output of the neural net

work is a discrete output which selects one of four actions: 0 which is mapped to 

the scenario in which no thruster is fired; 1 which signifies that the left thruster 

is activated at full capacity; 2 which means that the main thruster is fired at 

maximum capacity; and 3 which translates to the firing of the right auxiliary 

thruster. In order to ensure fair comparison with both Grathwohl et. al.[48]as 
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well as the OpenAI gym community, the same fitness function described in the 

OpenAI code was used here. The reward function described by OpenAI gym is: 

In Eq. 3.5, W1, w2, W 3, W4, and W5 are weights attached to the different states ex

perienced by the lander with the first three set at 100 and the final two set at 10. 

As it was the case with the the pendulum problem, Eq. 3.5 is a reward function 

designed for reinforcement learning problems, which means that this reward 

function is applied on each state-action pair experienced and taken by the agent. 

Moreover, there is inherent randomness is the amount of thrust provided by 
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the three rocket engines. To account for these two facts, we follow the same 

procedure as outlined in Eq. 3.2 and Eq. 3.3. 
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Figure 3.6: Convergence History of the Lunar Landing Problem 

Fig. 3.6 shows the convergence history of the lunar landing problem ob

tained by the neuroevolution algorithm. It should be noted that the simulation 

was made to run for 100 generations before termination (a termination crite

rion based on the best value attained was not set). The parameters used for this 

problem can be seen in Table 2 in the appendix. From Fig. 3.6, we can see that 

the best obtained value during the simulation run was 123.396; according to the 

OpenAI website, and from observing the reward function in Eq. 3.5, the max

imum attainable reward is 200. Theoretically speaking, by providing a larger 

number of genomes, one could potentially achieve even better results, though 

at the expense of computational hours. Fig. 3.7 gives a detailed pictorial repre-
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Figure 3.7: Variation of States and Actions Throughout a Test Simulation 

sentation on how the states and actions varied throughout one test simulation 

of the lunar landing problem. The neural network that achieved a reward of 

123.396 was used to achieve these trajectories. As can be seen from this figure, 

being a discrete controller, the control action behaves as a bang-bang controller; 

furthermore it can be seen that the control action is largely independent of an

gular orientation as well as the leg contacts (not shown in Fig. 3.7). There does 

seem to be a relation between the velocity and position of the lander to the con

trol action, however. 

It can be noted that the OpenAI gym platform is a Python-based software 

that is almost open-source; certain problems (for example the lunar landing 

problem) use a physics-based game engines which are free to download, how

ever, the more complex ones utilize a proprietary game engine, called the Mu-
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JoCo. Moreover, it can also be noted that the neuroevolution code that was 

developed by our lab in entirely in MATLAB®. Instructions on enabling the 

interface between these two scripts can be found in the Algorithm 1 in the ap

pendix. 



Physical Implementations 

4.1 A Mobile Robot Collision Avoidance Problem 

4.1.1 Motivation 

Although a simple implementation of neuroevolution on a physcial platform 

will be discussed at the end of this section, the main drive behind this section 

was to tackle another issue - one that affects intelligence models trained by RL 

based methods: overfitting or deception. This refers to a scenario in which the 

trained system becomes good at completing tasks for the training (and closely 

related) scenarios, but often performs poorly when deployed on unseen scenar

ios (poor at generalization)[49]. 

A notable approach to address this issue is novelty search, proposed by Lehman 

and Stanley [50]. The fundamental idea was to optimize diversity in the behav

ioral space instead of performance. Analogical to the evolutionary optimization 

concept of design-space "niching" [51], the "novelty" of each candidate solu

tion was defined as the average distance between that solution and its K closest 

neighbors in the behavioral space. Within NEAT, this novelty metric was then 
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used as an objective function instead of the corresponding performance. 

Lehman and Stanley[52] later used this method to solve a maze navigation 

problem in which three different ANNs were trained through NEAT and com

pared - one evolved through novelty search, another evolved through perfor

mance search, and a third one evolved via random search. The ANN evolved 

through novelty search was shown to provide superior performance, by virtue 

of requiring fewer function evaluations to converge and concurrently achieving 

a similar performance with a simpler topology. 

Since it is practically blind to performance feedback (a core component of 

adaptation), it is questionable if the benefits of novelty search can be general

ized or trusted upon. There have been efforts to resolve this question. Cucco 

and Gomez[53] used a weighted aggregate of novelty and performance as the 

objective function. Another approach [54] defined and treated a threshold per

formance as a constraint while pursuing novelty search. Mouret and Doncieux 

[55] instead proposed two multi-objective approaches - called behavioral nov

elty and behavioral diversity - and tested their performances on evolving an 

ANN capable of evaluating a Boolean function with a deceptive fitness. These 

approaches yielded comparable results to that produced by NEAT in remedying 

the problem of deception. 

The work presented in this section is based on the initial work presented in 

[56] and seeks to: 

1. Utilize an evolutionary approach in designing neural network topologies 

and connection weights that can simultaneously optimize multiple criteria 

(e.g., performance on different skills, or performance vs. experience) as 

described in Chapter 2. 
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2. Investigate how the performance and training cost of a dual stage neu

roevolution framework consisting of a multi-objective neuroevolution pro

cess followed by a single-objective neuroevolution process) compare with 

a single-stage single-objective neuroevolution framework. 

3. Formulate a measure of experience gain for the neural decision-support 

model, one that is cognizant of mission success and seeks to improve gen

eralization capability. 

4. Investigate the performance of the new neuroevolution method and its 

framework variations, by applying them to 2D robot navigation problems, 

and analyzing the variation in the complexity of the network topology. 

The methodology and its application to robot navigation (seeking generaliza

tion capability) are collectively named the Multi-criteria Evolution of Neural 

Topologies for Omniscient Robots or MENTOR. 

4.1.1.1 Optimization Formulation: DOE and Applications 

Although the "experience-gain" concept (introduced in Section 4.1.1 can be used 

in different application contexts, it will be helpful to first provide the back

drop of the typical 2D robot navigation problems studied in this paper. We 

are designing a neural network-based path planning system that allows a small 

ground robot to autonomously navigate from a source to a target location while 

avoiding stationary obstacles (all within a simulated environment). We perform 

our algorithm evaluation and analysis on two different robots: 1) A small indoor 

UGV, (to be referred to as UGV here onwards) equipped with eight proximity 

sensors - placed in pairs (0.075m apart) on each of its four edges; and 2) an 

original robot designed in our laboratory for swarm applications[57] (to be 
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referred to as Swarm-Robot here onwards), of size 8cm x 6cm, and equipped 

with three proximity sensors - all of which are placed on the front edge of the 

robot as shown in Fig 4.1. By testing our methodology on these two robots in a 

virtual environment, we are also able to observe and discuss the effects of input 

space dimensionality (the readings from the proximity sensors serve as inputs 

to the ANN on the duration of the training procedure. 

ISwann-Robotl 

Figure 4.1: Robotic Platforms that are Tested in Simulation 

During neuroevolution, each candidate neural network system is evaluated 

on a set of sample scenarios generated via design of experiments. The mission 

scenarios are generated as source-target pairs in a composite environment com

prising areas with crowded and sparsely distributed obstacles. The floor area 

of the square environments is set to 12m x 12m for the UGV and Sm x Sm for 

the Swarm-Robot. To generate the obstacles, the environment is divided into 4 

grids. Latin hypercube sampling is performed on each grid to generate the co

ordinates of the centroid of each obstacle and size of the rectangular obstacles. 

A constrained sampling approach is taken to ensure non-overlapping obstacles. 

Figure 4.2 illustrates one such environment that was employed to evaluate the 
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ANN-based path planner. 
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Figure 4.2: Virtual Environment for Evaluating the ANN-based Path Planner 
(showing obstacles and start/target locations) 

4.1.1.2 State and Action Spaces 

The state and action spaces of the robot directly represent the inputs and out

puts of the neural network-based path planner that decides the next local action 

to take given the current state of the robot in the environment. Figure 4.3 sum

marizes the inputs and outputs of the neural network. The state space of the 

robot include the sensory readings, namely the 8 (or 3 for the Swarm-Robot) 

distances, in meters, produced by the ultrasonic sensors; a signal-strength term, 

which is defined as the reciprocal of the distance to the goal, from which, two 

signal gradients are defined as the rate of change of this signal with respect to 
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Figure 4.3: State-Action Spaces of the ANN-based Path Planning System 

change in the distance to the goal during one time step; the current global pose 

of the robot constitutes another input while the bias of the network constitutes 

the final input. Thus we require ANNs with 11 inputs for the UGV and ANNs 

with 6 inputs for the Swarm-Robot. The action space corresponds to the move

ments the robot is capable of making: the first representing the angle, in radians, 

through which the robot must rotate at its current point and the second repre

senting the distance, in meters, through which the robot must translate after 

rotation. The first output is restricted to take values between -n to n for both 

robots while the second output is constrained to take values between O.lm to 

2m for the UGV and 0.01cm to 0.08cm for the Swarm-Robot; both outputs are 

continuous variables. The output of the neural network considers only the next 

immediate action, thus making it akin to the myopic reinforcement learning 

paradigm. 
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4.1.1.3 Criteria Functions 

Our objective in posing the aforementioned path planning problem as a multi

objective search process is to allow balancing (exploitative) performance with 

(explorative) experience. Typical of the problem used here, performance can be 

defined in terms of the time taken or the closeness to the target location achieved 

by the end of a fixed simulation time. Experience-gain can be perceived as the 

number of different types of local environment encountered and responses of 

the robot to those environment. Maintaining "survivability" (which, in this 

context explicitly refers to the ability of the robot to avoid colliding into ob

stacles) and allowing mission-completion-success to be achieved are important 

considerations here, that differentiates our work from earlier novelty search 

implementations[52]. Our approach is designed to allow useful novelty to be 

incorporated in the neuroevolution process. By pursuing a multi-objective neu

roevolution, loosely speaking, some candidate ANNs will aggressively evolve 

to achieve better performance function values (reaching the target as fast as 

possible), while some candidate ANNs will implicitly deviate from potential 

shortest paths to explore diverse obstacle-encounter scenarios, automatically 

allowing them to test their survivability (without compromising mission suc

cess) w.r.t. diverse local environments. Mixing of the genetic schemas of these 

ANNs is hypothesized to lead to ANNs that embody the best of both qualities 

(with different trade-offs), and thus more capable of navigating environments 

beyond what they have experienced during the evolution-based training pro

cess. Assuming a max-max problem, the two objective functions are specifically 

called Performance and Experience-Gain. The terminology used in the follow

ing equations can be found in the List of Symbols section. 
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Performance: The first maximization criteria function drives the robot to 

head towards a particular target, i.e., the performance indicator. This objective 

function is denoted by F, and defined in Eqs. 4.1 and 4.2. The first term of Eq. 

4.2 indicates whether or not the robot managed to reach its destination within 

the pre-defined simulation time; the second term is a function that penalizes the 

final distance of the robot from its destination. 

(4.1) 

(4.2) 

Here Trem, Ttot are the remaining time when the robot reaches the goal and 

the total time of the experiment respectively. Sf is the distance to the target in 

the last step. bi is 1 if robot reaches the goal and it is O if it cannot reach the goal. 

Based on the value of bi, if robot reaches its goal the objective function, given 

by Eq. 4.2, is dictated by how quickly the robot reached the destination; and 

if it fails, the same objective function is dictated by the final proximity of the 

T · l T · robot to the goal. Both rem,, and -- are between Oand 1. Therefore 1 + rem, , 
T tot,i l + S J,i Ttot,i 

is always greater than 1+1 .,which means that if the robot reaches the goal its 
f, , 

performance value will always be better than the robot which did not reach its 

destination. 

Experience-gain: This second maximization criteria function incentivizes 

the robot to capture more information regarding its surroundings. An experi

ence point, in this context, has three components: the state of the robot before 

it executes an action, the action it takes, and the robot's state after applying 

said action. Different scenarios cause different experiences, and the aggregate 
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experience of the robot must include these experiences. This approach is encap

sulated in Eq. 4.3. 

(4.3) 

Eq. 4.3 dictates that the overall experience-gain is the union of all the different 

experiences encountered by the robot. However, it has to be noted that although 

each experience point is "unique", collectively speaking, the set lacks diversity 

as many of these experience points might represent repeated experiences. 

The task of removing similar experience is not trivial. Although some ex

periences have similarities, they should not be completely removed. A suitable 

analogy for this problem would be a complete bidirectional graph: each expe

rience point can be considered to be a node, and each node is connected to one 

another through an edge - the edge length between two nodes represents the 

distance of the corresponding experience points. Thus, each experience unit can 

be represented as: 

We 1,/ = I½ - V:;·I (4.4) 

where½,½ are vectors in experience space, which can be expressed as: 

½ = [U1 (t), ..., UNus (t), A1 (t), ..., A NA 
(4.5) 

(T), U1 (t + 1), ..., UNus (t + l)f 

Therefore each node is actually a point in a (2 x Nus+ NA) dimensional space. 

This (2 x Nus+ NA) dimensional space is called the Experience Space in this 

paper. Here, Nus and NA are the number of ultrasonic sensors and actions, 

respectively. 
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The overarching goal of this second criteria function is to, quantitatively 

speaking, define the unique experiences collected by the robot during its mis

sions. To this end, the aforementioned graph analogy is used to develop and 

provide a better understanding of the concept of experience. More concretely, 

the notion of minimum spanning trees (MST) was adopted in this paper to si

multaneously capture the uniqueness and overall coverage of the experience 

gained by the robot. 

There are different approaches to find an MST - Kruskal's algorithm[58] is 

used in this paper. The complexity of the algorithm is O(Elog(E)), where Eis 

the total number of edges. The overall experience-gain criterion function, G, can 

thus be expressed as 

We. (4.6)G = '°' 1,jL,; 
e;E MST 

It can be seen from Eqs. (4.1) and (4.3), that the objective functions to be used 

during neuroevolution is given by considering the performance and experience

gain criteria functions over all the scenarios in the DoE. 

4.1.1.4 Case Studies 

Two different frameworks are implemented to explore the performance of single 

and multi-objective neuro-evolution. 

1. Dual stage optimization process: A multi-objective optimization, maximiz

ing both performance and experience gain, with a pre-defined number of 

generations is first performed, constituting stage 1. A portion of the final 

population of the multi-objective phase is used as the initial population 

for a single-objective neuro-evolution process that only maximizes perfor-
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mance, constituting stage 2. In stage 2, all other aspects of the MENTOR 

algorithm are persevered except for the selection process. Instead of non

dominated sorting, a direct rank based proportionate selection is used. 

2. The second network is trained via a single stage, single-objective neuro

evolution process. 

For the sake of brevity, application of the above frameworks to the UGV and the 

Swarm-robot will be respectively denoted as Case - UGV and Case - Swarm

Robot. To ensure fair and meaningful quantitative comparison of the two opti

mization frameworks, an equal number of training scenarios are used for both 

optimization framework, and an equal number of maximum function evalua

tions are allowed for both frameworks. 

The emphasis of this study is on how topological diversity and complex

ity varies under the two approaches, and on whether experience-gain promotes 

performance beyond the evolutionary training period. Furthermore, by per

forming these studies on two different robots, involving different numbers of 

sensors, we are able to shed light on the effect of the dimensionality of the input 

space on the rate of evolutionary learning. 

4.1.1.5 Computational Complexity of ANN Topologies 

An important aspect of neuroevolution algorithms is their ability to evolve dif

ferent topologies of neural networks and preserve topological complexification 

through speciation and niching. Although this unique characteristic of neu

roevolution is well known, there is a lack of methodical/quantitative analysis of 

the computational complexity of the candidate ANNs produced and preserved 

by the evolutionary process. To address this gap, in this paper we develop a 
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preliminary complexity measure that estimates the approximate run-time com

plexity of candidate neural network topologies. More specifically, we consider 

the approximate number of floating point computations or FLOPS required by 

the candidate network topology to convert the input vector into the output ( only 

an approximation is possible due to the subjective nature of the complexity 

of special (nonlinear activation) functions, e.g., tanh, within ANNs). Both the 

architectural complexity of the network (number of neurons and inter-neuron 

connectivities) and the nonlinearity of the activation function are considered, 

and the estimated run-time #FLOPs of the given candidate network is scaled 

by that of the simplest possible network topology (where the simplest network 

only includes input and output neurons, and no hidden neurons). 

4.1.1.6 Results: Case- UGV 

To program and implement MENTOR in the virtual environment (including 

modeling the robot kinematics and sensor behavior), MATLAB® is used. The 

parameter settings that are used in the Case Studies are summarized in Table 3. 

Research data and codes related to MENTOR implementation can be found at 

http://adams.eng.buffalo.edu/algorithms/neuroevolution/. 

As mentioned in Section 4.1.1.4, there are two optimizations carried out to 

obtain two distinct neural networks. For both approaches, 80 training scenarios 

are used. 

Figure 4.4 shows the Pareto front obtained by the multi-objective optimiza

tion of the dual stage framework. The significant trade-offs between perfor

mance and experience gain is readily evident from Fig. 4.4. 

Figure 4.5 shows the convergence history of both dual-stage and single-stage 

optimizations for the UGV. Although the single-stage optimization outperforms 

http://adams.eng.buffalo.edu/algorithms/neuroevolution
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Figure 4.4: Case - UGV: Pareto Front of the Multi-Objective Optimization 
Process for Dual stage 

the dual-stage optimization process eventually, it is interesting to note that the 

dual-stage optimization provides a faster rate of increase in performance. 
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Figure 4.6: Case UGV: Dual Stage Variation of Niches 

Figures 4.6 and 4.7 show the relative niche sizes as the algorithm proceeds. 
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Figure 4.7: Case - UGV: Single Stage Variation of Niches 

The largest niche (indicated by the orange line) comprises between 25% - 35% 

of the overall genome population - which means that no single niche domi

nates the entire population. This indicates that this niching method preserves 

diversity. Furthermore, we can see that this niching method is not susceptible 

to abrupt increases in niche size - as these abrupt spikes usually settle down 

within a few generations - thereby demonstrating the effectiveness of the new 

niching method. Moreover, it is readily evident that there are other niches of 

relatively large size, further indicating that different genotypes exist in the final 

population. However, to answer whether these different genotypes yield intel

ligence systems capable of exhibiting different behaviors, further investigation 

is needed in the future. 
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Figure 4.9: Case - UGV: Single Stage Performance Variation w.r.t Complexity 

Figures 4.8 and 4.9 show the performance variation across ANNs of different 
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complexities from the final population obtained by the single and dual stage 

optimizations. On average, ANNs of lower complexity provided slightly better 

performance than ANNs of higher complexity. However, the most complex 

network from the dual stage process outperformed the most complex neural 

network produced from the single stage process. 

4.1.1.7 Results: Case - Swarm Robot 

In a similar manner to Case - UGV, two different neuroevolution processes are 

undertaken. Here, the networks are trained on a smaller set of 20 scenarios. 
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Figure 4.10: Case - Swarm-Robot: Pareto Front of the Multi-Objective 
Optimization Process for Dual stage 

Figure 4.10 shows the top-ranked and the Pareto solutions obtained by the 

multi-objective optimization portion of the dual stage framework. Note that for 

the Swarm-Robot, the experience-gain is lower, which is expected owing to the 

smaller dimensionality of the Experience Space of this robot (fewer sensors). 
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More importantly, significant trade-offs between performance and experience 

gain are observed for this case as well. 
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Figure 4.11: Case - Swarm-Robot: Comparison of Convergence Histories 

Figure 4.11 shows the convergence histories of the dual-stage and single 

stage optimization processes. Unlike the previous case, with the Swarm-robot, 

the dual stage process outperforms the single stage process. However, both 

methods got terminated by the maximum allowed iterations criteria (for the 

sake of time savings), and hence it is premature to comment on which method 

could perform better if both are allowed to run till convergence. 

Figures 4.12 and 4.13 show the size of the niches for the single and dual stage 

optimizations. From these figures it can be observed that, during both the single 

stage and dual-stage training processes, our niching methodology prevented 

any single niche or species from dominating the entire genome population -

the largest niche only consisted of not more than 25% of the entire population. 
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Figure 4.12: Case - Swarm-Robot: Dual Stage Variation of Niches 

Although no single niche is dominant, there are a few large niches, attributed 

by the dominant beneficial qualities of the genotype of those species of ANNs. 

Figures 4.14 and 4.15 show the effects of network complexity on its perfor

mance. It is interesting to observe that aside from an anomalous case, there 

seems to be a negative correlation between performance and complexity in net

works produced via the dual stage method. More importantly, the less complex 

networks appear to exhibit a higher variance in performance compared to the 

more complex networks, both in the cases of ANNs resulting from dual and 

single stage processes. 

Owing to the smaller dimensionality of the input space, the Swarm-Robot is 

expected to have a more difficult time solving the same problem as it gains less 

information from the environment. Despite this constraint, it is observed that 

the network converged to a higher objective function value than in Case - UGV. 
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Figure 4.13: Case - Swarm-Robot: Single Stage Variation of Niches 

A possible explanation for this could be that, although more inputs can help 

the system make optimal decisions, training this system might require a greater 

investment in terms of some generations of evolution and/or population size. 

4.1.1.8 Testing on Unseen Environments 

For applications where robots will use the ANN-based decision-support to op

erate in unstructured environment (not necessarily known to the designer), it is 

critical to measure the performance of the ANN in environments that they have 

not seen during their training process - by doing so, we can assess the capability 

of the intelligence system on combating overfitting. 

To this end, the evolved ANNs for both robotic systems (considered in this 

paper) are tested on completely new environments created using the V-REP soft

ware. All simulations are continued until one of the following conditions are 
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Figure 4.14: Case - Swarm-Robot: Dual Stage Performance Variation w.r.t 
Network Complexity 

satisfied: the robot reaches within lm of its goal; the simulation time exceeds 

50s, or the robot hits the walls or obstacles. 
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Figure 4.16: Test/Unseen Environment Created in V-REP for Case -
Swarm-Robot 

The test environment (shown in Fig. 4.16, in the Appendix) spans an area of 
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dimensions 12m x 12m and 4m x 4m for Case - UGV and Case - Swarm-Robot, 

respectively. Both the size and the layout of the obstacles in these new test envi

ronments are different from the environments on which the ANNs were trained; 

however, the distance between the robot's starting position and destination are 

kept within the same range in the training and testing environments to ensure 

reasonable simulation time. 

The performance of the best neural network obtained by the single stage 

and the dual stage training procedures are tested on the newly created environ

ments, using 10 randomly selected pairs of starting and destination points. For 

the Case - UGV, both the single and dual stage optimized networks failed to 

perform well. The single stage network was unable to reach the goal in all ex

amples, while the dual stage network could reach its destination in only one sce

nario. On the other hand for Case - Swarm-Robot, both the single stage and dual 

stage optimized networks performed well and successfully reached the destina

tion in multiple scenarios; the dual stage network was capable of reaching the 

destination faster, but the single stage network provided greater survivability

thus two different behaviors were exhibited. 

The problem of overfitting appears to be more severe for Case - UGV as it 

has a larger input space, thus increasing the training burden on the algorithm. 

Therefore the dual-stage performed better in this case which lends credence to 

our hypothesis that the dual stage training paradigm can be used when train

ing the system is computationally cumbersome. The dual stage method offers 

greater opportunities for the candidate population to explore compared to the 

single stage, thus potentially opening opportunities to find optimal results with 

limited training. In addition, the dual stage method promotes behavioral diver

sity early on in the neuroevolution process. However, care must be exercised 
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when transitioning to the single-objective phase, so as to not skew the total 

population towards the experience-gain objective rather than the performance 

objective. 

Finally, when implementing the aforementioned neural network on the ac

tual hardware, the issue of the "reality gap" was addressed by taking into ac

count the sensor noise (at this stage only the proximity sensor noise was used). 

4.2 A Novel Energy Autonomous Robot 

4.2.1 Motivation 

Most existing autonomous robots can function largely independently without 

the assistance of their human operator, however, even most state-of-the-art au

tonomous robots need human assistance when they need to recharge ( either 

direct assistance or indirect assistance through the use of "human delivered 

power" in the form electricity); in this section, we will talk about a novel en

ergy autonomous robot that seeks to remove this dependency altogether. More 

specifically, we will be discussing the use of such a robot in exploring the cam

pus of the University of Buffalo while simultaneously ensuring that it has suffi

cient energy. 

4.2.2 Hardware Design 

The energy autonomous robot will be powered through solar powered - via 

attached panels as shown in Fig. 4.17. 
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(a) Design with closed panels (b) Design with open panels 

Figure 4.17: Energy Autonomous UGV Design 

4.2.3 Conceptual Neuroevolution Formulation 

Although using neuroevolution on this problem will be tractably infeasible given 

the long time horizon, the section will briefly go over the fitness function de

fined to conceptually solve this problem. Theoretically speaking, this formu

lation can work on any given time horizon (although the associated costs will 

become burdensome). 

maximize 
(4.7) 

subject to Ebattery > = Ethreshold 

In Eq. 4.7, Ebattery is the current battery state of charge of the robot; Ethreshold is 

the pre-defined lower bound for the battery charge of the robot; Ky and KM are 

weights associated with the terms of the objective function; Ntasks is the total 

number of tasks the robot must accomplish; EI is the expected improvement 

over a particular task; b(f) is the belief over the solar map of the environment. 

The first term of Eq. 4.7 emphasizes the completion of tasks - which in this 

case refers to exploring the campus; it is assumed that each task progresses con-
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tinuously. 11a refers to the relative level at which a particular task is done. 

The second term emphasizes "completion of the map", i.e gain as much in

formation of the solar map of the operating environment so as to easily identify 

solar energy hotspot locations; more concretely, in Eq. 4.7, we seek to reduce the 

uncertainty in the solar map collected by the robot. 

Finally, it should be noted that this is a work in progress and the complete 

results will not be available at the time of publication of this thesis. 



Summary 

5.1 Conclusion 

In this thesis, a discussion on the history of decision making systems was pro

vided. Due to the inherent disadvantages of using these earlier models in re

alizing autonomous systems, an introduction into the use of artificial neural 

networks and their universal function approximating abilities were explored. 

However, current use of ANNs primarily consists of prescribed topologies -

something which could potentially lead to sub-optimal performance in solving 

complex reinforcement learning problems which necessitate clear state to action 

mapping. As an attempt to combat this, we describe the use of a particular class 

of neural networks - one that is capable of evolving both its weight as well as its 

topology - the process referred to as neuroevolution. Although neuroevolution 

(and its most popular variation: neuroevolution through augmenting topolo

gies) has been around for nearly two decades, we describe the use of an altered, 

more adaptable version in solving a variety of problems. More specifically, we 

attempted to use this modified neuroevolution in solving two well-known, diffi-
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cult benchmark problems found in OpenAI gym (a popular site where anybody 

can post challenging reinforcement learning problems); subsequently, we at

tempted to address the crippling issue of overfitting ( or deception as it is called 

in the context of context of intelligent systems) by defining and solving a multi

objective optimization problem in which the system must explicitly seek to bal

ance the age-old problem of exploration vs exploitation - a robot path planning 

problem was used as a test case to achieve this (a physical demonstration was 

also showcased); finally, we discuss the potential use of neuroevolution to solve 

complex, long-duration mission probelms in the form of an energy autonomous 

robot. 

5.2 Ongoing Research 

Given the promising results that neuroevolution produced in the aforemen

tioned problems, it is only natural that we attempt to use it to solve further 

problems. More specifically, we will be attempting to solve problems with much 

larger state-action spaces using neuroevolution. Some examples of this would 

be the bipedal problem (24 states and 4 actions) as well as the Mujoco problems 

(such as the ant-walker or humanoid walker), both of which are among the most 

difficult problems in OpenAI. Finally, as means of more physical validation, we 

will also be attempting to use neuroevolution to tackle the energy autonomous 

robot problem and bring robots one step closer to complete autonomy. 
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Appendix 

Table 1: Neuroevolution Parameters used for the Lunar Lander Problem 

Parameter 

Number of Genomes 
Maximum Iterations 
Elitist Preservation 

Crossover Probability 
Weight Mutation 

Node Addition Mutation 
Edge Addition Mutation 

Value 

500 
100 
5% 
0.85 

P = 0.085 
P = 0.05 
P = 0.01 

Table 2: Neuroevolution Parameters used for the Pendulum Problem 

Parameter 

Number of Genomes 
Maximum Iterations 
Elitist Preservation 

Crossover Probability 
Weight Mutation 

Node Addition Mutation 
Edge Addition Mutation 

Value 

400 
100 
5% 
0.85 

P = 0.085 
P = 0.05 
P = 0.01 
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Table 3: Neuroevolution Parameters used for Training the Multicriteria Evo
lution Intelligence System 

Parameter Case- UGV Case - Swarm-Robot 

Number of Genomes 100 100 
Maximum Iteration 50 50 
Elitist Preservation 2% 2% 

Crossover Probability 0.85 0.85 
Weight Mutation P = 0.25 P = 0.25 

Node Addition Mutation P = 0.05 P = 0.08 
Edge Addition Mutation P = 0.03 P =0.5 

Algorithm 1 Interface Between OpenAI Gym and MATLAB 

1: procedure INTERFACE 

2: initialize problem-specific ANN parameters 
3: initialize GA parameters 
4: modify threshold values to account for randomness in OpenAI environment 
5: enable MATLAB-Python communication via system command 
6: modify OpenAi gym script to account for threshold values in step 4 
7: save overall fitness obtained from environment using mat files 
8: enable reading mat files in script described in step 5 
9: run main neuroevolution script 
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