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Abstract 

The goal of this dissertation is to develop an effective online multi-person multi

camera tracking system without unrealistic assumptions. The key technical elements 

necessary for this include: (i) transformation of detection of each person into a fea

ture space to identify individuals and handle changes in position and posture, (ii) 

automated procedure to extract features and form trajectories without the need of 

prior information of individuals , and (iii) learning the evolution of the frame-by-frame 

spatial representation with the temporal dependencies. 

The thesis presents a novel model named Continuous Entity Association that 

combines the two acts of tracking within and across cameras and reformulates it as a 

single problem of continuous re-identification. The approach unifies the two separate 

tasks and presents a much clearer and simpler online solution which has the advantage 

of not requiring temporally contiguous sequences of video frames for tracking. This 

is accomplished by extracting appearance and facial features , and modeling location 

constraints across cameras. The approach is validated by using a simple and efficient 

inference algorithm. 

Next , a discriminative spatio-temporal learning approach for online tracking using 

LSTM networks is proposed. The idea is to exploit LSTM's temporal step-by-step 

functionality to identify detections as belonging to the same individual and recov

ering from past errors in associating different individuals to a particular trajectory. 

State-of-the-art tracking results are obtained on two large publicly available datasets, 

CamNeT and DukeMTMC. 
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Composite Appearance Network (CAN) - a simple and novel metadata-based ar

chitecture with jointly attentive spatio-temporal pooling, is proposed for studying 

the implications of CAN for inter-camera tracking. It measures the relative quality 

of every feature map in a trajectory and weakens the noisy features to narrow down 

variances for an identity, thus making the trajectory representation more discrimi

native. Finally, a continuous error metric called "Inference Error" that provides a 

better estimate of tracking error, by treating within-camera and inter-camera errors 

uniformly, is presented. 

The proposed tracking algorithm is completely automatic , giving reliably correct 

identities even for multi-camera scenarios with complex indoor and outdoor move

ments, and varying number of persons. The approach is not limited to the mentioned 

detection features and will encourage research in modeling other constraints in the 

form of speed, social grouping and travel time. 
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Chapter 1 

Introduction 

Contents 

1.1 People Tracking and Re-identification 3 

1.2 MPMCT Challenges . 5 

1.3 Motivation . . . 5 

1.4 Proposed Work . 7 

1.5 Contribution . . 9 

With the increase in the number of deployed surveillance cameras, there is an 

increase in the workload of video operators to manually analyze and understand 

video content to monitor long term activity and behavior characterization of people 

in a scene. Hence, there is a need to automate analysis of video data to improve the 

quality of surveillance. 

Automatic re-identification and tracking in dense crowds, the two fundamental 

tasks in video analysis, will allow continuous monitoring and analysis of events with-
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' ' 

(c) Camera 5 (d) Camera 8 

Figure 1-1: Camera sequences from DukeMTMC dataset with person trajectories 
highlighted 

out relying on constant human-interaction. Figure 1-1 illustrates this problem. Given 

a sequence of frames as input , with possibly several simultaneous observations across 

cameras at a given time instance, the output of a tracking system is the trajectory of 

each individual. 

Tracking multiple people across multiple cameras is not a trivial task, especially 

in complex and crowded scenarios with frequent occlusions and interaction of individ-

uals. The task itself constitutes modeling vast variety of data present in videos that 

may include long-term occlusion, different scene illuminations, camera properties or 

varying number of people. We discuss the challenges and difficulties associated with 

multi-person multi-camera tracking (MPMCT) without any prior information. Most 

previous methods design sophisticated models that require heavy tuning of param-

eters and it is a non-trivial task for existing deep learning approaches as they are 

not designed for the above challenges. This thesis addresses a number of key issues 

needed to build a coherent working system. 
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1.1 People Tracking and Re-identification 

Tracking and monitoring of human activity and behavior characterization in a scene 

are increasingly useful but challenging tasks given the vast numbers of deployed 

surveillance cameras. Automated systems for analyzing and understanding massive 

streams of video data have become a necessity. Reliable automatic re-identification 

and tracking of people in dense crowds will enable continuous monitoring and analysis 

of events without the need for human supervision. 

Given a sequence of frames as input , with possibly several simultaneous obser

vations across cameras at a given time instance, the output of a tracking system 

is the trajectory of each individual. Basically, there are two approaches to person 

tracking as illustrated in Figure 1-2. Consider two non-overlapping cameras (Cam 

1 and Cam 2). In the offiine approach, single-camera and inter-camera tracking are 

handled separately. Given person bounding box extracted from a person detector 

(a) , tracklets are determined using a feature extractor or a simple motion model (b). 

These are in turn integrated into single-camera trajectories ( c) and finally, output 

the multi-camera trajectories by data association (d). In the online approach, people 

are detected in each frame sequentially (a) whereby detection outputs are connected 

across video frames by data association (b). Trajectories are formed by associating 

detections in continuous time in multi-camera environment (c) and ( d). 

Much of the work on multi-target multi-camera tracking uses the offiine ap

proach: employing a motion based tracking within cameras and a separate process 

of re-identification or data association for targets exiting a camera boundary and re-

3 
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Camera 1 Camera 2 Camera 1 Camera 2 Camera 1 Camera 2 Camera 1 Camera 2 

· · ····. -- ------ ---.... -- ~□ □ □ D g [;;;] l~I·· · ·...·::: - - ---- ----':~ - --....__ -- ~ ~--~ 

(a) Person Detections (b) Tracklets (c) Single-camera Trajectories (d) Multi-camera Trajectories 

Tracking pipeline 1: Offline Approach 

Camera 1 Camera 2 Camera 1 Camera 2 Camera 1 Camera 2 Camera 1 Camera 2 

□□-□DE □-lat'---------'. · 
(a) Consecutive Person (b) Associate Detections with (c) Trajectories formed by (d) Inter-camera Association 

Detections Previous Trajectories Continuous Association 

Tracking pipeline 2: Online Approach 

Figure 1-2: Offiine vs online person tracking 

entering the same/ different camera view Xing et al. [2009], Huang et al. [2008]. The 

main idea is to link two short tracklets into longer tracks by optimizing probabilities 

between tracklets globally. Existing tracking systems can follow and predict the lo

cation of known targets for long times Xiang et al. [2015], Li et al. [2016], Held et al. 

[2016]. However , when targets are not known, extracting the track of each individual 

is a difficult problem. The reason is that when two or more individuals overlap or cross 

or re-enter a camera view, it can be difficult to assign correct identities. An identity 

switch will propagate to the rest of the video and result in assigning random labels 

to all individuals after some time. In traditional re-identification system, error is 

considered as a static event which does not impact future matches. In the proposed 

tracking/ re-identification system, the reference gallery is dynamically evolving, as 

new tracks are created (following "no association" outcomes) or existing tracks are 

updated (following "association" outcomes). 
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#1 

#1 Recognition 

#2 

#2 Verification 

Figure 1-3: Person analysis tasks 

1.2 MPMCT Challenges 

Tracking multiple people in a large multi-camera network is an open vision problem. 

Challenges include: (i) varying number of people, (ii) continuous association of all 

persons, (iii) presence of blind-spots or entry/exit of people, and (iv) variation in pose, 

appearance and lighting conditions. This is illustrated in Figure 1-4. Estimating hu

man body postures from a single viewpoint in surveillance videos is difficult owing 

to small image size. There may be spatio-temporal ambiguity and uncertainties be

tween cameras because of blind spots, large number of non-overlapping cameras and 

unknown geometrical relationship between cameras. 

1.3 Motivation 

Three key problems of person analysis include (i) Recognition - identifying a person, 

(ii) Verification - checking if the identity of a person is the same as who he is claiming 

5 



(a) Variation in Appearance (b) Variation in Pose and Aspect 

(c) Occlusion and Clutter (d) Crowded Scenes 

Figure 1-4: Tracking/ re-identification challenges 

to be, and (iii) Tracking - identifying the path of a person i.e. knowing who is where 

at all times. There is some overlap between the three tasks (Figure 1-3) which we 

explore and use for online person tracking by continuous re-identification. 

Since multi-target multi-camera tracking involves having to continuously employ 

motion based tracking within cameras and a separate process of re-identification for 

persons crossing the camera boundaries, our proposed approach combines the two 

acts of tracking within and across cameras and reformulates it as a single problem 

of continuous re-identification. This unification of the two disjoint tasks presents a 

much clearer and simpler solution which has the advantage of not requiring temporally 

contiguous sequences of video frames for tracking. The approach therefore can handle 

discretization of continuous video segments to points of significant changes in activity 
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of targets (like persons moving from one corner to the center of the camera or exit the 

camera to reappear later in another camera) and automatically work with time-based 

sparseness in video data. 

Also, the availability of large annotated data and recent rise of deep learning 

has led us to adapt the Convolutional Neural Network (CNN) and Long Short Term 

Memory Networks (LSTM) learning methodology to multi-camera tracking. 

1.4 Proposed Work 

The goal of this dissertation is to design algorithms that facilitate automatic person 

tracking by using discriminative spatio-temporal features from video data. 

Our initial take on the problem (MPMCT by Continuous Entity Association) in

troduces person tracking as a pure association problem. We explicitly address the 

influence of human appearance, biometric and location information on human re

identification. We model these constraints and use them to understand and associate 

detections in real world environments. Our tracking algorithm can handle temporal 

gaps in the input video and we show how making the best possible associations is 

equivalent to a greedy algorithm. The approach can handle discretization of contin

uous video segments to point of significant changes in activity of targets (like person 

moving from one corner to the center of the camera, or exiting out of one camera 

frame and reappearing in another camera) and automatically work with time-based 

sparseness in video data. We formulate a new evaluation metric for the tracking prob

lem called "Inference Error" . The inference error is a real-time evaluation paradigm 
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which measures how often a target is incorrectly associated. 

We design Online Person Tracking by Modeling Space-Time Continuum using 

LSTM Network to identify person detections as belonging to the same individual by 

continuous association and recover from association errors by taking advantage of the 

spatial and temporal information in videos. We demonstrate the need to propagate 

associations and learn from past errors to minimize errors in the future , especially in 

exit/entry scenarios. The method achieves state-of-the-art results on large tracking 

datasets (CamNeT and DukeMTMC databases). 

Composite Appearance Network addresses the two tasks (i) single-camera person 

tracking (SCT) - identify trajectories in the same scene, and (ii) inter-camera person 

tracking (ICT) - identify trajectories across cameras for real surveillance scenes. Many 

of the existing methods cater to single camera person tracking, while inter-camera 

tracking still remains a challenge. We propose a tracking method which uses motion 

cues and a feature aggregation network for template-based person re-identification by 

incorporating metadata such as person bounding box and camera information. The 

key structure of this architecture is a network called EvalNet that pays attention 

to each feature vector independently and learns to weight them based on gradients 

it receives for the overall template for optimal re-identification performance. We 

demonstrate the efficiency of our approach with experiments on the challenging and 

large-scale multi-camera tracking dataset , DukeMTMC, and by comparing results to 

their baseline and state-of-the-art approaches. 

We Model Errors in a Tracking System. We survey existing tracking measures and 

present the proposed online error metric , "Inference Error", that provides a better es-
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timate of tracking/re-identification error, by treating within-camera and inter-camera 

errors uniformly. Both SCT and ICT have different evaluation criteria. Existing SCT 

trackers use multi-object tracking accuracy (MOTA) or similar evaluation criteria 

Bernardin and Stiefelhagen [2008], Milan et al. [2013], while ICT systems use ID 

switch. Since single-camera associations are much higher than inter-camera asso

ciations, trackers tend to care more about single camera trajectories compared to 

inter-camera associations. Hence, we need a performance measure that takes the two 

(SCT and ICT) evaluation criteria into account and uniformly combines them into 

one metric. 

1.5 Contribution 

The contributions of each algorithm proposed in this dissertation are listed below: 

1. Continuous Entity Association 

(a) A novel approach to person tracking within the context of entity associa

tion. We explicitly address the influence of human appearance, biometric 

and location information on human re-identification. 

(b) Our tracking algorithm can handle temporal gaps in the input video and 

we show how making the best possible associations is equivalent to a greedy 

algorithm. 

(c) We formulate a continuous evaluation metric for the problem under con

sideration; a real-time evaluation paradigm which measures how often a 
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target is incorrectly associated. 

2. LSTM-based Space-Time Tracker 

(a) Novel approach to multi-person multi-camera tracking based on learning 

the space-time continuum of a camera network to effectively capture the 

variation in the features as a function of time and space. Our approach 

extends the neural network learning methodology into the spatial and tem

poral domain for efficient multi-person multi-camera tracking. 

(b) Our tracking algorithm is online, giving reliably correct identities even for 

multi-camera scenarios with complex indoor and outdoor movements , and 

varying number of persons. 

(c) Capable of dealing with temporally local difficulties generated by cluttered 

background, multi-object interaction and occlusion. 

(d) State-of-the-art results in person tracking on CamNeT and DukeMTMC 

datasets. 

3. Composite Appearance Network 

(a) We propose CAN (Composite Appearance Network) , a metadata-based 

attentive model , to learn the representation of person detection sequences 

by taking into account the interdependence among them. 

(b) We experiment the CAN model for both single-camera tracking (SCT) and 

inter-camera tracking (ICT) on a large-scale multi-camera multi-person 

tracking dataset and obtain improvements over previous approach. 

10 



4. Model Errors in a Tracking System 

(a) Study the performance measures of a tracking system and demonstrate 

how they are different when evaluating/characterizing online and real-time 

tracking performance. 

(b) We formally introduce the "Inference Error" metric and emphasize on de

duplication. 

The proposed research combines state-of-the-art learning algorithms in the deep 

learning community with spatio-temporal information from video sequences to ensure 

high tracking and re-identification accuracy, with the added advantage of handling 

temporal gaps in video data. This enables online and real-time tracking within and 

across multiple cameras. Furthermore, the models are not limited to using appearance 

features and will encourage research in a variety of data types including multimodal 

biometrics, clothing wardrobe features , speed, travel time etc. 
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2.4.2 Convolutional Neural Networks ... 25 

2.4.3 Long Short Term Memory Networks 27 

2.5 Conclusion 28 

The person tracking algorithms in this dissertation have roots in data association, 

spatio-temporal feature learning and deep learning. We proceed to briefly describe 

traditional tracking and re-identification methods. Finally, we give an overview of 

deep learning and some of its core concepts used in our online tracking framework. 

2.1 Person Re-identification (Re-ID) 

It is important to have a global understanding of what is happening in a scene or 

a given location at all times. Person analysis cannot be automatically performed 

without robust techniques for tasks such as maintaining the identity of a given per

son from one camera to another one. Person re-identification or consistent labeling, 

i.e. the capability of associating together the views of the same person captured in 

different places or at different times is an open problem. 

Much of the Re-ID research in computer vision is applicable to static images Li 

et al. [2014], Paisitkriangkrai et al. [2015], Lisanti et al. [2015]. Zheng et al. Zheng 

et al. [2009] used group context by proposing ratio-occurrence descriptors to capture 

groups. An end-to-end person re-identification system includes person detection and 

re-identification as illustrated in Figure 2-1. Given a probe image of an individual, 

we search in the gallery for images corresponding to the same individual in a multi

camera mode. Non-contextual Re-ID methods rely on person appearance and measure 

13 
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Figure 2-1: Person re-identification 

visual similarity between people for association. Contextual methods use additional 

information such as camera parameters, camera network topology, camera geometry 

and human pose. 

2.1.1 Camera Network Topology 

The spatio-temporal relationships across cameras Ardeshir and Borji [2016], Stauffer 

[2005] have also been used for human re-identification. Some researchers like Chen 

et al. Chen et al. [2008] have made use of prior knowledge about camera topology 

to learn spatio-temporal relationships and appearance relationships across networked 

cameras. Likewise, Mazzon et al. Mazzon et al. [2012] use prior knowledge about 

spatial location of cameras to model potential paths a person can choose to follow. 

However, it is not always possible to obtain camera topology information. In this 

sense, our approach is more robust as it does not depend on the availability of camera 

topology information. Cho et al. [2017] propose a unified framework to jointly infer the 

camera network topology and person re-identification. It is considered as a chicken

and-egg problem: person re-identification performance can be improved by utilizing 
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camera network topology information, and camera topology can be more accurately 

inferred from re-identification results. 

2.1.2 Biometric Approaches 

Physiological biometrics is most commonly used for person analysis and is about es

tablishing personal identity. Identification using face features and fingerprints has 

been extensively researched and is currently used in a wide variety of applications 

because of high accuracy rate. However, identification using face features is very 

sensitive to facial expression and changes in lighting. The accuracy also decreases as 

face features do change over the years. Besides, as the distance between the camera 

and the person increases, it becomes more difficult to extract face features needed for 

identification. Iris and gait are the other important biometrics. The multimodal bio

metrics using different biometrics is suitable for video surveillance systems compared 

to single biometrics and increases the recognition rate by maximizing the advantages 

of each biometric information. Koide et al. [2017] describe a face recognition-based 

person tracking and Re-ID system for RGB-D camera networks. The system learns 

people faces to keep track of their identities by exploiting the combination of a deep 

neural network based face representation and a Bayesian inference-based face clas

sification method. In Liu et al. [2015], a framework that uses appearance and gait 

features for shape and temporal information is proposed to enhance person Re-ID. 

Gait Energy Image (GEI) is the gait feature used, generated by silhouette images. 
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2.1.3 Appearance-based Approaches 

Despite t he effectiveness of biometric approaches, t hey are inadequate for large video

surveillance applications. An alternate solut ion is using appearance-based features 

t hat characterize an individual. However, obtaining a robust and reliable feature 

t hat is b oth distinctive and invariant to camera changes and other external variations 

is challenging. Researchers have explored color normalization methods, mult i-camera 

color calibration using transfer functions. Visual features can be extracted from a 

single sample image or mult iple images of a person. Tradit ional approaches include 

learning a "bright ness transfer function" Javed et al. [2005, 2008] for every pair of 

images acquired by different cameras under different light ing condit ions. Single-shot 

approaches Hirzer et al. [2012] require a single image of a person to learn his/her 

appearance, while mult iple-shot approaches Bak et al. [2012] require mult iple images. 

Recent ly, deep learning approaches are being explored to learn discriminative features 

representative of a person 's appearance. We discuss few such recent works in a later 

section. 

2.1.4 Video-based Person Re-identification 

More information can be obtained from videos t han still images of p eople. St ill

image based Re-ID ignores temporal information b etween image pairs of a person. 

Few methods have been develop ed for videos Song and Roy-Chowdhury [2008], Das 

et al. [2014] but t hey fo cus on non-crowd surveillance scenarios, where observations 

are sparse and appearance is distinctive. A novel Accumulative Motion Context 
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(AMOC) network is proposed in Liu et al. [2017a] by jointly exploiting long-range 

motion context and appearance representation to address video Re-ID problem. You 

et al. [2016] introduce a top-push distance learning model (TDL) by integrating a 

top-push constrain for matching video features of persons. The top-push constraint 

enforces the optimization on top-rank matching in Re-ID so as to make the matching 

model more effective towards selecting more discriminative features to distinguish 

different persons. 

2.2 Person Tracking 

It is very important to be able to track or find a person in a camera network on live 

stream, especially for security applications. For instance, security officials would be 

interested to track a suspicious person in a mall or airport scenario based on some 

anomalous activities. Many other applications require to track and maintain the 

correct path of people to infer statistics such as the most frequent paths (to help 

reorganize shops) , or to determine the distance traveled by a basketball player and 

the number of passes and shots he has made. 

Multi-object tracking methods have been reviewed intensively by W. Luo et al. 

Luo et al. [2014]. However, multi-person tracking still remains a challenging problem, 

particularly in crowded environments. In Kim et al. [2011], Morris and Trivedi [2011], 

Kooij et al. [2014], trajectories are clustered as a means to learn motion patterns. An

other approach is to develop more complex motion models to better predict future tra

jectories, notably models that consider human-human interactions Andriyenko et al. 
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Figure 2-2: Multi-person multi-camera Tracking 

[2012]. However, an issue with such models is that they handcraft features for each 

external influence such as occlusion, or walking in groups; making such an approach 

less scalable. We also observe diminishing returns when taking into account the added 

complexity and resulting computation. 

2.2.1 Hidden Markov Models 

Hidden Markov Model (HMM) , the maximum a posteriori (MAP) solution of a prob

abilistic framework, is a common approach to person tracking and pose estimation. 

The distribution of the object state at current time instant is estimated based on 

current and previous observations. In a discrete HMMM model , the trajectory track

ing problem can be solved using the Viterbi algorithm Rabiner [1989], which is a 

dynamic programming algorithm that keeps all best sequences ending at all possible 

states in current frame. However, this approach is erroneous in presence of temporal 

distractions such as multi-object interaction, occlusion, and background clutter. To 

deal with such problems, Han et al. describe a multiple object trajectory tracking 

method by using a HMM as the probabilistic model to maximize the joint probability 
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between the state sequence and the observation sequence. The method still suffers 

from high dimensional multiple object trajectory tracking configuration space. 

2.2.2 Single-camera Tracking 

Person tracking has been extensively studied from a single camera perspective Zhao 

and Nevatia [2004]. Many tracking methods rely on background subtraction Song 

et al. [2008], Berclaz et al. [2006]. Recent progress in object detection has trig

gered interest in tracking using multimodal biometrics or by combining detection 

and particle filtering results Huang et al. [2008]. Breitenstein et al. [2011] propose 

a multi-person tracking-by-detection approach in a particle filtering framework. The 

problem of automatically detecting and tracking targets in scenes captured from a 

single (potentially moving) camera is addressed. The algorithm selects and associates 

detections using target-specific classifiers trained during runtime, and achieves robust

ness through a careful interplay between object detection, classification, and target 

tracking components. However, the model suffers from temporal distractions (occlu

sion) and could be enhanced by using part-based detectors and a better estimation 

framework. 

2.2.3 Multi-camera Tracking 

When the cameras are overlapping, one of the traditional methods to determine spa

tial positions is to geometrically transform images based on a predetermined ground 

plane homography Eshel and Moses [2008], Khan and Shah [2006]. Using camera 
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calibration and homogeneous transformation, segmented 2D objects are projected on 

the ground plane and hence, the spatial representation of a scene is estimated. 

For non-overlapping multi-camera case, data association across cameras, and at 

the same time, across frames within a camera becomes very important. As discussed 

in the previous chapter, there are two approaches to handle this problem - one, handle 

inter-camera associations first and then intra-camera associations; two, globally con-

sider all input detections. Several methods Chen et al. [2017], Dehghan et al. [2015] 

regard input detections as a graph and weight edges between nodes (detections) based 

on similarity. Liu et al. [2017b] describe the tracking problem by modeling it as a 

global graph and adopt Generalized Maximum Multi Clique optimization problem as 

their core algorithm to handle both across frame and across camera data correlation 

together. For feature extraction, they adopt LOMO Liao et al. [2015] appearance 

features and hankel matrix based IHTLS Dicle et al. [2013] algorithm for motion 

feature. However, the system doesn't handle merging of tracklets very well and has 

high false negatives. Most of the methods are dependent on the feature extractor/ 

representation technique. Hence, a superior feature extraction algorithm is required. 

2.3 Data Association 

In recent years, we can find a lot of literature on human detection techniques Wang 

et al. [2009], Huang and Nevatia [2010], Ouyang and Wang [2013] which enable 

tracking-by-detection Leibe et al. [2007], Breitenstein et al. [2009], Li et al. [2009] 

as a useful tracking strategy. The main idea is to find person detections, estimate 
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the motion patterns of all targets and link tracklets across time to form trajectories. 

However, the linking step, called data association, is particularly challenging due to 

frequent occlusions, spurious detections and dense crowds. Some taking advantage of 

social factors to improve tracking Ali and Shah [2008], Pellegrini et al. [2010]. The 

system is usually composed of several modules, with the feature extractor being the 

most important module of a tracker Wang et al. [2015b]. Researchers developed more 

sophisticated models such as optimization based on discrete-continuous CRF infer

ence Andriyenko et al. [2012], modeling social and grouping behavior Leal-Taixe et al. 

[2011], and integration of additional motion constraints such as local flow descriptors 

Choi [2015] to deal with these issues. However, the underlying features used in these 

methods for data association limit the accuracy and do not work well in crowded 

environments. Thus, the performance of a tracking system significantly depends on 

the feature used. 

2.4 Deep Learning 

Convolutional Neural Networks (CNN) are a popular choice for end-to-end learn

ing of image representations due to their accuracy and scalability. Many researchers 

have used convolutional architectures for supervised learning tasks and assessing a 

pair of images for different applications including face verification Taigman et al. 

[2014] and optical flow estimation Fischer et al. [2015]. In Li et al. [2014], Yi et al. 

[2014], deep learning approach is used for re-identification. Much of the research on 

re-identification using deep learning focuses on finding an improved network archi-
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tecture , an effective set of features , or similarity function for comparing features. A 

cross domain knowledge transfer scheme Xiao et al. [2016] is explored for deep learn

ing based person re-identification by transferring knowledge of mid-level attribute 

features and high-level classification features. Also, the LSTM based model is ex

tended by a special gate for use in the re-identification method. However, this work 

is similar to other re-identification approaches that use a pair of images over a set 

of non-overlapping camera views and do not model real-world multi-camera tracking 

scenarios. 

J. Fan et al. Fan et al. [2010] used CNNs to predict the location and scale of 

an individual for tracking. Given the location, scale, current and previous image 

frames , they train CNNs offiine to learn spatial and temporal features. Similarly, A. 

Alahi et al. in Alahi et al. [2016], predict trajectories of people based on their past 

positions using Long-Short Term Memory networks (LSTM). However, they assume 

that the number of people in a scene is known a priori. For every person trajectory, 

a separate LSTM network is used. Based on the observed positions and information 

shared between LSTMs through a novel Social pooling (S-pooling) , their model often 

predicts the future paths. In our approach, we do not make restrictive assumptions 

such as number of people in a scene/ multi-camera environment. In Sadeghian et al. , 

an online method for tracking is proposed by using multiple cues such as appearance, 

motion, and interaction. LSTM networks are used to learn motion and interactions 

of humans. However, this solution is for single camera person tracking and there is 

no evidence of how well the system scales for multi-camera environment. 

Next , we briefly describe neural networks, core models of deep learning (CNN, 
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Figure 2-3: Neural network 

LSTM). 

2.4.1 Neural Networks 

Neural networks are biologically-inspired models are most useful and powerful in 

supervised learning incentives. Given an input x, we map it to some output y using 

a neural network. Some examples include housing price prediction, facial keypoints 

detection and gender classification. In Figure 2-3 , the first layer of neurons (hidden 

layer 1) is making 4 simple decisions, by weighing the input evidence. The neurons 

in the second layer (hidden layer 2) make a decision by weighing up the results from 

the first layer of decision-making. This means that neurons in deeper layers make 

more complex and abstract level decisions compared to neurons in initial layers. In 

this way, a many-layer network of neurons can engage in complex decision making. 

Multiple layer networks are called Multi-Layer Perceptrons (MLP). A neural network 
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decision can be written as: 

0, if w · x + b ~ 0. 
output= (2.1) 

1, if w · x + b > 0. 

where w and x are weight and input vectors respectively, and bis the bias. However, 

if we want a small change in weight ( or bias) to cause only a small change in output , 

then we could modify neuron to be a non-linear function. Sigmoid function or ReLU 

are common choices for non-linear activation. This kind of representation has weights 

for each input , w9 , w2 , ... and an overall bias, b. In case of sigmoid, the output is not 

0 or 1. Instead , it is r7(w · x + b) , where CJ is the sigmoid function , defined as: 

(2.2) 

ReL U function stands for rectified linear unit and is defined as 

g(z) = max(0, x) (2.3) 

where x is the input to the neuron. ReL U gives an output x if x is positive and 0 

otherwise. ReL U makes the activations sparse and efficient and is better than sigmoid 

activation in intermediate layers as learning is slow with sigmoid when z is a large 

positive number or a large negative number. 

For parameter learning in neural networks, gradient based backpropagation is 

used. Rumelhart et al. [1986] provide an efficient solution to calculate the gradient 
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Figure 2-4: Illustration of local connectivity and weight sharing 

of the cost function with respect to each of the parameters of the network. If y(i) is 

the predicted output, y(il is the ground-truth and L(f)(i) , y(il) is the loss function for 

a single training example, the cost function on the whole train set is given by: 

(2.4) 

We are required to find w, b that minimize the cost function , J(w , b). The update 

rule can be defined as: 

oJ(w, b)
w=w-a-- (2.5) 

ow 

b =b- oJ(w, b) (2.6)a ob 

oJ(w ,b)
where a is the learning rate that defines the step size for convergence. --- and 

ow 
oJ(w, b)

ob are computed by applying the chain rule. 

2.4.2 Convolutional Neural Networks 

Convolutional Neural Networks (CNNs/ ConvNets) are similar to neural networks 

with added advantages. Regular neural networks don't scale to full images as the 
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number of parameters to learn is huge , which would quickly lead to overfitting. CNNs 

take the full image as input to make the best use of texture context information, 

and extract global high-level features at higher layers of the deep structures, which 

can effectively predict the output even when low-level features from local regions 

are ambiguous or corrupted in challenging image examples. Convolutional layers 

use a few tricks to reduce the number of parameters to be learned, while retaining 

high expressiveness. These include (illustrated in Figure 2-4) (a) local connectivity: 

neurons are connected only to a subset of neurons in the previous layer, (b) weight 

sharing: weights are shared between a subset of neurons in the convolutional layer 

( these neurons form what is called a feature map) and (c) pooling: static subsampling 

of inputs. 

The three main types of layers in a CNN are: Convolutional layer ( Conv) , Pooling 

layer (Pool) , and Fully-Connected layer (FC). These layers are stacked to form a full 

architecture. A typical CNN architecture looks like this: [Input - Conv - ReLU - Pool 

- FC]. A convolutional layer will compute a dot product between weights (kernel/ 

filter) and a small region of input the kernel is connect to. A non-linear elementwise 

activation function (ReLU) is applied on the convolutional output. Pooling layer 

will perform downsampling operation on the input along the spatial dimensions. 

Finally, each neuron in the fully connected layer will be connected to all neurons 

on the previous volume to obtain the class score. A loss function (logistic regres

sion/Softmax/SVM) is applied on the last layer. ReLU and Pool layers implement 

a fixed function. The parameters in the Conv/FC layers are trained with gradient 

descent. 
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We discuss different CNN architectures in later chapters of t his t hesis. 

2.4.3 Long Short Term Memory Networks 

We consider t he long short-term memory (LSTM) networks Hochreiter and Schmid

huber [1997] as t hey are capable of learning temporal dependencies. LSTMs have 

a chain like structure similar to recurrent neural networks, but have four non-linear 

layers instead of a single tanh layer (Figure 2-5). 

The key to LSTM units is t he embedded representation of t he cell state c t hat 

acts as a memory. The presence of structures called gates controls how much of t he 

previous state information should be kept or replaced by t he new input. An LSTM 

has t hree gates, each consists of a sigmoid layer and an element-wise mult iplication 

operation . More formally, t he input it , output Ot and forget f t gates are all functions of 

t he hidden representation ht- I and current input Xt, Using a sigmoid layer, a separate 

weight matrix W 9 and bias b9 for each gate, t he memory update t hat decides t he flow 

of information is modeled as: 

(2. 7) 

The old cell state, Ct-1 , is updated to t he new cell state Ct as Ct= f t* Ct-1 + it* Ct 

and t he hidden representations are computed as ht = Ot *t anh( Ct) , where * represents 

element-wise mult iplication and Ct is a vector of new candidate values created by a 

tanh layer. 
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Figure 2-5: LSTM network 

2.5 Conclusion 

In this chapter, we have discussed the background and previous works related to 

this dissertation. Motivated by the cross-fertilization of Re-ID and tracking fields , 

we dig deeper to get a clear understanding of each field first. We present several 

existing approaches for person re-identification: biometrics-based ( example face , gait 

recognition) , appearance-based (single-shot , multiple-shot) , video-based and network 

topology-based. Next , we describe the common approaches to person tracking and 

elaborate on the linking step (data association) that is crucial for tracking. Based on 

the literature survey, we observed that the performance of a tracking/ re-identification 

system significantly depends on the feature we learn. We also elaborate on the build

ing blocks and core concepts of deep learning that motivated us to apply them to our 

problem. 
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Continuous Entity Association 
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Continuous entity association serves as a preliminary study of the suitability of 

person re-identification for the purpose of multi-person multi-camera tracking. In 

large-scale distributed multi-camera systems, person re-identification is a challenging 

computer vision task as the problem is two-fold: detecting entities through identifi

cation and recognition techniques; and connecting entities temporally by associating 

them in often crowded environments. Since tracking essentially involves linking detec

tions, we can reformulate it purely as a re-identification task. The inherent advantage 

of such a reformulation lies in the ability of the tracking algorithm to effectively han

dle temporal discontinuities in multi-camera environments. To accomplish this , we 

model human appearance, face biometric and location constraints across cameras. 

We do not make restrictive assumptions such as number of people in a scene. Our 

approach is validated by using a simple and efficient inference algorithm. We also 

propose a comparative measure called the "Inference Error" to quantify misassocia

tion errors. In the following sections, the algorithm and accompanying experiments 

are discussed in further detail. 

3.1 Motivation 

Many of the existing multi-person multi-camera tracking systems use an offiine ap

proach. They include a 2-step process: (i) having to continuously employ a motion 

based tracking within cameras and, (ii) a separate process of re-identification for 

persons crossing the camera boundaries. The key motivation for our approach is 
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Figure 3-1: Block diagram of our prop osed method 

to combine t he two acts of tracking wit hin and across cameras and reformulate it 

as a single problem of cont inuous re-ident ification . T his unification of t he two dis

joint tasks presents a much clearer and simpler solut ion which has t he advantage 

of not requiring temporally cont iguous sequences of video frames for tracking. The 

approach t herefore can handle discretization of cont inuous video segments to points 

of significant changes in activity of targets (like persons moving from one corner to 

t he center of t he cam-era or exit t he camera to reappear later in another camera) and 

automatically work wit h t ime-based sparseness in video data. 
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Figure 3-2: AlexNet architecture 

3.2 Algorithm 

We employ appearance, face and probable destination cues, designed to be applicable 

for re-identification. In this section, we discuss the feature extraction methodology. 

Features are extracted individually for each timestamp for all detections across cam-

eras. 

3.2.1 Appearance features 

We first extract appearance-based attributes from person detections. They capture 

the individual traits and characteristics in the form of appearance. A common denom

inator for image representations are Convolutional Neural Networks (CNN). We use 

AlexNet model Krizhevsky et al. [2012] that is pre-trained on ImageNet Russakovsky 

et al. [2015] as appearance feature extractor. This is done by removing the top output 

layer and using the activations from the last fully connected layer as features (length 

of 4096). 

AlexNet (Figure 3-2) is similar to LeNet LeCun et al. [1998], but much bigger 

with approximately 60 million parameters. The AlexNet architecture comprises of 

five convolutional layers, three fully-connected layers, and three max-pooling layers 
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following the first , second and fifth convolutional layers. The first convolutional layer 

has 96 filters of size 11 x 11 , the second layer has 256 filters of size 5 x 5, the third, 

fourth and fifth layers are connected to one another without any intervening pooling 

and have 384, 384 and 256 filters of size 3 x 3 respectively. A fully-connected layer L 

learns a non-linear function yf = J(Wyf- 1 + b) , where yf , W and bare the hidden 

representation of input Xi , weights and bias respectively, and f is the rectified linear 

unit activation for hidden layers i.e. f(x) = max(0 ,x). During training, authors 

of Krizhevsky et al. [2012], spread the network across two GPUs for parallelization. 

This scheme essentially puts half of the kernels on each GPU, with one additional 

trick: the GPUs communicate only in certain layers. Local response normalization is 

introduced to avoid too many neurons with high activation i.e. to aid generalization. 

The idea is to normalize activations by looking across all channels. 

3.2.2 Face features 

Face biometric is an established biometric for identity recognition and verification. 

Face modality can be used for the purpose of re-identification as it is inherently a 

contactless biometric and can be extracted from a distance. We use VGG-16 model 

Simonyan and Zisserman [2014] that is pre-trained on ImageNet for extracting facial 

features from face bounding box. This is done by removing the top output layer and 

using the activations from the last fully connected layer as face features (length of 

4096). 

VGG-16 (Figure 3-3) is a convolutional neural network with approximately 138 
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Figure 3-3: VGG-16 architecture 

million parameters; its architecture consists of thirteen convolutional layers and three 

fully-connected layers. The filters have a very small receptive field: 3 x 3 and stride is 

fixed to 1 pixel. In few layers , 1 x 1 convolution filters are used , which can be seen as 

a linear transformation of the input channels (followed by non-linearity). Pooling is 

applied between the convolutional layers with 2 x 2 pixel window, with stride 2. The 

stack of convolutional layers is followed by three fully connected layers: the first two 

have 4096 channels each, the third performs lOOMean subtraction on the training set 

is used as a pre-processing step. ReLU activation is used for all hidden layers. 

3.2.3 Location transition 

Here, we describe the location constraint , which is linear in nature and predicts the 

most probable paths within and across cameras. For re-identification and tracking 

in multiple cameras, the knowledge about probable destination acts as a prior for 

a person's location in another camera view. We model the transition probability 

distributions by learning repetitive patterns that occur in camera networks. It is 

likely that individuals exiting a camera view from a particular grid space will enter 
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another camera view from another specific grid space. 

We model state transition probability distribution as a Markov chain. Each cam-

era view is divided into n states. Assuming there are k cameras, the total number of 

states N = n x k. A Markov chain is characterized by an N x N transition probability 

matrix P , each entry is in the interval [O, 1] and the sum of the entries in each row 

add up to 1. 

(3.1) 

N 

\/Si, L Psi,sj = 1 (3.2) 
j=l 

Thus, by Markov property, we estimate the probability distribution of transition 

between states Si and Sj as: 

P(Si , Sj) = Pr(Xt = Sj lXt-1 = Si ) 
(3.3)

IXt = sj A xt-1 = Si l 

3.2.4 Inference Algorithm 

At every timestep, the problem of re-identification can be expressed in terms of an 

association matrix where each row represents a previously seen entity and the columns 

hold currently active entities. The task of making the best possible associations for 

every row to a column based on features or attributes of the concerned entity can be 
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Figure 3-4: Inference algorithm 

formulated as a linear programming problem as below: 

ma:x:P.W 
w (3.4) 

s.t WE [0,1], Wl = 1, l TW = 1 

where P is the association matrix or the probability matrix that stores the match

ing probabilities of the entities being associated and W is the weight matrix to be 

optimized. Figure 4-3 depicts how the proposed inference algorithm works on the 

association matrix P. The matching probabilities in the association matrix are the 

cosine distances of each mid-level attribute and face features computed using the 

pre-trained AlexNet and VGG-16 models respectively as described in the previous 

section or the location score which is the transition probability modeling the likely 

movement pattern between entities. 

The constraint Wl = 1 acts to normalize the matching probabilities across the 

columns and enforces them to sum to 1 for every previous entity. From the formulation 
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of this constraint , it is apparent that there will only be one maxima for every previous 

entity's set of association probabilities. This implies that each previous entity would 

only be associated to at most one of the current entities. So choosing values for the 

weight matrix W essentially reduces to assigning a value of 1 for the best associations 

and consequently, computing the most probable associations is optimally equivalent 

to a greedy approach of selecting the largest matching probability sequentially. 

3.3 Experiments and Results 

We now proceed to describe the datasets, evaluation protocols , and specific parame

ters used for experimental validation. 

3.3.1 Datasets 

During the past few years, many datasets have been collected for the purpose of 

person re-identification. Mainly due to the tedious and time-consuming task of video 

annotation, only limited amount of labelled data for tracking in multi-camera setups 

is publicly available today. Table 3.1 shows a list of popular datasets. Since our 

constraints depend on time and motion information in the videos, many commonly 

evaluated datasets such as VIPeR Gray and Tao [2008] and ETHZ Ess et al. [2008] 

cannot be used. We evaluate the proposed approach on CamNeT and DukeMTMC 

dataset. In this section, we introduce the datasets and the ground truth that was 

generated for evaluation. 
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Figure 3-5: CamNeT: Camera placement Figure 3-6: CamNeT: Camera visuals 
map 

3.3.1.1 CamNeT 

CamNeT is a non-overlapping camera network tracking data set for multi-target track-

ing. It has more than 1600 frames , each of resolution 640 by 480 pixels, 20-30fps video 

taken by 8 cameras which cover both indoor and outdoor scenes at a university. The 

paths of around 10 to 25 people are predefined while several unknown persons move 

through the scene. There are 6 scenarios, each of which lasts at least 5 minutes and is 

within the view of 5 to 8 cameras. For our experiments, we use Scenario 1. Figure 3-

5 shows the camera placement map and Figure 3-6 shows few sample visuals. Since 

the ground truth lacks unique identities , we had to perform manual tagging and rec

tify erroneous tracking ground truth. Annotated data including person identity and 

timestamp are provided to the CamNeT dataset maintainers to be hosted alongside 

the dataset in their webpage. 
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Figure 3-7: DukeMTMC: Camera topol- Figure 3-8: DukeMTMC: Camera visuals 
ogy 

I Dataset Reference I Year I 

UCY Lerner et al. [2007] 2007 
ETHZ Ess et al. [ 2008] 2008 
VIPeR Gray and Tao [2008] 2008 
CamNeT Zhang et al. [2015] 2015 
DukeMTMC Ristani et al. [2016] 2016 

Table 3.1: Datasets 

3.3.1.2 DukeMTMC 

DukeMTMC dataset was released recently to help accelerate performance of multi

target , multi-camera tracking systems. It has more than 2 million frames of high res

olution 1080p, 60fps video, observing more than 2700 identities and includes surveil-

lance footage from 8 cameras with approximately 85 minutes of videos for each cam-

era. Since only the ground truth for training data is made available so far , we report 

results on training set only. We select cameras 1 and 3 for appearance-based multi

camera tracking experiments. Figure 3-7 shows the camera topology and Figure 3-8 

shows few sample visuals. 
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Figure 3-9: Performance accuracy on CamNeT (left) and DukeMTMC (right) 
datasets. 

3.3.2 Evaluation Metric 

Since the task in hand is a continuous entity association problem, existing tracking 

evaluation metric (Multiple Object Tracking Accuracy) is not suitable. Hence, we 

use a metric for continuous re-identification evaluation as shown below. 

E = ~ t number of misclassified detections at time t 
(3.5)

T total number detections at time t
t=l 

We elaborate on the proposed metric in a later chapter (Chapter 6). 

3.3.3 Results 

This section presents the results validating the efficiency of the proposed approach to 

match pairs of people detections as well as its performance when creating traj ectories 

by means of the proposed inference algorithm. 
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Feature I CamNeT: Score(%) I DukeMTMC: Score(%) I 

Attribute 99.37 99.99 
Face 96.56 92.07 

Location transition 98.28 98.73 

Table 3.2: AUC scores 

Feature I CamNeT: Error(%) I DukeMTMC: Error(%) I 

Attribute 2.9 0.01 
Face 4.67 12.07 

Location transition 4.49 0.5 

Table 3.3: Inference error rate 

3 .3.3.1 D ata Association 

By means of the ROC curve, we first evaluate the performance of our approach when 

computing the probability of two detections belonging to the same track. The predic

tion on CamNeT and DukeMTMC datasets is shown in Figure 3-9. Table 3.2 shows 

the AUC scores of individual features evaluated on CamNeT and DukeMTMC dataset 

respectively. Three result groups are depicted: first , when appearance-based attribute 

features are extracted (best AUC on CamNeT: 0.993, best AUC on DukeMTMC: 

0.999) , second, when using the face features (best AUC on CamNeT: 0.965, best 

AUC on DukeMTMC: 0.920) , and last , when using the transition probability (best 

AUC on CamNeT: 0.982 , best AUC on DukeMTMC: 0.987). 

Among the three features , appearance features perform best , even at low FAR 

(False Acceptance Rate). For instance, T AR@0.0lFAR= 99.99%, TAR@0.00lFAR= 

99.45%, T AR@0.000lFAR= 83. 76% on DukeMTMC dataset; where TAR is the True 

Acceptance Rate. 
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12 

Method I Cam 1 I Cam 2 I Cam 3 I Cam 4 I Cam 5 I Cam 6 I Cam 7 I Cam 8 I 

Ristani et al. [2016] 366 1929 336 403 292 3370 675 365 
Ours 34 47 102 42 69 84 139 

Table 3.4: Single-camera fragmentation measure comparison on DukeMTMC dataset 

3 .3 .3.2 P erson Tracking 

Table 4.7 shows the inference error rates for multi-person multi-camera tracking 

using the proposed inference algorithm. Since our tracking result is based on re-

identification, we use the following existing performance measures for comparison: 

1. Crossing fragments (XFrag): The number of true associations missed by the 

tracking system. 

2. Fragmentation: The number of identity switches in the tracking result , when 

the corresponding ground-truth identity does not change. 

We compare our appearance-based tracking results to two tracking methods evaluated 

on CamNeT dataset. The first is the baseline system Zhang et al. [2015] evaluated con

sidering social grouping model (SGM) , along with temporal and spatial constraints. 

The second Song and Roy-Chowdhury [2008] tracks multiple people by considering 

the long-term interdependence of features over space and time. We show the results in 

table 3.5, which indicate that the proposed method outperforms the state-of-the-art 

method. In table 5.2 , we compare our DukeMTMC results with the baseline system 

performance. The results show that our approach of continuous entity association for 

single-camera tracking is better and contains far less fragmentations . 
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Method I XFrag I 

Zhang et al. [2015] 27 
Song and Roy-Chowdhury [2008] 24 

Ours 5 

Table 3.5: Crossing fragments (XFrag) measure comparison on CamNeT dataset 

3.4 Conclusion 

An efficient association based approach for person tracking is presented. The difficulty 

and challenges of re-identification and association of people across cameras ( often in 

crowded environment) is addressed by modeling human appearance, face biometric 

and location transition information. A continuous evaluation metric is formulated for 

the problem under consideration. Even though the designed framework overcomes 

the weaknesses of prior researching in terms of tracking by re-identification, it does 

not propagate associations and learn from past associations. The results achieved are 

encouraging but a more coherent approach is required in order to perform end-to-end 

multi-person multi-camera tracking. 
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Some challenges involved in tracking multiple people in real scenarios include a) 

ensuring reliable continuous association of all persons, and b) accounting for presence 

of blind-spots or entry/exit points. Most of the existing methods design sophisticated 

models that require heavy tuning of parameters and it is a non-trivial task for deep 

learning approaches as they cannot be applied directly to address the above chal

lenges. A novel approach to tracking based on learning the space-time continuum of 

a camera network Narayan et al. [2018] deals with the above points in a coherent way. 

A discriminative spatio-temporal learning approach using LSTM networks is more ro

bust when no a-priori information about the aspect of an individual or the number 

of individuals is known. The idea is to identify detections as belonging to the same 

individual by continuous association and recovering from past errors in associating 

different individuals to a particular trajectory. LSTM's ability to infuse temporal 

information to predict the likelihood that new detections belong to the same tracked 

entity by jointly incorporating visual appearance features and location information 

can be exploited. 
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4.1 Motivation 

The primary motivation behind the spatio-temporal approach is to address the target

agnostic online tracking problem. Offiine approaches are not applicable for real-time 

tracking scenarios. Also, the intent is to reduce fragmentation error and association 

error in exit/entry case in specific. The reason is that when two or more individ

uals overlap or cross or re-enter a camera view, it can be difficult to assign correct 

identities. An identity switch will propagate to the rest of the video and result in 

assigning random labels to all individuals after some time. The proposed method 

is capable of recovering from past errors or misassociations and handling entry/exit 

scenarios more accurately by learning from history of visual features and location 

information. The idea is to take advantage of the spatial and temporal information 

in videos , and exploit the robustness of high-level appearance features produced by 

convolutional networks and prediction efficacy of LSTM networks in the temporal 

domain for understanding and associating detections. 

4.2 Approach 

This section presents a detailed description of the tracking approach. It is organized 

as follows: first , the general overview of the approach is described. The following 

subsections present in detail each of the steps of the tracking algorithm - feature 

computation, training LSTM network and tracking using the trained model. 
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Figure 4-1: Overview of spatio-temporal person tracking model. 

4.2.1 Overview 

At each time-instant t, every active person in the scene is represented by the per

son bounding-box coordinates i.e. (xt ,Yt ,Wt ,ht)- We then extract appearance-based 

features for a person using a deep CNN, described in the next section. The pair-

wise matching probability/score Sij of every previously tracked person i with every 

detected person j across consecutive time instances is computed based on the appear-

ance features. These match scores Sij are encoded along with location information 

pertaining to the corresponding observations being matched and forms a feature in

put zfj at time-instant t for the LSTM. We observe and accumulate these features for 

upto a fixed time period for every person tracked and the entire sequence/track of 

features Zi are provided to the LSTM network for predicting associations. Since at 

any time instance, there can be multiple detected persons to associate to a previously 

tracked identity, we accumulate the features arising out of each possible association to 

the tracked identity's feature vector and utilize the LSTM to predict its match prob-
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ability. The association with the highest match probability is chosen as belonging to 

the tracked identity and we use this new feature vector as that identity's track for the 

next time instance 's associations. Since no constraint is placed on the feature vec-

tor sequences being of consecutive timesteps, this formulation can effectively handle 

temporal gaps in multi-camera environments. When the feature vector for an iden-

tity is not long enough for the LSTM, our method defaults to using attribute-based 

inference for predicting the association. 

Our model is spatially and temporally deep in that it exploits robust appearance 

features and location information of past frames. The intuition behind the method is 

to model the evolution of an identity's match scores (being a function of the features) 

across time (over a fixed time period) and space (across multi-camera and within cam-

era location transitions) , thereby uncovering the space-time continuum manifested in 

the camera network. We conjecture that by being able to capture how the match per-

formance varies temporally and spatially, we can make more informed associations. 

The overview of our tracking system is unfolded and shown in Figure 5-2. 

4.2.2 Appearance Feature Cues 

We use AlexNet model Krizhevsky et al. [2012] and DenseNet model Huang and 

Liu for extracting features from person detections. These appearance-based features 

represent traits and characteristics of an individual. 

Traditional convolutional networks with L layers have L connections - one between 

L(L + 1)
every 2 consecutive layers. DenseNet, on the other hand, has ---- connections 

2 
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Figure 4-2: Densenet block: 5-layer dense block. Each layer takes all preceeding 
feature-maps as input. 

- each layer is connected to every other layer in a feed-forward fashion (Figure 4-2. 

Consider an input image x 0 that is passed through a DenseN et. Say, the network is 

composed of L layers, each of which implements a non-linear transformation Hz(.). 

Hz (.) is a composite function of consecutive operations: Batch Normalization (BN) 

loffe and Szegedy [2015], followed by a rectified linear unit (ReLU) Glorot et al. [2011] 

and a 3x3 convolution. One important hyperparameter of the network is the growth 

rate - k. If each function Hz(.) produces k feature maps, it means that the lth layer 

has k0 + kx(l - 1) input feature-maps , where k0 is the number of channels in the 

input layer. It has been shown that a relatively small growth rate is good for network 

convergence as each layer has access to the network's "collective knowledge" . 
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4.2.3 Long Short Term Memory Networks 

We consider LSTM networks Hochreiter and Schmidhuber [1997] as they are capable 

of learning t emporal dependencies. Sometimes we only need to look at recent infor

mation to perform the present t ask. Few other times, we need more context . It is 

natural to have gap b etween relevant information and the point where it is needed 

can be a much lat er time. LSMTs are able to learn to connect the information. The 

key to LSTM units is the embedded representation of the cell st at e c that act s as a 

memory. The presence of structures called gates controls how much of the previous 

stat e information should b e kept or replaced by the new input. An LSTM has three 

gates , each consists of a sigmoid layer and an element-wise multiplication operation. 

More formally, the input it , output Ot and forget f t gates are all functions of the 

hidden representation h t- I and current input Xt - Using a sigmoid layer , a separate 

weight matrix Wi and bias bi for input gate, the memory update that decides the flow 

of information is modeled as: 

(4.1) 

The forget gate is responsible for deciding what information needs to be thrown 

away from the cell stat e. It looks at h t- l and Xt, and outputs a number b etween 0 

and 1 for each number in the cell stat e Ct - l · A 1 represents "completely keep this" 

information while a O represents "complet ely forget " this information. With a weight 
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Feature Seq 
GGG GGG GGG G 
GGG GGG GGG I 

III III III G 
III III III I 

Label 
1 
0 
1 
0 

Feature Seq Label 
GGG GGG III G 1 
GGG GGG III I 0 
III III GGG G 1 
III III GGG I 0 

Feature Seq Label 
GGG III GII G 1 
GGG III GIG I 0 
III GIG IIII G 1 
III GIG III I 0 

Table 4.1: Case 1 Table 4.2: Case 2 Table 4.3: Case 3 

Table 4.4: Association samples 

matrix Wf and bias bf , forget gate is defined as: 

(4.2) 

W

Finally, the output gate decides what information is going to the output. This 

output is a filtered version and will be based on the cell state. With a weight matrix 

0 and bias b0 , output gate is modeled as: 

(4.3) 

The old cell state, Ct-1 , is updated to the new cell state Ct as Ct= ft* Ct-1 +it* Ct 

and the hidden representations are computed as ht = Ot *tanh(Ct) , where * represents 

element-wise multiplication and Ct is a vector of new candidate values created by a 

tanh layer, weight matrix We and bias be, defined as: 

(4.4) 
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4.2.4 LSTM Input Generation 

At every time instant , we model the current observation j with previously seen obser

vation i together for the purpose of continuous entity association. A single association 

comprises one time-step input for the LSTM which is formed with a pairwise-distance 

feature vector (FV) by combining information of subject idi with subject idj as shown 

below: 

(4.5) 

where idi and idj are the ith and jlh person's ID respectively, Sij is the cosine distance 

of appearance features computed between the two observations, cami and camj are 

the IDs of the cameras where subject idi and subject idj are seen respectively, < 

Xi ,Yi ,Wi , hi > is the person bounding box of subject idi and < Xj, Yj, Wj , hj > is the 

person bounding box of subject idj. 

We generate 10-frame long sequences by extracting the pairwise-distance feature 

vector for 10 time instances, each feature vector of size 11. The entire 10-frame long 

sequence of feature vectors is fed to the LSTM network to obtain the network's final 

association prediction. 

4.2.5 Learning the Association 

The association of two entities is based on the pairwise-distance feature vector gen

erated. The feature vector is attributed to being "genuine" (G) if idi = idj and an 

"imposter" (I) otherwise. Our objective is to predict the association for the cur

rent sample, having observed the last 9 associations for a particular identity. This 
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method of looking back in time by keeping few past observations to find the most 

likely association for a future observation helps recover from misassociations. 

Below, we discuss the different cases that are likely to occur in real situations. 

Table 4.4 shows label prediction for the 10th instance given 10-frame long feature 

sequences. 

Case 1: Here, we assume that the last 9 associations are all G or all I. If a G feature 

vector is observed at the 10th instance, our model should predict label 1 with high 

confidence; else predict label O meaning an association should not be made, as shown 

in Table 4.1 . 

Case 2: In this scenario, we introduce noise in 7th, 8th and 9th instances. This is 

to model more realistic scenarios such as recovery from past incorrect associations. 

Table 4.2 depicts Case 2 scenario. 

Case 3: Here, we introduce noise at any time instance. This is to model situations 

when our system recovers from misassociations but makes an association error again. 

Few sample situations are shown in Table 4.3. 

Sequences of feature vectors are generated from a dataset according to the above 

mentioned scenarios and used to train the LSTM model so that it learns to capture 

the inherent geographic constraints in the multi-camera environment and how the 

genuine association scores should evolve with these constraints. 

53 



At time t 

..... 0.263 0 .782 0.694 0.036 0.27 0.376 
I-Q) 

E 
:;::;-

0.641 

0.588 

10.989 1 0.932 0.799 

o.991 Io.997 I 0.804 

0.48 

0.434 

0.09 

0.164 

0.692 

0.664 

<( 0.03 0.17 0.051 0.397 0.043 0 .224 

0 .849 0.72 0 .303 0.78 0 .108 0 .63 

0.2 0 .04 0.06 0.013 0.310 10.993 1 0.602 

Figure 4-3: Illustration of LSTM-based tracking. The example above shows an as
sociation matrix in a 2 camera network. Ef represents the ith entity at timestep 
t , PLSTM / P Attr is the association probability based on LSTM prediction or cosine 
similarity based on pairwise appearance attributes (best viewed in color). 

4.2.6 LSTM-based Space-Time Tracker 

We describe the general outline of how a space-time tracker based on the LSTM 

network trained as described in the previous section can be utilized. All persons 

detected are represented by their corresponding appearance features and their loca-

tion information. When a previously unseen person appears, the system would store 

the appearance features to match within the next timestep. Once the system has 

registered a match, it saves the history of matches/ associations along with the loca

tion information corresponding to the match. The system accumulates the history 

of associations for 9 timesteps. In the 10th timestep for the tracked individual, for n 

currently detected persons , we make n copies of the individual 's association history 

and populate each with the association to one of the n detected persons. If m repre-

54 



sents every individual tracked by the system for longer than 9 time steps, we obtain 

an m x n association matrix with each cell containing the accumulated history of the 

individual. 

Using the LSTM network we obtain a rectified prediction for the probability of a 

cell 's association given it 's history. With the LSTM predictions, we can apply a greedy 

technique of selecting associations based on decreasing probability of association. 

Figure 4-3 depicts how the proposed tracker works on the association probability 

matrix P , where each row represents a previously tracked person and the columns 

hold currently detected persons. 

Once the associations are decided, the system stores the corresponding history 

of associations for each individual and uses it for subsequent predictions and any 

detections not associated to a previous individual are initialized for tracking. Some 

key improvements of the inference-based association algorithm include the following: 

• Entropy-based association: With the LSTM predictions, we can apply a 

greedy technique of selecting associations based on decreasing probability of 

association. However, this method would suffer during situations where the 

LSTM predictions for a particular individual are extremely similar. To address 

this issue, we perform entropy based greedy associations where each of the 

m individuals are associated to one of the n detected persons according to 

increasing entropy of the individuals association probabilities computed as Hi = 

- L-7 Pij log Pij. Clearly, this policy would prioritize associations about which 

the LSTM network is most confident. 
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Figure 4-4: Continuous tracking by re-identification model. 

• Re-association of tracklets: Tracks are created and updated based on the 

association at every timestamp. When an association error occurs, a new track 

is created even t hough the ground-truth is otherwise. To avoid propagating 

association errors, we re-associate tracklets once every 10 timestamps. The 

overall number of tracks is hence reduced and we have a more coherent tracking 

system now. 

• Subsampling: We subsample real-time footage to achieve real-time perfor-

mance of the system. We take 1 in every 60 frames of footage. The LSTM 

network is trained on the subsampled data and the tracking model is evalu-

ated on the subsampled set showcasing the ability of the tracking algorithm to 

effectively handle temporal discontinuities in multi-camera environments. The 

scalability of the model is also demonstrated by showing that it can learn to 

track people with fewer data from a dataset. 

4.3 Experiments 

We now describe the dataset , training specifics , evaluation protocols, and specifics of 

the parameters used for experimental evaluation. Figure 4-4 shows the architecture 
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of our proposed tracking by re-identification method. Specifically, each sample is of 

size (k , 11) , where k = 10 for our experiments. 

We use the CamNeT Zhang et al. [2015] and DukeMTMC Ristani et al. [2016] 

datasets for our experiments with the proposed approach. Results across all 8 cameras 

are reported to demonstrate the efficiency of our approach for the multi-person multi

camera tracking problem. The ground-truth available for the training set ( called 

trainval) of DukeMTMC is used for evaluation. Only 25% of this set (we call this the 

'net-set ' ) is used for CNN and LSTM training. 

4.3.1 Training Data 

Deep networks need large amounts of training data to avoid overfitting the network. 

For the purpose of multi-person multi-camera tracking, we synthetically generate sam

ples from real data. We use appearance-based feature scores and location information 

from CamNeT data to generate sequences of feature vectors. This simple approach 

of sampling realistic data generates 84, 858 samples for Case 1; 3, 900, 565 samples for 

Case 2 and 18, 540, 639 samples for Case 3. We split the data into training set (67%: 

net-train) and test set (33%: net-test) for our LSTM experiments. Similar approach 

is followed for DukeMTMC dataset, where 318, 769 samples are generated for Case 

1; 4, 264, 625 samples for Case 2. 
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4.3.2 Training 

For extracting appearance features from CamNeT, we use AlexNet model that is pre

trained on ImageNet Russakovsky et al. [2015]. Features are extracted from the last 

fully connected layer (each feature is of length 4096). For DukeMTMC dataset , we use 

DenseNet trained on net-set . Features of length 1024 are extracted from the last dense 

layer. The DenseNet used has 4 blocks with a depth of 121, compression/reduction 

of 0.5 and growth rate of 32. We run for 15 epochs with a learning rate starting at 

0.1 and we train using stochastic gradient descent with batch size 96 and momentum 

0.9. As the number of remaining epochs halves, we drop learning rate by a factor of 

10 and drop by a factor of 2 at epoch 14. 

The LSTM architecture employed to learn the associations from history of location 

and visual features consists of three layers with 512 , 256 and 32 units respectively. 

We use Adam Kingma and Ba [2014] to minimize the loss and choose a learning 

rate of 0.001. The network is trained for 10 epochs with binary cross-entropy as the 

objective function. The data is divided into batches of 32 samples and normalized to 

the range [-1, 1]. 

4.3.3 Test Results 

We evaluate the performance of our LSTM model in computing the probability of 

two detections belonging to the same track by means of the ROC curve. 

We observe the prediction on the net-test set for three result groups: first , network 

trained on Case 1 sequences, second, network trained on Case 2 sequences, and third, 
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I Scenario I Test Accuracy(%) I TAR@10-5FAR(%) I 

Case 1 99.31 97.11 
Case 2 99.99 99.99 
Case 3 99.99 99.99 

Table 4.5: Training scenarios and model prediction on the net-test set for CamNeT 

Scenario I Test Accuracy(%) I TAR@10-5FAR(%) I 

99.90Case 1 I 96.26 I 
Case 2 99.98 . 98.44 .I 

Table 4.6: Training scenarios and model prediction on the net-test set for DukeMTMC 

network trained on Case 3 sequences. Table 4.5 shows the model prediction for the 

three different result groups on CamNeT and table 4.6 shows Case 1 and Case 2 

results on DukeMTMC dataset; where TAR is the True Acceptance Rate and FAR 

is the False Acceptance Rate. 

4.3 .4 E valuation M et rics 

We use the Inference Error metric for continuous re-identification evaluation: 

E = ~ t number of misclassified detections at time t 
(4.6)

T total number detections at time t
t=l 

Ex isting M easures: Traditional biometric measures Mansfield and Wayman [2002] 

such as FMR (False Match Rate) , FNMR (False Non-match Rate) assume that the 

occurrence of an error is a static event which cannot impact future associations. How-

ever, in a re-identification system, the reference gallery is dynamically evolving, as 

new tracks are created (following "no association" outcomes) or existing tracks are 

updated (following "association" outcomes). MOTA (Multiple Object Tracking Ac-
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Approach Error(%) 

Attribute-based Narayan et al. [2017b] 2.9 
Ours 1.37 

Table 4.7: Inference error rate on CamNeT 

Approach I Error(%) I 

Baseline (BIPCC Ristani et al. [2016]) 4.4 
Ours 3.6 

Table 4.8: Inference error rate on DukeMTMC 

curacy) is typically used to measure single-camera, multi-target tracking performance. 

It is calculated as: 

MOTA = 1 - (F N + F P + </> )/T (4.7) 

However, MOTA penalizes detection errors and has limitations if extended to multi

camera use Chen et al. [2017]. Also, we do not use a private person detector and we 

would like our tracker 's performance evaluated based on association error. 

For multi-camera multi-object tracking, the recent measures proposed Ristani 

et al. [2016] include Identification F-measure (IDFl) , Identification Precision (IDP) 

and Identification Recall (IDR). This evaluation scheme is accountable for how often 

a target is correctly identified. However, the inference error is a real-time evaluation 

paradigm which measures how often a target is incorrectly associated. In DeCann and 

Ross [2015], similar metrics such as false dynamic match (FDM) and false dynamic 

non-match (FDNM) are proposed for biometric re-identification systems. We do not 

claim that one measure is better than the other, but only suggest that different error 

metrics are suited for different applications. 
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4.3.5 Inference Results 

Table 4. 7 and table 4.8 show the inference error rate for multi-person multi-camera 

tracking. Our results are for real CamNeT sequences using the LSTM network trained 

on Case 3 sequences, and for real DukeMTMC sequences (remaining 75% of train

val) using LSTM trained on Case 2 sequences. The results show that our learning 

approach is better than the attribute-based approach Narayan et al. [2017b] and 

baseline method Ristani et al. [2016] for CamNeT and DukeMTMC respectively. 

Figure 4-5 depicts the prediction performance evaluated using the ROC curve for 

CamNeT. We observe that , T AR@0.OlF AR = 87.99% using attribute-based infer

ence algorithm, and TAR@0.OlF AR = 99.39% using the proposed algorithm. We 

also observe that , out of 4, 111 entry/exit scenarios, only 261 instances have been 

misassociated using the proposed LSTM tracker compared to 609 misassociations us

ing method Narayan et al. [2017b]. This reflects the efficiency of our LSTM-based 

association approach for person tracking. 

4.3 .6 Validation 

We further tested that the system maintains its performance in cases where peo

ple disappeared from one view because they were occluded by objects or because 

they left the camera's field of view. Our tracker kept the correct identities and we 

validated that identities obtained in one camera could be used for re-identifying indi

viduals across cameras. For these capabilities, our system outperformed state-of-the 

art method. The visual tracking results for real-time sequences from CamNeT dataset 

61 

mailto:TAR@0.OlF
mailto:AR@0.OlF


Performance Comparison 
1.0 

0.8 

0.6 

a: 
a. 
f-

0.4 

0.2 

0.0 
10 -4 10·' 10·' 

FPR 

Figure 4-5: ROC for prediction performance on CamNeT 

are shown in Figure 4-6. The results show that our approach is invariant to illumina-

tion changes and can track people reliably for extended duration. Every surveillance 

dataset has different spatial and temporal dynamics. Our model inherently learns this 

by using the person's appearance features (spatial) and the transformation of these 

features with time (temporal). Tracklets (or continuous single detections initially) 

are merged to form trajectories. Thus the term "continuum" , because we know that 

adjacent detections have important commonalities, although the extremes may differ. 

4.4 Conclusion 

We needed three technical elements to obtain an effective tracking system. One is 

the transformation of the detection of each person into a space in which individu-

als can be easily identified, even for individuals who change position and posture. 

Our appearance attributes are one way to do this. A second necessity is an auto-
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(a) Track ofID #600 and #448 

(b) Track of ID #1619 

(c) Track of ID #105, #1442 and #1434 

Figure 4-6: Tracking results for real-time CamNeT sequences. Red rectangles are the 
person detection bounding boxes. The ID on top of each person is the label generated 
for that individual , reliably maintained across all cameras. 
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mated procedure to extract features and form trajectories without having to obtain a 

reference set of frames of the same individual that prevents confusion with other indi

viduals. This makes our tracker more robust and realistic compared to other systems 

which require a separate video or image of each individual to learn the representation. 

The third technical element is a LSTM-based system to incorporate the evolution of 

the frame-by-frame spatial representation with the temporal dependencies. Such a 

trajectory tracking method can deal with temporally local difficulties generated by 

cluttered background, multi-object interaction and occlusion. It is capable of recov

ering from errors ( misassociations) and handling entry/exit scenarios. This proves 

that the estimated frame-by-frame identity is a good indicator of the correct identity. 
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Chapter 5 

CAN: Composite Appearance 

Network 
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5.5 Conclusion 82 

In this chapter, we explore the possibility of learning a representation for a trajec

tory that is suitable for data association in inter-camera tracking (ICT) using a novel 

architecture called Composite Appearance Network (CAN). In view of attaining an 

optimal feature generation, CAN can be easily incorporated on top of feature learning 

stage in any tracking system or re-identification in video setting to improve perfor

mance. In a real-time target agnostic tracking system, the gallery or the reference 

database is dynamically evolving, as new tracks ( or individuals) are added ( following 

"no association" outcomes) or existing tracks are updated (following "association" 

outcomes). In order to maintain a dynamic reference set either from growing ex

ponentially or by avoiding incorrect merge of two trajectories, we need to minimize 

the number of misassociations across all timesteps. We study the ability of a simple 

feature aggregation network for trajectory-based person re-identification by incorpo

rating metadata such as person bounding box and camera information. We discuss 

the prior work in single-camera and inter-camera tracking and point out why a simple 

additional step of feature aggregation is necessary to improve tracking accuracy. We 

design an attention model where the network looks at each individual feature vector 

of a trajectory in the gallery and predicts how important it is to be a part of the fi

nal representative feature vector. In view of attaining an optimal feature generation, 

CAN can be easily incorporated on top of feature learning stage in any tracking sys

tem or re-identification in video setting to improve performance. We also study the 

suitability of the learned representation in single-camera setting and using different 
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evaluation criteria. 

5.1 Motivation 

Person re-identification for the purpose of estimating the similarity of person images 

which deals with data comprised of only image pairs, one for the probe and one 

for the gallery, is relatively straightforward with the use of metric learning methods 

Liao et al. [2015], Zhang et al. [2016] and feature representation learning Kviatkovsky 

et al. [2013], Ma et al. [2012]. However, in the unconstrained tracking (illustrated 

in Figure 5-1 ) datasets like DukeMTMC, person tracklet contains multiple images 

and therefore requires a way to fuse features/attributes to a single feature vector 

representative of the tracklet. Feature quality of person bounding box attributed to 

the contribution of identifying an individual is different or inconsistent at different 

time instances, therefore a straightforward feature aggregation is insufficient to result 

in optimal feature fusion. Hence, we are required to find the optimization function 

that best exploits the variances amongst the appearance features (extracted from a 

CNN or any other embedding system) using additional metadata that would result 

in optimal aggregation weights for pooling. 

5.2 Related Work 

Visual tracking using Convolutional Neural Networks (CNN) has gained popularity, 

attributed to CNNs performance in representing visual data Nam and Han [2016], 
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Probe Detection 

Gallery Trajectories 

Figure 5-1: Example of unconstrained tracking. Find matching trajectory for probe 
image. 
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Wang et al. [2015a]. Existing visual tracking systems focus on finding the location of 

the target object. In Nam and Han [2016], a tracking-by-detection approach based on 

a CNN trained in a multi-domain learning framework is proposed. The attention is 

on improving the ability to distinguish the target and the background. To deal with 

issues resulting from the requirement for large amount of labeled tracking sequences, 

and inefficient search algorithms, such as sliding window or candidate sampling, a 

new tracker based on reinforcement learning is proposed in Yoo et al.. An action

decision network (ADNet) is designed to generate actions to find the location and the 

size of the target object in a new frame. The framework solves the insufficient data 

problem. However, results reported are based on metrics like center location error 

and bounding box overlap ratio. Tracking accuracy is not reported. 

In Babenko and Lempitsky [2015], local features such as Fisher vectors are com

pared with deep features for aggregation. Traditional hand-crafted features have 

different distributions of pairwise similarities, which requires careful evaluation of ag

gregation methods. Several alternatives for aggregating deep convolutional features 

into compact global descriptors are investigated and a new descriptor (SPoC) based 

on simple sum-pooling aggregation is suggested. Attempts have been made in video 

activity recognition using recurrent neural networks to understand features over spa

tial and temporal domain. Some include feedback connections within a network to 

allow recall of events over time Yue-Hei Ng et al. [2015], temporal pooling networks 

to average spatial features over time Pigou et al. [2018]. Very recently, feature pool

ing has been explored to assess the quality of facial images in a set and sometimes 

it relies on having to carefully define "weighting functions" to produce intelligent 
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weights. Neural Aggregation Networks (NAN) Yang and Ren fuse face features with 

a set of content adaptive weights using a cascaded attention mechanism to produce a 

compact representation. In video-based person re-identification works, researchers ex

plore temporal information related to person motion captured from video. In Xu et al. 

[2017], features are extracted by combining color, optical flow information, recurrent 

layers and temporal pooling in a Siamese network architecture. Yan et al. [2016] 

exploit a recurrent feature aggregation framework (LSTM based) called RFA-Net to 

learn global feature representation from a sequence of tracked human regions/patches. 

Quality Aware Network (QAN) Liu et al. learns the concept of quality for each sam

ple in a set using a quality generation unit and feature generation part for set-to-set 

recognition, which learns the metric between two image sets. However, most of these 

methods learn each trajectory's representation separately and invariably rely on the 

individual features of person detection sequences, without considering the influence 

of the trajectory being associated with. Also, many use Recurrent Neural Network 

(RNN) to handle sequential data (input and output). It is possible to avoid them by 

borrowing their attention mechanism/differentiable memory handling into a simple 

feature aggregation framework. Hence, in order to draw different attention when as

sociating different pairs of trajectories, we propose to use orthogonal attributes such 

as metadata, that are learnt using different target objectives. 

The framework proposed is inspired from Sankaran et al. [2017]. The authors 

propose set based feature aggregation network (FAN) for the face verification problem. 

By generating representative template features using metadata, their system could 

outperform traditional pooling approaches. Instead of building a siamese network, we 
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focus on learning the pooled feature for gallery template (trajectory) while coupling 

the probe metadata beside gallery metadata. This way, we derive each trajectory's 

representation by considering the impact or influence of the probe detection in the 

context of data association. 

5.3 Approach 

We now provide details of our feature aggregation network to learn representative 

ID-features, and describe the different parts of our tracking framework. 

5.3.1 Overview 

Multi-target multi-camera tracking (MTMCT) system tracks people through video 

taken in multi-camera environment. The input to the system is a set of videos 

V = {v1 , v2 , .. , vk}, where k is the number of cameras. The ground truth is a set 

of trajectories T = {t1 , t2 , .. , tn} across k cameras. We do not take the end-to-end 

training approach to solve MTMCT. Training a network that is responsible for both 

detection and tracking, with a single loss is difficult and one could fail to learn weights 

in the early layers of such a deep model. Also , back-propagating the loss to find opti

mal parameters that predict true trajectories is a combinatorial problem and hence, 

an expensive solution. Here, we take the tracking solution a step further by propos

ing a simple feature aggregation approach that can well distinguish identical pair of 

features from non-identical ones to maintain a margin between within-identity and 

between-identity distances. CAN framework can be built upon any modern deep CNN 
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model for frame feature embedding. It becomes more powerful for video-based person 

re-identification or multi-camera person tracking by adaptively learning weights and 

aggregating all detections in the trajectory into a compact feature representation. 

5.3.2 CAN Architecture 

The Composite Appearance Network (CAN) is shown in Figure 5-2. The main com

ponent of CAN is EvalN et which evaluates the quality of every feature vector (FV) as 

being a part of the template (tracklet) by looking at appearance attribute and meta

data simultaneously, and outputs a weight accordingly denoting the "importance" of 

that FV. 

The terms "gallery" and "probe" in the tracking scenario apply to tracklets identi

fied dynamically as time progresses and a new detection to be associated with an exist

ing tracklet respectively. The gallery FV (feature vector) list is one of the inputs to the 

network. It is comprised of a list of appearance attributes corresponding to a trajec

tory in the gallery. Gallery metadata list is the other input to the network. Metadata 

for person detections include bounding box information (BBx, BBy , BBw , BBh) as 

well as other external details such as camera number (camid). The probe metadata is 

concatenated with gallery metadata, which in-turn constitutes the gallery metadata 

list. Each vector in the list is of length 10. In this way, the probe's influence is also 

taken into account for learning weights for aggregation. Probe FV is the probe detec

tion's appearance attribute. Consider n detections in a trajectory and corresponding 

appearance attributes of length 1024. Then, the gallery FV list is of shape (n x 1024) , 
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Figure 5-2: Composite Appearance Network architecture 

probe FV has shape (1 x 1024) and metadata is (n x 10). 

EvalNet is a Fully Connected Network (FCN) with 4 fully connected layers, batch 

normalization and ReL U as the activation function . This FCN block produces weights 

Wk such that I:~=l wk = 1, where k is the kth feature vector and n is the number of 

detections belonging to a tracklet. These weight predictions are then applied on the 

corresponding appearance features to obtain the aggregated appearance feature for 

every tracklet. The similarity between probe and aggregated FV is obtained using the 

cosine similarity. The cosine similarity loss layer and softmax loss layer are optimized 

against the match label and class label respectively. During real-time tracking i.e. 

data association in particular, we don't use entire CAN and instead, use only EvalNet 

to obtain aggregated FV given appearance attributes and metadata information for 

every tracklet . 
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5.4 Tracking Framework 

5.4.1 Appearance Cues 

Given the input person detections in frame-level d = d1, d2
, ... , dT in a single camera 

or across multiple cameras over a time period T , we extract the appearance feature 

maps set A = A1, A2
, ... , AT using DenseNet Huang and Liu. Dense Convolutional 

Neural Network (DenseNet) connects each layer to every other layer in a feed-forward 

fashion. The kth layer receives the feature maps of all preceding layers, x 0 , x 1 , ... , Xk-l , 

as input. Thus, the feature map in the kth layer is given by: 

(5.1) 

where [x0 , x 1 , ... , xk_1] is the concatenation of feature maps of previous layers. Con

catenating feature maps in different layers results in lot of variation in the input of 

subsequent layers and improves efficiency. The other advantages of using DenseNet 

include eliminating vanishing-gradient problem, strengthening feature propagation, 

and reduction in the number of parameters. 

DenseNet is trained on 25% of the training set (called trainval) of DukeMTMC 

dataset. Features of length 1024 are extracted from the last dense layer. The 

DenseNet used has 4 blocks with a depth of 121, compression/reduction of 0.5 and 

growth rate of 32. We run for 15 epochs with a learning rate starting at 0.1 and we 

train using stochastic gradient descent with batch size 96 and momentum 0.9. As the 

number of remaining epochs halves, we drop learning rate by a factor of 10 and drop 
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by a factor of 2 at epoch 14. 

5.4.2 CAN Training 

Let 9t and Mt be the tth gallery feature vector and corresponding metadata vector in 

a trajectory. If F denotes the final composite or aggregated appearance FV, it can 

be defined as: 

F = L
n 

He( [gt, Mt])9t (5.2) 
t=l 

where H 0 is the EvalNet function on gallery FV and metadata, parameterized by 

0, predicting a weight that evaluates the relative importance of the feature vector 

using accompanying metadata. n is the number of feature vectors/ detections in 

the trajectory. We use orthogonal information such as probe metadata and gallery 

metadata to yield additional context that can help discriminate appearance features 

of an identity. 

If Pis the probe FV, then the mean-squared loss function is defined as: 

(5.3) 

and the categorical cross-entropy loss function is defined as: 

K

Li~= - LYkj) logyfj) (5.4) 
k=l 

where Y(Fg , P) E {O, 1} is the ground-truth match label, K is the number of classes 

(unique identities), Yk is the ground-truth class label of the one-hot encoded vector y 
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and f; is t he normalized probability assigned to t he correct class. Given gallery-probe 

vectors, t he obj ective of CAN is to find t he opt imal parameters 0 t hat minimize t he 

following cost function: 

mp m 9 

J (0) = ~~ ~ ~ L (i ,j) + L U) (5.5)m m 66 mse cce 
p g i= l j= l 

where mp is t he number of examples in probe set and m 9 is t he number of examples 

in gallery set . 

Batch processing: Since each trajectory may be comprised of a variable number 

of person detections, we would require CAN to b e trained on a single gallery trajectory 

in every iteration as making batches of trajectories would be difficult. However, we 

work around t his problem by coupling an addit ional input - trajectory index ti, t hat 

corresponds to t he unique ident ity in t he batch t hat each person (features and meta

data) would b e mapped to. This allows us to gather mult iple sets of trajectories as a 

batch, enabling CAN to converge faster. The aggregated trajectory representation is 

computed using only t he corresp onding features as indexed by k 

5.4.3 Tracking 

5.4.3.1 Single-camera Motion and Appearance Correlation 

We also include t he motion property of each individual in our framework for wit hin-

camera tracking. This would help address one key challenge - handling noisy de-

tections - because velocit ies of an individual can be non-liner due to occlusion or 

detections b eing noisy. Always building an exact 3D coordinate system for projec-
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tion in overlapping or non-overlapping scenes is a hard problem. Here , we propose 

to use a simple method to aggregate detections into single camera trajectories and 

further merge these trajectories using multi-camera CAN framework. 

Single-camera trajectories are computed online by merging detections of adjacent 

frames in a sliding temporal window with an intersection of 50%. Let i denote a 

previous detection and j denote a current detection at timestep t. If two bounding 

boxes, Bi and Bj , detected in neighboring windows are likely to belong to one tar

get , the factors that effect this likelihood include: (i) appearance similarity and (ii) 

location closeness and is defined as score~j , computed as: 

(5.6) 

where Dis(Ai , Aj) is considered as the appearance similarity between two detections 

- given by cosine distance formulation Dis(As , AJ·) = 1 - Ai.Aj and f(B· B ·)
" IIAi ll 2 IIAj ll 2 

Ji , 

is defined as: 

0, if IoU(Bi , Bj) ~ 0.5. 
f(Bi , Bj) = (5.7) 

oo , otherwise. 

The output of this step will include a set of single-camera trajectories T8 = 

{ Ski , sk2 , ... , Skn} from all k cameras. The number of trajectories n is not a constant 

and varies from one camera to another. 
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5.4.3.2 Multi-camera 

Once we have associated detections to tracklets or trajectories, we use CAN as the 

next step for tracking. Tracking in multi-camera environment is challenging owing 

to variation in lighting conditions, change in human posture, presence of occlusion or 

blind-spots. To handle all the above challenges in a principled way, we use CAN to 

weaken the noisy features corresponding to a trajectory and narrow down variances 

for an identity, thus making the trajectory representation more discriminative. 

The input during testing is the set of trajectories T8 and the output of this step 

is an association matrix, whose scores are determined using CAN. For every pair of 

trajectories, appearance feature maps and metadata sequences of one are considered 

as gallery FV and gallery metadata respectively; while the other forms the probe FV. 

Probe metadata is appended to each occurrence of gallery metadata. Using EvalNet, 

we obtain the aggregated gallery FV that corresponds to gallery trajectory's repre

sentation. The association score between aggregated FV and probe FV is determined 

using cosine similarity. In this manner, we perform pairwise trajectory feature sim

ilarity comparisons. Final associations are based on a simple greedy algorithm ( as 

described in Chapter 3 Narayan et al. [2017a]) which is equivalent to selecting the 

largest association score sequentially. 
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5.4.4 Experiments and Results 

5.4.4.1 Experiments on DukeMTMC 

• Comparison with Baseline: The reference (baseline) approach Ristani et al. 

[2016] for DukeMTMC is based on correlation clustering using a binary integer 

program (BIPCC). The task of target tracking across multiple non-overlapping 

cameras is formulated as a graph partitioning problem. Correlations are com

puted from both appearance descriptors and simple temporal reasoning. Their 

tracking system is an extension of a previous single camera tracking method 

Ristani and Tomasi [2014]. We split DukeMTMC trainval set into our own 

train/test scenarios for comparative experiments. The first 25% of trainval is 

our training-set (we call this the 'net-train') and the remaining 75% of the data 

is used for testing (we call this the 'net-test'). 

• Single-camera Multi-person Tracking (SCT) Results: We evaluate within

camera or single-camera multi-person tracking (SCT) using CAN on DukeMTMC 

dataset. Our system aggregates detection responses into short tracklets using 

motion and appearance correlation as described in Section 5.4.3.1. These track

lets are further aggregated into single camera trajectories using CAN. 

In Table 5.1 , Table 5.2, Table 5.3 and Table 5.4, SCT performances are re

ported on each one of the cameras. We compare quantitative performance of 

our method with the baseline. For a fair comparison, the input to our method 

are the person detections obtained from MOTchallenge DukeMTMC. The aver

age performance (IDFl) over 8 cameras is 96.58 using our approach and 89.18 
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Method 
IDP 

Cam 1 
IDR IDFi IDP 

Cam 2 
IDR IDFi 

BIPCC 92.8 95.8 94.2 93.2 84.8 88.8 
Ours 94.5 98.3 96.4 94.5 97.9 96.2 

Table 5.1: SCT ID score comparison on DukeMTMC 

using BIPCC. An improvement of over 8% is achieved in IDFl , approximately 

6% in ID P and 10% in ID R metrics. Thus, the results demonstrate that the 

proposed CAN approach improves within-camera tracking performance. 

• Inter-camera Multi-person Tracking (ICT ) Results: We evaluate the 

performance of our model for inter-camera multi-person tracking (ICT) on 

DukeMTMC. We use the approach described in Section 5.4.3.1 for SCT and 

CAN for ICT. This demonstrates the ability of CAN to scale to SCT as well 

as ICT. We compare our results with BIPCC using Inference Error metric and 

Identification scores. We show that the proposed simple feature aggregation 

step using CAN is applicable to any tracking system irrespective of the evalua-

tion metric. It has to be noted that the path taken by people is unconstrained 

and also that the appearance is diverse. 

ICT performances across different set of cameras are reported on the 'net-test ' 

set. Tracking performance across all 8 cameras is presented in Table 5.5. An 

improvement of over 20% is achieved in IDFl , 25% in IDP and 17% in IDR 

metrics. Thus, the results demonstrate that the proposed CAN approach im-

proves multi-camera tracking performance. 
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Method 
IDP 

Cam 3 
IDR IDA IDP 

Cam4 
IDR IDA 

BIPCC 94.1 91.0 92.5 88.2 93.4 90.7 
Ours 98.7 97.6 98.1 98.9 99.6 99.2 

Table 5.2: SCT ID score comparison on DukeMTMC 

Cam 5 Cam 6
Method 

IDP IDR IDA IDP IDR IDA 
BIPCC 96.0 81.5 88.1 80.1 72.0 75.9 

Ours 95.6 92.2 93.8 96.5 90.1 93.2 

Table 5.3: SCT ID score comparison on DukeMTMC 

Cam 7 Cam 8
Method 

IDP IDR IDA IDP IDR IDA 
BIPCC 94.8 91.6 93.2 94.9 85.7 90.1 

Ours 99.3 97.1 97.6 99.2 96.0 98.2 

Table 5.4: SCT ID score comparison on DukeMTMC 

Identification Score Our Measure
Method 

IDP IDR IDA IE 
BIPCC 76.7 50.0 60.5 1.3 

Ours 96.6 58.5 72.9 0.6 

Table 5.5: ICT (across all 8 cameras) performance on DukeMTMC 
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5. 5 Conclusion 

In person tracking, instead of using one random feature vector, we can make use 

of a set of feature vectors available for a trajectory. Most of the previous methods 

determine the aggregation weights by only considering the features. Using additional 

orthogonal information such as metadata corresponding to each feature vector would 

lead to discovering better aggregation weights. We propose CAN, a simple and novel 

metadata-based aggregation framework with jointly attentive spatio-temporal pool

ing for tracking. This unifies the two tasks of person re-identification - one, learning 

the representations of the inputs , and two, learning the similarity measurement. CAN 

measures the relative quality of every feature map (spatial) in a trajectory for ag

gregation based on the location and camera information (temporal) . Moreover, CAN 

model can be incorporated into any existing re-identification feature representation 

framework to obtain an optimal template feature for within-camera tracking or inter

camera tracking or both. Extensive experiments on DukeMTMC demonstrate the 

ability of CAN to outperform related existing approaches. 
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Chapter 6 

How to Model Errors in a Tracking 

System 

Contents 

6.1 Motivation . . . . . . . 84 

6.2 Performance Measures 84 

6.2.1 Event-based Metrics . . . . . . . . . . . . . . . . . . . . . 85 

6.2 .2 Identity-based Metrics . . . . . 85 

6.2.3 Mult i-camera Object Tracking Accuracy (MCTA) . . . . . 86 

6.2.4 Inference Error . . . . . . . . . . . . . . . . . . . . . . . . . 87 

6.3 Conclusion .... 89 

We survey existing tracking measures and elaborate on online error metric, "In

ference Error" , that provides a better estimate of tracking/re-identification error, by 

treating within-camera and inter-camera errors uniformly. 
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6.1 Motivation 

Existing evaluation metrics are eit her application specific or target a particular kind 

of tracking approach. While some metrics cannot b e extended to mult i-camera person 

tracking, other do not handle simultaneous observations. A major mistake made by 

a tracker is to ident ify two individuals when t here is only one. This kind of false 

negatives cannot be allowed in a real-t ime surveillance task and when dealing wit h 

large videos. Our reference set t hat is dynamically growing would explode. Our fo cus 

is to reduce missassociations, and normalize it by t he number of detections at every 

t imestep to handle both single-camera and inter-camera tracking uniformly. 

6.2 Performance Measures 

In t his section, we survey t he many existing tracking measures and discuss t heir use 

cases. There are two criteria crucial to a mult i-camera mult i-person tracking system: 

(i) single-camera (wit hin-camera) tracking module and (ii) inter-camera (handover) 

tracking module. Few metrics evaluate t he two separately, some handle both si

multaneously. Also, based on t he application , measures can b e classified into (i) 

event-based: count how often a tracker makes mistakes and determine where and 

why mistakes occur, and (ii) ident ity-based: evaluate how well computed ident it ies 

conform to t rue ident it ies. 
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6.2.1 Event-based Metrics 

Existing event-based measures count the number of errors between ground-truth and 

tracker output over time. Examples include ID switches, and merging two different 

identities into one Milan et al. [2013], Bernardin and Stiefelhagen [2008]. 

MOTA (Multiple Object Tracking Accuracy) is typically used to evaluate single 

camera, multiple person tracking performance. It is defined as: 

MOTA = _ F N + F P + Fragmentation1 (6.1)
T 

where FN is the number of false negatives i.e. true targets missed by the tracker, FP 

is the number of false positives i.e. an association when there is none in the ground 

truth, Fragmentation is the ID switches, and Tis the number of detections. However, 

MOTA under-reports across-camera errors. 

6.2.2 Identity-based Metrics 

We evaluate our framework on DukeMTMC using measures proposed in Ristani et al. 

[2016]: Identification F-measure (IDFl) , Identification Precision (ID P) and Iden

tification Recall (ID R). Typically, single-camera multi-target tracking performance 

is measured by Multiple Object Tracking Accuracy (MOTA). However, MOTA pe-

nalized detection errors and has limitations when extended to multi-camera scenario 

Chen et al. [2017]. MOTA measure results in tracker caring more about single-camera 

trajectories rather then inter-camera matching and can be negative due to false pos-

itives. 
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Ristani et al. Ristani et al. [2016] propose to measure performance by how long a 

tracker correctly identifies targets, as some users may be more interested in how well 

they can determine who is where at all times. Few critical aspects such as where or 

why mismatches occur are disregarded. They use three measures (IDFl , IDP and 

IDR) which can be applied to both within-camera and inter-camera tracking. Iden

tification Precision I DP is the fraction of computed detections that are correctly 

identified. Identification Recall I DR is the fraction of ground truth detections 

that are correctly identified. Identification F-Score IDFi is the ratio of correctly 

identified detections over the average number of ground-truth and computed detec

tions. 

6.2.3 Multi-camera Object Tracking Accuracy (MCTA) 

We use another evaluation criteria for NLPR_MCT dataset called multi-camera ob-

ject tracking accuracy (MCTA) Chen et al. [2017]. Here , both SCT (single camera 

tracking) and ICT (inter-camera tracking) are considered equally important in the 

final performance measurement. So, all aspects of system performance are condensed 

into one measure and defined as: 

(6.2) 

where the first term Fi-score measures the detection power (harmonic mean of pre

cision and recall). The second term penalizes within-camera mismatches (Ms = ID

switches) and normalized using true positive detections (Ts). The final term penalizes 
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inter-camera mismatches (Mi) normalized by true inter-camera detections (Ti). 

MCTA factors single-camera mismatches , inter-camera mismatches , false-positives 

and false negatives through a product instead of adding them. In addition, error in 

each term is multiplied by the product of other two terms which might drastically 

change the performance measure. 

6.2.4 Inference Error 

Traditional biometric measures Mansfield and Wayman [2002] such as FMR (False 

Match Rate) , FNMR (False Non-match Rate) assume that the occurrence of an error 

is a static event which cannot impact future associations. However, in a tracking by 

re-identification system, the reference gallery is dynamically evolving, as new tracks 

are created (following "no association" outcomes) or existing tracks are updated (fol-

lowing "association" outcomes). 

For this reason, we propose the "Inference Error" measure for tracking by contin-

uous re-identification evaluation and is defined as: 

E = !_ t failt (6.3)
T Detcurr

t=l 

where f ailt is the number of misassociations at time t and Detcurr is the number 

of current detections. The inference error is a real-time evaluation paradigm which 

measures how often a target is incorrectly associated. We normalize it by the number 

of detections. It handles multiple simultaneous observations in any given time and 

also handles identities reappearing in the same camera or in different cameras. In 
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DeCann and Ross [2015], similar metrics such as false dynamic match (FDM) and false 

dynamic non-match (FDNM) are proposed for biometric re-identification systems. We 

do not claim that one measure is better than the other, but only suggest that different 

error metrics are suited for different applications. 

We handle both within-camera and handover issues in one measure. Inference er-

ror has the additional advantage of evaluating performance of single-camera tracking 

and inter-camera tracking separately. The main intuition behind counting the num

ber of misassociations at every timestep is to reduce creating duplicate trajectories for 

an identity. Consider one true identity I Dl as illustrated in Figure 6-1. Let time be 

represented in the horizontal direction. In case (i) , a tracker mistakenly identifies two 

trajectories (Trajl and Traj2) for the same person. While in case (ii) , three trajecto

ries (Trajl , Traj2 and Traj3) are mistakenly identified for the same person. If Trajl 

covers 80% of I Dl's path, identification measure would charge 20% of the length of 

I Dl to each of the two cases. However, inference error would assign a higher penalty 

to case (ii) owing to multiple fragmentations. Given a real-time large-scale tracking 

scenario with multiple simultaneous observations across multiple cameras, system de

signers and security professionals will want a tracker that maintains the identity of 

a person and effectively updates the reference gallery without growing exponentially. 

So, identifying where and when trajectories are broken is essential for de-duplication. 

De-duplication is analogous to tracking framework , with the advantage of describ

ing duplication errors (i.e. , instances of incorrect "non-match" matching outcomes 

resulting in duplicate data, that would otherwise maintain the same identity) better. 

88 



Traj3 
i raj2 Traj,2 
Traj1 Traj 1 

ID1 ID1 
(i) (ii) 

Figure 6-1: Duplication effect 

6.3 Conclusion 

We study the error measures of a tracking system. We define a new measure for real

time multi-person multi-camera tracking and re-identification systems that emphasize 

on tracker mismatches at every timestep. In a traditional re-identification system, an 

error is considered as a static event which does not impact future matches. It aims 

at matching person images often on a fixed gallery and cite performance using CM C 

Martinel and Micheloni [2012] and ROC Hamdoun et al. [2008] curves. However, 

with a dynamically growing reference set (gallery) - as a result of new identities or 

incorrect association at any timestep - it is important to investigate the mismatches 

to avoid exponential increase in the size of the reference set. The inference error 

metric overcomes the disadvantages of existing metrics and provides a better estimate 

of tracking and re-identification error. We hope this survey will benefit researches 

working on video surveillance and tracking problems. 

89 



Chapter 7 

Conclusion 
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An online solution to person tracking is proposed. It is one of the fundamental 

tasks in automated video surveillance, as it is usually the first step before applying 

higher level scene analysis algorithms such as automated surveillance and video in

dexing. The problem is difficult for a number of reasons - multi-object interaction, 

occlusion and other temporal difficulties. Most previous methods design sophisticated 

90 



models that require heavy tuning of parameters and it is a non-trivial task for existing 

deep learning approaches as they are not designed for the above challenges. Here, 

the above points are addressed in a principled way. Since multi-person multi-camera 

tracking (MPMCT) involves having to continuously employ (i) motion based track

ing within cameras and a separate process of (ii) re-identication or data association 

for persons crossing the camera boundaries, it is difficult to use such a system for 

real-time tracking applications. The advantages of unifying the two disjointed tasks 

into one continuous re-identification problem are discussed. 

The neural network learning methodology is extended to spatial and temporal 

domain to learn discriminative appearance features that can facilitate MPMCT. The 

idea is to build trajectories and propagate associations so as to make a more informed 

association in the future. A fixed-dimension feature representation for a trajectory is 

also learnt to improve data association performance and is applicable to both online 

and offiine tracking systems. This chapter is organized as follows: first , the four 

blocks of this thesis are summarized; then the applications of a real-time tracking 

system and the impact of the proposed models are discussed. Finally, directions for 

future research are provided by highlighting few possible extensions and describing 

alternate modalities for feature representation. 

7.1 Proposed Model Summary 

Three algorithms are presented in this dissertation. Each takes on the problem of 

person tracking by re-identification. These algorithms are briefly summarized with 
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their advantages and disadvantages. 

7 .1.1 Continuous Entity Association 

We present an efficient association based approach for person tracking. We address 

the difficulty and challenges of re-identification and association of people across cam

eras often in crowded environment. To build a reliable tracking system, it is desirable 

to use a unique representation for every individual that can best distinguish one from 

another. In our case, no prior information of an individual is available. We explore 

deep learning based feature extractors and use the learned features as an identity's 

representation. We model human appearance, face biometric and location transition, 

and evaluate each feature 's performance individually. For data association, we use 

a greedy-based inference algorithm, which can be formulated as a linear program

ming problem. We formulate a continuous evaluation metric , Inference Error, for the 

problem under consideration. We highlight the efficiency of our system by compar

ing our results with the baseline system's performance on CamNeT and DukeMTMC 

datasets. State-of-the-art results are obtained on DukeMTMC using fragmentation 

measure, and on CamNeT using crossing fragments measure. Based on inference error 

and AUC scores, we concluded that the appearance attributes are more discriminative 

compared to facial features and location transition probability. 

Even though the designed framework overcomes the weaknesses of prior research

ing in terms of tracking by re-identification, it does not propagate associations and 

learn from past associations. The results achieved are encouraging but a more coher-
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ent approach is required in order to perform end-to-end multi-person multi-camera 

tracking. 

7.1.2 Modeling Space-time Continuum using LSTM Networks 

Given the good performance of appearance-based features and location transition on 

entity association, we seek to proceed in a direction that would encode both these 

constraints simultaneously. We extend feature learning and analysis into the tem

poral domain. Using the LSTM network, we obtain a rectified prediction for the 

probability of a cell 's association given its history. Training LSTM networks is not 

trivial. We synthetically generated samples by introducing noise at random posi

tions, to model real-world tracking scenarios. With the LSTM predictions, we apply 

an entropy-based greedy algorithm of selecting associations according to increasing 

entropy of the individuals association probabilities. Also, we evaluate our model on 

subsampled footage to demonstrate scalability and ability of the model to handle 

temporal discontinuities. The approach gives a 50% improvement in the inference 

error rate compared to the previous state-of-the-art method on CamNeT dataset and 

18% improvement as compared to the baseline approach on DukeMTMC dataset. 

We incorporate visual appearance features and location together for person track

ing in unseen multi-camera environment, and experimental analysis confirms our in

tuition regarding the need to propagate past associations. This method can deal with 

temporally local difficulties generated by multi-person interaction and occlusion, and 

is capable of recovering from errors ( misassociations) and handling entry/exit scenar-
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10s. However, during data association between a previously tracked entity (trajectory) 

and a new detection, we only use feature vector of the last frame in the trajectory to 

represent the tracked entity. This approach will result in high false negatives as we 

are representing the trajectory using only the last feature vector, which might be a 

noisy image sample due to appearance variations caused by illumination and posture. 

Hence, we need to assess the quality of image samples and define a weighting function 

that fuses the features to produce a compact representation. 

7.1.3 Composite Appearance Network (CAN) 

In person tracking, instead of using one random feature vector, we can make use 

of a set of feature vectors available for a trajectory. Feature vectors from a set are 

complementary to each other. A naive way to aggregate information from all feature 

vectors is by applying max or average pooling, or designing a weight generation unit 

that learns optimal trajectory representation and produces intelligent weights. Most 

of the previous methods determine the aggregation weights by only considering the 

features. Using additional orthogonal information such as metadata corresponding to 

each feature vector would lead to discovering better aggregation weights. 

During real-time tracking, we will have a set of trajectories (observed gallery) and 

a number of new detections. It is easier to merge a trajectory and new detection when 

tracking within a single camera, as the variation in illumination is not large. However, 

it is tricky to merge in an inter-camera situation as false associations tend be higher. 

This is why we evaluate CAN for inter-camera tracking exclusively. We define an 
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evaluator function H 0 which is represented by a fully connected network. Our function 

formulation ensures that CAN does not rely on the features alone to make predictions, 

but is influenced by metadata as well. The CAN technique produced significant gains 

over baseline and previous state-of-the-art approaches proving the effectiveness of the 

metadata-based aggregation method. We observe over 20% improvement in IDFl 

metric for inter-camera evaluation on DukeMTMC. The advantage of CAN is that it 

is an additional step that can be easily incorporated on top a feature learning model 

to further improve tracking or re-identification performance. 

7.1.4 Evaluation Metric 

Multi-person multi-camera tracking (MPMCT) is a fairly new research topic. One 

reason has been the unavailability of large annotated MPMCT datasets that cap

ture large crowd, multi-obj ect interaction and span across time synchronized non

overlapping cameras for few several hours or days, until recently. As researchers 

explored this topic, a number of tracking evaluation criteria were proposed based on 

the target application and tracking approach ( offiine vs online). We survey prior work 

on MPMCT performance measures and discuss the advantages and disadvantages of 

each. In a continuous re-identification system, the reference gallery is dynamically 

evolving, as new tracks are created (following "no association" outcomes) or existing 

tracks are updated (following "association" outcomes). Thus, occurrence of an error 

cannot be considered as a static event as it will impact future associations. In the 

interest of users in applications such as online tracking for real-time surveillance, we 
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Figure 7-1: Distance-based camera network topology inference and person re
identification Cho and Yoon [2017]. 

proposed a continuous evaluation criterion named Inference Error. It is applicable to 

both single-camera and inter-camera scenarios. We count the number of misassoci-

ations at every timestep because it is important not to create duplicate trajectories 

for an identity. 

7.2 Applications and Impact 

MPMCT has many interesting applications. It is crucial for higher level scene un-

derstanding and visual surveillance systems such as video indexing, behavior char-

acterization, activity recognition Turaga et al. [2008] and anomaly detection. Other 

applications include autonomous navigation, sports video analysis Atrey et al. [2010], 

and monitoring activities of elderly people Nait-Charif and McKenna [2004]. 

Analysis of people in a video clip or a collection of videos, with multiple simulta-

neous observations across cameras, mainly requires answering the question of "who is 

where?" at all times. With this kind of information, stores in a mall could benefit by 

surveying - most likely path taken by different persons, location where people spend 
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most of their time etc. It would also help in traffic monitoring, securing airports, 

preventing crime ( example, 2013 Boston attack) , thus reducing financial costs. A 

tracking system can be used for the detection of atypical trajectories and possibly 

dangerous situations from video data. Complex activities based on event and behav

ior can be modeled and recognized Junejo [2010]. An evaluation method to detect 

anomalies in trajectories is presented in RueB et al. [2017]. 

Tracking the movements of people will help answer questions about their where

abouts. In a cyber-physical space, recognition, reasoning and retrieval are the three 

fundamental operations Menon et al. [2011]. Queries about the whereabouts of oc

cupants can be formulated as spatio-temporal queries using the SQL database query 

language and focusing on the computation of probabilities. 

In addition, one can infer distance-based camera network topology using person 

re-identification results to further improve re-identification results (Figure 7-1 ). In 

Cho and Yoon [2017], each camera is calibrated and relative scales between cameras is 

estimated. The relative scale of human heights between cameras is estimated based on 

person re-identification results and each camera's extrinsic parameter t is adjusted. 

Then, the speed of each person is calculated and the distance between cameras is 

inferred to generate distance-based camera network topology. This, in-turn, can be 

applied adaptively to each person according to its speed and handle diverse transition 

time of people between non-overlapping cameras. The method is promising for person 

re-identification in large-scale camera network with various people transition time. 
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7.3 Future Research Directions 

There has been a lot of progress in developing computer vision algorithms, partic

ularly deep learning algorithms, in the last 8 years. However, real-world person 

re-identification and tracking are still open problems, due to large volume of video 

data coming from disparate sources. 

The proposed LSTM-based tracker learns complex motion models in real envi

ronments only by using appearance and location features. Other features , such as 

travel time, speed, social grouping, can be easily incorporated into this model. It can 

also b e extended to multimodal biometrics. Pose estimation could be jointly modeled 

with online tracking, one task complementing the other. We, however, assume that a 

person 's clothing doesn 't change with time. Reasons include lack of a tracking dataset 

with variation in clothing or a wardrobe-based dataset. It would be interesting to see 

how our model extends to such a scenario and other data types. 

Composite Appearance Network (CAN) generates a feature representation given 

a set of feature vectors and metadata. One can easily plug this step to any existing 

feature extraction framework. However, it would be beneficial to design an end

to-end learning framework for automatically fine tuning the features and metadata 

generation unit in order to obtain an optimal trajectory feature vector for person 

tracking/ re-identification. 

We anticipate an increased interest in this area of research, and we hope that the 

work done in this thesis will help accelerate advances in the field. 
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