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Abstract 

With advanced biotechnology, we have accumulated huge amounts of genomic, epige-
nomic, transcriptomic, and proteomic data – collectively called multi-omic data. In-
tegrating and analyzing these multi-omic data poses great informatics challenge due 
to patient heterogeneity and feature heterogeneity inherent in the multi-omic data. To 
address these challenges, network analysis has emerged as a powerful tool to analyze 
complex data and decipher molecular mechanisms underlying complex genetic diseases. 
However, one challenge of network analysis in genomics is how to construct a reliable 
network from noisy, incomplete and heterogeneous data. In this work, we developed 
multiple frameworks for network analysis of omic data. The frst two are to address 
RNA-seq data analysis from small-scale studies when multi-omic profling may not be 
available. RNA-seq data is quite common in genetic studies. Analyzing RNA-seq data 
is challenging due to small sample sizes and many confounding factors. We have for-
mulated a framework to construct robust, context-specifc co-expression from RNA-seq 
data and developed a Gene Ontology-based module discovery method to identify candi-
date disease modules. 

Besides undirected co-expression network, RNA-seq data can also be used to con-
struct directed context-specifc gene regulatory network. However, RNA-seq data alone 
is not suffcient to infer causal links between gene regulator-target pairs. To address this, 
we assembled a global regulatory network from multiple public gene regulator-target 
data repositories, the largest human gene regulatory network to the best of our knowl-
edge. We developed a four-step refnement framework to construct a context-specifc 
regulatory network. Furthermore, we devised an innovative technique called collabo-
rative clustering to identify core regulatory modules and network rewiring underlying 
different conditions. 

To integrate multi-omic data, we frst need to address the heterogeneity in both pa-
tients and feature spaces. Our frst goal is to identify patient subtypes, which is useful 
for personalized or precision medicine. We constructed patient similarity networks from 
individual omic data, and then use network smoothing, fusion and diffusion techniques 

xiii 



to incorporate information from networks from different views. Our presented network 
smoothing and fusion framework can not only reduce noise in individual omic data, but 
also facilitate seamless multi-omic integration. We further developed a technique called 
Affnity Network Fusion (ANF) to integrate multi-omic data for cancer patient cluster-
ing. ANF has won the best paper award in 2017 IEEE Conference on Bioinformatics 
and Biomedicine. 

To address the “big p, small n” problem in the biomedical domain, we developed 
a semi-supervised deep learning model called AffnityNet, which can utilize unlabeled 
data for few-shot learning. To develop predictable and generalizable deep learning mod-
els for the biomedical domain, we presented two frameworks that can incorporate do-
main knowledge: Multi-view Factorization AutoEncoder and Factor Graph Neural Net-
work. Multi-view Factorization AutoEncoder incorporates biological interaction net-
works as graph constraints as the regularizers. And the Factor Graph Neural Network 
directly encoder biological knowledge such as Gene Ontology into the model archi-
tecture. Both frameworks combine data-driven and knowledge-driven approaches for 
biomedical data mining. 

All these developed frameworks are developed to solve challenging biomedical data 
analysis problems in the real world. They can be used by bench biomedical researchers 
to pinpoint disease mechanisms, refne disease subtypes, and advance precision medicine. 
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Chapter 1 

Overview 

Deciphering disease mechanism such as cancer is crucial for precision medicine. Yet, 

the mechanisms of many complex genetic diseases remain largely unknown. With the 

advancement of biotechnology such as next-generation sequencing, we can now perform 

comprehensive molecular profling of many diseases with multi-omic platforms. For ex-

ample, with DNA-seq, we can sequence genomes and identify genomic mutations such 

as single nucleotide polymorphisms (SNPs), copy number variations (CNVs), and other 

structural variations (SVs). Some of these genomic mutations are disease-causing, how-

ever, identifying causal mutations is challenging. Genome-Wide Association Studies 

(GWASs) has established candidate risk SNPs for various diseases using correlation-

based approaches. However, correlation does not equal to causation. RNA-seq allows 

for transcriptomic profling, which can be used to quantify gene expression levels and 

identify differentially expressed genes (DEGs) between disease condition and healthy 

condition. However, with thousands of genes identifed as DEGs, it is hard to pinpoint 

which genes are truly related to disease prognosis. Epigenomic marks such as DNA 
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Figure 1.1: Multi-omic data are interconnected based on the molecular information fow 
from each “-ome” to another. Note this illustration is a much simplifed version of real 
molecular mechanisms. 

methylation and histone modifcation can be profled using ChIP-seq. The landscape of 

epigenomic marks is closely related to the transcription of the genome by switching on 

and off genes involved in cellular processes. Yet, many regulator-target relationships 

remain unclear. Protein as cellular workhorse plays a crucial role in nearly all biological 

processes. Studying protein expressions and protein-protein interactions (PPI) can help 

identify functional modules associated with certain diseases. However, PPI networks 

especially context-specifc PPI networks are largely incomplete and noisy. Fortunately, 

multi-omic data are inter-correlated (as shown in Fig. 1.1). Genomic, transcriptomic, 

epigenomic, and proteomic data can be integrated together with public knowledge repos-

itories for understanding human biology and disease mechanism. 

However, for most small-scale genetic studies, comprehensive multi-omic profling 

is usually too expensive, while only transcriptional profling is available. We have de-

veloped two frameworks for processing RNA-seq transcriptomic data to identify disease 

modules. In the frst framework, we developed a procedure to flter out unreliable genes 

with low read counts, and then perform differential expression analysis to identify a 

list of highly differentially expressed genes (DEGs). We constructed a differential co-

expression network using these DEGs. We devised an optimization framework to detect 

disease modules in this co-expression network by incorporating gene ontology (GO) in-

formation. We performed gene set enrichment analysis to identify a set of GO terms 
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that are disturbed in the network and map them to co-expression network to prioritize 

candidate disease modules. We applied this framework to TCGA lung carcinoma data 

and identifed a list of biologically relevant disease modules. 

While gene co-expression network is undirected, transcriptional regulatory network 

is directed, which represents causal regulator-target relationships. Constructing gene 

regulatory network and identifying core regulatory modules is crucial for deciphering 

regulatory mechanism and understanding how it is linked with disease. However, it is 

impossible to uncover these causal links based on transcriptional profling alone. We 

have developed a framework to solve this problem by integrating transcriptomic data 

from individual studies with a global regulatory network assembled from multiple pub-

lic data repositories of gene regulatory networks. We use a four-step process to construct 

context-specifc gene regulatory networks. First, we construct a global context-free reg-

ulatory network by assembling multiple sources as a reference network. Then we iden-

tify a list of differentially expressed genes (DEGs) and extract a subnetwork from the 

global regulatory network using these DEGs. Thirdly, we flter out those regulator-

target links with a low co-expression. Finally, in order to identify context-specifc ac-

tive regulators and regulator-target relationships, we generate a gene cluster pool using 

Monte Carlo Simulation with multiple KMeans runs with random initializations, test 

gene set overlap between target modules of regulators and gene clusters, and retain reli-

able regulator-target relationships based the statistical signifcance of gene set overlap. 

We also devised a method called collaborative clustering to identify core regulatory 

modules and network rewiring. We arrange regulatory network as an adjacency ma-

trix and cluster regulators and targets simultaneously to identify regulator modules and 

corresponding target modules, and calculate module regulatory strength for each regu-

latory module and target module pair. We extract a subnetwork consisting of only some 

strongest modules, and then perform community discovery to further identify disease 
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modules based on network topology. Similarly, to detect core rewired modules, we frst 

arrange context-specifc regulatory networks using adjacency lists and align them into a 

regulatory matrix. We then group the edges into clusters, and select most variant edge 

clusters among different contexts. We extract a subnetwork consisting of these edge 

clusters and then use community discovery algorithms to identify core rewired mod-

ules. We applied our approach to autism RNA-seq experiment data of 12 samples and 

generated biologically meaningful results. 

The above two frameworks can be used to construct context-specifc co-expression 

and regulatory networks and identify potential disease modules and regulatory rewiring 

for any transcriptional profling data. They are especially useful when multi-omic pro-

fling is not available due to budget constraint in small-scale genetic studies. 

Our work on inferring disease modules, regulatory rewiring, and disrupted pathways 

associated with etiology, and defning more clinically relevant disease subtypes can help 

elucidate disease mechanism and advance precision medicine. 

For large scale projects such as TCGA and ENCODE, we have accumulated abun-

dant multi-omic data. We developed two frameworks to integrate multi-omic data for 

clustering patients and detecting disease subtypes. 

First, we presented a unifed framework – Network Smoothing Fusion and Diffusion 

(NSDF) – that incorporates multiple techniques to reduce noise inherent in omic data 

and facilitates seamless data integration. Briefy, each type of omic data represents a 

feature space. For each feature space, we used a multi-kernel learning framework to 

learn patient similarity matrix. And then we fuse these similarity matrices via network 

fusion and diffusion, the result of which is a more reliable patient similarity matrix. To 

defne a proper distance metric is crucial for construct individual similarity matrix, we 

used kernel-based similarity measures and use an optimization framework to learn sim-

ilarity matrix automatically, which could avoid the infuence of noise in the data. We 
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used local affnity k-nearest-neighbor (kNN) graph to smooth and fuse similarity net-

work(s) to maintain the network local structures or motifs (which may be more reliable 

in many cases), and pass information across different networks. Experiments on TCGA 

data set shows that using this framework with spectral clustering on learned similarity 

matrix can better cluster patients with distinguishable clinical outcomes (survival time), 

though it does not work best all the fact. We have tried a combinatorial of data types and 

methods to test the clustering outcomes. The results suggest that no single method con-

sistently outperforms all others in all cases, but the framework can achieve good results 

in many cases. 

Second, we developed the Affnity Network Fusion (ANF) technique, which has won 

the best paper award in IEEE Conference on Bioinformatics and Biomedicine (BIBM 

2017). Compared a popular technique Similarity Network Fusion (SNF), ANF has sev-

eral advantages. We applied ANF to a processed harmonized cancer dataset downloaded 

from GDC data portals consisting of 2193 patients, and generated promising results on 

clustering patients into correct disease types. Moreover, eigengap analysis suggests that 

the learned affnity matrices of four cancer types using our ANF framework may have 

successfully captured patient group structure and can be used for discovering unknown 

cancer subtypes. 

Large-scale machine learning is often limited by the problem of the “big p, small n” 

problem in the biomedical domain. There are usually high-dimensional features (or pre-

dictors), but only a few samples. The number of samples is usually too small to train a 

deep learning model. In order to make deep learning work with a small amount of train-

ing data, we have to design new models that facilitate few-shot learning. We developed 

the Affnity Network Model (AffnityNet), a data effcient deep learning model that can 

learn from a limited number of training examples and generalize well. The backbone 

of the AffnityNet model consists of stacked k-Nearest-Neighbor (kNN) attention pool-
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ing layers. The kNN attention pooling layer is a generalization of the Graph Attention 

Model (GAM), and can be applied to not only graphs but also any set of objects regard-

less of whether a graph is given or not. As a new deep learning module, kNN attention 

pooling layers can be plugged into any neural network model just like convolutional lay-

ers. As a simple special case of kNN attention pooling layer, feature attention layer can 

directly select important features that are useful for classifcation tasks. Experiments on 

both synthetic data and cancer genomic data from TCGA projects show that our Affn-

ityNet model has better generalization power than conventional neural network models 

with little training data. 

Another way to deal with the “big p, small n” problem is to make the model incor-

porate domain knowledge as inductive bias. We present two frameworks that can in-

corporate domain knowledge into a deep learning model. First, we developed a frame-

work termed Multi-view Factorization AutoEncoder with network constraints to inte-

grate multi-omic data with domain knowledge (biological interactions networks). The 

framework employs deep representation learning to learn feature embeddings and pa-

tient embeddings simultaneously, enabling us to integrate feature interaction network 

and patient view similarity network constraints into the training objective. The whole 

framework is end-to-end differentiable. We applied our approach to the TCGA Pan-

cancer dataset and achieved satisfactory results to predict disease progression-free inter-

val (PFI). 

Our second framework is called Factor Graph Neural Network model, which com-

bines the factor graph model in the feld of probabilistic graphical models with deep 

learning. In this work, we directly encode biomedical knowledge such as Gene Ontol-

ogy as a factor graph into our model architecture. We devised an attention mechanism 

that can capture multi-scale interactions among biological entities such as genes and 

Gene Ontology terms. One direct application of the method is to select Gene Ontology 
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terms that are important to target clinical variables, such as tumor status. We applied 

our model to two cancer genomic datasets and achieved better results than other models 

including Graph Convolutional Network. 

The rest of this dissertation is arranged as follows. In Chapter 2 and Chapter 3, 

we focus on analyzing RNA-seq data generated by small-scale genetic studies where 

multi-omic profling may not be available. In Chapter 2, we developed a framework to 

construct context-specifc co-expression networks and incorporate gene ontology (GO) 

as external sources to detect candidate disease modules. In chapter 3, we assembled a 

global regulatory network from seven public data repositories of gene regulator-target 

relationships, and developed a framework to construct directed, context-specifc regu-

latory network and further identify core regulatory modules and network rewiring. In 

chapter 4 and chapter 5, we presented two frameworks developed specifcally for multi-

omic integrative clustering. The frst framework is based on network smoothing, fusion 

and diffusion (NSFD), while the second is the Affnity Network Fusion technique. In 

Chapter 6 we present the semi-supervised deep learning framework AffnityNet for can-

cer disease type prediction. Chapter 7 and 8 present two frameworks that can incorporate 

biomedical domain knowledge into deep learning models. The frst framework is called 

Multi-view Factorization AutoEncoder, which can integrate both multi-omic data and 

biological interaction networks as graph constraints. The second framework is called 

Factor Graph Neural Network Model, which directly encodes biological knowledge 

such as Gene Ontology into the model structure. Chapter 9 summarizes the disserta-

tion and discusses some future direction. 



Chapter 2 

Constructing Context-specifc 

Differential Gene Co-expression 

Network and Identify Disease Modules 

2.1 Introduction 

With RNA-seq technology, we can quantify the relative abundance of hundreds of thou-

sands of genes and transcripts (isoforms). In most cases, we need to identify differ-

entially expressed genes/transcripts between two groups, e.g., health controls versus 

diseased samples. There are quite a few software packages available for differential 

gene expression analysis, such as DESeq2 [74]. For a typical experiment, thousands of 

differentially expressed genes could be identifed, among which many are false positives 

due to small sample size, technological limitations, batch effect, and other confounding 

factors. 

While most gene differential expression (DE) analysis software can identify many 

individual DE genes, they provide little insight into how genes function together as 
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modules [108] and how gene modules contribute to disease [13]. Network approaches 

go beyond single genes [96, 87] and have been an essential tool for systems biology. 

Among many network approaches, gene co-expression network analysis is widely used 

for identifying disease-associated modules [8, 67]. However, gene co-expression net-

works constructed from a single RNA-seq dataset (usually consisting of only dozens of 

samples) may contain much noise and thus affect downstream network analysis results 

[8]. 

In this chapter we present a framework for constructing a robust gene co-expression 

network from a typical RNA-seq experiment (usually dozens of samples were sequenced). 

Moreover, we develop a metric to measure the signifcance scores of differential gene 

modules, and formulate module discovery problem into an optimization framework. 

Since a closed-form solution or an effcient global optimal search strategy is not avail-

able, we devised a novel method that utilizes gene ontology (GO) enrichment analysis 

results to guide the search process. This idea is the inverse of using molecular networks 

to infer gene ontology [30]. Experiments on a real RNA-seq dataset showed satisfy-

ing performance using our proposed GO-driven disease-associated differential module 

discovery algorithm. 

The rest of the section is organized as follows. We frst give a brief review of related 

work and point out some limitations of many existing co-expression network inference 

approaches. Then we will present a new framework for constructing a robust, context-

specifc differential gene co-expression network, and a fast, heuristic algorithm using 

gene ontology enrichment analysis result as a guide to search for disease-associated 

differential modules. Finally we will apply our proposed framework to a real RNA-seq 

dataset, analyze experimental results and give conclusions. 
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2.2 Related Work 

From raw FASTQ fles to biologically meaningful signals, a common RNA-seq data 

analysis pipeline consists of multiple steps, including gene/transcript expression quan-

tifcation, differential gene expression, network and integrative analysis. There are 

many pipelines to quantify gene expression from RNA-seq data. A benchmark of these 

pipelines is necessary to choose the most suitable ones since downstream differential 

gene expression and network analysis will be affected by the quantifcation of gene ex-

pressions [121, 33]. In this section we focused on gene network analysis based gene 

expression quantifcation measures and results of differential expression analysis. 

2.2.1 Differential Expression Analysis 

Popular gene differential expression analysis tools such as DESeq2 [74] operate on raw 

counts produced by RNA-seq and many assume raw counts follow negative binomial 

distribution. After fltering out low counts, replacing outliers, and adjusting size factor, 

DESeq2 [74] proposed using shrinkage estimation for dispersions and fold changes for 

each gene before ftting a generalized linear model to identify differentially expressed 

genes based on log fold changes. 

Differential gene expression analysis may produce thousands of potential DE genes, 

among which many are false positives, especially those with low expression values 

(mean normalized counts). Fig. 2.1 shows the boxplot of two differentially expressed 

genes identifed by DESeq2 (based on real RNA-seq data batch 119 as described in Ex-

periment session): TFR2 and SF T P A1. While SF T P A1 (right panel) has a very high 

mean expression (baseMean = 114537.6), TFR2 (left panel) has a very low mean ex-

pression value (baseMean = 53.98). Even though TFR2 was declared differentially 

expressed by log fold change, it may not be reliable. In fact, using another data batch of 
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Figure 2.1: Raw counts for two DE genes 

the same study (batch 160, see Experiment section), TFR2 was not declared as differ-

entially expressed at all. 

For downstream network analysis and experimental validation, it could be useful to 

flter out those low expressed, unreliable DE genes. Though DESeq2 [74] and other 

similar software have a procedure for fltering low counts, they are tending to flter out 

only those very low counts and still generating many false positive low counts DE genes 

based on our experiments on multiple real RNA-seq datasets (data not shown here). 

2.2.2 Gene Co-expression Network Analysis 

While differential gene expression analysis focuses on identifying individual DE genes, 

network analysis aims to detect disease-associated functional modules [87, 108]. There 

are many kinds of gene networks, including gene co-expression networks, gene regula-

tory networks, protein-protein interaction networks, etc. Both experimental and com-

putational methods have been developed to construct gene networks. Many network 

inference methods utilize multiple data types, such as gene expression and DNA bind-

ing data [12]. While gene expression data is abundant, other complementary data may 
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not be available due to budget constraints and other reasons. In this chapter we focused 

on constructing gene networks directly from RNA-seq data. 

In a gene network, while nodes represent genes (or gene products), edges can have 

different interpretations. For gene co-expression networks, edges represent the cor-

relation of different gene expressions. Besides Pearson correlation, other metrics for 

edge weights include mutual information, topological overlap, and so on [8]. Generally 

speaking, to construct a gene interaction network, we frst need to represent a gene using 

its relative abundance measures, such as Transcripts Per Million (TPM)[71], and then 

defne a distance metric. Popular distance metrics include 1 − P earsonCorrelation, 

1 − SpearmanCorrelation, Euclidean, 1 − MutualInformation, etc. These values 

can be further transformed by other functions to make the constructed network exhibit 

certain properties[67]. Many different network inference approaches differ in choosing 

the representation of genes and their distance metric [8]. 

Great efforts have been made to perform gene co-expression network analysis [67, 

8]. By applying different gene distance metrics and various transformation, we can con-

struct different gene co-expression networks. When sample size is large, Pearson corre-

lation can work as well as other metrics [8]. While gene co-expression network analysis 

is widely used, there are many problems with constructing co-expression network using 

a small set of samples [8]. In the next section we will point out some limitations using 

Pearson correlation to build co-expression networks based on a small set of samples 

(other metrics such as mutual information also requires a large sample size to work well 

[8]). 



13 

2.2.3 Limitations of Existing Gene Co-expression Network Infer-

ence Approaches 

Constructing a gene co-expression network based on several or at most dozens of sam-

ples (small sample size is common in biomedical research) suffers from some short-

comings. The constructed co-expression network may not represent true functional net-

works. Many true functional relationships cannot be detected based on a small sample. 

Moreover, since we are testing hundreds of millions of gene pairs, we may introduce 

a lot of false positives due to multiple testing. These false positive gene interactions 

make detectable true functional relationships less signifcant in the network. The essen-

tial problem of many constructed co-expression networks is that they contain too many 

false positives (gene pairs which do not have true signifcant functional relationships 

were identifed as highly correlated and connected in the network), which may dilute 

the signal of few detectable true positives, and mislead downstream analysis. 

2.2.3.1 Pearson Correlation Cannot Detect Many True Gene Interactions 

It is very hard to detect all true gene interactions based on RNA-seq data of a small 

sample size using Pearson correlation (or other metrics, such as Spearman correlation 

and mutual information). Pearson correlation can only test if there exists a linear rela-

tionship between two variables. However, the expressions of functionally related genes 

may exhibit non-linear relationships. Moreover, Pearson correlation cannot well detect 

possible linear relationships if we do not have enough high dynamic range observations. 

Now suppose there exists a linear relationship between the expressions of a gene 

pair. If we only observe very few samples, it is likely the expression values fall into 

a narrow range. As shown in Fig. 2.2, a gene was measured in two replicate groups 

(since it is the same gene, they should exhibit linear relationships, we would expect the 
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Figure 2.2: Scatter Plot of Counts for One Gene from Two Replicate Groups 

Pearson correlation to be nearly 1). Since the counts fall into a very narrow range, in 

this scenario, counterintuitively Pearson correlation is nearly 0 simply because we do 

not have enough observations with more dynamic ranged values. 

2.2.3.2 Pearson Correlation of Low Counts Data Are Unreliable 

Furthermore, with noisy gene expression data of a small sample size, Pearson correlation 

is unreliable for gene pairs with low expression values and high variances regardless of 

the genes are truly functionally related or not. 

In RNA-seq experiments, the Poisson distribution is commonly used for modeling 

raw count data for technical replicates. One insight that the Poisson model provides 

is that under the null hypothesis of no true differences, the statistical variability of this 

quantity depends on the total abundance of the gene. One consequence of this is related 

to differential gene expression analysis. For genes with low counts, the variance of log 

fold change (often used for differential gene expression analysis) is much higher than 

those with relatively high counts, as shown in a typical MA plot (Fig. 2.3) for RNA-seq 

data from technical replicates. As a result, those detected DE genes with low counts may 
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Figure 2.3: A Typical MA Plot for RNA-seq Data 

not be reliable. Another consequence of high variance of low counts data is that random 

fuctuation may dominate the true detectable signal and it makes Pearson correlation 

unreliable for genes with low counts. 

2.2.4 Rationale of Our Proposed Method 

Given the fact that many true gene interactions cannot be easily detected based on RNA-

seq data of a small sample size, and the presence of false positive gene interactions in a 

constructed network may dilute the signal of detectable true gene interactions, we pro-

pose a network construction method that can signifcantly reduce the number of false 

positive gene interactions by only retaining high confdence gene interactions in a net-

work. More specifcally, we build a gene co-expression (sub)network consisting of only 

those highly differentially expressed genes (DEGs) with relatively high expression val-

ues. We call this a differential network as all nodes are DEGs. Since DEGs are likely to 

have a wide range of expressions across conditions, Pearson correlations of these DEGs 

are more reliable. Besides, it is less computationally intensive to search for disease-

associated modular structures in a smaller network. 
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We developed a metric to measure module signifcance and formulated an optimiza-

tion framework to detect disease-associated modules. In order to solve the optimization 

problem effciently, we propose a heuristic algorithm using gene ontology (GO) enrich-

ment result as a guide to drastically reduce the search space. 

Of note, there is another line of network approaches that perform analysis on net-

works obtained from online resources such as pathway databases. However, gene ex-

pression is context-specifc (contexts may refer to tissue, cell, disease, etc.) [23, 53], 

and context-specifc networks when available are often a better choice than the global 

context-free network to study genetic diseases. For example, tissue-specifc functional 

networks have performed better in prioritizing disease genes [37]. However, a suitable 

context-specifc network may not be publicly available for a specifc study. RNA-seq 

data generated in the same batch by the same laboratory for a specifc study contains the 

most context-specifc information. Constructing a context-specifc network from these 

RNA-seq data for detecting disease-associated modules could be a good option, which 

is the main focus of this chapter. Besides, it is believed that many diseases are associated 

with some molecular network disruptions. To detect these disrupted modular structures 

in the context-specifc network is another main goal of this section. 

2.3 Robust Network Construction 

2.3.1 Problem Setting 

In a common case-control study, investigators may generate RNA-seq data from two 

groups: diseased group (cases) and healthy group (controls). The cases and controls 

share a great extent of common context (a well-designed experiment must eliminate as 

many as possible confounding factors) except disease status. Thus it is suitable to con-
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struct a context-specifc network from these RNA-seq data and detect disease-associated 

differential modules. Since we are aiming to detect differential subnetworks between the 

two groups, we can keep only those highly differentially expressed genes in the network, 

while leaving housekeeping genes (those with signifcant, consistent expressions in both 

groups) behind. 

From now on we call this differential network enriched with differentially expressed 

genes (DEGs) as a context-specifc network. This context-specifc network can con-

tain hundreds or even thousands of DEGs depending on the threshold set for declaring 

housekeeping genes and differential genes. We want to discover some smaller differ-

ential modular structures in this network that are contributing to a diseased condition. 

Here we aim to detect one specifc kind of gene modules. The module genes share sim-

ilar expression patterns across samples in each group (low within-group variance), and 

exhibit dramatically different expression patterns between two groups (high between-

group variance). 

In the following we frst formally state an optimization framework for differential 

module discovery from a context-specifc network. Then following the same notations 

of this optimization framework, we present a robust network construction algorithm and 

a GO-driven module discovery algorithm. 

2.3.2 Optimization Framework 

2.3.2.1 Notation 

•Number of cases (diseased samples): nx 

•Number of controls (healthy samples): ny 

•Number of genes: ng 

These ng genes are the nodes of the constructed context-specifc network. We assign 
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each gene an integer as its ID. Thus the gene set can be represent by: 

•Context-specifc gene set: G = {1, 2, 3, . . . , ng} 

•Gene correlation matrix: 

C = (ck,l)ng×ng , −1 ≤ ck,l ≤ 1 

This correlation matrix represents a weighted co-expression network and is used 

for prioritizing modules. After selecting a set of highly differentially expressed genes, 

we can calculate Pearson correlation using regularized log transformed counts (rlog) 

[74] of these genes as in Alg. 2. We can also use other normalized relative abundance 

measures and similarity metrics other than Pearson correlation to generate this matrix. 

In the code associated with this chapter, this matrix can be predefned, for example, 

users can input a weighted co-expression subnetwork generated by WGCNA [67] as C. 

Note many existing network inference approaches constructed the full correlation matrix 

using various gene distance metrics, and perform community (module) discovery solely 

on this network using network topological properties. 

•Number of genes in module: p, 2 ≤ p ≤ ng 

•Condition-specifc (disease-specifc) modules of size p: 

M = {m1,m2, . . .mp} ⊆ G, |M | = p 

•Candidate module set: Φ = {S|S ⊆ G, S =6 ∅} 

•Denote diseased samples gene expression (normalized relative abundance) matrix 

as 

X = (X1, X2, . . . , Xnx )ng×nx 

Each sample is represented by ng genes, i.e., Xi is a ng-dimensional vector, 1 ≤ i ≤ nx. 



19 

In our module discovery framework, we propose to use regularized log transformation 

[74] of raw counts to represent each gene. 

•Similarly, denote healthy samples gene expression matrix as 

Y = (Y1, Y2, . . . , Yny )ng×ny 

Let the mean expression of each group be 

X1 
nx 

X̄ = Xi 
nx 

i=1 
nyX1

Ȳ = Yj
ny 

j=1 

Theorem 1. 

nx nyXX 
kXi − Yjk2 = nxnykX̄ − Ȳk2 

i=1 j=1 
(2.1)

nx nyX X 
+ny kXi − X̄k2 + nx kYi − Ȳk2 

i=1 j=1 

k · k denotes the Euclidean distance. 

Proof. 

nx ny nx nyXX XX 
kXi − Yjk2 = k(Xi − X̄) + (X̄ − Ȳ) + (Ȳ − Yj)k2 

i=1 j=1 i=1 j=1 

nx nyXX 
= [k(Xi − X̄)k2 + k(X̄ − Ȳk2 + k(Ȳ − Yj)k2] (2.2) 

i=1 j=1 

nx nyX X 
= nxnykX̄ − Ȳk2 + ny kXi − X̄k2 + nx kYi − Ȳk2 

i=1 j=1 
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Theorem 1 shows that the total variance (the left-hand side) can be decomposed into 

two parts: the squared Euclidean distance between two group means (between-group 

variance) and the sum of within-group variances. With this in mind, we can defne our 

objective function as follows. 

2.3.2.2 Objective Function 

Using the above notations, defne Signifcance score of module M as objective func-

tion: 

1 kX̄ − Ȳk2 

Sig(M) = P P
1 nx 1 ny|M | kXi − X̄k2 + kYj − Ȳk2 
nx i=1 ny j=1 

(2.3)|MX|−1 X|M |λ 2+ cmk,ml|M |(|M | − 1) 
k=1 l=k+1 

Our optimization framework is to fnd modules with the highest signifcance scores. 

arg max Sig(M) (2.4) 
M∈Φ 

Interpretation: The rationale of the objective function (module Signifcance score) 

(Eq. 2.3) is similar to that of clustering algorithms: we want to make sure the vari-

ance within a “cluster” is small, while the variance between clusters is large. Different 

from clustering points, we are essentially selecting features (here genes are features) that 

make the two natural “clusters” (diseased group and healthy group) exhibit such prop-

erties. The frst part of the objective function Eq. 2.3 is to ensure this “cluster” property. 

Based on Theorem 1, the total variance between two groups can be decoupled into two 

parts: the distance between two group centroids (kX̄ − Ȳk2) and within group variances 

(V ar(X) + V ar(Y)). Thus the frst part of Eq. 2.3 is essentially the ratio between the 

between-group variance and within-group variances. The denominator |M | is used for 
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regularize module size. 

The second part of the objective function Eq. 2.3 ensures that the selected gene fea-

tures show a strong correlation with each other, forming a functional module. Many 

existing co-expression network analysis approaches used network (i.e. the calculated 

correlation matrix here) topological properties to identify disease-associated modules 

since the network containing all genes is very sparse. By contrast, we are using a much 

denser context-specifc differential network with only highly differentially expressed 

genes and high confdence edges, the mean squared correlation coeffcients can well 

capture the connectivity of a module and is suitable for measure module signifcance 

score. We call it a differential modular structure since this module contains differen-

tially expressed genes which can separate diseased samples and healthy samples, and 

the genes within this module show strong functional relationships. λ ≥ 0 is a regular-

ization parameter to control the weights of two parts in Eq. 2.3. 

2.3.3 Robust Network Construction 

Alg. 1 and Alg. 2 are based on R syntax (some R commands are directly used). The 

input of Alg. 1 is raw counts and TPM values (optional in the R package), sample 

information, and parameters for DESeq2 software (we can replace DESeq2 with other 

similar software for differential expression analysis). Note that nG is the number of all 

genes. The output of Alg. 1 only retain ng highly differentially expressed genes. 

The output of Alg. 1, (X, Y, C, res), is context- and problem-specifc, and contains 

all essential information of a robust network with high confdence edges (C) and rich 

node (gene) information (res contains baseMean, log fold change, etc., for each gene). 

Though the output network does not contain all genes and all possible gene interactions, 

it keeps only the most differential genes and gene interactions with high confdence. 
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Algorithm 1: Robust Network Construction 
Input : •Raw count matrix: E = (eij )nG×nS 

•TPM matrix: T = (tij )nG×nS 

•Sample information matrix: S 
•Signifcance: α 
•Log fold change threshold: η 

Output: Following the same notations for Eq. 2.3: 
•Diseased samples gene expression matrix X 
•Healthy samples gene expression matrix Y 
•Gene correlation matrix: C 
•DESeqResults object: res 

begin
Filtering out zero counts: 

E ← E[rowSums(E) > 1, ] 
T ← T [rowSums(E) > 1, ] 

Filtering out low counts and low TPM: 
s1 ← rowSums(E) 
s2 ← rowSums(T ) 
sel ← (s1 > quantile(s1, 0.25)) |

(s2 > quantile(s2, 0.25)) 
E ← E[sel, ] 

Run DESeq2 
Transform E, S to DESeqDataSet dds 
Run res ← DESeq(dds, α, lfcT hreshold = η) 
Output DE genes names topgenes 
Run rld ← rlog(dds) 

X ← rld[topgenes, disease sample idx] 
Y ← rld[topgenes, healthy sample idx] 
C ← cor(t(rld[topgenes, ])) 
res ← res[topgenes, ] 

end 

Based on this high-quality subnetwork with much less noise than those “global” co-

expression network constructed by many existing approaches, the downstream analysis 

will not be easily confounded by the noises introduced in the network construction step 

and is likely to detect some (maybe not all) true biologically meaningful signal. 

Besides, it is reasonable to focus only on differential genes with respect to sample 

clustering. If we use all genes to cluster samples, those housekeeping genes [53] will 
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Figure 2.4: PCA Plot of Samples Base on All Genes 

dilute the biological differences between diseased samples and health controls. Instead 

we can use DE genes to better cluster samples into clinically relevant groups. Identifying 

DE genes from all genes is essentially a feature selection problem aiming at classifying 

disease group from health controls. 

Based on an real RNA-seq dataset (see Experiment section) of CD4+ T cells of 

Juvenile Idiopathic Arthritis (JIA), Fig. 2.4 and Fig. 2.5 shows that using DE genes we 

can easily separate diseased samples (ACT) and healthy samples (CRM and HC) using 

the frst two principal components, while using all genes we cannot. 

There are many gene expression (relative abundance) measures, such as raw counts, 

and Transcripts Per Million (TPM)[71]. While many popular differential expression 

analysis software directly operates on raw counts (e.g., DESeq2 [74]), it is not a good 

idea to use raw counts to calculate gene co-expression [121] or sample distance [74]. 

DESeq2 [74] implemented a regularized logarithm transformation (rlog), which can sta-

bilize the variance of each gene across samples and thus render the transformed data 

homoskedastic. Using rlog transformed data, we can measure sample similarities and 

perform clustering using Euclidean distance. 
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Figure 2.5: PCA Plot of Samples Base on DE Genes 

TPM as a normalized relative abundance incorporates the information of gene length, 

and can be complement with the usage of raw counts when fltering out genes with low 

expression values. Some genes of small size may have low counts (If we only consider 

raw counts, these genes may be fltered out), but their TPM values may be high and 

should not be fltered out. 

The reason low expressed genes should be fltered out is that they are unreliable for 

differential expression analysis (based on log fold change) and for calculating Pearson 

correlation. Alg. 1 essentially constructs a differential subnetwork with only highly, 

differentially expressed genes and high confdence edges, thus signifcantly reduces the 

noise from low expressed genes in the constructed network used for detecting disease-

associated gene modules. 

2.4 GO-driven Module Discovery 

Since Eq. 2.4 has no closed form solution, we developed a heuristic algorithm based 

on domain knowledge. The rationale is pretty simple: we can use prior knowledge 
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Algorithm 2: GO-driven Module Discovery 
Input : Output from Alg. 1 
Output: Following the same notations for Eq. 2.3: 

•A series of high-confdence modules 
{M1,M2, . . .Mk} ⊂ Φ 

•Corresponding confdence scores 
{conf(M1), . . . , conf(Mk)}

begin
Prepare input for topGO: 

gene scores ← res[, “logF oldChange00] 
Sel ← function(x){x > median(gene scores)}
gene scores, Sel ⇒ topGOdata object GOdata 

Run topGO package 
Output modules (gene sets) {M1, M2, . . . Mk}
enriched in GO terms 

Calculate confdence score for each module 
Calculate Sig(Mi) as in Eq. 2.3 for each module Mi 

For each Mi, generate 1000 random modules 
{mi1, . . . ,mi1000} of the same size as Mi, 
then calculate mean(Sig(mi)) 

conf(Mi) ← Sig(Mi)/mean(Sig(mi)) 
end 

(here gene ontology) to drastically reduce search space. Generally speaking, functional 

gene modules are more likely to fall into the same or related gene ontology term(s), 

and functionally related genes are more likely to be co-expressed. Thus genes that are 

within a GO term are functional modules and should have higher signifcance scores 

than randomly selected gene sets. 

We used topGO package [3] for GO enrichment analysis in Alg. 2. One can replace 

topGO with other enrichment analysis tools. One novel idea in Alg. 2 is to use log fold 

changes as gene scores to select “DE” genes from “background” genes. The “back-

ground” genes here have already been declared as DE genes in Alg. 1. But their mean 

expressions and log fold changes vary, so do their confdence scores. Since DE genes 

with high log fold changes are more differentially expressed, we select the genes with 
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log fold changes above the median as so-called “DE” genes for GO enrichment analysis. 

Besides logF oldChange, baseMean (mean expression value) can also be used in some 

scenarios. 

Alg. 2 output modules enriched in GO terms. The genes in each module belong to 

a GO term, so each module is in fact a submodule of a GO term. This is a “shortcut”, 

since we are trying to fnd modules as functional subunits, and GO itself is a repository 

of functional gene modules. The result looks similar to GO enrichment analysis. How-

ever, in classical GO enrichment analysis, the input is a list of differential genes with 

adjusted p-value as signifcance scores. Enrichment analysis was performed on this dif-

ferential genes list against all background genes. By contrast, our algorithm performs 

enrichment analysis against a context-specifc genomic background. The shortcoming 

of Alg. 2 is that it can only discover functional units existing in GO, which is incom-

plete. However, we can easily replace GO with many other pathway databases, and get 

more comprehensive results. 

Since we do not have ground truth for module discovery tasks, the second part 

of Alg. 2 is to evaluate whether the detected modules have higher signifcance scores 

(Eq. 2.3) than randomly generated modules. 

We defne the confdence score of each detected module as the ratio between the 

signifcance score of the module and the average signifcance score of 1000 (this number 

can be set) randomly generated modules. If the confdence score is consistently bigger 

than 1, then it means the search algorithm works well. 
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2.5 Experiments 

2.5.1 TCGA Lung Adenocarcinoma Data Analyis 

2.5.1.1 Data Set Description 

We applied our method to analyze a dataset from The Cancer Genome Atlas (TCGA) 

studying lung adenocarcinoma [91]. The RNA-seq data for this study [91] have many 

batches. To avoid batch effect, we perform analysis separately on two batches: 

•Batch 119: 32 tumor samples and 8 normal samples (1 normal sample identifed as 

an outlier was removed) 

•Batch 160: 21 tumor samples and 10 normal samples (2 normal samples identifed 

as outliers were excluded). 

Detailed clinical information about these samples can be found in the supplementary 

table of [91] (http://www.nature.com/nature/journal/v511/n7511/extref/ 

nature13385-s2.xlsx). We used the alternatively preprocessed RNA-seq raw 

counts data by Rahman et al. [102] since the pipeline generates more consistent expres-

sion values across samples [102]. 

2.5.1.2 Result Analysis 

Following Alg. 1 we constructed two networks for batch 119 and batch 160. After 

fltering out genes with low counts, We used DESeq2 v1.13.10 [74] with η = 0.5, α = 

0.1 (as denoted in Alg. 1) to identify 1089 DE genes for batch 119 and 888 DE genes 

for batch 160. In order to compare two networks we only retain 473 shared genes for 

constructing a robust differential network for each data batch. 

Following Alg. 2, we scored 828 GO terms using topGO [3], and identifed 111 

enriched GO terms for batch 119, 105 enriched GO terms for batch 160 (Fisher classic 

https://v1.13.10
http://www.nature.com/nature/journal/v511/n7511/extref
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test, p < 0.1). Alg. 2 detected 83 high-confdence distinct gene modules for batch 119, 

and 87 modules for batch 160 (modules can overlap with each other). We calculated a 

confdence score for each module following Alg. 2. 

Fig. 2.6 shows the boxplots of the confdence scores of each module for both batches. 

Big confdence scores imply the good performance of Alg. 2. Table 2.1 shows the sum-

mary statistics of module confdence scores. We can see the mean value of 83 module 

confdence scores for batch 119 is 1.719, or 71.9% improvement than that from ran-

domly generated modules (conf score−1 is the improvement compared with randomly 

generated modules). We already know the detected modules from Alg. 2 are function-

ally related (each is part of a GO term), and we found the signifcance scores of these 

modules are indeed much higher than random modules (Table. 2.1). This also justifes 

that our defnition of the metric for module signifcance score (Eq. 2.3) is biologically 

meaningful. 

We further compared the two module sets detected from data batch 119 and 160. 

We found that each of the 83 modules (batch 119) can be mapped to another one from 

87 modules (batch 160) with signifcant overlap (including 18 identical modules shared 

by both sets). Table 2.2 shows the summary statistics of overlap rate (for each module, 

choose the best match from another set and calculate the overlap rate) between two 

module sets. 

Since a typical RNA-seq study usually has tens of samples, the small sample size 

may lead to inconsistent results from two similar studies. The two batches of data used 

in our experiment are to mimic this situation. In fact, we did fnd “inconsistent” differ-

ential gene expression analysis results from the two batches: Only 473 genes are shared 

between 1089 DE genes from batch 119 and 888 DE genes from batch 160. However, 

the signifcant overlap of detected modules from two batches of RNA-seq data showed 

the robustness of our framework. 
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Figure 2.6: Boxplot of confdence scores of detected modules 

Table 2.1: Summary of confdence scores of detected modules 

Batch Min. 1st Qu. Median Mean 3rd Qu. Max. 

119 1.270 1.451 1.636 1.719 1.899 3.129 

160 1.081 1.336 1.447 1.507 1.641 2.861 

Table 2.2: Summary of overlap rate of modules from two batches 

Min. 1st Qu. Median Mean 3rd Qu. Max. 

0.6316 0.8889 0.9286 0.9135 0.9792 1.0000 

Furthermore, we found some detect modules have clear biological interpretations. 

There are 13 immune system related modules detected by our method from both batches 

of data, and studies suggest immune system has a role in lung cancer [27]. Table 2.3 lists 

top 5 immune system related modules. These modules may worth further investigation 

using integrative analysis and experimental validation. 

Since there is no ground truth for module discovery tasks, it is not very suitable to 

compare with other algorithms. In the future, we may need to evaluate module discovery 

techniques using integrative analysis results. 
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Table 2.3: Example modules of various size 

GO ID GO term 
Module 
size 

Conf. 
scores 

GO:0002252 
immune 
effector 
process 

14 2.34 

GO:0045087 
innate 
immune 
response 

22 2.29 

GO:0050776 
regulation of 
immune re-
sponse 

21 2.22 

GO:0006955 
immune re-
sponse 

28 2.15 

GO:0002684 

positive 
regulation 
of immune 
system 
process 

16 2.08 

2.5.2 Data Analysis on JIA Data 

We applied our method to RNA-seq data of CD4+ T cells of Juvenile Idiopathic Arthritis 

(JIA) cases and health controls. The data had been generated by our medical collabora-

tor. 

2.5.2.1 Dataset Description 

RNA sequencing of CD4+ T cells of 31 samples: 

•ACT: Active JIA disease with treatment, 11 replicates; 

•CRM: Clinical remission on medication, 10 replicates; 

•HC: Healthy control, 10 replicates 
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We used STAR (v2.5.1b) [26] for sequence alignment. The GTF fle and FASTA 

fle are from the GENCODE Release 24 (GRCh38.p5). We used RSEM (v1.2.29) [71] 

for expression quantifcation. This pipeline is based on part of ENCODE [22] RNA-

seq data processing pipeline. In our proposed framework, we used DESeq2 to perform 

differential gene expression analysis, and topGO for gene ontology enrichment analysis. 

In the following analysis, we only study ACT group versus HC group (the procedures 

are the same for any other two-group comparisons). 

2.5.2.2 Result Analysis 

Using Alg. 1 data preprocessing procedure, we retain 14691 protein-coding genes with 

relatively high expression. Using DESeq2 with η = 0.5, α = 0.05 (as denoted in Alg. 1), 

we identifed 232 differentially expressed genes, and constructed a robust differential 

network following Alg. 1. 

Using Alg. 2 and topGO package “classic” algorithm with the “fsher” test, we 

scored 337 GO terms and identifed 124 terms with p < 0.01. 

We identifed 124 high-confdence gene modules that were enriched in these 124 GO 

terms. Then we calculated a confdence score for each module following Alg. 2. 

Fig. 2.6 shows the boxplot of the confdence scores of each module. The bigger 

the confdence score, the better performance of Alg. 2. From Table 2.4, we can clearly 

see the minimum value of all 124 module confdence scores is 1.415, or more than 

41% improvement than that from randomly generated modules. We already know the 

detected modules from Alg. 2 are functionally related (each is part of a GO term), and 

we found the signifcance scores of these modules are indeed much higher than random 

modules: a mean of 70% improvement (Table. 2.4). This justifes our defnition of the 

metric for module signifcance score (Eq. 2.3) is biologically meaningful. Table 2.5 lists 

some modules and their corresponding GO terms. 

https://GRCh38.p5
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Figure 2.7: Boxplot of confdence scores of 124 modules 

Table 2.4: Summary of confdence scores of 124 modules 

Min. 1st Qu. Median Mean 3rd Qu. Max. 

1.415 1.680 1.734 1.705 1.764 1.775 

Table 2.5: Example modules of various size 

GO ID GO:0002181 GO:0006520 GO:0006810 

Module Size 10 68 115 

Conf Score 1.414555 1.772544 1.679705 

% Improvement 41.45 77.25 67.97 

2.6 Discussion 

Constructing a robust gene co-expression network directly from RNA-seq data is useful 

because it is context-specifc. However, it is also challenging because the sample size is 

often too small to detect many true gene interactions, and many false positives can be 

introduced due to random noise and many confounding factors. While we cannot detect 

all possible gene-gene interactions, we can signifcantly reduce false positive gene-gene 

interactions identifed by many existing network inference approaches. 

In this chapter we have proposed a framework to construct robust, context-specifc 
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gene correlation networks using only high-confdence differentially expressed genes. 

By doing this, we signifcantly reduce the network size, and most importantly, eliminate 

many noisy edges that could be present when we use all genes to construct a gene co-

expression network. We have devised a metric to measure module signifcance scores 

(Eq. 2.3), and developed a novel method based on GO enrichment analysis to search 

for modules with high signifcance scores. Experiments on a TCGA RNA-seq dataset 

showed this heuristic algorithm could work well in detecting biologically meaningful 

modules. To better evaluate module detection algorithms in the future, complementary 

data sources (such as ChIP-seq data) may be needed. Future work may combine other 

data source when available with RNA-seq data to construct a more reliable and compre-

hensive gene network. 



Chapter 3 

Constructing Context-specifc 

Regulatory Network and Identifying 

Core Regulatory Modules and Network 

Rewiring 

3.1 Introduction 

Reconstructing context-specifc transcriptional regulatory network is crucial for deci-

phering principles of regulatory mechanisms underlying various conditions. Recently 

studies that reconstructed transcriptional networks have focused on individual organ-

isms or cell types and relied on data repositories of context-free regulatory relationships. 

Here we present a comprehensive framework to systematically derive putative regulator-

target pairs in any given context by integrating context-specifc transcriptional profling 

and public data repositories of gene regulatory networks. Moreover, our framework 

can identify core regulatory modules and signature genes underlying global regulatory 
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circuitry, and detect network rewiring and core rewired modules in different contexts 

by considering gene modules and edge (gene interaction) modules collaboratively. We 

applied our methods to analyzing Autism RNA-seq experiment data and produced bio-

logically meaningful results. In particular, all 11 hub genes in a predicted rewired autis-

tic regulatory subnetwork have been linked to autism based on literature review. The 

predicted rewired autistic regulatory network may shed some new insight into disease 

mechanisms. 

Gene regulatory network is crucial to understand human biology and disease mech-

anism, yet fne-grained, context-specifc regulatory circuitry remain largely unknown. 

Large-scale projects such as ENCODE [22] and Roadmap Epigenomics [17] have used 

genomic and epigenomic profling to pinpoint genome-wide regulatory elements. How-

ever, they are still largely constrained by a limited number of cell types and epigenomic 

markers studied, and the results cannot be directly translated into a context-specifc gene 

regulatory network, which can be viewed as a graphical representation of causal rela-

tionships between regulator genes and their targets. 

Computational methods have been developed to construct gene regulatory networks 

by majorly using transcriptional profling [94, 144] or integrating with multi-omic data 

[83, 10, 142]. However, for most small-scale projects studying genetic diseases, com-

prehensive multi-omic profling is not often performed due to budget constraint, while 

only transcriptional profling is available in many cases. 

The general framework of analyzing transcriptional data in genetic disease studies 

is frst identifying differentially expressed genes/transcripts, and then performing net-

work and pathway analysis, including gene set enrichment analysis and co-expression 

network analysis to prioritize disease genes and identify disease gene modules, and 

fnally detecting disrupted pathways that contribute to etiology. If data is available, 

transcriptomic profling can be integrated with mutation data to infer driver mutations 
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and pathway expression levels. For example, CONEXIC [2] used Bayesian network 

to integrate gene expression and copy number variation data to uncover drivers of can-

cer. PARADIGM [123] integrates gene expression, copy number variation, and path-

way databases to infer patient-specifc pathway expression levels in cancer patients. 

WGCNA [67] is a widely used R package for co-expression analysis. Co-expression 

network is undirected, and thus does not represent causal relationships. 

However, these methods still have limitations: some of them only used transcrip-

tional profling for inference [94, 144], which is too restricted. Some methods rely on 

multi-omic data that may not be available in small-scale genetics studies [83], or they 

use complementary omic data from public repositories that are context-free [10]. 

Currently most publicly available gene regulatory networks are not context-specifc: 

that is, the regulatory relationships were derived from various context but the contextual 

information was largely lost. However, constructing context-specifc gene regulatory 

network is crucial to reveal regulatory circuit rewiring under various conditions. 

Here we present a comprehensive framework (Fig. 3.1) to reconstruct context-specifc 

regulatory network (RCRNs) and identify core gene regulatory modules and network 

rewiring by combining transcriptomic data collected in a specifc study and publicly 

available gene regulatory networks. Specifcally, we use a multi-step process (Fig. 3.2) 

to construct and refne context-specifc regulatory network from a global regulatory net-

work assembled from multiple data repositories. We also present a new perspective for 

identifying core regulatory modules and network rewiring by integrating node clustering 

and edge clustering on predicted weighted regulatory networks (Fig. 3.3). 

We applied our method to an autism RNA-seq experiment dataset. Our predicted 

autistic regulatory network rewiring has revealed many known risk disease genes based 

on literature review. Moreover, the predicted rewired network provide rich information 

about the regulatory circuitry, which may shed new insight on disease mechanism. The 
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detailed predictions of the autistic regulatory network as well as source code and data are 

available at https://www.github.com/beautyofweb/RCRN for reproducible 

research (an R package for this framework is in preparation at the time of manuscript 

submission). 

3.2 Method 

With abundant epigenomic data sources from publicly funded projects, researchers have 

assembled a few data repositories of gene regulatory relationships. This makes it pos-

sible to leverage a global regulatory network to infer a fne-grained, context-specifc 

network with transcriptomic data collected in individual studies (many small-scale ge-

netics studies leverage RNA-seq for transcriptomic profling without comprehensive 

epigenomic profling). Our framework (Fig. 3.1) consists of two major components: 

context-specifc gene regulatory subnetwork construction (Fig. 3.2), and rewired regu-

latory subnetwork and network modules identifcation (Fig. 3.3). 

The overall framework is shown in Fig. 3.1. We frst use bioinformatic pipelines 

to process RNA-seq data to quantify gene expression. We specifcally point out some 

aspects in preprocessing sometimes overlooked by researchers. 

In order to use transcriptomic profling to construct context-specifc regulatory net-

works, we need to identify regulator-target edges. Perturbation techniques are often 

used to identify causal relationships between regulators and targets, but the experimen-

tal cost is high. Here we identify a set of differentially expressed genes to “simulate 

perturbation”. For instance, an under-expressed gene in one context can be “viewed” as 

perturbed (repressed) by experimental techniques, and we can study the effects on other 

genes and identify its potential targets. However, for a small-scale study with a limited 

sample size, it is not feasible to test all possible regulator-target relationships. 

https://www.github.com/beautyofweb/RCRN
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We assembled a global, context-free gene regulatory network from multiple data 

sources, and extract a subnetwork consisting of only differentially expressed genes. 

This signifcantly reduces search space for regulator-target pairs. We flter out those 

regulator-target edges that do not show signifcant co-expression. We use Monte Carlo 

simulation with multiple runs of KMeans algorithm (or other clustering algorithms) to 

generate a cluster pool consisting of many overlapping gene clusters (which are also 

co-expression modules). We test the statistical signifcance of gene set overlap be-

tween every regulator’s target gene set and gene clusters from the cluster pool, and 

assign a weight (i.e., regulatory strength) for each regulator-target edge, thus generating 

a weighted regulatory incidence matrix for each context (Fig. 3.2). 

Based on predicted regulatory networks, we collaboratively apply node clustering 

and edge clustering to identify core regulatory modules underlying context-specifc reg-

ulatory circuitry, and detect regulatory rewiring edges and modules between different 

contexts (Fig. 3.3). 

Figure 3.1: Overview of our framework 
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3.2.1 Preprocessing 

3.2.1.0.1 Input The most common gene expression values are raw read counts, Frag-

ments Per Kilobase per Million mapped reads (FPKM) and TPM (Transcripts Per Mil-

lion mapped reads), RPKM (Reads Per Kilobase per Million mapped reads). Even 

though FPKM, TPM, RPKM are normalized measures, many state-of-the-art differen-

tial expression analysis software uses raw read counts while internally correcting for 

library size and stabilizing variances [74]. 

3.2.1.0.2 Prefltering Many RNA-seq aligners map short reads to genomes from 

ENSEMBL or GENCODE (for human and mouse). Here are some caveats: there are 

multiple ENSEMBL IDs mapped to the same HGNC gene names. Many of them have 

nearly identical counts. It is recommended to remove genes with distinct ENSEMBL 

IDs but identical HGNC symbols to avoid suspicious correlation (≈ 1). It is also better 

to remove genes with zero or low counts [76]. 

We apply regularized log (rlog) transformation [74] to raw counts. Downstream 

analysis such as clustering analysis based on rlog transformed values instead of raw 

counts or simple normalized measure such as FPKM is more appropriate since rlog 

transformation stabilizes variances [74]. 

3.2.2 Context-specifc Co-expression Network 

3.2.2.1 Some Notations 

A set of differentially expressed (DE) genes (identifed by state-of-the-art method such 

as DESeq2 [74]): V = (v1, v2, ..., vp). 

For simplicity, we consider two contexts (disease and health conditions) in the fol-

lowing (the framework can be easily extended to multiple contexts): x and y. 
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Number of disease samples: nx. 

Number of healthy samples: ny. 

We refer to x : y as a “mixed” condition containing both disease and healthy sam-

ples. 

Gene expression matrix for disease samples: Mp
x 
×nx 

, with rows representing genes, 

columns corresponding to samples. 

Gene expression matrix for healthy samples: Mp
y 
×ny 

, similar to Mx . 

Gene expression matrix for all samples: Mx:y , concatenating Mx and My,p×(nx+ny ) 

representing a mixed condition. 

Mi,j represents the rlog transformed value of the raw counts of gene i in sample j 

in our study. Though rlog values are recommended, one can replace them with other 

normalized gene expression values. 

We calculate a gene co-expression matrix using Pearson correlation (other measures 

such Spearman correlation, mutual information can also be used) for each condition 

using Mx , My, and Mx:y, respectively: Cx , Cy , and Cx:y .p×p p×p p×p 

In the following, M , C, and other notations without a superscript can represent any 

of condition-specifc matrices. 

3.2.2.2 Filtering Suspicious Correlations 

After generating a correlation matrix C (representing a weighted co-expression net-

work), we flter out correlations that do not show statistical signifcance. We used 

Fisher’s Z-transformation of Pearson correlation (Eq. 3.1) to control False Discovery 

Rate (FDR). 

1 1 + C 
Z = log (3.1)

2 1 − C 
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If the null hypothesis is true, then Z follows normal distribution [47]. We calcu-

late an adjusted p-value, and flter out correlations with a specifed FDR threshold (e.g., 

0.05), thus generating a more reliable weighted co-expression network for each context. 

We can align these co-expression networks and detect rewired co-expression edges be-

tween different conditions (e.g., Fig. 3.5 shows three co-expression networks for autistic, 

normal, and mixed condition). 

3.2.2.2.1 Rewired Co-expression Network We can construct a rewired co-expression 

network by calculating the difference Z value Zd (Eq. 3.2). 

Zx − Zy 

Zd = q , (3.2)
1 1+ 

nx−3 ny −3 

where Zx and Zy are corresponding Fisher’s Z-transformation of correlation in context 

x and y. Under null hypothesis (there is no rewiring), Zd follows normal distribution 

[47, 58]. We can calculate a multiple testing corrected p-value for each correlation 

edge. If the p-value is less than the specifed FDR threshold, then the edge is declared as 

rewired with a statistical signifcance [58]. These rewired edges with weights Zd form 

a rewired, differential co-expression network. 

3.2.3 Constructing Context-specifc Regulatory Subnetwork 

Constructing context-specifc regulatory networks involves four steps as shown in Fig. 3.2. 

We will explain each step below. 

3.2.3.1 Extract Differential Regulatory Subnetwork from Global Network 

3.2.3.1.1 Assemble Global Gene Regulatory Network In order to construct a context-

specifc regulatory network, we need to integrate context-specifc transcriptomic profl-
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Figure 3.2: Flowchart of constructing weighted context-specifc regulatory network 

ing and a global gene regulatory network assembled from multiple gene regulator-target 

data repositories. 

In our study for autism, we have assembled a global gene regulatory network from 

multiple data sources including ENCODE[22, 105, 83],RegNetwork[73], CHEA[66, 

105], JASPAR[84, 105], TRANSFAC[105], MotifMap[140, 105], and TTRUST[40]. 

The merged global regulatory network contains 2481 regulators, 28783 targets (in-

cluding 2052 targets), and 2822412 edges, which is the largest gene regulatory network 

to our best knowledge. For studying the regulatory network of a model organism, one 

can assemble a similar gene regulatory network from organism-specifc data reposito-

ries. 

We represent the global regulatory network as a directed graph G = (V , E). 

3.2.3.1.2 Extracting Subnetwork Consisting of DE Genes With a list of DE genes, 

V , we extract a subnetwork from global regulatory network G: G 0 = (V, E 0), V ⊂ 

V , E 0 ⊂ E , as differential regulatory network. Here the regulatory subnetwork only con-

sists of DE genes. It is not possible to infer context-specifc and disease-relevant reg-

ulatory relationships between genes that are expressed very similarly between different 
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conditions (disease or normal) from transcriptomic data alone. Differentially expressed 

regulators may cause differential expression of their targets. This is the foundation for 

inferring causal links between regulators and targets in a specifc context. 

3.2.3.2 Filter by Regulator-target Co-expression 

To test if a differentially expressed gene is regulated by its regulator(s), we frst identify 

a set of context-specifc regulators of that gene, and calculate the correlation between 

regulators and their targets. 

If the regulator-target co-expression does not show statistical signifcance in any 

condition-specifc co-expression network, i.e., Cx , Cy, or Cx:y, we remove the edge 

from E 0 . And we get a fltered differential regulatory network 

G 00 = (V, E 00), E 00 ⊂ E 0 . 

3.2.3.3 Generate Gene Cluster Pool 

We cluster genes using gene expression matrix M (representing any one of Mx , My and 

Mx:y). 

Let C be the cluster assignment of K clusters, we want to minimize the within-

cluster variance while maximizing the between-cluster variance. We can use KMeans 

algorithm to fnd a suboptimal solution for Eq. 3.3. 

PK
k=1 

P 
i,j∈Ck 

||Mi,· − Mj,·||2 
FC∗ = argminC P (3.3) 

i,j ||Mi,· − Mj,·||F 
2 

3.2.3.3.1 Generating Overlapping Gene Clusters Using Monte Carlo Simulation 

KMeans depends on initial cluster assignments. And the clusters do not overlap. How-

ever, gene clusters may overlap and there may exist many gene clusters as functional 

modules. We employ Monte Carlo simulation technique and run KMeans N (e.g., 
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N = 1000) times with K random initial cluster assignments each time, so that we 

can generate K × N clusters. For each run, the K clusters are not overlapping. How-

ever, many clusters from different runs overlap signifcantly. This is reasonable because 

a gene can participate in various functional modules or pathways. The genes within a 

cluster are near each other and show strong co-expression patterns, and are in fact also 

co-expression clusters (data not shown). 

3.2.3.4 Learn Weighted Regulatory Network 

We arrange regulatory network G00 into an incidence matrix Rnr×nt , with nr rows corre-

sponding to source nodes (regulators, such as TF genes) and nt columns corresponding 

to targets genes. 

For each regulator, we have a target module consisting of its target genes. We overlap 

nr target modules Ri,·, i = 1, 2, · · · , nr with K · N clusters Cj , j = 1, 2, · · · , K × N , 

from the cluster pool generated by running KMeans with random initializations for K 

clusters for N times, and test statistical signifcance of the overlap gene set Oi,j . If it is 

statistically signifcant (Eq. 3.4), then the overlapping genes in Oi,j are likely targeted by 

regulator i, and we add a incremental weight (1/N ) to the edges between the regulator i 

and the genes in Oi,j (Alg. 3). 

3.2.3.4.1 Gene Set Overlap Regulators and targets exhibit many-to-many relation-

ships. To test whether a regulator is active, we calculate the overlaps between the target 

gene set of that regulator in G 00 and co-expression clusters from the cluster pool. If there 

exists a co-expression cluster that signifcantly overlaps with the target gene set, then 

that regulator is deemed as active, and is likely to regulate those overlapping clustered 

target genes [143]. 
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Algorithm 3: Learn Weighted Regulatory Network 
Input : •Regulatory network incidence matrix: Rnr ×nt 

•Gene expression matrix: M (any of Mx,My,Mx:y) 
•Number of clusters for KMeans: K 
•Number of simulations: N 
•Total number of genes: |V | (=number of rows of M ) 
•Signifcance: α 

Output: •Regulatory network weighted incidence matrix: Wnr ×nt 

begin
Initialization: 

W ← 0 
Generating K × N overlapping gene clusters: 

Run KMeans with random initializations of K clusters for N 
times → C = {C1, C2, · · · , CK·N }

for C ∈ C do 
for 1 ≤ i ≤ nr do 

Ri,·: target gene set of regulator i derived from ith row of R 
O = C ∩ Ri,· 
m = |Ri,·|, n = |C|, q = |O|, (| · |: set size) P (m)(|V |−m)k n−kp = m 

k=q+1 (|V |
n ) 

if p < α then 
Wi,j∈O ← Wi,j∈O + 1/N 

end 
end 

end 
end 

3.2.3.4.2 Statistical Signifcance of Gene Set Overlap We use hypergeometric test 

to measure the signifcance of gene set overlap. Suppose we have a total number of |V | 

genes. Gene set 1 has m genes, gene set 2 has n genes (without loss of generality, let’s 

assume m ≤ n), and q genes are shared by both sets. Then the p-value of gene set 

overlap is calculated by Eq. 3.4. 

� �� � 
m m |V |−mX 

k n−k p = � � (3.4)|V |
k=q+1 n 

If the p value is below a threshold (after multiple testing correction), we declare the 
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gene set overlap is statistically signifcant. We then add an incremental weight to the 

edges between the regulator and its target genes in the overlapped cluster (Alg. 3). 

3.2.4 Identify Core Regulatory Modules and Network Rewiring 

After constructing context-specifc weighted regulatory subnetwork, we further develop 

a way to identify core regulatory modules, and detect network rewiring between differ-

ent contexts. The core rewiring network modules in disease condition may contribute to 

etiology as functional modules and worth further investigation. 

3.2.4.1 Detect Core Regulatory Modules 

With condition-specifc weighted regulatory network, we can identify core regulatory 

modules and target modules by simultaneously clustering rows and columns of weighted 

incidence matrix Wnr ×nt (KMeans or hierarchical clustering can often generate reason-

able clustering results), with rows corresponding to regulators grouped into Kr clus-

ters (Eq. 3.5), and columns corresponding to targets grouped into Kt clusters (Eq. 3.6), 

generating a regulator-target module matrix MKr×Kt (For instance, Fig. 3.8 shows the 

clustering of a regulatory subnetwork. For visualization, rows correspond to target gene 

clusters, and columns correspond to regulators in Fig. 3.8). Mi,j represents the average 

regulatory strength from regulator module i to target module j. (Eq. 3.7). From M, 

we can directly select the strongest regulatory modules and examine them with domain 

knowledge. PKr 
P 

Cr k=1 i,j∈Ck 
||Wi,· − Wj,·||F 

2 

= argminC P (3.5) 
i,j ||Wi,· − Wj,·||2 

F 

PKt 
P 

k=1 i,j∈Ck 
||W·,i − W·,j ||2 

FCt = argminC P (3.6)
||W·,i − W·,j ||2 

i,j F 
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X1 Mi,j = Wm,n (3.7)
|Cr| · |Ct|i j m∈Cri ,n∈Ctj 

3.2.4.2 Identify Core Regulatory Rewiring 

There are multiple ways to identify core rewiring regulatory modules. One way is to 

construct context-specifc regulatory module matrices: Mx , My, Mx:y, and then select 

the strongest regulatory modules in each context and compare the modules overlap with 

human supervision (upper part of Fig. 3.3). We also develop an automatic way to iden-

tify fne-grained rewiring network modules (middle and lower part of Fig. 3.3). 

Figure 3.3: Flowchart of identifying core rewired regulatory network modules 

Fig. 3.3 shows the fowchart for detecting core rewiring modules. We frst transform 

context-specifc weighted regulatory network incidence matrices, W x,W y, and W x:y, 

into adjacency list, Lx, Ly, and Lx:y, and align them together into a combined regulatory 

matrix A = (Lx, Ly, Lx:y), where each row of which represents a regulatory-target 
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relationship (i.e., an edge in a network). 

We group the rows (i.e., regulatory edges) of A into Ka clusters: Cia, i = 1, 2, · · · , Ka, 

according to Eq. 3.8, and generate an edge module matrix SKa×3 (Eq. 3.9). 

PKa 
P 

k=1 i,j∈Ck 
||Ai,· − Aj,·||2 

FCa = argminC P (3.8)
||Ai,· − Aj,·||2 

i,j F 

X1 
Si,j = Am,j (3.9)

|Ca|i m∈Ca 
i 

We then calculate the row variances of S (each row corresponds to an edge mod-

ule), and select the most variant row(s) as candidate rewiring regulatory edge modules, 

and extract a subnetwork consisting of these rewired edges, forming a rewiring matrix 

Asub, a submatrix of A. One can also directly select the most variant rows of A, how-

ever, module-level variance selection criterion can help reduce the number of “isolated” 

rewiring edges. 

From rewiring matrix Asub = (Lx , Ly , Lx:y ), we can get weighted, context-sub sub sub 

specifc, rewiring incidence submatrix Wsub
x ,W y , and W x:y 

sub sub . We then can identify fne-

grained core rewired regulatory modules Mx
sub, M

y 
sub by simultaneously cluster-sub, M
x:y 

ing rows and columns using Eq. 3.5 and Eq. 3.6, and/or study the regulatory strengths 

of various target gene modules from a specifc regulator (Fig. 3.10 shows the target 

modules of REST). These core rewiring modules are likely to play a crucial role in 

that specifc context. We can extract a subnetwork consisting of these rewiring regula-

tory modules (for instance, Fig. 3.11 shows an extracted rewired subnetwork visualized 

using normal network layout), and study the network properties such as degree distribu-

tion, and use community detection algorithms to detect gene clusters (these clusters can 

contain both regulators and targets, as illustrated in Fig. 3.11). Thus our framework is 

able to generate testable hypotheses (i.e., core context-specifc rewiring network mod-
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ules). To examine true biological relevance of these modules, domain knowledge and 

other complementary data are required for further investigation. 

3.2.5 Multiple-group Comparison 

In the above, we only presented the framework for comparing two contexts: x and y for 

the sake of conciseness. It is natural to extend the framework for multiple contexts. In 

fact, it is more advantageous to use our framework for multiple group comparisons and 

time-course transcriptional profling to identify evolutionary rewired regulatory network 

modules. 

3.3 Experiments 

3.3.1 Autism Dataset 

We downloaded the experiment data of RNA-seq transcriptomic profling of 12 hu-

man brain samples (including 6 normal and 6 autistic samples) from Expression At-

las [99] studying autism [127] (http://www.ebi.ac.uk/gxa/experiments/ 

E-GEOD-30573/experiment-design). After preprocessing (removing dupli-

cates and fltering low counts), we retained 20,196 genes for analysis. We used DESeq2 

v1.15.47 [74] for differential expression analysis. We selected 7101 differentially ex-

pressed (DE) genes (FDR < 0.01) for downstream network analysis. Fig. 3.4 shows the 

sample PCA plot of using rlog [74] transformed values of 7101 differentially expressed 

genes. 

We used these DE genes to extract a regulatory subnetwork (corresponding to Sec. 3.2.3.1) 

from the global network we have assembled from multiple sources (described in Sec. 3.2.3.1.1), 

G 0 , consisting of 461 regulators, 6766 targets (including all 461 regulators), and 358714 

https://v1.15.47
http://www.ebi.ac.uk/gxa/experiments
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edges. 

Figure 3.4: Sample PCA plot using 7101 DE genes 

3.3.2 Context-specifc Co-expression Network Rewiring 

In the following, we refer to Autism as context x, and Normal as context y (x : y rep-

resents a mixed state by combining both autistic and normal samples). We constructed 

three co-expression network Cx, Cy, and Cx:y, using autistic samples, normal samples, 

and all 12 samples, respectively. 

We found the Fisher’s Z transformed correlations among 7101 DE genes (7101∗ 
2
7100 = 

25208550 gene pairs) approximately follow normal distribution. Interestingly, the mean 
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absolute correlation of 358714 regulator-target gene pairs of the regulatory subnetwork 

G 0 is 0.6, while the mean absolute correlation for the rest of 24849836(= 25208550 − 

358714) gene pairs is 0.42, which indicates the selected regulatory edges are also more 

likely to be strong co-expression edges. 

We retained 12834 edges with signifcant correlations in all three co-expression 

networks: Cx (FDR < 0.1), Cy (FDR < 0.1), and Cx:y (FDR < 0.05), generating a 

correlation-fltered regulatory subnetwork G 00 (corresponding to Sec. 3.2.3.2), consist-

ing of 199 regulators and 3579 targets (including 141 regulators). Fig. 3.5 shows a 

heatmap of the correlation edges in three contexts. 

Figure 3.5: Three context-specifc co-expression networks 

While most correlation edges are similar between context x (autism) and y (normal), 
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some rewiring edges are present. We extracted a differential co-expression subnetwork 

(corresponding to Sec. 3.2.2.2.1) consisting of 1289 edges (FDR < 0.01), shown in 

Fig. 3.6 (red edges represent positive correlations, and blue edges represent negative 

correlations. Note there are many isolated edges). 

Figure 3.6: Rewired Co-expression subnetwork 

We further extracted the largest connected component from this differential co-

expression network (Fig. 3.6), as shown in Fig. 3.7 (For visualization, we only high-

lighted 23 hub genes (degree larger than 20) with big node sizes). We found literature 

evidence for 14 out of 23 hub genes highlighted in Fig. 3.7 associated with autism: SP1 

[122], TP53 [24, 41], RXRA [130], REST [57], MXI1 [45, 141], IRF1 [115], HDAC1 

[128], ELF1 [95], KDM5A [111], TCF12 [110], ZMIZ1 [93], SOX9 [109], SOX2 [79, 
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Figure 3.7: Sample PCA plot using 7101 DE genes 

136], and SMARCA2 [139]. 

3.3.3 Context-specifc Regulatory Network 

We used Alg. 3 to construct context-specifc regulatory subnetworks, generating three 

weighted incidence matrices: W x ,W y ,W x:y (corresponding to Sec. 3.2.3.4). 199×3579 199×3579 199×3579 

We selected 50 most variant regulators and 1000 most variant target genes across 

autism and normal samples (mixed condition: W x:y), extracting a submatrix W50 
x: 
× 
y 
1000. 

We cluster 1000 genes into fve target modules, and 50 regulators into fve regulatory 

modules, as shown in Fig. 3.8 (For visualization, in Fig. 3.8, rows corresponding to 1000 

target genes grouped into 5 clusters; columns corresponding to 50 regulators partitioned 

into 5 groups; the numbers displayed in each cell is calculated using Eq. 3.7). 

We fnd that 37 regulators do not show strong regulations to most of the 1000 genes 

form a cluster. The other four clusters are very small but with signifcant biological 

relevance with autism based on literature review. 

Five regulators form a co-regulatory cluster, with four of them ( TP53 [24, 41], 

GABPA [98], NFYA [21], KDM5A [111]) have literature support for association with 

autism, and SMAD4 associated with Myhre syndrome [20]. 

REST [57] and MIX1 [45, 141] share very similar regulatory patterns, so do SP1 
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Figure 3.8: Regulator and target modules in learned regulatory subnetwork for mixed 
condition 

[122], SOX2 [79, 136] and ELF1 [95]. All of them are documented in Table. 3.1 as risk 

autism genes. 

TCF12 associated with autism [110], BACH1 associated with Alzheimer Disease 

[28], and SMC3 associated with Cornelia de Lange Syndrome that shares some similar 

features with autism [97] are clustered together. 

The fve target cluster modules also show distinct patterns. For example, cluster 1 

(269 genes) is strong regulated by REST, MIX1, SP1 and ELF1. Cluster 2 (160 genes) is 

less regulated by most of all 50 regulators except TAL1 and ATF2. Cluster 3 (269 genes) 

is primary co-regulated by MIX1 and REST. Further analysis on these gene clusters can 

be performed to pinpoint their functional roles. 

3.3.4 Core Rewired Regulatory Network Modules 

Following Fig. 3.3, we aligned the edges of three networks (i.e., W x,W y, and W x:y) , 

forming A = (Lx, Ly, Lx:y), and grouped the edges into 5 clusters (Fig. 3.9, the number 
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displayed in each cell is calculated using Eq. 3.9). Cluster 5 (containing 1412 edges) 

shows a signifcant difference between normal samples and autistic samples. We ex-

amined this cluster and extracted a rewired subnetwork shown in Fig. 3.11 (For visu-

alization, we only highlighted 11 hub genes with degree larger than 50). Eleven hub 

genes highlighted in the fgure may play a crucial role in autism. Interestingly, based on 

literature review, all 11 hub genes have shown connections with autism (Table. 3.1). 

Table 3.1: Evidence for 11 Rewired Hub Genes 

Gene Relevance to Autism Ref. URL 

SP1 
Elevated expression of SP1 could affect
expression of several autism candidate 

genes. 
[122] https://www.ncbi.nlm.nih.gov/ 

pubmed/22030357 

REST 
Abnormal REST activation was 

observed in the brains of humans with 
ASD, which suppresses the

transcription of many neuronal genes. 
[57] 

http://www.nature.com/nature/ 
journal/v537/n7622/full/ 

nature19357.html 

TP53 Multiple autism risk genes including
USP7, PHF2, TNRC6B affect TP53. [24, 41] 

https://gene.sfari.org/ 
GeneDetail/USP7 and 

http://www.cell.com/trends/ 
genetics/fulltext/ 

S0168-9525(16)00002-0 

NFYA 
Bioinformatics predicted the binding of

NFYA to ASD-associated 
rs1861972–rs1861973 A–C haplotype. 

[21] https: 
//doi.org/10.1093/hmg/ddr594 

MXI1 
miR-23a and miR-27a dysregulated in

ASD promote cell proliferation in
glioma cells via cooperative regulation

of MXI1. 

[45,
141] 

http://bmcpediatr. 
biomedcentral.com/articles/ 
10.1186/s12887-016-0586-x and 

https: 
//www.spandidos-publications. 

com/10.3892/ijo.2012.1742 

GABPA 
As a global gene regulator, GABPA 

defcits linked to autism, Alzheimer’s 
and Parkinson diseases. 

[98] 
https://doi.org/10.1093/ 

molbev/msw007 and 
https://www.ncbi.nlm.nih.gov/ 

pmc/articles/PMC4049305/ 

ELF1 
ELF1, involved in axonal guidance, is
enriched for its binding motifs in the 

upstream regions of ASD
gene-enriched modules. 

[95] 
http://www.sciencedirect.com/ 

science/article/pii/ 
S0092867413013494 

KDM5A 

KDM5A and six other genes each
ascribed an essential role in the 

regulation of H3K4 methylation, are
linked to rare monogenic forms of

neurodevelopmental disease, including
intellectual disability and autism. 

[111] 
http://rstb. 

royalsocietypublishing.org/ 
content/369/1652/20130514. 

long 

PHF8 

The protein encoded by this gene plays 
a key role in brain development; an

in-frame deletion variant in PHF8 was 
found to segregate with

high-functioning autism without other
clinical features in a multiplex ASD

family. 

[90] 
https://gene.sfari.org/ 
GeneDetail/PHF8 and http: 

//www.nature.com/tp/journal/ 
v2/n10/full/tp2012102a.html 

TCF12 
Ten (14%) individuals postive for

TCF12 mutations had developmental
delay or learning disability, which in 

two cases was associated with autism. 
[110] 

http: 
//www.nature.com/ng/journal/ 

v45/n3/full/ng.2531.html 

SOX2 
SOX2 codes for transcription factors
that infuence neural stem cell growth

and brain development; SOX2 is
directly affected by autism gene CHD8. 

[79,
136] 

https://molecularautism. 
biomedcentral.com/articles/ 
10.1186/s13229-017-0124-1 and 
http://onlinelibrary.wiley. 
com/doi/10.1016/j.febslet. 

2009.10.036/full 

Signifcantly, we fnd that GABPA shows defciency in regulating TP53 in autistic 
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samples (consistent with Ref. [98]), with learned regulatory strength W autism = GABP A→TP 53 

0.07 for autistic samples, and W normal = 0.93 for normal samples. Similarly, GABP A→TP 53 

MXI1 has less regulatory strength over TP53 in autistic samples compared with nor-

0.998, W autismmal samples (W normal = = 0.11). REST, over-expressed in MXI1→TP 53 MXI1→TP 53 

autistic samples (log2FoldChange = 1.2, FDR=0.01), regulates TP53 with strength 1 in 

normal samples (i.e., W normal = 1), but shows less regulatory strength in autistic REST →TP 53 

samples (W autism = 0.11). It appears that the abnormal activation of REST dis-REST →TP 53 

rupts the normal regulatory patterns in autistic samples. Fig. 3.10 (a subset of edges 

from Fig. 3.9) shows fve distinct regulatory edge clusters from REST in normal, mixed, 

and autistic conditions (the edge REST → TP 53 is in cluster 4). 

Moreover, we observed the rewired hub genes form modules as shown in Fig. 3.8. 

For instance, REST and MIX1, SP1, SOX2 and ELF1 are clustered together. TP53, 

GABPA, NFYA, and KDM5A form a module. 

In addition, 29 autism risk genes documented in SFARI Gene [1] (https:// 

gene.sfari.org/autdb/Welcome.do) were included in this rewired subnet-

work shown in Fig. 3.12 (For visualization, we use green color to represent these 29 

genes, and highlight three genes with the biggest degree using red labels and larger 

node sizes). 

Among these 29 genes, three genes have a high node degree (shown with red la-

bels in Fig. 3.12): KAT2B (degree=38), a strong candidate to be an ASD risk gene 

[55]; FOXP2 (node degree=34) with a signifcant association with autism [35]; and 

NFIA(degree=12), a de novo nonsense variant of which was identifed in autism [86]. 

However, other 26 genes do not have a high degree in this subnetwork, suggesting that 

non-hub genes in the rewired regulatory network may also play an important role. Be-

sides, there are a few genes with a high node degree in the network, which have not been 

linked to autism in the literature yet and worth further investigation. The detailed pre-

https://gene.sfari.org/autdb/Welcome.do
https://FDR=0.01
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Figure 3.9: Five edge clusters in three regulatory networks 

dicted regulatory are provided at https://www.github.com/beautyofweb/ 

RCRN. 

3.4 Discussion 

With transcriptomic profling data, we can construct gene co-expression networks and 

detect co-expressed modules. While it is easy to calculate a correlation coeffcient, it is 

hard to identify causal links, and to construct a directed, context-specifc, transcriptional 

regulatory network with transcriptomic data alone. 

In this chapter, we developed a general framework to infer context-specifc regu-

https://www.github.com/beautyofweb
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Figure 3.10: Regulatory edge clusters of REST 

latory networks with weighed directed edges by leveraging public data repositories of 

gene regulatory networks, assembling them into a global regulatory network, and inte-

grating it with context-specifc transcriptomic data. We devised a multi-stage process to 

refne regulatory network using gene co-expression and co-clustering patterns. More-

over, we presented a framework to identify core regulatory modules and core regulatory 

rewiring with a new perspective of collaboratively clustering nodes and edges in pre-

dicted weight regulatory networks. This technique can be applied to identify condition-

specifc network rewiring and disease-relevant gene modules and gene interaction clus-

ters. 

There are few “gold” data sets for regulatory network inference with well-formated 
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Figure 3.11: 11 hub genes with degree > 50 were highlighted 

Figure 3.12: 29 autism risk genes (green nodes) from SRARI were highlighted 
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training and validation set for comparing and evaluating machine learning algorithms. 

Though the DREAM 5 network inference challenge [82] provides such a data set for 

machine learning tasks, it restricts to using transcriptional profling alone without re-

ferring to external data sources. Other methods for inferring gene regulatory network 

either use multi-omic data [83] (which may not be available in small-scale studies), or 

focus on constructing the regulatory network for a specifc cell type [143]. 

Since there is no such “ground truth” of context-specifc regulatory networks for 

directly evaluating the performance our framework, we applied our method to analyze 

RNA-seq experiment data studying autism, for which many risk genes have been docu-

mented. We constructed an autistic regulatory network and identifed network rewiring 

compared with its normal counterpart. The results are surprisingly good. With only 12 

samples in this study, we were able to identify dozens of risk autism genes that were 

documented in many different studies. This shows the power of combining private data 

with small sample size with comprehensive public data repositories for translational 

research. We also applied our method to recently collected RNA-seq data of 31 sam-

ples from our collaborator studying Juvenile Idiopathic Arthritis (JIA), and generated 

biologically meaningful results. 

Our framework can be easily extended to analyzing multi-group data and time-series 

data. In fact, the technique for detecting rewiring regulatory modules presented here is 

especially useful to study the evolution of dynamic regulatory network modules. 

Since RNA-seq data are widely adopted in transcriptomic profling, we utilized it 

for inferring regulatory network with a public global regulatory network as a reference. 

However, epigenomic data may be more useful for identifying regulatory elements. If 

data is available, future work may integrate context-specifc transcriptomic data and 

epigenomic data for regulatory network inference. 



Chapter 4 

Integrative Network Analysis of 

Multi-omic Data 

4.1 Introduction 

With multi-omic data, we can perform integrative network analysis. The goal is two-

fold: one is to identify disease subtypes and the other is to identify disrupted molecular 

pathways or gene modules underlying disease condition. In this chapter, we focus on 

the frst task. 

We present two methods: one is based on network smoothing, diffusion, and fu-

sion (NSDF); the other is based on non-negative matrix factorization on manifold with 

network fusion. Both work well for disease subtype identifcation and patient clustering. 

4.1.1 Related Work 

Integrating multi-omic data has been a hot topic in recent years. There are multiple good 

reviews on this topic [18, 85]. Various techniques can be classifed as Non-Probabilistic 

Non-Network, Non-Network Probabilistic, Non-Probabilistic Network, and Probabilis-
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tic Network. 

Non-Probabilistic Non-Network approaches do not assume probability distribution 

or use graph theory to integrate multi-omic data. Instead directly regression or correla-

tion analysis are applied to multi-omic data. For example, partial least square can iden-

tify the features that are most informative to predict clinical outcomes, and can weigh 

different sources. Canonical Correlation Analysis leverages correlations among differ-

ent features in various sources to select the most informative features. Some frameworks 

apply Expectation-Maximization approaches to learn the weight of each source in the 

optimization framework. 

Non-Network Probabilistic approaches refer to methods that employ probabilistic 

approaches usually with latent variables underlying a prior distribution. For instance, 

iCluster[113], a widely used cancer subtype clustering method, assumes different types 

of data share a common latent feature space that is learned through Expectation-Maximization. 

Clustering is performed by on the learned latent feature space. 

Non-probabilistic network approaches often do not assume a prior distribution of a 

set of latent variables. In fact, many models of this category even do not have latent 

variables. Most of them try to leverage interaction network to diffuse the signal and fuse 

various network. Typical examples include HotNet2[70] and SNF [132]. HotNet2 dif-

fuses genetic mutation signals through the gene interaction network and get a smoothed 

mutation profle, which is then used for detecting “hot spot” of gene subnetworks that 

might be disease-causing. SNF constructs patients similarity networks using different 

types of data. The novelty of SNF is that it fuses different similarity networks to achieve 

a consensus similarity network that could be more reliable. The fused patient similarity 

network is then used for clustering patients into disease subtypes. 

Probabilistic network approaches usually employ Bayesian inference approaches. 

These approaches usually incorporate latent variables of factors into the model and learn 
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these variables and factors through optimization. External sources such as interaction 

network or pathways are often used to construct the network or the factor graph so the 

remaining tasks are learning the (conditional) distribution and factors. For instance, 

PARADIGM[123] converted NCI pathway databases into a factor graph. Each gene is 

a factor with several kinds of information being incorporated. However, most of the 

variables and all the factors in this factor graph are unknown. PARADIGM relied on a 

set of empirical distributions to make the learning tasks possible with EM algorithm. 

Our approach presented in this chapter roughly falls into the third category: a non-

probabilistic network approach. We do not assume a prior distribution for any variables 

to avoid unrealistic assumptions. Instead we used a Multiple Kernel Learning frame-

work to reduce the noise and possible distortion caused by non-uniform measurements 

or preprocessing. We employ network smoothing, diffusion and fusion approaches to 

make learned similarity network much more reliable. Different from previous non-

probabilistic network approaches, here we incorporate a combination of techniques into 

a unifed framework instead of using a single kind of network fusion or diffusion ap-

proach. 

4.2 Local Affnity Graph Smoothing and Diffusion 

4.2.1 Similarity Metric for Complex Object 

A patient is a complex object. A complex object usually has multiple levels of heteroge-

neous features. These multi-level feature space facilitate multi-view learning. However, 

the challenge is to defne a proper similarity metric to measure the closeness between 

objects. It turns out even in the same feature space, one cannot directly rely on Eu-

clidean distance because complex objects themselves are heterogeneous. In fact, there 
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are two kinds of heterogeneity: object heterogeneity and feature heterogeneity, both of 

which make it hard to defne a similarity or distance metric. 

Traditional metrics to defne object distance with features on Euclidean space in-

clude Euclidean distance (or more generally p-norm), Pearson correlation, Spearman 

correlation, normalized mutual information, etc. For categorical features, chi-square 

distance (a type of weighted Euclidean distance) is one alternative. 

These distance metrics work well under specifc conditions, or more specifcally, 

when noise in any feature space approximately follow Gaussian distribution and all 

individual features have the same scale. However, this might not be true for feature 

space of complex object. 

In the following we focus on patient objects. Patients are different from each other. 

Even when they have the same disease, they may have different disease subtypes. More-

over, a vector of real numbers may not be suffcient to encode disease status. Instead, 

stochastic vector space with intrinsic state space constraints might be a viable solution, 

which is very hard to defne. 

Here we propose to use local kernel smoothing technique to measure the similarities 

between complex objects in one feature space, and use optimization technique to refne 

or learn similarity matrix [134]. To measure overall similarity incorporating all feature 

spaces, we propose using network diffusion and fusion technique to achieve this. 

4.2.2 Local Kernel Smoothing 

We group locally similar patients together and propagate information through local k-

Nearest-Neighbor (kNN) graph. 

Instead of using Euclidean distance, we propose to use local affnity-based kernel to 

measure similarity. We will modify Gaussian kernel to capture local affnity constraints. 
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A Gaussian kernel has the form of Eq.4.1. 

1 ||xi−xj ||
2 

K(xi, xj ) = √ e − 
2σ2

2 

(4.1)
2πσ 

However, it is hard to estimate σ. Here we used local k-Nearest-Neighbor (kNN) to 

estimate σ [134]. 

P 
||xi − xl||2l∈Ak(xi) µi = (4.2)
k 

�ij = η(µi + µj ) + δ||xi − xj ||2 (4.3) 

||xi−xj ||
2 

1 2 
2�2 

ijK(xi, xj ) = √ e 
− 

(4.4)
2π�ij 

Ak(xi) is the set of indexes of points that are k-nearest neighbors of xi in Eq. 4.2. 

Eq. 4.4 defnes a modifed Gaussian kernel that utilized local similarity graph. Depend-

ing on the choice of k and the choice of η and δ, we can have multiple kernels with 

various granularities. The kernel defned in Eq. 4.4 is only one possible option. We can 

utilize other kernels to incorporate local similarity structure. 

Kernel Trick 

The distance between two vectors 

D(xi, xj ) = (φ(xi) − φ(xj ))
T (φ(xi) − φ(xj )) 

= φ(xi)
T φ(xi) + φ(xj )

T φ(xj ) − 2φ(xi)
T · φ(xj ) 

= 2 − 2K(xi, xj ) 

φ(·) is any feature mapping function. We only need implicit mapping to calcu-



⎪
⎪

66 

late pair-wise distances between two points in the transformed space using the kernel 

K(xi, xj ), which is negatively proportional to the distance. 

4.2.3 Similarity Matrix Based on Local Affnity Kernel 

Since distance is negatively proportional to the kernel, we can use local kernel smooth-

ing to defne unnormalized similarity, then normalize the similarity matrix. The diagonal 

of a similarity matrix is usually defned as 1. So we exclude the normalization factor 

1 
2π�ij 

. 

||xi−xj ||
2 
2 

2�2 
ijSij = e 

− 
(4.5) 

From this similarity matrix, we can construct a state transition matrix (weighted 

adjacency matrix), or a kernel on vertex set by normalizing S and making it numerically 

stable [134]: ⎧ ⎪⎨θ, if i = j, 
Sij = (4.6)⎪ Sij⎩(1 − θ)P , otherwise 

j 6 Sij=i 

0 < θ < 1, usually can be 0.5. The reason we use this normalization is that the 

original similarity matrix includes self-similarities that are assigned to 1, while the sim-

ilarities between different nodes could be in a much small scale compared to 1, which 

may cause numerical instability or singular results using the weighted adjacency matrix 

for learning stable states. 
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4.2.4 k-Nearest-Neighbor Graph 

We defne k-Nearest-Neighbor affnity matrix as 

⎧ ⎪ Sij⎨(1 − �)P 
Sij 

, if j ∈ Ak(xi) 
j∈Ak(xi)Wij = (4.7)⎪ Sij⎩�P , otherwise 

j /∈Ak(xi) Sij 

Note W can be asymmetric, since node j can be node i’s k-nearest-neighbor while 

node i may not be necessarily node j’s. It is a design choice to make W symmetric. 

� can be a very small positive number, e.g., 10−4 . With this �, we can avoid potential 

trouble caused by zero possibilities. 

4.2.5 Network Smoothing Through Local Affnity Message Passing 

and Diffusion 

Suppose we have similarity matrix S, and local kNN smoothing kernel (i.e., affnity 

matrix) W , then we can acquire a smoothed network P via local affnity message passing 

and diffusion. 

P = αS + (1 − α)W · S · W T , (4.8) XX 
Pij = αSij + (1 − α) WikSklWjl (4.9) 

k l 

The smoothed network P is can only pass information from local k-nearest neigh-

bors. Eq. 4.8 shows one iteration of network smoothing. In practice, multiple iterations 

can be run to achieve a stable smoothed network. 0 < α < 1 is used to control the 

degree of diffusion and smoothing. 
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4.3 Multiple Kernel Learning on Manifold 

In the above we estimate similarity matrix directly using one modifed Gaussian ker-

nel with smoothing and fusion with local kNN affnity graph. In fact, we can learn a 

similarity matrix using multiple kernel learning on manifold – local affnity graph. 

X 
argmin − wkKk(xi, xj )Sij + 
w,S,L 

i,j,k 

αTrace(L(I − S)LT )+ (4.10) X 
β||S||2 

F + γ wklog(wk) 
k 

LT L = Ip, X 
Sij ≥ 0, Sij = 1, (4.11)

j X 
wk ≥ 0, wk = 1 

k 

Eq. 4.10 shows the optimization objective function. The frst term is based on the fact 

that kernel is positively correlated with similarity. The second term is based on manifold 

hypothesis: S can be represented with a low-rank matrix. This ensures that S to be 

more approximately a block-wise matrix. The third term ensures that we do not learn an 

identical matrix for S. The last term is to avoid we learn a single kernel. 

Eq. 4.11 shows the constraints of L, S, w. Essentially we are trying to learn a block-

wise similarity matrix with p clusters forming each block. Ln×p, n=number of points, 

p is the number of clusters we preset. When L corresponds to the eigenvectors of the 

frst p largest eigenvalues of S, the second term in Eq. 4.10 achieves its minimum on 
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the condition that S is fxed. S is the similarity matrix to be learned. S can also be 

interpreted as an adjacency matrix or state transition matrix of the similarity graph to be 

used for network smoothing, diffusion and fusion. 

We can use an iterative approach to learn S, L, and w. Suppose we have G kernels 

derived from Eq. 4.4. First we initialize wk = 1/G, and calculate the full kernel matrix PG as the initialization of S = (Kij )n×n, Kij = 1 Kkxi, xj . L = the vector space
G k=1 

of the p largest eigenvalues of S. Then we fx L and w, and update S, fx S and L, 

and update w, and so on. In practice it converges fast, however, theoretical guarantee of 

convergence is needed and will be provided shortly. 

4.4 Network Diffusion and Fusion 

In the above we only consider learning a similarity matrix using one feature space – 

learning from one view. However, there are multiple feature spaces, for example, gene 

expression, DNA methylation, etc. Now we focus on learning a more reliable patient 

similarity matrix using multi-view learning. 

As we have learned a similarity matrix for each view S(i), we can refne them through 

network diffusion and fusion. 
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S(i)(t + 1) = αS(i)(t) + γW (i)(t)S(−i)(t)W (i)
T 
(t)+ 

(1 − α − γ)W (−i)(t)Si(t)W ( − i)(t) 
T 
, X 

S−i(t) = βj S
(j), 

j 6=i X (4.12)W −i(t) = βj W (j), 
j 6=i X 

βj = 1, βj ≥ 0, 
j X 

S = lim βj S
(j)(t) 

t→∞ 
j 

Eq. 4.12 incorporate multi-view Si through network smoothing, diffusion and fusion 

process. Initially, we learn each S(i) in each feature space separately. W (i) is the local 

affnity matrix of kNN graph derived from S(i). The frst term in Eq. 4.12 is about 

network diffusion. 0 ≤ α < 1, controls the extent of network diffusion. The second 

and third terms are about network fusion. There are two kinds of fusions. γ controls 

the proportion of the frst and second kind of fusion. The frst fusion is to use the local 

affnity graph of view i to pass information to all other combined views S(−i)(t). This 

incorporate the local structure of S(i) to all other views combined S(−i)(t), and added 

this new view to S(i). The second fusion (the third term) used the local affnity graph 

of all other combined view W (−i)(t) to pass information in view S(i). This incorporates 

local network structures in all other views into S(i). The overall framework is illustrated 

in Fig. 4.1. 

Moreover, each view has a different weight β, which can also be learned through 

optimization. In practice, we can learn an integrated similarity matrix S after a few 

iterations. 
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Figure 4.1: Illustration of overall framework of NSFD 

4.5 Non-negative Matrix Factorization (NMF) on Man-

ifold 

4.5.1 Introduction to NMF 

Suppose X is a n × m matrix with rows corresponding to features, and columns cor-

responding to observations. F is a n × p matrix, and H is p × m matrix, with p � 

min(n, m). This formulation is similar to PCA with the constraints that all elements 

should be non-negative. This is a reasonable constraint when each element in X is al-

ways positive. Essentially, Eq. 4.13 is trying to fnd a low-rank approximation of X , 

which probably is low-rank inherently in many real-world applications. 

argmin ||X − F · H||2 
F 

F,H (4.13) 

s.t. Fij ≥ 0, Hij ≥ 0 

Now let’s directly talk about biological data. Suppose that X is a gene expression 
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matrix with n rows corresponding to gene features, and m columns corresponding to 

samples. Then F is a learned prototype matrix with each one of p columns correspond-

ing to one cluster of samples. H is the cluster assignment matrix, with Hij being the 

unnormalized probability of assigning sample j to cluster i. 

Taking another point of view, F is a learned basis of rank ≤ p, and H is the linear 

combination using the basis of F representing X . In a word, H is a linear transforma-

tion of X , which captures most variance in X with a reduced dimension. Comparing 

with PCA, NMF only allows additive effects, and thus is suitable to learn a part-based 

representation. 

4.5.1.1 Non-negative Matrix Factorization on Manifold 

While NMF can simultaneously perform dimension reduction and learn a part-based 

representation, it does not consider manifold constraints. Based on manifold assump-

tion, if xi and xj are close in the original space, then they should be also close when 

mapped to another space. NMF with graph regularization is suitable to capture this 

effect. 

First, let’s defne a similarity metric to measure the closeness among points. For 

example, we could use Euclidean distance if each dimension is on the same scale. If not, 

a weighted Euclidean distance can be an alternative among others. Then we can fnd out 

the neighborhood of each point – k-nearest neighborhood. Finally we can simply defne 

kNN graph as 

( 
1, if j ∈ Ak(i) (4.14a) 

Wij = 
0, otherwise (4.14b) 

Ak(i) is the set of indexes of k-nearest neighbors of i in Eq. 4.14a. Based on spec-
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tral graph theory, we can add a regularization term to approximate the smoothness of 

manifold: 

X 
Rk =

1 
(fk(xi) − fk(xj ))

2 · Wij
2 

ij X X X 
= fk(xi)

2 (4.15)Wij − fk(xi) · fk(xj ) · Wij 

i j ij 

= Hk
T LHk 

P 
L = D − W , (D = diag{dii}, dii = Wij ) is the graph Laplacian of similarity j 

graph W . 

So NMF with graph constraint can be formulated as: 

pX 
argmin||X − FH||2 + λF Rk 

F,H 
k=1 (4.16) 

= ||X − FH||2 
F + λTrace(HLHT ) 

In fact, graph Laplacian can be acquired via other sources of information. For in-

stance, when X is gene-sample feature matrix, L can be derived from sample similarity 

network constructed using other sources of information, which is a good way to incor-

porate multi-source information. 

In Eq. 4.16, the frst term is to fnd a low-rank approximation for X , the second term 

is to enforce graph constraint. It can be proved that 

pX 
minH Trace(HLHT ) = λi, (4.17) 

i=1 

where λ1 ≤ λ2 ≤ · · · λm are eigenvalues of L. Eq. 4.17 achieves minimal value when 

p rows of H corresponding to the orthogonal eigenvectors of the frst p smallest eigen-

values (which correspond to the frst p largest eigenvalues of similarity matrix W ). The 
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effect of this term is to make learned H effectively cluster similarity graph into p blocks. 

This technique will be used later. 

Network-based stratifcation (NBS) of tumors employed a similar technique. First, 

mutation signal of each patient is diffused through gene interaction network, and smoothed 

mutation score for each gene for each patient is acquired. Then NMF with graph regu-

larization (Eq. 4.16) to cluster patients into subtype groups. Consensus clustering was 

applied to the process to achieve robust clustering result. 

4.6 Integrative Analysis Using Graph Regularized Non-

negative Matrix Factorization 

In the above we only consider applying NMF on manifold to one view. Now we incor-

porate multi-view information into a unifed framework in Eq. 4.18. 

X 
argmin ||X(i) − F (i)H(i)||2 

F + 
F (i),H(i),α,β,γ i 

(4.18)
αiTrace(F (i)

T 
M (i)F (i))+ 

βiTrace(H
(i)L(−i)H(i)T 

) + γilogγi 

M (i) are graph Laplacian matrix derived from interaction network for view i, for 

example, gene interaction networks. If such a network is not available, we can calculate 

the k-nearest neighbor graph from X i using correlation or other similarity measures. 
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L(i) is the graph Laplacian matrix of H(i)T 
H(i) or learned S(i). 

F ≥ 0, H ≥ 0, 

L(i) = D(i) − S(i), 

D(i) = diag(d1, d2, · · · , dm), 
(4.19)

mX 
(i)

dk = S , k = 1, 2, · · · , m, kj 
j=1 X X 

L(−i) = γj L
(j), γj = 1, γj ≥ 0 

j 6=i j 

P 
L = j γj L

(j) will be the graph Laplacian of the similarity matrix to be learned. γi 

controls the weight for each view. 

How does this framework work? The frst term of Eq. 4.18 is the same for normal 

NMF to learn a part-based representation for X(i). The second term is about to enforce 

the graph constraint (manifold constraint) on learned F (i), which may have local affnity 

constraints. For instance, gene interaction network may be incorporated through M (i) 

as a constraint. This is also a good way to incorporate information from other sources 

such as public interaction databases. The third term is similar to the second one, but is 

novelty of this framework. We can not only incorporate interaction network from public 

databases through the second term, but also incorporate the patient similarity network 

learned from other views into current view. This is essentially network fusion combined 

with manifold learning. Essentially we are learning an integrated patient similarity ma-

trix through L (which is the graph Laplacian of the similarity network). Furthermore, we 

can use network smoothing, diffusion and fusion (NSDF) described in the last section 

to derive L(i) and incorporate it to this NMF-based framework. 

We are still implementing this framework and will report the results later. In the 

following experiment section, we only report some results on TCGA data using the frst 
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framework (NSFD). 

4.7 Experiments 

We downloaded TCGA data of breast, kidney, and lung cancers. After preprocessing, 

105 breast cancers, 106 lung cancers, and 122 kidney cancers that have gene expres-

sion, miRNA expression, and methylation data available. We selected common features 

among three cancers in order to use concatenation and iCluster. In total, 10299 genes, 

303 miRNAs, 22503 CpG loci were selected for downstream analysis. 

4.7.1 Predict Cancer Subtypes 

First we focus on detecting cancer subtypes for each cancer types. Since there is no 

ground truth for cancer subtypes, we need to predefne the number of clusters k and 

assess the clustering results using the clinical outcomes (survival time). 

For each cancer type and each k, we used a combination of different data types and 

methods, in total 35 combinations, for clustering. We used three types of data: gene 

expression, methylation, and miRNA expression. For each type of data, we used fve 

methods for clustering. Then we try to combine different types of data in four ways: 

gene + methylation (gene + met), gene + miRNA (gene + mi), miRNA + methylation 

(mi + met), and gene + miRNA + methylation (all). 

4.7.1.1 Clustering Using Individual Data Types 

For each type of data of each cancer, we used fve methods to cluster samples: 

• “km”: kMeans clustering using the normalized expression data 

• “spec.dist”: spectral clustering using the Euclidean distance matrix 
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• “spec.W”: spectral clustering using affnity matrix (kernel-based kNN graph from 

the Euclidean distance matrix) 

• “s”: spectral clustering based on similarity matrix learned via Multiple Kernel 

Learning (MKL) with input as the original expression matrix 

• “s2”: spectral clustering based on similarity matrix learned via Multiple Kernel 

Learning (MKL) with input as affnity matrix 

In the following we only report results for breast cancer. Similar results can be 

achieved for other types of cancer. 

Figure 4.2: Log rank test of Kaplan-Meier survival curves of breast cancer subtypes 
detected from gene expression data alone. x-axis is the preset number of subtypes k, 
y-axis is the −log10pvalue. Smaller pvalue (larger −log10pvalue) indicates the detected 
subtypes are more consistent with clinical outcomes. 

Only gene expression data is used 

Note as the number of clusters k increases, so does the chance of statistical signif-

cance of log rank test of Kaplan-Meier survival curves of different clusters. Thus pvalue 

tend to be smaller as k increases. 
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Table 4.1: Log Rank Test of Breast Cancer Subtypes From Gene Expression Data 

2 3 4 5 6 
km 0.11 1.15 2.23 1.47 2.00 

spec.dist 0.67 0.42 0.39 0.79 1.46 
spec.W 0.07 1.19 1.79 0.91 1.44 

s 0.01 0.36 0.18 0.09 0.01 
s2 0.11 2.34 1.93 1.84 1.34 

However, from Fig. 4.2, we can see that when we applied spectral clustering to the 

similarity matrix learned via MLK optimization framework with an input of smoothed 

kNN graph affnity matrix, we can achieve a better cluster result (p = 0.004 (log-rank 

test)). Overall “s2” method performs well for different number of preset clusters. 

Only methylation expression is used 

Figure 4.3: Log rank test of Kaplan-Meier survival curves of breast cancer subtypes 
detected from methylation data alone. x-axis is the preset number of subtypes k, y-axis 
is the −log10pvalue. Smaller pvalue (larger −log10pvalue) indicates the detected subtypes 
are more consistent with clinical outcomes. 

Fig. 4.3 shows that the best clustering result is achieved when using spectral cluster-

ing of kNN affnity matrix spec.W with k = 3 (p = 5.4 × 10−6, log rank test). It seems 

three clusters are more appropriate for correlating clinical outcomes. Fig. 4.4 shows the 
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Table 4.2: Log Rank Test of Breast Cancer Subtypes From Methylation Data 

2 3 4 5 6 
km 0.48 2.45 1.47 1.08 1.01 

spec.dist 0.12 0.14 0.05 0.06 0.02 
spec.W 0.69 5.26 2.10 2.41 2.14 

s 0.26 0.24 1.02 1.77 2.56 
s2 1.53 3.61 0.78 0.67 0.94 

Kaplan-Meier survival plot of the three patient groups. Patients in group 1 have worse 

clinical outcomes (shorter survival time) compared with the other two groups. 

Figure 4.4: Kaplan-Meier survival plot of three groups were detected using spectral 
clustering using methylation data with affnity matrix as input 

Only miRNA expression is used 

miRNA expression data shows some “irregularity”. Fig. 4.5 shows KMeans achieves 

the best results when the number of clusters is set to be 4. Spectral clustering does not 

perform well with various input. One possible explanation is that the number of features 

(302 miRNA) is much less than that of gene features, and as a result simple KMeans 

can achieve good results while sophisticated methods could not. 
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Figure 4.5: Log rank test of Kaplan-Meier survival curves of breast cancer subtypes 
detected from miRNA expression data alone. x-axis is the preset number of subtypes 
k, y-axis is the −log10pvalue. Smaller pvalue (larger −log10pvalue) indicates the detected 
subtypes are more consistent with clinical outcomes. 

Table 4.3: Log Rank Test of Breast Cancer Subtypes From miRNA Expression Data 

2 3 4 5 6 
km 1.31 1.68 3.23 1.78 1.84 

spec.dist 0.15 0.05 0.63 1.21 0.39 
spec.W 1.92 1.98 1.07 0.86 1.18 

s 1.32 0.44 2.19 1.88 1.80 
s2 1.43 0.22 0.15 1.00 0.79 

4.7.1.2 Combine Different Types of Data 

Now let’s combine different types of data together. One easy way is concatenating all 

features and clustering techniques described above for individual types of data. An-

other way is to use iCluster to generate an integrative cluster. We experimented using 

iCluster and found it quite time consuming compared with the proposed framework in 

this chapter (for example, it takes 2265 seconds to run iCluster with default parameter 

setting when combining gene expression, miRNA expression, and methylation data of 

breast cancer, while it only takes about 10 seconds to run our framework to generate 
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comparable or even better results). 

In the following we describe fve methods used to cluster samples: 

• “km”: kMeans clustering of concatenated features 

• “spec.dist”: spectral clustering of similarity matrix generated using similarity net-

work fusion with input of Euclidean distance of feature matrices 

• “spec.W”: spectral clustering of similarity matrix generated using similarity net-

work fusion with input of kNN affnity matrix 

• “s”: spectral clustering of similarity matrix generated using similarity network 

fusion with input of similarity matrix learned from MKL with input of Euclidean 

distance 

• “s2”: spectral clustering of similarity matrix generated using similarity network 

fusion with input of similarity matrix learned from MKL with input of kNN affn-

ity matrix. 

Combine Gene Expression and DNA Methylation Data 

Table 4.4: Log Rank Test of Breast Cancer Subtypes From Gene Expression and Methy-
lation Data 

2 3 4 5 6 
km 0.52 1.43 2.52 2.44 1.74 

spec.dist 0.47 1.41 0.48 1.49 1.57 
spec.W 0.06 3.61 1.55 1.37 2.22 

s 0.18 0.56 0.17 0.26 0.79 
s2 0.02 2.12 2.23 3.15 2.43 

Fig. 4.6 shows that using similarity network fusion techniques to combine gene ex-

pression and DNA methylation outperforms kMeans of the concatenation of various 

types of features for most of the time. Spectral clustering with similarity matrix learned 
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Figure 4.6: Log rank test of Kaplan-Meier survival curves of breast cancer subtypes 
detected from gene expression and methylation data. x-axis is the preset number of 
subtypes k, y-axis is the −log10pvalue. Smaller pvalue (larger −log10pvalue) indicates the 
detected subtypes are more consistent with clinical outcomes. 

from network fusion with local affnity matrix as input performs best when k = 3. For 

other k, “s2” method performs better overall. 

Combine Gene Expression and miRNA Expression Data 

Table 4.5: Log Rank Test of Breast Cancer Subtypes From Gene Expression and miRNA 
Expression Data 

2 3 4 5 6 
km 0.07 0.72 0.63 0.68 0.70 

spec.dist 0.87 1.76 1.52 1.40 2.17 
spec.W 0.48 1.72 0.58 0.82 2.04 

s 0.70 0.43 0.70 0.10 0.15 
s2 0.31 1.82 0.80 1.99 0.47 

Again Fig. 4.7 shows that spectral clustering of affnity matrix performs much better 

than kMeans on concatenated features. 

Combine Methylation and miRNA Expression Data 

Fig. 4.8 shows that spectral clustering on kNN affnity matrix performs better than 
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Figure 4.7: Log rank test of Kaplan-Meier survival curves of breast cancer subtypes 
detected from gene expression and miRNA expression data. x-axis is the preset number 
of subtypes k, y-axis is the −log10pvalue. Smaller pvalue (larger −log10pvalue) indicates 
the detected subtypes are more consistent with clinical outcomes. 

Figure 4.8: Log rank test of Kaplan-Meier survival curves of breast cancer subtypes 
detected from methylation and miRNA expression data. x-axis is the preset number of 
subtypes k, y-axis is the −log10pvalue. Smaller pvalue (larger −log10pvalue) indicates the 
detected subtypes are more consistent with clinical outcomes. 
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Table 4.6: Log Rank Test of Breast Cancer Subtypes From Methylation and miRNA 
Expression Data 

2 3 4 5 6 
km 0.52 1.68 2.24 1.78 1.64 

spec.dist 1.11 2.70 1.34 2.43 1.77 
spec.W 0.02 3.24 3.85 3.67 3.58 

s 0.73 1.43 3.69 0.89 2.85 
s2 0.05 3.21 2.70 2.31 2.93 

others. 

Combine Gene Expression, miRNA Expression and Methylation Data 

Figure 4.9: Log rank test of Kaplan-Meier survival curves of breast cancer subtypes 
detected from gene expression, DNA methylation and miRNA expression data. x-axis 
is the preset number of subtypes k, y-axis is the −log10pvalue. Smaller pvalue (larger 
−log10pvalue) indicates the detected subtypes are more consistent with clinical out-
comes. 

Fig. 4.9 shows that when combining three data types, method “s” performs much 

worse than “s2”, which indicates that input for MKL is important. 

To summarize, no single method consistently performs better than others. In general, 

kMeans clustering performs less well than other methods. Similarity network learned 

through MKL can help spectral clustering in certain circumstances, but is not always 
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Table 4.7: Log Rank Test of Breast Cancer Subtypes From Gene Expression, DNA 
Methylation and miRNA Expression Data 

2 3 4 5 6 
km 0.52 1.68 2.24 1.78 1.64 

spec.dist 1.11 2.70 1.34 2.43 1.77 
spec.W 0.02 3.24 3.85 3.67 3.58 

s 0.73 1.43 3.69 0.89 2.85 
s2 0.05 3.21 2.70 2.31 2.93 

the case. Overall network fusion with MKL learned similarity matrix (“s” and “s2”) can 

achieve relatively good results across spectrum. 

4.7.2 Predict Pan-Cancer Types 

Now we try to clustering samples with different cancer types. We put three types of 

cancers together: 106 lung cancers, 105 breast cancers, and 122 kidney, and applied 

different clustering methods to classify cancer types based on gene expression, miRNA 

expression and DNA methylation data. The cancer type is ground truth for this unsuper-

vised clustering task. 

Similar to clustering one type of cancer into subgroups, we applied a total of 35 

combinations of different methods and data types to cluster these 333 samples. The 

results are shown in Fig. 4.10. 

Interestingly, spectral clustering with Euclidean distance matrix as input can per-

fectly cluster three types of clusters using either gene expression or DNA methylation 

data alone (Fig. 4.11.). When combined with other types of data, the prediction accuracy 

such as NMI and adjusted rand index decreases. Fig. 4.10 suggests that purity is not a 

very good indicator for clustering performance since it is relatively high and stable even 

when the clustering result is very poor. 

The MKL-based network smoothing, fusion and diffusion does not outperform spec-
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Figure 4.10: 35 clustering results of three cancer types using different combination of 
data and methods. The frst row shows the −log10pvalue of log-rank test of Kaplan-Meier 
survival curves of different clusters. The second to fourth rows show the Normalized 
Mutual Information (NMI), adjusted rand index, and purity of different clustering re-
sults, respectively 

tral clustering with Euclidean distance matrices as input, but outperform kMeans and 

iCluster (Fig. 4.12). In fact, kMeans and iCluster perform worst in terms of prediction 

accuracy (NMI and adjusted rand index). 

4.8 Discussion 

Multi-omic data provide complementary information for deciphering disease- or trait-

associated molecular mechanisms. However, currently these molecular measurements 

contain much noise and the bioinformatics pipelines that process the raw high-throughput 

data can be quite complicated and could introduce another layer of confounding factors 

that make learning from multi-omic even more challenging. 

In order to address the heterogeneity in multi-omic data and patient subjects, we pro-

posed to apply network smoothing, fusion and diffusion to integrate multi-omic to learn 
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Figure 4.11: Kaplan-Meier plot of three groups identifed by spectral clustering. These 
three groups are identical with the true cancer types. Group 1 is lung cancer, group 2 
corresponds to kidney cancer, and group 3 correspond to breast cancer. 

Figure 4.12: Evaluation of the clustering results of iCluster. No p value of log rank test 
of KM survival curves reaches statistical signifcance. The NMI and adjusted rand index 
are very low. The purity is not a good measure here, as shown in Fig. 4.10 

a consensus patient similarity matrix, which can be used for discovering disease sub-

types. Once disease subgroups are defned, we can focus on a relatively homogeneous 

group of patients to study its molecular causes to diseases. 

We applied our framework to TCGA cancer data and performed 35 combinatorial 

of data types and methods to clustering cancer types and cancer subtypes. The results 

suggest that spectral clustering on similarity matrix learned through multi-kernel learn-
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ing framework could achieve satisfactory results in many cases. However, no methods 

consistently outperform all others. Thus when integrating multi-omic data, it is crucial 

that certain types of data might not be useful if the methodology used is not appropriate. 

Besides, network smoothing fusion and diffusion framework, we also developed a 

framework to integrate multi-omic data through Non-Negative Matrix Factorization on 

manifold, which can incorporate molecular interaction databases from outside sources 

and multi-view omic data. 



Chapter 5 

Integrative Clustering with Affnity 

Network Fusion (ANF) 

5.1 Introduction 

Clustering cancer patients into subgroups and identifying cancer subtypes is an impor-

tant task in cancer genomics. Clustering based on comprehensive multi-omic molecu-

lar profling can often achieve better results than those using a single data type, since 

each omic data type (representing one view of patients) may contain complementary 

information. However, it is challenging to integrate heterogeneous omic data types di-

rectly. Based on one popular method – Similarity Network Fusion (SNF), we presented 

Affnity Network Fusion (ANF) in this chapter, an “upgrade” of SNF with several ad-

vantages. Similar to SNF, ANF treats each omic data type as one view of patients and 

learns a fused affnity (transition) matrix for clustering. We applied ANF to a carefully 

processed harmonized cancer dataset downloaded from GDC data portals consisting of 

2193 patients, and generated promising results on clustering patients into correct dis-

ease types. Our experimental results also demonstrated the power of feature selection 
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and transformation combined with using ANF in patient clustering. Moreover, eigen-

gap analysis suggests that the learned affnity matrices of four cancer types using our 

proposed framework may have successfully captured patient group structure and can be 

used for discovering unknown cancer subtypes. 

Cancer genomics projects such as TCGA have generated comprehensive multi-omic 

molecular profling for dozens of cancer types. Mining huge amounts of omic data to 

discover cancer subtypes and disease mechanisms is still a hot topic. 

As patients with cancer from the same primary sites, for example, lung cancer, can 

be very different from each other in terms of disease progression, response to treatments, 

etc. One important task is to further cluster cancer patients of the same cancer type into 

subgroups and defne new cancer subtypes with comprehensive molecular signatures 

associated with distinct clinical features. 

There are many challenges to cluster patients into subgroups since cancer patients 

are very heterogeneous. Even though we can always cluster patients into groups by run-

ning a specifc clustering algorithm, the clustering results may not be robust, i.e., slightly 

changing clustering methods or parameter settings may lead to a different clustering re-

sult. Moreover, there is no groundtruth to decide which methods and parameter settings 

work best. While the omic data collected are comprehensive, they are heterogeneous 

and noisy, too. If we use each type of omic data to cluster patients, we can probably 

generate different results. Is it possible to generate a robust clustering result and use 

“groundtruth” to justify it? This chapter mainly focuses on this problem. 

Since each type of omic data may contain some complementary information about 

the patients and disease, we can perform integrative network analysis with multi-omic 

data. Many methods that have been developed to integrate multi-omic data for patient 

clustering in the past several years are either based on probabilistic models or network 

models [18]. It has been demonstrated that patient clustering based on similarity net-
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work fusion (SNF) [131] can usually achieve promising results compared with other 

methods such as iCluster [113] or KMeans. While SNF works well in clustering pa-

tients, we fnd that the required computational operations in SNF can be signifcantly 

reduced and simplifed to get a reliable fused affnity network. Based on SNF, in this 

chapter we presented Affnity Network Fusion (ANF) with several advantages compared 

with SNF. 

Our contribution can be summarized as follows: 

First, ANF presented here can be seen as an improved version of SNF with sev-

eral advantages. ANF requires much less computation while generating as good as or 

even better results than those from SNF. ANF can incorporate weights of each view, 

while SNF is unweighted. Moreover, ANF has a much clearer interpretation, while SNF 

contains some “mysterious” operations. 

Second, we cleverly selected a “gold” dataset with true class labels for cancer pa-

tients clustering problem. Thus instead of using internal clustering evaluation metrics, 

we were able to use external metrics to evaluate clustering methods. We used the newest 

release of harmonized cancer datasets from Genomic Data Commons Data Portal (since 

the data is harmonized, it is of high quality for large-scale integration), and carefully 

selected 2193 cancer patients from four primary sites with known disease types. With 

this dataset, we were able to demonstrate the power of affnity network fusion technique 

in cancer patient clustering. Our experimental results also showed survival information 

alone may not be suffcient for evaluating disease (sub)type discovery methods. 

Third, using harmonized gene expression and miRNA expression data, we were able 

to demonstrate that feature selection and transformation of “raw” counts or other ge-

nomic features could lead to better clustering results. Specifcally, we fnd that log 

transformation or variance stabilizing transformation [29] of raw counts data usually 

perform better than directly using normalized expression values such as FPKM values 
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of gene expression. 

Fourth, the experimental results on this relatively large dataset (2193 cancer patients 

with gene expression, miRNA expression and DNA methylation data) are very promis-

ing. The learned fused affnity matrices for the selected four cancer types matched well 

with both true class labels and the theory of spectral clustering based on eigengap anal-

ysis (Sec. 5.5.5), which can be reliably used for unknown cancer subtype discovery and 

identifying subtype-specifc molecular signatures. 

The rest of the chapter is organized as follows. In section 5.2, we briefy summarize 

some related work. In section 5.3, we briefy describe a general framework for clustering 

complex objects. In section 5.4, we describe ANF framework in detail. In section 5.5, 

we presented experimental results and analysis. The last section gives some conclusion. 

5.2 Related Work 

Integrating multi-omic data has been a hot topic in recent years. There are multiple 

good reviews on this topic [18, 85]. Various techniques can be classifed into four 

groups based on whether they are probabilistic or network based: Non-Probabilistic 

Non-Network, Non-Network Probabilistic, Non-Probabilistic Network, and Probabilis-

tic Network. 

Non-Probabilistic Non-Network approaches do not assume a probability distribution 

or use graph theory to integrate multi-omic data. Instead, direct regression or correlation 

analysis are applied to multi-omic data. For example, partial least square can identify 

the features that are most informative for predicting clinical outcomes, and can weigh 

different sources. Canonical Correlation Analysis leverages correlations among differ-

ent features in various sources to select the most informative features. Some frameworks 

apply Expectation-Maximization approaches to learn the weight of each source in the 
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optimization framework. 

Non-Network Probabilistic approaches refer to methods that employ a probabilis-

tic approach containing latent variables with a prior distribution. For instance, iClus-

ter [113], a widely used cancer subtype clustering method, assumes different types 

of data share a common latent feature space that can be learned through Expectation-

Maximization (EM). Clustering is performed on the learned latent feature space. 

Non-probabilistic network approaches often do not assume a prior distribution of a 

set of latent variables. In fact, many models of this category even do not have latent 

variables. Most of them try to leverage interaction network to diffuse the signal and fuse 

various networks. Typical examples include HotNet2 [70] and SNF [131]. HotNet2 

diffuses genetic mutation signals through gene interaction network to get a smoothed 

mutation profle, which is then used for detecting “hot spot” of gene subnetworks that 

might be disease-causing. SNF constructs patient similarity networks using different 

types of data. The novelty of SNF is that it fuses different patient similarity networks 

to achieve a consensus similarity network that could be more reliable instead of directly 

combing heterogeneous features. The fused patient similarity network is then used for 

clustering patients into disease subtypes. 

Probabilistic network approaches usually employ Bayesian approaches, which usu-

ally incorporate latent variables and factors into the model and learn these variables 

and factors through optimization frameworks. External sources such as interaction net-

works or pathways are often used to construct the network or factor graph. For instance, 

PARADIGM [123] converted NCI pathway databases into a factor graph in which each 

gene is a factor incorporating several kinds of information. Since most of the variables 

and factors in this factor graph are unknown, PARADIGM relied on a set of empirical 

distributions to make the learning task possible with EM algorithm. 

Our approach presented in this report roughly falls into the third category – non-
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probabilistic network approach. We do not assume a prior distribution for any variables 

to avoid unrealistic assumptions. Instead we adopted the techniques in spectral clus-

tering to construct a k-nearest-neighbor affnity (similarity) graph with local Gaussian 

kernel (Eq. 5.5). This will reduce noise and possible distortion caused by non-uniform 

measurements and preprocessing of omic datasets. Based on the main idea of similarity 

network fusion (SNF) [131], we developed a simpler and more general framework of 

affnity network fusion (ANF), or more technically speaking, transition matrix fusion, 

to combine multiple networks into a fused consensus network. The learned affnity 

network captures complementary information from multiple views and is much more 

robust than individual networks learned from each view. 

5.3 General Framework to Cluster Complex Objects 

5.3.1 Representing Complex Objects With Multi-View 

A patient is a complex object, and can have multiple views with heterogeneous fea-

tures. In this chapter, we mainly deal with patient clustering. However, the proposed 

framework can be used for any complex object clustering. 

Suppose each patient has n-views. Thus we have n patient-feature matrices: 

X (v) ∈ RN×pv , v = 1, 2, · · · , n 

N : number of patients 

pv : feature dimension in view v 

Here we assume each feature can be mapped to a vector of real numbers. Note that 

there are quite a lot of features that are not numeric, such as text annotations. However, 

many of them can be transformed to a new feature space in Rp using feature embedding. 

In this chapter, we do not focus on transforming a specifc non-numeric feature space 
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to Rp, but focus on clustering patients based on already transformed feature matrices in 

RN×pv . 

5.3.2 Feature Selection and Transformation 

For patients, each type of omic data is different, representing a different view of the 

patients. The dimensionality of each view is usually very high. Feature selection and 

transformation are often necessary. For example, gene expression data can be repre-

sented using a sample-feature matrix with tens of thousands of rows (i.e., genes) and 

dozens of columns (i.e., samples). Most genes are not disease genes. If we use all gene 

features for clustering patients into subgroups, irrelevant gene features may lead to a 

“bad” clustering result. 

For cancer genomics, we usually have expression data from tumor-normal pairs, 

which can be used for selecting differentially expressed (DE) genes (or miRNAs). Using 

DE genes for clustering patients is often better than using all genes [76]. 

In genomics, raw counts of molecular measurements are common. However, for 

clustering or other exploratory analysis, direct use of raw counts is usually discouraged. 

Proper feature normalization and transformation is often necessary before clustering. 

Log transformation, variance stabilizing transformation [29], and regularized log trans-

formation [74] are commonly used for transforming raw counts data for downstream 

analysis. 

5.3.3 Distance Metrics 

Most clustering techniques require to defne a pair-wise patient distance (or similarity) 

matrix Δ = (δij )N×N ∈ R+ 
N×N . R+ represents the set of non-negative real numbers. 

With proper feature engineering, we can calculate pair-wise distance on normalized 
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features using Euclidean distance δij = ||xi −xj ||, or δij = 1−Cor(xi, xj ) (Cor(xi, xj ) 

represents Pearson (or Spearman) correlation), etc. For categorical features without 

feature embedding, we can use chi-squared distance or other similar metrics. 

5.3.4 Clustering Objectives 

To fnd a clustering assignment function A = (a1, a2, · · · , aN ) that maps each patient i 

to a unique cluster ai (here we do not consider soft clustering) with certain constraints 

(e.g., the number of clusters), we need solve an optimization problem in general: 

arg min f(A, Δ) (5.1) 
A 

f is a cost function that aims to make patients in the same cluster are more “like” 

each other than those belonging to different clusters. 

One common choice is to minimize the ratio between the sum of intra-class distances 

and the sum of inter-class distances. 

P 
I(ai1≤i,j≤N = aj )δij

arg min P (5.2) 
A 1≤i,j≤N I(ai =6 aj )δij 

I(·) is the indicator function. Many clustering methods essentially solve this prob-

lem or its variants directly or indirectly. If the distance between patients is not very 

accurate due to noise and feature heterogeneity, etc., we can build a similarity graph 

based on distance matrix Δ, then perform graph cut to fnd densely connected clus-

ters. A powerful approach is spectral clustering that work on patient similarity graph 

∈ RN×NS = (sij )N×N + [129]. In this chapter we used spectral clustering [129] on 

learned fused affnity (similarity) matrix for patient clustering. 
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5.4 kNN Affnity Network Fusion (ANF) 

5.4.1 Affnity Matrix for Each View 

With pair-wise distance matrix Δ, we can defne corresponding similarity graph S in 

multiple ways. For example [129], 

• � neighborhood: only the edges that have weights less than � are kept in the simi-

larity graph. The choice of � is problem-dependent. 

• k-nearest-neighbor graph: only the edges of each node’s k-nearest neighbors are 

kept. k is the parameter to tune. 

δ2 

2σ2• Fully connected graph: a kernel such as e − ij 

is often used to transform distance 

to similarity. σ is the radius of a local neighborhood instead of a global constant 

to capture local network structure. 

In this chapter, we adopted the defnition of local σij from [131]. 

P 
l∈Nk(i) 

δil 
µi = (5.3)

k 

σij = α(µi + µj ) + βδij (5.4) 

Nk(i) represents the indexes of k-nearest neighbors of patient i. Thus µi in Eq. 5.3 

represents local diameter of node i. σij in Eq. 5.4 incorporates both local diameters of 

patient i and j and their distance. The choice of k is important and needs to be tuned. 
µi+µj +δijIn [131], σij = 

3 . Eq. 5.4 is more general with tuning parameters α and β, 

α, β ≥ 0. 
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δ2 
ij1 2σ2 
ijKij = √ e 

− 
(5.5)

2πσij 

Eq. 5.5 calculates local Gaussian kernel between patient i and j, with σij defned as 

Eq. 5.4, to incorporate local kNN network structure. Even though K is fully connected 

(i.e., ∀i, ∀j, Kij > 0), only those node pairs that are within a small dense neighbor-

hood will have a relatively large kernel (as similarity measure). We can regard K as a 

similarity graph to perform spectral clustering. 

With similarity matrix K, we can defne a state transition matrix by Eq. 5.6, with Sij 

representing the probability of (the state of) patient i transition to (the state of) patient 

j. Each row of S sums to 1. 

Kij
Sij = PN , 1 ≤ i, j ≤ N (5.6) 

j=1 Kij 

While K is symmetric, S is probably not. We use transition matrix instead of sym-

metric similarity matrix to make our framework interpretable through random walk. 

kNN Affnity Matrix for Each View With multi-view data, one can perform clus-

tering on each view and synthesize results using approaches like consensus clustering 

[89]. Or we can construct a more robust similarity network incorporating multi-view 

data and then perform spectral clustering. 

For each view, we can calculate state transition matrix S(v) using Eq. 5.6. Since 

S(v) is normalized from similarity matrix (Eq. 5.5), we can easily recover a symmetric 

similarity graph from S(v). Thus we loosely refer S(v) as fully-connected similarity 

graph or affnity matrix in this chapter. 

Based on fully connected graph S(v), we can further defne k-nearest-neighbor sim-

ilarity graph or affnity matrix as W (v) (Eq. 5.7). 
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⎧ ⎪ ij 
(v) ⎨(1 − �)P 

S 
, if j ∈ Nk(i)(v)

(v) j∈Nk(i) ijWij = 
S 

(5.7)⎪ ij⎩�P 
S
(v) 

, otherwise(v)
Sj /∈Nk(i) ij 

Nk(i) refers to the indexes of k nearest neighbors of patient i. � refers to a small 

number. If we set � = 0, then for each row of W (v), only k elements are non-zero, and 

only the weights of k nearest neighbors are used for normalization. We also loosely call 

W (v) a (kNN) affnity matrix in this chapter. 

Since each row sums to 1, W (v) is also a transition matrix. In fact W (v) can be seen 

as a trunked version of S(v) by “throwing away” weak signals (i.e., small edge weights) 

in S(v). Thus W (v) should be more robust to small noise. If W (v) represents a connected 

and non-bipartite graph, it will reach a unique stationary distribution after a suffcient 

number of random walk [129]. 

When we cluster N patients into several groups, we essentially try to fnd several 

different “stable” state space. Patients will be much more likely to stay in their own 

state space than to transition to another state space. Thus we can fnd a graph cut based 

on its transition matrix. For a network with multiple possible transition matrices from 

multi-view, we can use random walk on multigraph to aggregate all transition matrices 

to get a fused transition matrix for spectral clustering. This is the main idea of affnity 

network fusion (ANF) in this chapter. 

5.4.2 Affnity Network Fusion with One-step Random Walk (ANF1) 

For each view, we have defned two transition matrices : S(v) (representing fully con-

nected affnity network, Eq. 5.6), and W (v) (kNN affnity network, a trunked version of 

S(v), Eq. 5.7). We can build a multi-graph G to incorporate multi-views. In G, each node 

represents a patient. There can be at most n (or 2n if we include two edges from each 
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view using Eq. 5.6 and Eq. 5.7) edges between patients. 

To calculate an aggregated edge weight for each patient pair, we can apply one-step 

random walk to fuse multi-view affnity networks in two steps. First, we use Eq. 5.8 to 

“smooth” each view. Then we use Eq. 5.11 to get a fused weighted view. 

W (v) = β1W (v) + β2W (−v) + β3S
(v) + β4S(−v) (5.8) 

P4 
v=1 βv = 1, βv ≥ 0 

X 
W (−v) = wk · W (k) (5.9) 

k 6=v X 
S(−v) = wk · S(k) (5.10) 

k 6=v 

nX 
W = wv · W (v) (5.11) 

v=1 P n 
v=1 wv = 1, wv ≥ 0 

In Eq. 5.8, the second term W (−v) represents a weighted complementary view from 

n − 1 other views (Eq. 5.9). Term 3 and term 4 in Eq. 5.8 are included for comprehen-

siveness. In practice, since W (v) is usually more robust to noise than S(v), we often set 

β3 = β4 = 0. Eq. 5.8 can be interpreted as network diffusion between view v and other 

complementary views, resulting in a smoother version of W (v). 

Since all W (v) and S(v) are transition matrices, the fused view Eq. 5.11 essentially 

computes a weighted transition matrix W , which combines complementary information 

from multi-views and could be more informative for patient clustering. We can interpret 
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the fused view W (Eq. 5.8 and 5.11) as the result of one-step random walk on a multi-

graph, with W being an aggregated transition matrix of a simple graph derived from 

multigraph. We call this process Affnity Network Fusion (ANF). Even though it is very 

simple, it turned out to be as powerful as SNF [131] (see Sec.5.5). 

To get an aggregated transition matrix, we can have a multi-step random walk. In 

the following, we refer to ANF with a one-step random walk as ANF1, and ANF with 

two-step random walk as ANF2, which is to be discussed in the next session. 

5.4.3 Affnity Network Fusion with Two-step Random Walk (ANF2) 

In addition to one-step random walk, we can have multi-step random walks on multi-

graph. Our experiments on cancer genomic data showed a one-step or two-step random 

walk can usually work well enough. If the number of steps is too big, the fused transition 

matrix W can eventually become rank 1, with each row being the same as the stationary 

distribution. Thus we only consider network fusion with two-step random walk in the 

following. 

Similar to one-step random walk, we derive the fused transition matrix with two 

steps: frst calculate a smoothed transition matrix for each view using Eq. 5.12, then 

aggregate all views using Eq. 5.11. 

W (v) =α1W (v) · W (−v) + α2W (−v) · W (v)+ 

· W (v)α3W (v) · S(−v) + α4S(−v) + 
(5.12) 

α5S
(v) · W (−v) + α6W (−v) · S(v)+ 

α7S
(v) · S(−v) + α8S(−v) · S(v) 

P8 = 1, αi ≥ 0i=1 αi 
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The frst term of Eq. 5.12, α1W (v) · W (−v) represents a two-step random walk (mul-

tiplying two transition matrices): the frst step is a random walk on view v, the second 

step is a random walk on the aggregated complementary view (W (−v), Eq. 5.9). Simi-

larly, the second term represents random walk on the complementary view frst followed 

by random walk on view v. Since we have two transition matrices W (v) and S(v), we 

can perform random walks on either W (v) or S(v). The other six terms in Eq. 5.12 have 

similar meanings as the frst two. 

Our experiments on cancer genomic data show that the terms using W (v) usually 

works better than using S(v), suggesting W (v) is more reliable than S(v). In practice, the 

default choice is just using the frst two terms: 

W (v) · W (v)= αW (v) · W (−v) + (1 − α)W (−v) (5.13) 

5.4.4 Comparison with SNF from [131] 

ANF is based on SNF [131], but is much more simpler and as powerful as SNF. In SNF, 

the network fusion process is performed iteratively (Eq. 5.14): 

P 
S(v) 

S(v) = W (v) × W (v)
T × k 6=v (5.14) 

n − 1 

Note the notations used in this chapter are different from those in [131]. In [131], 

S(v) represents a symmetric similarity matrix derived from Eq. 5.5, while in our chapter 

S(v) is a row-normalized asymmetric affnity (transition) matrix. Even though it is intu-

itive enough, SNF does not have a clear physical interpretation by multiplying similarity 

matrix (S(v)) with transition matrices (W (v)) in Eq. 5.14. However, if we consider S(v) 

as a transition matrix, then Eq. 5.14 can be loosely seen as a three-step random walk. By 

contrast, in Eq. 5.8 and Eq. 5.12, ANF directly operates on transition matrices, with a 
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natural interpretation of random walk on multi-graph to generate an aggregated simple 

graph for spectral clustering. Our experiments showed that increasing the number of 

steps of random walk may not increase clustering performance dramatically. We have 

also tried iteratively updating W (v) as in [131]. Results show that it is not necessary 

to include more iterations which often cannot outperform simple one-step or two-step 

random walk. 

In fact, if we adopt an iterative approach to update W (v), we have to “manually” 

adjust W (v) after each iteration. In order to “force” SNF to converge, [131] used a 

“mysterious” operation to “avoid numerical instability” of S(v) by forcing the diagonal 

of S(v) to be 0.5 after each iteration (Eq. 5.15). As a result, the learned fused similarity 

matrix S contains large values (≈ 0.5 based on their implementation) in the diagonal, 

while all other values are smaller by usually at least one order. Though the following 

spectral clustering does not rely on the diagonal elements, the physical meaning of the 

learned S in SNF is not as clear as in ANF, where the learned W is a weighted transition 

matrix. 

⎧ ⎪1⎨ , if i = j 
S
(v) 
= 

2 
(5.15)ij (v)⎪1 ij⎩ 

2 P 
S 

(v) else 
Sj 6=i ij 

Based on extensive experiments, we found this iterative process is not necessary. 

Without iterative process, the “forced” normalization (Eq. 5.15) can be eliminated, too. 

Comparing ANF and SNF, ANF has at least several advantages: 

First, it requires much less computation to achieve as good as or even better results 

than SNF (see Sec. 5.5). SNF typically requires about dozens of iterations to converge, 

while ANF only needs no iteration. ANF1 (Eq. 5.8) does not involve matrix multiplica-

tion, ANF2 (Eq. 5.13) involves two matrix multiplications, while SNF (Eq. 5.14) needs 
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perform two matrix multiplications for each iteration. 

Second, ANF is a more general framework that can incorporate weights of views, 

while SNF only uses uniform weights (Eq. 5.14). This is important because properly 

chosen weights can make fusion process more effective. 

Third, ANF has a natural interpretation of random walk on multi-graph to generate 

a fused simple graph. The learned fused affnity matrix W has a natural meaning of 

weighted transition matrix incorporating multi-view data, while the operation in SNF 

does not have a direct physical meaning, though it can also be loosely seen as a three-

step random walk. 

To sum up, ANF signifcantly reduces unnecessary operations in SNF, and provides 

a more general and interpretable framework for integrating multi-view data using patient 

network fusion. 

5.4.5 Spectral Clustering on Fused Affnity Matrix 

With learned fused affnity matrix W , we can perform spectral clustering by solving an 

optimization problem Eq. 5.16 [117]. 

T race((Y T DY )−
1 
2Y T WY (Y T DY )−

1 
)arg max 

Y 

2 

(5.16) 
Y 1K = 1N , Y ∈ {0, 1}N×K 

D is a diagonal matrix with diagonal elements being the sum of each row in W . 

Since W generated by ANF is a transition matrix, D becomes an identity matrix. Eq. 5.16 

fnds clustering assignment matrix Y that maximizes K-way normalized associations 
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[117], which can be solved approximately by solving Eq. 5.17 [117]. 

arg max T race(Y T ZR) 

D−1WZ = ZΛ (5.17) 

RT R = IK , Y 1K = 1N , Y ∈ {0, 1}N ×K 

The columns of Z in Eq. 5.17 are eigenvectors of D−1W (or W since D is identical 

matrix). R is orthogonal matrix. We solve Eq. 5.17 by iteratively update R and Y [117]. 

First fx R, update Y 

Yij = I(j = argmax(ZR)ij ) (5.18) 

I(·) is indicator function. Then fx Y , update R 

Y T Z = UΛV T (5.19) 

R = V UT (5.20) 

Y T Z = UΛV T is the singular value decomposition of Y T Z. 

The overall ANF framework to cluster cancer patients is summarized in Alg. 4. 

5.5 Experimental Results 

5.5.1 Dataset and Evaluation Metrics 

Harmonized cancer datasets were downloaded from Genomic Data Commons Data Por-

tal (https://portal.gdc.cancer.gov/). We selected four primary sites with 

more than one disease type: adrenal gland, lung, kidney, and uterus. For example, can-

cers from adrenal gland have two disease types: Pheochromocytoma and Paraganglioma 

(project name: TCGA-PCPG) and Adrenocortical Carcinoma (project name: TCGA-

https://portal.gdc.cancer.gov
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Algorithm 4: Affnity Network Fusion for Patient Clustering 
Input : •Patient-feature matrices (n views): X (v), v = 1, 2, · · · , n 

•Number of clusters: K 
•Weight of each view (optional): w 
•Other optional parameters, such as weight of ANF components α 

Output: •Fused patient affnity matrix W 
•Patient cluster assignment Y 

begin
Feature selection and transformation 
X (v) → X(v) ∈ RN×pv , v = 1, 2, · · · , n 
Calculate pair-wise distance matrix for each view: 
Δ(v) ∈ RN×N , v = 1, 2, · · · , n + 

Calculate kNN affnity matrix for each view: W (v), v = 1, 2, · · · , n 
(Eq. 5.8 or Eq. 5.12) 

Calculate fused affnity matrix W (Eq. 5.11) 
Spectral clustering on fused affnity matrix W : (W, K) → Y (Sec. 5.4.5) 
Return W, Y 

end 

ACC). In this chapter, for ease of description, we refer to “cancer types” as cancers from 

these four primary sites. We want to cluster tumor samples of the same “cancer types” 

into known disease types. The number of samples used for analysis in each cancer type 

is summarized in Table 6.1 (a few “outlier” samples detected by exploratory data analy-

sis had already been removed). All these patient samples have gene expression, miRNA 

expression and DNA methylation (from HumanMethylation450 array) data available for 

both tumor and normal samples. 

While our ultimate goal is to detect cancer subtypes (the true subtypes are not known 

yet), it is a good strategy to evaluate disease subtype discovery methods using a dataset 

with groundtruth. The dataset we selected and processed serves for this purpose well. 

For tumors from each primary site, we already know the disease types. Since we 

have ground truth disease types, we can evaluate clustering results using external met-

rics such as normalized mutual information (NMI). In addition, we have cancer patient 
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Table 5.1: Sample information of four cancer types 

Cancer type Disease type Total 

adrenal gland 
TCGA-ACC 76 
TCGA-PCPG 177 

253 

lung 
TCGA-LUAD 447 
TCGA-LUSC 364 

811 

kidney 
TCGA-KICH 65 
TCGA-KIRC 316 
TCGA-KIRP 273 

654 

Uterus 
TCGA-UCEC 421 

475
TCGA-UCS 54 

survival data. We can perform survival analysis to test if the patient clusters show sta-

tistically different survival distributions. 

The three metrics we used to evaluate clustering results are: (1) Normalized mutual 

I(Ω,C)information: NMI(Ω, C) = ; (2) Adjusted Rand Index (ARI) [51], and 
(H(Ω)+H(C))/2 

(3) p-value of log rank test of survival distributions of different patient clusters [42]. 

We have chosen seven combinations of data types (legend of Fig. 5.1) and six fea-

ture types of gene expression and miRNA expression (legend of Fig. 5.3). For DNA 

methylation, we directly used beta values, so it only has one feature type. Thus in total 

there are 37 unique combinations of data types and feature types. We run both ANF1 

and ANF2 on all 37 combinations, and SNF on 24 combinations (ANF is implemented 

to work on a single data type as well, while the implementation of SNF requires in-

put to include at least two data types). In the following, we only show some results to 

demonstrate the power of ANF and feature engineering, and compare ANF with SNF. 

5.5.2 The Power of Affnity Network Fusion (ANF) 

To demonstrate the power of ANF, we compared the clustering results using single data 

types with those using ANF to integrate multiple data types. In Fig. 5.1, we compared 
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Figure 5.1: Power of ANF combining multiple data types 

seven different combinations of data types: 

• “gene”: gene expression 

• “mirnas”: miRNA expression 

• “methylation”: DNA methylation (beta values from Illumina Human Methylation 

450 platform) 

• “gene+mirnas”: combine “gene” and “mirnas” using ANF 

• “gene+methylation”: combine “fpkm” and “methylation” using ANF 

• “mirnas+methylation”: combine “mirnas” and “methylation” using ANF 

• “gene+mirnas+methylation”: combine “gene”, “mirnas”, and “methylation” us-

ing ANF 

Fig. 5.1 shows NMI values (between 0 and 1. The larger NMI value, the better clus-

tering result) of patient clusters (here we set the number of clusters to be the number 
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of disease types) using ANF2 framework on the aforementioned seven combinations 

of data types (for gene expression, we used normalized FPKM values; for miRNA ex-

pression, we used normalized counts in Fig. 5.1). Fig. 5.1 shows clustering using DNA 

methylation beta values performs better than using FPKM and normalized miRNA ex-

pression values for all four cancer types, suggesting that DNA methylation data may 

contain highly relevant information about disease types (and potentially disease sub-

types). 

In general a combination of at least two data types usually yields better clustering 

results. There are two exceptions in Fig. 5.1. For adrenal gland cancer, clustering using 

DNA methylation beta values alone yields the best clustering results (“gene+methylation” 

can also generate the same result), and can outperform the results from using a combi-

nation of data types. Again this suggests DNA methylation beta values contain most 

relevant information about disease (sub)types. Another exception is that the clustering 

result using “mirnas+methylation” combination for uterus cancer is lower than using 

“methylation” data alone. This is probably due to that the quality of fused affnity net-

work from miRNA and methylation data is not as good as that from methylation data 

alone. For uterus cancer, clustering using gene or miRNA expression data alone did a 

“terrible” job (NMI ≈ 0). However, by integrating the two data types, the result im-

proves signifcantly (NMI=0.30), which demonstrates the power of ANF. 

We also fnd that it is usually not the case that integrating three data types would 

generate better results than that from integrating two data types. However, integrating 

more data types tends to make the results more robust as “gene+mirna+methylation” 

consistently performs relatively well across four cancer types, while two data type com-

binations may fail in some cases. For instance, for uterus cancer, integrating miRNA 

and methylation data does not perform well, while integrating all three types of data 

performs much better even though it does not achieve the best result. Note in Fig. 5.1, 

https://NMI=0.30
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we used ANF2 and did not tune the weight of views. Better results may be achieved if 

we tune the weights. 

Very similar results are obtained for using Adjust Rand Index (ARI) as clustering 

metric (not shown here). Fig. 5.2 shows −log10(p-value) of log rank test of patient 

survival distributions among detected patient clusters. Since we already know the true 

disease labels, we added a pink bar labeled “TrueClass” in Fig. 5.2 (the other seven 

bars are one-to-one matched with Fig. 5.1 for comparison). Label “TrueClass” does not 

correspond to a data type combination, but refers to the groundtruth cluster assignment 

(the bar corresponding to “TrueClass” shows the negative log p-value of log-rank test of 

survival distributions of true disease types). 

Fig. 5.2 shows it is not always the case that the p-value calculated from using true 

class labels is the smallest (negative log p-value the largest). In fact, for lung cancer, 

the survival distributions of two known disease types do not show a statistical differ-

ence at all, even though we can separate the two disease types relatively well using 

clustering. For kidney cancer, the smallest p-value (p = 4.7 × 10−13) was achieved 

using methylation data alone for clustering, but the corresponding clustering accuracy 

was relatively low (NMI=0.48, Fig. 5.1). Using the true class labels of kidney cancer, 

we can only achieve p-value = 1.1 × 10−5 . This suggests that log-rank test of survival 

distributions should not be used as the only metric to evaluate patient clustering results. 

This is also one major reason we carefully select such a dataset with groudtruth disease 

type information for evaluation purpose. With groudtruth disease type information, ex-

ternal evaluation metrics such as NMI and Adjusted Rand Index (ARI) can be used. The 

largest possible value of NMI and ARI is 1 if all patients are clustered correctively. 

https://NMI=0.48
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Figure 5.2: -log(p-value) of log rank test of patient survival distributions 

Figure 5.3: Power of feature engineering 

5.5.3 The Power of Feature Selection and Transformation 

Fig. 5.3 shows the power of feature selection and transformation of raw counts data 

(gene and miRNA expression). The topleft, topright, and bottomleft panels show NMI 

of clustering results using gene expression, miRNA expression, and a combination of 

both using ANF. We choose gene and miRNA expression data because raw counts data 
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are available for both data types, and we can apply commonly used feature selection 

and transformation techniques to raw counts. We used differential expression analysis 

to select gene or miRNAs features, and used two commonly raw counts transformation 

techniques: 1) log transformation: log2(n + n0). (in our experiments, we set n0 = 1, so 

that zero counts will be mapped to 0), and 2) variance stabilization transformation [29]. 

In Fig. 5.3 we compared clustering results using six different features. 

• “raw.all”: Raw counts of all genes or miRNAs 

• “normalized”: FPKM values of all genes or normalized counts for all miRNAs 

• “raw.sel”: Raw counts of selected (differentially expressed) genes or miRNAs 

(Differential expression analysis was performed using DESeq2 [74]) 

• “log.all”: Log transformation of raw counts of all genes or miRNAs 

• “log.sel”: Log transformation of raw counts of selected (differentially expressed) 

genes or miRNAs 

• “vst.sel”: Variance stabilizing transformation of raw counts of selected genes or 

miRNAs 

The topleft panel of Fig. 5.3 shows that for all four cancer types, “log.sel” and 

“vst.sel” of gene expression will work relatively well. The topright panel shows that 

“vst.sel” of miRNA expression consistently works relatively well across all four cancer 

types. When combining both gene expression and miRNA expression data using ANF 

(bottomleft panel), “log.all”, “log.sel”, and “vst.sel” work consistently well. For each 

type of feature, combining two data types using ANF improves clustering accuracy. This 

also demonstrates the power of ANF, consistent with the analysis of Fig. 5.1. 
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Figure 5.4: Comparing the performance of SNF and two frameworks of ANF 

“TrueClass” was only shown in bottomright panel to compare the negative log p-

value of log-rank test of survival distributions when true disease labels are used. Some 

clustering results have a smaller p-value than the p-value calculated using true patient 

groups even when the clustering results are not 100% correct (Fig. 5.3 bottomleft and 

bottomright panels). This is consistent with the analysis of Fig. 5.2. 

5.5.4 Performance Comparisons with SNF from [131] 

Fig. 5.4 compares the performances of SNF, ANF1 and ANF2 for clustering four can-

cer types into their known disease types. Since SNF has shown superior performance 

over KMeans, iCluster, and feature concatenation approaches [131], we do not repeat 

comparisons with KMeans, iCluster, etc. in this chapter. 

We have used three types of data: gene expression, miRNA expression and DNA 

methylation. The topleft, topright, bottomleft, and bottomright panels correspond to 

results from four different combinations of data types. 

Except for adrenal gland, for which all three methods can achieve the same clustering 
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accuracy (NMI=0.93, only two out of 253 samples were misclassifed), at least one of 

ANF1 and ANF2 can achieve slightly better results than SNF. 

Though the improvement is not signifcant, ANF has several advantages. ANF has 

a much more transparent interpretation and uses much less computation compared with 

SNF. SNF needs to converge after typically 20 iterations, while ANF only needs less 

than half computation required for computing one single iteration of SNF. Moreover, 

ANF provides a more general framework and can incorporate the weights of multiple 

views, while SNF only used uniform weights. Taken these facts into consideration, 

ANF is better than SNF and thus can replace SNF for clustering complex patients with 

multi-view data. 

There is no signifcant difference using ANF1 and ANF2, which correspond to one-

step and two-step random walk on a multigraph to generate a fused simple graph for 

spectral clustering, respectively. 

Both ANF1 and ANF2 has weight parameters for each view. We found uniform 

weights can usually do a good job. If we set the weight of each view to be the NMI 

value of the clustering result using that view alone, we can usually get a slightly better 

result. However, the optimal weights may not be very intuitive as simple NMI values. 

In our experiments (Fig. 5.1), we randomly set weights as ( 111 ) for gene expression, , ,
6 3 2 

miRNA expression and DNA methylation, and can achieve slightly better results using 

NMI values as weights in some cases. We can improve results by tuning weights of each 

view, however, this usually requires using true class label information. In an unsuper-

vised task (our framework ANF is designed for unsupervised learning, we just used true 

class labels to evaluate its performance), we have to use internal evaluation metric such 

as silhouette or resort to some related information (such as cancer patient survival data) 

to evaluate clustering results. 

In addition, since ANF framework applied spectral clustering to a fused affnity ma-

https://NMI=0.93
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Figure 5.5: Eigenvalues of affnity matrix of four cancer types 

trix, we can use eigengap heuristic to determine the number of clusters and indirectly 

assess cluster quality. 

5.5.5 Determine the Number of Clusters Using Eigengap Analysis 

In this section, we carefully examine the learned fused affnity matrices for the four 

cancer types. We have run ANF on 37 combinations of features types and data types, 

We choose the affnity matrix W with the highest NMI value for each cancer type for 

the following analysis. 

The fused affnity matrix W generated by ANF is a transition matrix, and is asym-

metric in most cases if the node degree distribution is non-uniform. We apply spectral 

clustering on this affnity network with normalized graph Laplacian L being: 

L = I − D−1W (5.21) 

D is a diagonal matrix with diagonal elements being the row sums of W . Though 

L is asymmetric, experiments show that the results can be as good as or slightly better 
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than a symmetric version of L (one way to get a symmetric L is frst force W to be 

symmetric W ← (W + W T )/2, then calculate L). Let’s defne asymmetric ratio of W 

as: 

||W −W T ||2 

AsymRatio(W ) = ||W ||2 

W T is the transpose of W , and || · || represents Frobenius norm. The asymmetric 

ratios of the fused affnity (transition) matrices W learned by ANF are 0, 0.10, 0.11, 

0.11 for adrenal gland, lung, kidney and uterus, respectively. The eigenvalues of the 

corresponding normalized graph Laplacian L are shown in Fig. 5.5. 

Surprisingly, for adrenal gland, the learned affnity matrix W is symmetric (with all 

eigenvalues being real numbers shown in topleft panel of Fig. 5.5). With this W , all 253 

samples except one are clustered correctly according to true disease types (NMI=0.96). 

For other cancer types, W is not asymmetric and there are quite a few complex eigen-

values. However, the imaginary part of the eigenvalues are less than 0.02, and the real 

part of the eigenvalues are at least more than 30 times larger than the imaginary part. 

Let’s use perturbation theory to briefy explain this observation. 

We can treat an asymmetric L as a symmetric matrix plus a perturbation matrix 

(representing small disturbances): 

L = Lsym + H 

Based on perturbation theory, as long as H is relatively “small” than Lsym, the eigen-

values and corresponding eigenvectors of L should be near those of Lsym. The eigen-

values of Lsym are all real numbers with the smallest eigenvalue being 0 (0 ≤ λ1 ≤ 

λ2 ≤ · · · λn), and thus the eigenvalues of L should be approximately the same as those 

of Lsym. 

One interesting property of our defned W and L is the summation of eigenvalues of 

L equals to the summation of the diagonal of L, which equals to: 

https://NMI=0.96
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Table 5.2: Confusion matrix of clustering adrenal gland 

#Clusters TrueClass Clusters 

2 TCGA-ACC 
TCGA-PCPG 

C1 C2 
0 76 

176 1 

3 TCGA-ACC 
TCGA-PCPG 

C1 C2 C3 
0 0 76 

155 21 1 

4 TCGA-ACC 
TCGA-PCPG 

C1 C2 C3 C4 
0 0 76 0 
83 21 1 72 
C1 C2 C3 C4 C5 

5 TCGA-ACC 
TCGA-PCPG 

0 0 30 46 0 
83 21 0 1 72 

PN PNλi = N − Wiii=1 i=1 

We observed all eigenvalues (absolute value for complex value) are in [0,1]. We 

expect this to be generally true for any transition matrix W , and thus for L (without 

rigorous proof). 

Importantly, we found eigengap heuristic is very useful for deciding the number of 

clusters. For adrenal gland, the frst two smallest eigenvalues are very near 0, while 

the third one is about 0.2. The eigengap between the third and second smallest values 

is relatively large. This suggests there should be two “natural” clusters (corresponding 

to the two nearly 0 eigenvalues). Furthermore, the eigengap between the fourth and 

third values is relatively high, too. This suggests we can use the learned affnity matrix 

W for disease subtype discovery for adrenal gland. In fact, when we set the number 

of clusters to be 3, our framework will separate 176 “TCGA-PCPG” samples into two 

groups consisting of 155 samples and 21 samples respectively. If we set the number of 

clusters to 4, the 155 samples will be further split into two small groups as shown in 

Table. 5.2. 
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Table 5.3: Clustering accuracy of four cancer types 

Adrenal gland Lung Kidney Uterus 
NMI 0.96 0.75 0.84 0.61 
ARI 0.98 0.83 0.91 0.78 

−log10(p) 6.8 0.04 4.76 12.3 

Similarly, for lung cancer, the two smallest eigenvalues are near zero, and the eigen-

gap between the third and second values is relatively high. This information alone sug-

gests there should be two “natural” clusters, which coincide with the two different dis-

ease types. 

For kidney cancer, three eigenvalues are near 0 while the eigengap between the 

fourth and the third one is relatively big. From this information, we can infer that there 

should be three “natural” clusters, which coincide with the fact that there are indeed 

three different disease types in kidney cancer. Our clustering results can achieve high 

accuracies for adrenal gland, lung, and kidney cancers (Table 5.3). 

For uterus cancer, only one eigenvalue is 0. The eigengap between the second and 

frst value is already relatively large. Thus there might not be “natural” clusters (“natu-

ral” clusters emerge from some nearly block diagonal affnity matrix W ). Consequently, 

our clustering result only achieves a moderate accuracy with NMI = 0.61 and adjusted 

rand index = 0.78. However, the p-value of log-rank test of survival distributions of 

two clusters is 5.4 × 10−13 , while the p-value calculated from the true disease types is 

1.38 × 10−12 . This suggests the identifed clusters may still be useful to defne clinically 

different patient groups. 

Without true class label information, eigengap analysis can be used to predict the 

number of clusters and assess the “cluster quality” of affnity matrix for spectral clus-

tering. In fact, the above eigengap analysis of the learned affnity matrices successfully 

reveal the potential number of “natural” clusters and is consistent with spectral cluster-
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ing theory. This suggests the four learned fused affnity matrices may have successfully 

captured patient group structure, and can be used for unknown cancer subtype detection 

(For example, we can further cluster adrenal gland into more than two clusters as shown 

in Table. 5.2). 

5.6 Conclusion 

Defning cancer subtypes and identifying subtype-specifc molecular signatures associ-

ated with clinical variables is one major goal for cancer genomics. In this chapter, we 

presented affnity network fusion (ANF) framework, an upgrade of SNF [131], for clus-

tering cancer patients by integrating multi-omic data. ANF has a clear interpretation, is 

more general than SNF, and can achieve as good as or even better results than SNF with 

much less computation. We performed extensive experiments on a selected cohort of 

2193 cancer patients from four primary sites and nine disease types, and achieved high 

clustering accuracy. With this carefully selected “gold” dataset, we demonstrated the 

power of ANF and the power of feature selection and transformation in cancer patient 

clustering. 

Eigengap analysis on learned fused affnity matrices is highly consistent with true 

class label information, which strongly suggests that the learned affnity matrices may 

capture the internal structure of patient groups. We can use these matrices for subse-

quent cancer subtype discovery. Once disease subgroups are defned, future work may 

focus on a relatively homogeneous group of patients to identify subtype-specifc com-

prehensive molecular signatures. 

While we only reported experimental results on four cancer types with known dis-

ease types, ANF can be used for discovering subtypes of other cancers, and more gen-

erally, for complex object clustering with multi-view feature matrices. 



Chapter 6 

Semi-supervised Few-shot Deep 

Learning Framework–AffnityNet–for 

Disease Type Prediction 

6.1 Introduction 

While deep learning has achieved great success in computer vision and many other 

felds, currently it does not work very well on patient genomic data with the “big p, 

small N” problem (i.e., a relatively small number of samples with high-dimensional 

features). In order to make deep learning work with a small amount of training data, 

we have to design new models that facilitate few-shot learning. Here we present the 

Affnity Network Model (AffnityNet), a data effcient deep learning model that can 

learn from a limited number of training examples and generalize well. The backbone 

of the AffnityNet model consists of stacked k-Nearest-Neighbor (kNN) attention pool-

ing layers. The kNN attention pooling layer is a generalization of the Graph Attention 

Model (GAM), and can be applied to not only graphs but also any set of objects re-
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gardless of whether a graph is given or not. As a new deep learning module, kNN 

attention pooling layers can be plugged into any neural network model just like con-

volutional layers. As a simple special case of kNN attention pooling layer, feature 

attention layer can directly select important features that are useful for classifcation 

tasks. Experiments on both synthetic data and cancer genomic data from TCGA projects 

show that our AffnityNet model has better generalization power than conventional neu-

ral network models with little training data. We have implemented our method us-

ing PyTorch framework (https://pytorch.org).The code is freely available at 

https://github.com/BeautyOfWeb/AffinityNet. 

Patients, drugs, networks, etc., are all complex objects with heterogeneous features 

or attributes. Complex object clustering and classifcation are ubiquitous in real world 

applications. For instance, it is important to cluster cancer patients into subgroups and 

identify disease subtypes in cancer genomics [113, 131, 77]. Compared with images, 

which have homogeneous structured features (i.e., pixels are arranged in a 3-D array as 

raw features), complex objects usually have heterogeneous features with unclear struc-

tures. Deep learning models such as Convolutional Neural Networks (CNNs) widely 

used in computer vision [68, 65] and other felds [7, 118, 114, 11] cannot be directly 

applied to complex objects whose features are not ordered structurally. 

One critical challenge in cancer patient clustering problem is the “big p, small N” 

problem: we only have a relatively small number of samples (i.e., patients) compared 

with high-dimensional features each sample has. In other words, we do not have an 

“ImageNet”[106] to train deep learning models that can learn good representations from 

raw features. Moreover, unlike pixels in images, patient features such as gene expres-

sions are much noisier and more heterogeneous. These features are not “naturally” 

ordered. Thus we cannot directly use convolutional neural networks with small flters to 

extract abstract local features. 

https://github.com/BeautyOfWeb/AffinityNet
https://pytorch.org).The
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For a clustering/classifcation task, nodes/objects belonging to the same cluster should 

have similar representations that are near the cluster centroid. Based on this intuition we 

developed the k-nearest-neighbor (kNN) attention pooling layer, which applies the 

attention mechanism to learning node representations. With the kNN attention pooling 

layer, each node’s representation is decided by its k-nearest neighbors as well as itself, 

ensuring that similar nodes will have similar learned representations. Similar to Graph 

Attention Model (GAM) [125], we propose the Affnity Network Model (AffnityNet) 

that consists of stacked kNN attention pooling layers to learn the deep representations 

of a set of objects. While GAM is designed to tackle representation learning on graphs 

[125, 39] and it does not directly apply to data without a known graph, our AffnityNet 

model generalizes GAM to facilitate representation learning on any collections of ob-

jects with or without a known graph. 

In addition to learning deep representations for classifying objects, feature selection 

is also important in biomedical research. Though the number of features (i.e., variables 

or covariates) in genomic data is usually very high, many features may be irrelevant to a 

specifc task. For instance, a disease may only have a few risk factors involving a small 

number of features. In order to facilitate feature selection in a “deep learning” way, we 

propose a feature attention layer, a simple special case of the kNN attention pooling 

layer which can be incorporated into a neural network model and directly learn feature 

weights using backpropagation. 

We performed experiments on both synthetic and real cancer genomics data. The 

results demonstrated that our AffnityNet model has better generalization power than 

conventional neural network models for few-shot learning. 
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6.2 Related work 

kNN attention pooling layer is related to graph learning [39, 62, 125], attention model 

[124, 125], pooling and normalization layers [54] in deep learning literature. 

In graph learning, a graph has a number of nodes and edges (both nodes and edges 

can have features). When available, combining node features with graph structure can 

do a better job than using node features alone. For example, Graph Convolutional Neural 

Network [62] incorporates graph structure (i.e. edges) into the learning process to facil-

itate semi-supervised few-shot learning. Graph Attention Model (GAM) [125] learns a 

representation for each node based on the weighted pooling (i.e., attention) of its neigh-

borhood in the given graph, and then performs classifcation using the learned represen-

tations. However, all these graph learning algorithms require that a graph (i.e., edges 

among nodes) is known. Many algorithms also require the input to be the whole graph 

[125], and thus do not scale well to large graphs. Our proposed AffnityNet model gen-

eralizes graph learning to a collection of objects (e.g., patients) with or without known 

graphs. 

As the key component of AffnityNet, kNN attention pooling layer is also related 

to normalization layers in deep learning, such as batch normalization [54], instance 

normalization [56], or layer normalization [6]. All these normalization layers use batch 

statistics or feature statistics to normalize instance features, while kNN attention pooling 

layers apply the attention mechanism to the learned instance representations to ensure 

similar instances having similar representations. 

The kNN attention pooling layer is different from the existing max or average pool-

ing layers used in deep learning models, where features in a local neighborhood are 

pooled to extract the signal and reduce feature dimensions. Our proposed kNN attention 

pooling layer applies pooling on node representations instead of individual features. The 
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kNN attention pooling layer combines normalization, attention and pooling, making it 

more general and powerful. It can serve as an implicit regularizer to make the network 

generalize well for semi-supervised few-shot learning. 

6.3 Affnity Network Model (AffnityNet) 

One key ingredient for the success of deep learning is its ability to learn a good represen-

tation [16] through multiple complex nonlinear transformations. For classifcation tasks, 

the learned representation (usually the last hidden layer) is often linearly separable for 

different classes. If the output layer is a fully connected layer for classifcation, then 

the weight matrix for the last layer can be seen as the class centroids in the transformed 

feature space. While conventional deep learning models often perform well when lots of 

training data is available, our goal is to design new models that can learn a good feature 

transformation in a transparent and data effcient way. 

Built upon the existing modules in the deep learning toolbox, we developed the 

kNN attention pooling layer, and used it to construct the AffnityNet Model. In a typical 

AffnityNet model as shown in Fig. 6.1, the input layer is followed by a feature atten-

tion layer (a simple special case of kNN attention pooling layer used for raw feature 

selection), and then followed by multiple stacked kNN attention pooling layers (Fig. 6.1 

only illustrates one kNN attention pooling layer). The output of the last kNN attention 

pooling layer will be the newly learned network representations, which can be used for 

classifcation (as depicted in Fig. 6.1) or regression tasks (for example, Cox model [88]). 

Though it is possible to train AffnityNet with only a few labeled examples, it is more 

advantageous to use it as a semi-supervised learning framework (i.e., using both labeled 

and unlabeled data during training). 

As the main components of AffnityNet are stacked kNN attention pooling layers, 
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Figure 6.1: AffnityNet model overview 

we describe it in detail in the following section. 

6.3.1 kNN attention pooling layer 

A good classifcation model should have the ability to learn a feature transformation 

such that objects belonging to the same class have similar representations which are 

near the class centroid in the transformed feature space. 

As an object’s k-nearest neighbors should have similar feature representations, we 

propose the kNN attention pooling layer to incorporate neighborhood information using 
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attention-based pooling (Eq. 6.1): 

0 � X � 
hi = f a(hi, hj) · hj (6.1) 

j∈N (i) 

In Eq. 6.1, hi and hi 
0 are input feature representations and transformed feature rep-

resentations for object i, respectively. N (i) represents the neighborhood of object i. 

If a graph is given as in the graph learning setting [39], we can use the given graph 

to determine the neighborhood. If the given graph is very large with a high degree, in 

order to reduce the computational cost, we can randomly sample k (k is a fxed small 

number) neighbors for computing Eq. 6.1 [38]. In the kNN attention pooling layer, k 

is a hyperparameter that determines how many neighbors are used for calculating the 

representation of a node. 

f(·) is a nonlinear transformation, for example, an affne layer with weight W and 

bias b followed by ReLU() nonlinear activation: 

f(h) = max(Wh + b, 0) (6.2) 

aij = a(hi, hj ) in Eq. 6.1 is the normalized attention from object i to object j. a(·, ·) 

is the attention kernel that will be discussed in the next section. 

6.3.1.1 Attention kernels 

Intuitively, if two objects are similar, their feature representations should be near each 

other. Objects belonging to the same class should be clustered together in the learned 

feature space. In order to achieve this, kNN attention pooling layer uses weighted pool-

ing to “attract” similar objects together in the transformed feature space. Attention ker-

nels essentially calculate the similarities among objects to facilitate weighted pooling. 
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There are many choices of attention kernels. For example: 

• Cosine similarity: 
hi · hj

αij = (6.3)
||hi|| · ||hj || 

• Inner product [124]: 

αij = hi · hj (6.4) 

• Perceptron affne kernel [125]: 

αij = w T · (hi||hj ) (6.5) 

• Inverse distance with weighted L2 norm (w is the feature weight): 

αij = −||w hi − w hj ||2 (6.6) 

In order to calculate a weighted average of new representations, we can use the Soft-

max function to normalize the attention (other normalization is also feasible). Therefore 

the normalized attention kernel is: 

aij = a(hi, hj ) = P 
eαij 

(6.7)
αijej∈N (i) P 

Now j∈N (i) aij = 1, aij ≥ 0. Note for each node i, we only select its neighbors 

N (i) for normalization. If the graph is not given, in order to determine N (i), we can 
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use attention kernel to calculate an affnity/similarity graph (i.e., the similarities among 

all the objects), and then use this affnity graph to decide the neighborhood N (i). As 

an additional regularizer, we can use one type of affnity kernels to calculate the affnity 

graph and another to compute the normalized attention. 

6.3.1.2 Layer-specifc dynamic affnity graph 

The kNN attention pooling layer can be applied to a collection of objects regardless of 

whether a graph (e.g., links among objects) is given or not. If a graph is given, we can 

directly use the graph to determine the neighborhood in Eq. 6.1 and Eq. 6.7, which is 

the same as in Graph Attention Model [125]. If the degree of the graph is too high, and 

some nodes have very large neighborhoods, then we can select only k nearest neighbors 

for calculating the attention when the computational cost is a big concern. 

Regardless of whether a graph is given or not, we can always calculate an affnity 

graph Gn based on node features using some similarity metric including the attention 

kernels discussed in Sec. 6.3.1.1. As our AffnityNet model contains multiple kNN 

pooling layers stacked together, we can calculate a layer-specifc dynamic affnity graph 

using the learned node feature representations from each layer during training. 

Also, we can use the graph calculated using features from the previous layer to 

determine the k-nearest-neighborhood for the next layer. This can be seen as an implicit 

regularizer preventing the learned representation from drifting away from the previous 

layer too much in a single layer operation. Mathematically, for layer l, we can calculate 

a layer-specifc dynamic affnity graph G(l) using Eq. 6.8. 

� � 
G(l) ηG(l)= λGe + (1 − λ) n + (1 − η)Gn 

(l−1) (6.8) 

In Eq. 6.8, Ge is the given graph if available. When not available, we can simply set 
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(l) (l−1)
λ = 0(0 ≤ λ ≤ 1). Gn and Gn are the node-feature-derived affnity graphs for the 

(l−1)current layer l and the previous layer l − 1, respectively. We can combine Gn and 
(l) (l−1)

Gn with a parameter η, 0 ≤ η ≤ 1. If η = 0 in Eq. 6.8, then only Gn is used; if 

η = 1, then only Gn 
(l) is used. In practice, we can set η = 0.5. 

If the input of the AffnityNet model consists of N objects, then we will learn dy-

namic affnity graphs for these N objects during training. After training, the fnal learned 

affnity graph from the last layer can also be used for spectral clustering (affnity graphs 

calculated using higher-level features may be more informative for separating different 

classes). In this sense, we also call our framework affnity network learning. 

6.3.1.3 Semi-supervised few-shot learning 

Semi-supervised few-shot learning [104, 60, 62, 103] only allows using very few labeled 

instances to train a model and requires the model to generalize well. Our proposed Affn-

ityNet model consisting of stacked kNN pooling layers can perform a good job towards 

this goal. More specifcally, for cancer patient clustering problems, we usually have 

several hundred patients in a study. If we can obtain a few labeled training examples 

(for example, human experts can manually assign labels for some patients), we can use 

the AffnityNet model for semi-supervised learning. The input of the AffnityNet model 

is the patient-feature matrix consisting of all patients, and the output of the model is the 

newly learned patient representations as well as class labels. We only backpropagate the 

classifcation error for those labeled patients. Different from conventional neural net-

work models where each instance is independently trained without batch normalization 

[54], AffnityNet can utilize unlabeled instances for calculating kNN attention-based 

representations in the whole sample pool. In a sense, the kNN attention pooling layer 

performs both nonlinear transformation and “clustering” (attracting similar instances 

together in the learned feature space) during training. Even though the labels of most 
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patients are unknown, their feature representations can be used for learning a global 

affnity graph, which is useful to cluster or classify all patients in the cohort. Our Affn-

ityNet model can also be used for data distillation [101]. We can train a few examples 

with true labels, and use our learned model to generate some noisy labels for unlabeled 

data. Then we can train our model with both clean and noisy labels and repeat this 

process iteratively. 

When dealing with very large graphs, we can feed a small batch of instances (i.e., 

a partial graph) at a time to the AffnityNet model to reduce the computational burden. 

Though each batch may contain different instances, the kNN pooling layer can still 

work well with the attention mechanism. Our PyTorch implementation of AffnityNet 

can even handle the extreme case where only one instance is fed into the model at a time, 

in which case the AffnityNet model operates as a conventional deep learning model to 

only learn a nonlinear transformation without kNN attention pooling operation. 

6.3.2 Feature Attention Layer 

Deep neural networks can learn good hierarchical local feature extractors (such as con-

volutional flters or inception modules [119]) automatically through gradient descent. 

Local feature operations such as convolutions require features to be ordered structurally. 

For images or videos, pixels near each other naturally form a neighborhood. However, 

in other applications, features are not ordered and the structural relations among features 

are unknown. Therefore we cannot directly learn a local feature extractor, instead we 

have to learn a feature selector that can select important individual features. 

In addition, there can be many redundant, noisy, or irrelevant features, and the Eu-

clidean distance between objects using all the features may be dominated by the irrele-

vant ones [15]. However, with proper feature weighting, we can separate objects from 
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different classes well. This motivates us to develop a feature attention layer as a simple 

special case of kNN attention pooling layer. 

Let hi ∈ Rp be the feature vector of object i, and w ∈ Rp be the feature attention 

(i.e., weight), satisfying 

pX 
w = (w1, w2, · · · , wp), wj = 1, wj ≥ 0 (6.9) 

j=1 

Instead of the commonly used affne transformation followed by ReLU() nonlinearity 

as in Eq. 6.2, the feature attention layer performs element-wise multiplication (Eq. 6.10, 

is element-wise multiplication operator) with the weight constraint (Eq. 6.9). This is 

the only difference between the feature attention layer and the kNN attention pooling 

layer. 

f(hi) = w hi (6.10) 

dij = ||hi − hj || (6.11) 

d 
0 
= ||f(hi) − f(hj )|| = ||w hi − w hj ||2 (6.12)ij 

Before transformation, the learned distance between object i and j is dij (Eq. 6.11), 

which can be skewed by noisy and irrelevant features. After transformation, the dis-

tance dij 
0 (Eq. 6.12) can be more informative for classifcation tasks. Note the kNN 

attention pooling (Eq. 6.1) is still used after the feature transformation (Eq. 6.10). The 

main difference between the feature attention layer and the kNN pooling layer is that 

the feature attention layer uses element-wise multiplication (Eq. 6.10) instead of affne 

layer followed by ReLU() (Eq. 6.2) as nonlinear transformation. Just like skip connec-
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tions in ResNet [43] that can help gradient fow, the feature attention layer can help 

select important individual features much easier than the fully connected layer, and can 

increase the generalization power of a neural network model in certain cases with very 

few training examples. 

In addition, for fully connected affne layer without weight constraints, the weight 

can be negative and unbounded. Even if we set non-negativity constraints to the weight, 

the transformed features are linear combinations of the input features. We cannot di-

rectly determine the importance of individual features. By contrast, the feature attention 

layer only has parameter w (Eq. 6.9), which directly corresponds to the learned feature 

weight. Because of the constraint on w (Eq. 6.9), the feature attention layer also learns 

a weighted Euclidean metric during training. 

6.4 Experiments 

6.4.1 Simulations 

We sampled 1000 points from each of the four 2-dimensional Gaussian distributions 

with the same covariance matrix Σ = diag(1, 1) and four different mean (µ = (0, 0), (0, 5), (5, 0), (5, 5), 

respectively) as the true signal. We then appended the true signal with 40-dimensional 

Gaussian noise with mean µ = (2.5, 2.5, · · · , 2.5) and covariance Σ = diag(10, 10, · · · , 10). 

Thus each point has 42 dimensions, with the frst two containing the true signal, and the 

rest being random noise. With four different colors corresponding to the true cluster 

assignments (generated from four distributions), we plotted the true signal (i.e., the frst 

two dimensions) in Fig. 6.2a and the “corrupted” signal (i.e., 42-dimensional vector) 

using PCA in Fig. 6.2b. While the true signal forms four “natural” clusters (Fig. 6.2a), 

the corrupted signal is dominated by the added irrelevant features and the clusters are 
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(a) 4000 points belonging to four “natural” clus-
ters (b) After adding 40-dimensional Gaussian noise 

Figure 6.2: Plots of the true signal and the “corrupted” signal 

no longer obvious. 

We constructed two models to predict class labels: 

“NeuralNet”: a neural network model with an input layer (42-dimensional), a hidden 

layer (100 hidden units) and an output layer (4 units corresponding to four classes); 

“AffnityNet”: same as “NeuralNet” model except adding one feature attention layer 

followed by kNN attention pooling after the input layer. 

We randomly selected 1% of data (40 out of 4000 points) for training two models 

and compared accuracies on the test set. Surprisingly, by only training 1% of the data, 

our model with feature attention layer can successfully select the true signal features and 

achieve 98.2% accuracy on the test set. By contrast, a plain neural network model only 

achieved 46.9% accuracy on test set. Fig. 6.3a and Fig. 6.3b show the training loss and 

accuracy curves (the red curves are for training set and the green ones for test set) for 

“AffnityNet” and “NeuralNet”, respectively. Even though both models achieve 100% 

training accuracy within a few iterations, the “AffnityNet” model generalizes better than 

the plain neural network model (there is a big gap between training and test accuracy 

curves for “NeuralNet” model when training data is small). 

Strikingly, the good generalization of our model partly relies on the success of the 
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(a) AffnityNet training loss and accuracy (b) NeuralNet training loss and accuracy 

(c) feature weights learned by AffnityNet (d) feature weights learned by NeuralNet 

Figure 6.3: Training loss and accuracy and learned feature weights 

feature attention layer picking up the true signals from the noise. Fig. 6.3c and Fig. 6.3d 

shows the learned weights by AffnityNet and NeuralNet for the 42-dimensional input 

features, with the red dots corresponding to the true signals and blue dots noise. The 

weights of the true signal are much higher than those noise in AffnityNet, while “Neu-

ralNet” did not select the true signal very well. 

6.4.2 Tumor disease type classifcation 

Harmonized kidney and uterus cancer gene expression datasets were downloaded from 

Genomic Data Commons Data Portal (https://portal.gdc.cancer.gov) [36]. 

Kidney cancer has three disease types, and uterus cancer has two. The number of sam-

ples from each disease type is summarized in Table 6.1. Both kidney cancer and uterus 

cancer have unbalanced classes (i.e., one class has much fewer samples than the other). 

https://portal.gdc.cancer.gov
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Table 6.1: Sample information of four cancer types 

Cancer type Disease type Total 

kidney 
Chromophobe 

Renal Clear Cell Carcinoma 
Renal Papillary Cell Carcinoma 

65 
316 
273 

654 

Uterus 
Uterine Corpus Endometrial Carcinoma 

Uterine Carcinosarcoma 
421 
54 

475 

We calculated the standard deviation of gene expression values for each gene across 

samples within a cancer type (i.e., either kidney or uterus) and selected top 1000 most 

variant gene expression features as the input to our model. We are trying to classify 

each tumor sample into its disease type for uterus and kidney cancer separately using 

the gene expression profles. 

We compared our model (“AffnityNet”) with fve other methods: “NeuralNet” (con-

ventional deep learning model), “SVM”, “Naive Bayes”, “Random Forest”, and “Near-

est Neighbors” (kNN). Our model (“AffnityNet”) consists of a feature attention layer, 

a kNN attention pooling layer (100 hidden units), and a fully connected layer. For 

kNN attention pooling layer, we use “cosine similarity” kernel and set the number of 

nearest neighbors k = 2 (kidney cancer) and k = 3 (uterus cancer). We have tried 

other choices of k and the results are similar. “NeuralNet” is a two-layer fully con-

nected neural network with the hidden layer having 100 hidden units. For both “Affni-

tyNet” and “NeuralNet”, we use ReLU() nonlinear activation in the hidden layer. Since 

the input dimension is 1000 (i.e., top 1000 most variant gene expressions), the total 

number of parameters of “NeuralNet” is 100,403 parameters for kidney cancer with 

three classes (i.e., disease types), and 100,202 parameters for uterus cancer with two 

classes. Our model “AffnityNet” has 101,403 parameters and 101,202 parameters for 

kidney and uterus cancer, respectively. Note our model only has 1000 more parame-

ters than “NeuralNet” to facilitate fair comparisons. We do not use more layers in the 
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neural network models because there are only several hundred samples to train, and 

larger models are more likely to overft. We used the implementation from scikit-learn 

(http://scikit-learn.org) for “Naive Bayes”, “SVM”, “Nearest Neighbors”, 

and “Random Forest” with default settings. 

We progressively increased the training portion from 1% to 70% (i.e., 1%, 10%, 

20%, 30%, 40%, 50%, 60% and 70%), and reported the adjusted mutual information 

(AMI) on the test set (Table 6.2 and Table 6.3). AMI is an adjustment of the Mutual 

Information (MI) score to account for chance, which is suitable to measure the per-

formance of clustering and classifcation with multiple unbalanced classes (AUC is a 

similar metric but is mainly suitable for binary classifcation). 

We ran experiments 20 times with different random seeds to generate different train-

ing and test sets. For each run, the training and test set for all six methods are identical. 

We reported the mean AMI scores for the top 10 runs (results depending on the few 

selected training examples and other randomness) for all methods in Table 6.2 and Ta-

ble. 6.3. 

For both cancer types, our model clearly outperformed all other models, especially 

when the training portion is small. For example, when trained on only 1% of the data, 

our model achieved AMI=0.84 for kidney cancer and AMI=0.62 for uterus cancer (Ta-

ble 6.2 and Table 6.3), while other methods performed badly with few training examples. 

This suggests our model is highly data effcient. One reason for this is that kNN atten-

tion pooling layer is in a sense performing “clustering” during training, and it is less 

likely to overft a small number of training examples. The input of kNN attention pool-

ing layer can contain not only labeled training examples but also unlabeled examples. It 

performs semi-supervised learning with a few labeled examples as a guidance for fnd-

ing “clusters” among all the data points. “NeuralNet” and other methods do not perform 

well with few labeled training examples because they tend to overft the training set. 

https://AMI=0.62
https://AMI=0.84
http://scikit-learn.org
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Table 6.2: Adjusted Mutual Information on test set for kidney cancer 

Train portion 

Method 0.01 0.1 0.2 0.3 0.4 0.5 0.6 0.7 
AffnityNet 0.84 0.87 0.86 0.85 0.85 0.85 0.86 0.85 
NeuralNet 0.70 0.76 0.77 0.78 0.78 0.80 0.80 0.81 

SVM 0.70 0.77 0.78 0.79 0.80 0.81 0.82 0.83 
Naive Bayes 0.25 0.59 0.71 0.76 0.78 0.80 0.81 0.83 

Random Forest 0.36 0.61 0.67 0.68 0.71 0.72 0.73 0.75 

As more training data is available, other methods including “NeuralNet” are improving 

rapidly. In this case, “NeuralNet” model does not outperform traditional machine learn-

ing techniques such as “SVM” because the dataset is quite small and the power of deep 

learning is manifested only when large amounts of data is available. 

In Table 6.2, note that for kidney cancer, unlike other methods, our model does 

not improve with more training data, partly because there are a few very hard cases in 

kidney cancer dataset, while all other cases are almost linearly separable. Our model 

can easily pick up the linearly separable clusters with only a few training examples, but 

it is hard to separate very hard cases even when more training data is available. Uterus 

cancer dataset is highly unbalanced with one class being much smaller than the other, 

and thus it is much harder to achieve high adjusted mutual information (AMI). As shown 

in Table 6.3, “AffnityNet” achieved AMI= 0.62 when trained on approximately 1% of 

the data (i.e., randomly chosen one sample from disease Uterine Carcinosarcoma and 

four samples from the other disease type), and performed signifcantly better than other 

models even as the training portion increased to 70%. This suggests “AffnityNet” works 

well on highly unbalanced data, while other methods seem to be inadequate. 

https://AMI=0.62
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Table 6.3: Adjusted Mutual Information on test set for uterus cancer 

Train portion 

Method 0.01 0.1 0.2 0.3 0.4 0.5 0.6 0.7 
AffnityNet 0.62 0.66 0.76 0.84 0.85 0.84 0.85 0.86 
NeuralNet 0.41 0.52 0.59 0.61 0.63 0.68 0.69 0.73 

SVM 0.43 0.54 0.60 0.62 0.65 0.70 0.71 0.70 
Naive Bayes 0.00 0.28 0.62 0.58 0.55 0.58 0.57 0.55 

Random Forest 0.03 0.06 0.10 0.12 0.18 0.14 0.19 0.20 

6.4.3 Semi-supervised clustering 

Cancer patient clustering and disease subtype discovery are very challenging because 

of the small sample size and lack of enough training examples with groundtruth labels. 

If we can obtain label information for a few samples, we can use “AffnityNet” for 

semi-supervised clustering [138]. While other methods such as SVM do not produce 

explicit feature representations, both “AffnityNet” and “NeuralNet” can learn a new 

feature representation through multiple nonlinear transformations. For a classifcation 

model, the new feature representation is usually fed into a linear classifer. We can 

train our model with a few labeled examples, use the learned model to generate the 

transformed feature representations for all data points, and then perform clustering using 

the transformed features. 

For “AffnityNet”, we can use all the data points during training with kNN atten-

tion pooling, but only backpropagate on labeled training examples. We get the learned 

new representations for all the data points once the training process is fnished. For 

conventional neural network models, since each data point is independently trained, we 

only use labeled examples during training. After training, we have to use the learned 

model to generate new feature representations for all the data points. In order to evalu-

ate the quality of the learned feature representations with a few training examples, we 
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Figure 6.4: Adjusted Mutual Informtion achieved by semi-supervised clustering using 
“Neural Net” and “Affnity Net” for kidney cancer 

performed clustering using these transformed features and using the original features, 

and compared them with groundtruth class labels. 

We compared the performance using “AffnityNet” with “NeuralNet” on the kidney 

dataset as it has more samples. We randomly selected 1% of data for training, and ran 

experiments 30 times. After training, we performed spectral clustering on transformed 

patient-feature matrix. Fig. 6.4 shows the adjusted mutual information scores for all the 

30 runs using “AffnityNet” and “NeuralNet”. We also performed spectral clustering on 

the original patient-feature matrix as a baseline method (AMI = 0.71, blue dotted line in 

the fgure). Our model outperformed the “NeuralNetwork” model (p = 0.008, Wilcoxon 

signed rank test) and the baseline (the “Neural Network” model is slightly below the 

baseline because it probably had overftted the training examples). While both “Neural-

Net” and “AffnityNet” have approximately the same number of model parameters, only 

“AffnityNet” can learn a good feature transformation by facilitating semi-supervised 

few-shot learning with feature attention and kNN attention pooling layers. 
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Figure 6.5: Concordance index achieved by “Affnity Net” and baseline Cox model for 
kidney cancer 

6.4.4 Combine with Cox model for survival analysis 

For many cancer genomics studies, cancer subtype information is not known, but patient 

survival information is available. We replaced the last layer (i.e., linear classifer) in the 

model (as shown in Fig. 6.1) with a regression layer following the Cox proportional haz-

ards model [88, 32]. We used backpropagation to learn model parameters that maximize 

partial likelihood in the Cox model. 

We performed experiments on kidney cancer dataset that has more than 600 samples. 

We progressively increased the training portion from 10% to 40%. We used 30% of data 

as validation and the remaining as test set. As a baseline method, we used age, gender 

and known disease types as covariates to ft a Cox model. We ran experiments 20 times 

with random seeds, and reported the concordance index on the test set for both our 

model and the baseline Cox model (Fig. 6.5). 

In Fig. 6.5, the light blue boxplots on the left side correspond to the results from 

the baseline method (i.e., the Cox model on age, gender and disease types), while the 

light green ones correspond to that from our model. The reported p-value between our 
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Table 6.4: Mean concordance scores for kidney cancer 

Train portion 

Method 0.1 0.2 0.3 0.4 
Baseline Cox Model 0.601 0.602 0.616 0.618 

Affnity Net 0.694 0.710 0.723 0.729 

model and the baseline method for training 10% data was calculated using Wilcoxon 

signed rank test. Our model outperformed the baseline model by a signifcant margin 

(Table. 6.4 shows the mean concordance index in different settings). 

There are three disease types of kidney cancer. We used our best model trained on 

10% of the data to calculate the hazard rates for all kidney cancer patients in the dataset, 

and split them into three groups with low, intermediate, and high hazard rates. The 

proportions of the three groups are the same as the three disease types. Fig. 6.6 shows 

the Kaplan Meier plot for both three known disease types (dotted line) and three groups 

based on the predicted hazard rates (AffnityNet-low, AffnityNet-int., and AffnityNet-

high in the fgure). The p-value of log rank test of our predicted groups is p = 6.7 × 

10−16, while the p-value of log rank test for three known disease types is p = 1.5×10−5 , 

indicating our model can better separate patients with a different survival time. 

6.5 Discussion and Conclusion 

Deep learning has achieved great success in computer vision, natural language process-

ing, and speech recognition, where features (e.g., pixels, words, and audio signals) are 

well structured and a large amount of training data is available. However, in biomedical 

research, the training sample size is usually small while the feature dimension is very 

high, where deep learning models tend to overft the training data but fail to generalize. 

To alleviate this problem in the patient clustering/classifcation related tasks, we propose 
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Figure 6.6: Kaplan Meier plot comparing kidney cancer disease types and AffnityNet 
predictions 

the AffnityNet model that contains stacked feature attention and kNN attention pooling 

layers to facilitate semi-supervised few-shot learning. 

Regardless of whether a graph is given or not, kNN attention pooling layer can 

use attention kernels to calculate dynamic affnity graphs during training. The affnity 

graphs are used for selecting k-nearest neighbors for attention-based pooling. kNN at-

tention pooling layers essentially add a “clustering” operation (“forcing” similar objects 

to have similar representations through attention-based pooling) after the nonlinear fea-

ture transformations, which can serve as an implicit regularizer for classifcation-related 

tasks. kNN attention pooling layers can be plugged into a deep learning model as a basic 

building block just like convolutional layers. With multi-view data, we can frst use a 

few kNN attention pooling layers to process each view separately to learn a high-level 

representation for each view, and then combine all the views with their high-level fea-

ture representations (by concatenating them together or adding them up) and apply kNN 

attention pooling again to the combined view. Feature attention layer is a simple special 
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case of kNN attention pooling layer. It is useful for selecting important individual input 

features automatically with a normalized non-negative weight learned for each feature. 

Building upon stacked feature attention and kNN pooling layers, our AffnityNet 

model is more effective for semi-supervised few-shot learning than conventional deep 

learning models. We have conducted extensive experiments using AffnityNet on two 

cancer genomics datasets and achieved satisfactory results. 

AffnityNet alleviates the problem of lack of a suffcient amount of labeled training 

data by utilizing unlabeled data with kNN attention pooling, and can be used to analyze 

a large bulk of cancer genomics data for patient clustering and disease subtype discov-

ery. Future work may focus on designing deep learning modules that can incorporate 

biological knowledge for various tasks. 



Chapter 7 

Incorporating Biological Networks as 

Graph Constraints: Multi-view 

Factorization AutoEncoder with 

Network Constraints 

7.1 Introduction 

Multi-omic data provides multiple views of the same patients. Integrative analysis of 

multi-omic data is crucial to elucidate the molecular underpinning of disease etiology. 

However, multi-omic data has the “big p, small N” problem (the number of features is 

large, but the number of samples is small), it is challenging to train a complicated ma-

chine learning model from the multi-omic data alone and make it generalize well. Here 

we propose a framework termed Multi-view Factorization AutoEncoder with network 

constraints to integrate multi-omic data with domain knowledge (biological interactions 

networks). Our framework employs deep representation learning to learn feature em-



145 

beddings and patient embeddings simultaneously, enabling us to integrate feature in-

teraction network and patient view similarity network constraints into the training ob-

jective. The whole framework is end-to-end differentiable. We applied our approach 

to the TCGA Pan-cancer dataset and achieved satisfactory results to predict disease 

progression-free interval (PFI) and patient overall survival (OS) events. 

Many applications have multi-view data. Notably, massive amounts of patient data 

with multi-omic profling have been accumulated during the past few years. For exam-

ple, TCGA network [52] have generated comprehensive multi-omic molecular profling 

for more than 10,000 patients from 33 cancer types. Each type of -omic data (e.g., ge-

nomic, transcriptomic, proteomic, and epigenomic, etc.) represents one view from the 

same set of patients. Each view has a different feature set (for example, gene features, 

miRNA features, protein features etc.) and can provide complementary information for 

other views. Integrative analysis of multi-omic data is important for predicting can-

cer (sub)types and disease progression, but is very challenging. Currently most results 

generated by TCGA network are mainly based on statistical analysis, though machine 

learning approaches are increasingly popular to tackle the problems. 

Meanwhile, in the past decade, deep learning brought about signifcant breakthroughs 

in computer vision, speech recognition, natural language processing and other felds 

[68]. However, conventional deep learning models require massive training data with 

clearly defned structures (such as images, audio, and natural languages), and are not 

suitable for multi-omic integrative analysis. 

In this work, we propose a model termed Multi-view Factorization AutoEncoder 

(MAE), which combines the ideas from multi-view learning [145] and matrix factoriza-

tion [64] with deep learning, in order to utilize the great representation power in deep 

learning models. The backbone of a Multi-view Factorization AutoEncoder model con-

sists of multiple autoencoders (one for each view) as submodules, and a submodule to 
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combine multiple views for supervised learning. 

To alleviate overftting and overcome the problem of “big p, small N” problem, 

we incorporate molecular interaction networks as graph constraints into our training 

objective. These feature interaction networks are derived from public knowledgebases, 

thus enabling our model to incorporate domain knowledge. 

Since all views are from the same set of patients, the patient similarity networks 

derived from these learned views should share some information, too. As a result, in 

addition to feature interaction network constraints, we also added patient similarity net-

work constraints to our training objective. Our model equipped with feature interaction 

network and patient similarity network constraints performs better than traditional ma-

chine learning methods such as SVM and Random Forest on the TCGA Pan-cancer 

dataset [52]. 

7.2 Related work 

Multi-omic data analysis has been a hot topic in cancer genomics [52, 31, 44]. Most of 

the work had been focused on comprehensive molecular characterization of individual 

cancer types [52, 112], which mainly employed statistical analysis of molecular fea-

tures associated with clinical outcomes. Machine learning approaches also have been 

applied to study individual -omic data types [81] and integrate multi-omic data [137, 5]. 

These approaches mainly employ traditional machine learning techniques, for example, 

logistic regression [81], random forest [137], and similarity network fusion [5]. 

Many machine learning approaches for multi-omic data analysis fall into the cat-

egory of unsupervised clustering, such as iCluster [113], SNF [133], ANF [78], etc. 

These approaches are either based on probabilistic models [113] or network-based reg-

ularization [46]. While deep learning approaches had been applied to sequencing data 
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[4] [19], imaging data [135], medical records [100], and other individual data types, 

few focused on integrating multi-omic data. Co-training, co-regularization and mar-

gin consistency approaches have been developed for multi-view learning [145], while 

integrating deep learning with multi-view learning is still an open frontier [145]. 

Our work is closely related to multi-modality deep learning [9], which had been suc-

cessfully applied to combine audio and video features[92] by employing shared feature 

representations. In addition to integrating multi-modality data, our proposed approach 

can learn feature representations and object (patient) embeddings simultaneously, which 

enables us to integrate feature interaction networks as domain knowledge, as well as to 

enforce view similarity network constraints in the training objective. 

Besides adding regularizers into training objectives, another way to incorporate bio-

logical networks into the model is to directly encode biological networks into the model 

architecture [48, 75]. However, these approaches usually require using subcellular hi-

erarchical molecular networks, which we do not have high-quality data available for 

humans (though a few datasets are available for simple organisms such as bacteria). 

Given the fact that most human biological interaction networks such as protein-protein 

interaction networks are highly incomplete and noisy, adding network regularizers to 

the training objective instead of directly encoding the noisy interaction network into the 

model architecture provides more fexibility and alleviates the risk of adopting poten-

tially wrong model architecture. 

Our work is also related matrix factorization [64] and autoencoder, which will be 

reviewed briefy in the next section along with the detailed description of our proposed 

method. 
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7.3 Multi-view Factorization Encoder 

7.3.0.0.1 Notations Suppose there are N samples, V types of -omic data. We refer 

to each -omic data type as a view. 

We represent V types -omic data using a series of sample-feature matrices: M(i) ∈ 

RN×p(i) 
, i = 1, 2, · · · , V . p(i) is the feature dimension for view i. 

In the following, we frst describe a framework for a single view, then describe how 

to integrate multiple views. When describing a single view, we drop the superscript (·) 

for simplicity. When describing a matrix M, we use Mij to represent the element of 

ith row and jth column, Mi,· to represent the ith row vector, and M·,j to represent jth 

column vector. 

Let M ∈ RN×p be a sample-feature matrix, with rows corresponding to N samples 

and columns p features. These p features are not independent. We can represent the 

interactions among these p features with a graph G ∈ Rp×p. For example, if the p 

features are protein expressions, then G can be a protein-protein interaction network, 

which can be obtained from public knowledgebases, such as STRING [120], Reactome 

[25], etc. G can be a weighted graph with non-negative elements, or an unweighted 

graph with elements being either 0 or 1. 

Denote LG = D − G as the graph Laplacian of G (D is a diagonal matrix with P p= Gij ).Dii j=1 

7.3.1 Low-rank matrix factorization 

Matrix factorization [64] and its variants are commonly used for dimensional reduction 

and clustering. It is often a reasonable assumption that M has a low rank in many real 

world applications. In order to identify the underlying sample clusters, low-rank matrix 

factorization can be applied to M: 
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M ≈ XY, where X ∈ RN×k , Y ∈ Rk×p, k < p 

In order to fnd a good solution {X, Y}, some constraints are usually added as reg-

ularizers in the objective function or enforced in the learning algorithm. For example, 

if M is non-negative matrix (e.g., gene feature count matrix), Non-negative Matrix Fac-

torization (NMF) [69] is often used to ensure both X and Y are non-negative. 

In general, the objective functions can be formulated as follows: 

arg min kM − XYk2 
F + λR(X, Y) (7.1) 

X,Y 

R(X, Y) is a regularizer for X and Y. For example, R(X, Y) can include L2 and 

L1 norms for X and Y. More importantly, structural constraints based on biological 

interaction networks can also be incorporated into R(X, Y), which will be discussed 

later. 

7.3.1.0.1 Interpretation Suppose there are k factors that fully characterize these 

samples. X ∈ RN×k can be seen as a sample-factor matrix. These k factors are not 

directly observable. Instead, we observed M ∈ RN×p, which can be seen as a linear 

transformation of X. And Y ∈ Rk×p can be seen as the matrix of such a linear transfor-

mation from Rk to Rp. The k rows of Y can be seen as a basis for the underlying factor 

space. Therefore M is generated by a linear transformation Y from X, the inherent 

non-redundant representation of N samples. In a sense, this formulation can be seen as 

a shallow linear generative model. 

7.3.1.0.2 Limitations The limitations of this simple matrix factorization model arise 

from its shallow linear structure. The representation power of linear models is very lim-

ited. In most cases, the transformations are non-linear. To increase the model represen-
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tation capacity, we will discuss nonlinear factorization with multi-layer neural networks, 

which can approximate any complex nonlinear transformations with suffcient data. 

7.3.2 Non-linear factorization with AutoEncoder 

Instead of direct matrix factorization, we can use an autoencoder to reconstruct the ob-

servable sample-feature matrix M. While direct matrix factorization – which can be 

seen as a one-layer autoencoder – is limited to model nonlinear relationships, multi-

layer autoencoder can approximate complex nonlinear transformations well. 

We use a multi-layer neural network with parameter Θe as the encoder: 

Encoder(M, Θe) = X ∈ RN×k (7.2) 

Again X can be seen as a non-redundant factor matrix that contains essential infor-

mation for all N samples. We are using a multi-layer neural network to transform the 

observable sample-feature matrix M to its latent representation X. 

The decoder is a transformation from latent factor space to the reconstructed feature 

space. 

Decoder(X, Θd) = Z ∈ RN ×p (7.3) 

As the entire autoencoder is a multi-layer neural network, we can arbitrarily split 

it into the encoder and the decoder components. For the convenience of incorporating 

biological interaction networks into the framework, we make the encoder (Eq. 7.2) con-

tain all layers but the last one, and the decoder only contain the last linear layer. The 

parameter of decoder (Eq. 7.3) is simply a linear transformation matrix as in matrix 

factorization: 
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Θd = Y ∈ Rk×p (7.4) 

Therefore the reconstructed signal is 

Z = Encoder(M, Θe) · Y = XY (7.5) 

The reconstruction error can be calculated with Frobenius norm: kM − Zk2 
F . 

This formulation is different from matrix factorization in that the encoder is a multi-

layer neural network that can learn complex nonlinear transformations through back-

propagation. In addition, the output of the encoder X can be seen as the learned repre-

sentations for N samples, and Y can be seen as learned feature representations (we can 

regard the columns of Y as learned vector representations in Rk for p features). With 

learned patient and feature representations, we can calculate patient similarity networks 

and feature interaction networks, and add network regularizers to our training objective. 

7.3.3 Incorporate biological knowledge as network regularizers 

Let G ∈ Rp×p be the interaction matrix among p genomic features. G can be obtained 

from biological knowledgebases such as STRING [120] and Reactome [25]. 

With the factorization autoencoder model, we can learn a feature representation Y. 

Ideally this representation should be “consistent” with the biological interaction network 

of these features. We use graph Laplacian regularizer to “punish” the inconsistency 

between the learned feature representation Y and the feature interaction network G: 

p pXX 
T race(YLGY

T ) = 
1 

Gij kY·,i − Y·,j k2 (7.6)
2 

i=1 j=1 

In Eq. 7.6, LG is the graph Laplacian matrix of G. Gij ≥ 0 can be regarded as a 
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“similarity” (interaction) measure between feature i and feature j. Each feature i is rep-

resented as a k-dimensional vector Y·,i. The Euclidean distance between feature i and j 

in the learned feature space is simply kY·,i − Y·,j k. T race(YLGY
T ) can be served as 

a surrogate for the loss measuring the inconsistency between learned feature representa-

tion Y and existing interaction network G. To see this, let’s consider a case where Y is 

highly inconsistent with G: suppose whenever Gij is large (i.e., feature i and j are sim-

ilar based on existing knowledge), kY·,i − Y·,j k2 is also large (i.e., feature i and feature 

j are very different based on learned representations). Then the loss T race(YLGY
T ) 

consists of the terms Gij kY·,i − Y·,j k2 , which accounts for the level of inconsistency 

between learned feature representation and biological knowledge, will be large, too. 

The objective function for the aforementioned factorization AutoEncoder model in-

corporating biological interaction networks through the graph Laplacian regularizer is 

as follows: 

arg min kM − ZkF 
2 + α T race(Y · LG · YT ) (7.7) 

Θe,Y 

α ≥ 0 is a hyperparameter to balance the reconstruction loss and the network reg-

ularization term. To ensure the network regularization term has a fxed range, we also 

normalize G and Y so that the T race(Y · LG · YT ) is within the range of [0, 1] in the 

implementation of our model. More specifcally, we set kGkF = 1, kY·,ik = √1 
p , i = 

1, 2, · · · , p (this also ensures that kYkF = 1). This facilitates multi-view integration as 

all the network regularizers from multiple views are on the same scale. 

7.3.4 Multi-view Factorization AutoEncoder with network constraints 

Eq. 7.7 shows the objective for a single view. We can easily extend it to multiple views: 
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VX� 2 
(v)) · Y(v)arg min M(v) − Encoder(M(v), Θe 

{Θe 
(v),Y(v)} v=1 

F (7.8)� 
· Y(v)T 

+ α T race(Y(v) · LG(v) ) 

Here for each of the V views, we use a separate autoencoder. We combine all the 

reconstruction losses and feature interaction network regularizers together as the overall 

loss in Eq. 7.8. 

As mentioned before, Encoder(M(v), Θe 
(v)) = X(v) can be regarded as learned la-

tent factor representation for N samples. Based on X(v), we can derive patient similarity 

network S(v) (which can also be used for spectral clustering). There are multiple ways 

to calculate a similarity network. Here we use cosine similarity as an example: 

|Xi,· · Xj,·|
Sij = (7.9)

kXi,·k · kXj,·k 

For each view v, we get a patient similarity network S(v) (Eq. 7.9 omits the super-

script for clarity). In addition, the outputs of multiple encoders can be combined. 

V VX X 
X(v) (v))X = = Encoder(M(v), Θe (7.10) 

v=1 v=1 

This idea is very much like ResNet [43]. Another possible approach is simply con-

catenating all views together like DenseNet [49]. We have tried using both in our ex-

periments and the results are similar. We can then use the fused view X to calculate a 

patient similarity network SX using Eq. 7.9 again. 

Since SX , and S(v), v = 1, 2, · · · , V are about the same set of patients and thus 

related to each other, we can fuse them together (this is a special case of affnity network 

fusion [78]): 
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V
1 �X � 

S(v)S = + SX (7.11)
V + 1 

i=1 

Just like the feature interaction network regularizer (Eq. 7.6), we can add a regular-

ization term on view similarity: 

T race(X(v)T · LS · X(v)) (7.12) 

LS is the graph Laplacian of S. Adding this term to Eq. 7.8, we get the new objective 

function: 

VX� 2 
(v)) · Y(v)arg min M(v) − Encoder(M(v), Θe 

{Θe 
(v),Y(v)} F 

v=1 

(7.13) 
· Y(v)T 

+ α T race(Y(v) · LG(v) ) � 
+ β T race(X(v)T · LS · X(v)) 

There are two kinds of networks involved in our framework: molecular interaction 

networks and patient similarity networks. For each type of -omic data, there is one corre-

sponding interaction network G(v). Unlike patient similarity networks, different molec-

ular interaction networks involve different feature sets and cannot be directly merged. 

However, for patient similarity networks from multiple views, they are all about the 

same set of patients, and thus can be fused to get a combined patient similarity network 

S using techniques such as affnity network fusion [78]. 

7.3.5 Supervised learning with multi-view factorization autoencoder 

The proposed framework with the objective function Eq. 7.7 can be used for unsuper-

vised learning (up to now, we have not used labeled data yet) with multiple view data 

and feature interaction networks available. When class labels or other target variables 
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are available, we can apply the proposed model for supervised learning by adding an-

other loss term to Eq. 7.7: 

arg min 
V� X �

(v))L(T, Encoder(M(v), Θe · C) 
(v){Θe ,Y(v)} v=1 

VX � 
+ η (v)) · Y(v)M(v) − Encoder(M(v) , Θe 

2 
) 

F 
v=1 

VX 
· Y(v)T 

+ α T race(Y(v) · LG(v) ) 

(7.14) 

v=1 

+ β 
VX 

· X(v))T race(X(v)T · LS 

v=1 

�PV �
(v))The frst part L(T, v=1 Encoder(M(v), Θe · C) is for either classifcation 

loss (e.g., cross entropy loss) or regression loss (e.g., mean squared error for continuous 

target variables). T is the true class labels or other continuous target variables available 

for training the model. PVAs in Eq. 7.10, v=1 Encoder(M(v), Θe 
(v)) refers to the sum of the last hidden 

layers of V autoencoders (the output of the last hidden layer is also the encoder output). 

This represents the learned patient representations combining multiple views. C is the 

weights for the last fully connected layer typically used in neural network models for 

classifcation tasks. PV � 2 
The second part M(v) − Encoder(M(v) (v)) · Y(v) ) is the reconstruc-v=1 , Θe 

F 

tion loss for all the submodule autoencoders. The third and four term are the graph 

Laplacian constraints for molecular interaction networks and learned patient similarity 

networks as in Eq. 7.6 and Eq. 7.12. η, α, β are non-negative hyperparameters adjust-

ing the weights of the reconstruction loss, feature interaction network loss, and patient 

similarity network loss. 
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Figure 7.1: A simple illustration of proposed framework with two data views 

The whole framework is end-to-end differentiable. A simple illustration of the whole 

framework combining two views with two-hidden-layer autoencoders is depicted in 

Fig. 7.1. We implement the model using PyTorch (https://pytorch.org/). Code 

will be made publicly available. 

7.4 Experiments 

7.4.1 Dataset 

We downloaded the TCGA Pan-cancer dataset [52] and selected patients based on these 

criteria: 1) the patients’ gene expression, miRNA expression, protein expression, and 

DNA methylation as well as clinical data are all available; and 2) the patients having 

the cancer types that have at least 100 patients. In total 6179 patients with 21 different 

cancer types were selected for analysis. 

https://pytorch.org
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7.4.1.1 Target clinical variable 

We are trying to use four types of -omic data (i.e., gene expression, miRNA expression, 

protein expression and DNA methylation) to predict Progression-Free Interval (PFI) 

event and Overall Survival (OS) event. PFI and OS are derived clinical (binary) outcome 

endpoints [72]. Both endpoints are relatively accurate, and are recommended to use for 

predictive tasks when available [72]. PFI is preferred over OS given the relatively short 

follow-up time. 

PFI=1 means the patient had a new tumor event in a fxed period, such as a progres-

sion of disease, local recurrence, distant metastasis, new primary tumors, or died with 

the cancer without new tumor event. PFI=1 implies the treatment outcome is unfavor-

able. PFI=0 means for patients without having a new tumor event in a fxed period or 

censored otherwise. There are 4268 patients with PFI=0 and 1911 patients with PFI=1. 

OS=1 means for patients who were dead from any cause based on followup data; OS=0 

for otherwise. There are 4460 patients with OS=0 and 1719 patients with OS=1. PFI 

and OS are the same for most cases (4941 out of 6179, or 80%). As PFI is preferable to 

OS, we mainly use PFI as a binary target. 

Since this is a highly unbalanced dataset and all the models including the baseline 

methods use prediction scores to decide binary labels, we report AUC (Area Under the 

ROC Curve) score as the main metric to evaluate classifcation performances. Other 

measures are similar to AUC but are less comprehensive. 

7.4.1.2 Data preprocessing 

For gene features, we performed log transformation and removed outliers. After flter-

ing out genes with either low mean or low variance, 4942 gene features were kept for 

downstream analysis. For DNA methylation data, we removed features with low mean 
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and variance. 4753 methylation features (i.e., beta values associated with CpG islands) 

were selected for analysis. For miRNA features, we also performed log transformation 

and removed outliers. For protein expression (RPPA) data, we removed nine features 

with NA values. 662 miRNA features and 189 protein features were kept for analysis. 

In total, there are 10,546 features from four -omic types. For each of the four types of 

features, we normalize it to have zero mean and standard deviation equal to 1. 

7.4.1.2.1 Molecular interaction networks We downloaded PPI database from STRING 

(v10.5) [120] (https://string-db.org/). There are more than ten million protein-

protein interactions with confdence scores between 0 and 1000. Since most interaction 

edges have a low confdence score, we selected about 1.5 million interaction edges with 

confdence scores at least 400. For gene and protein expression features, we extracted 

a subnetwork from this PPI interaction network. Since gene-gene interaction network 

is too sparse, we performed a one-step random walk (i.e., multiplying the interaction 

network by itself), removed outliers and normalized it. For miRNA and methylation 

features, we frst map to miRNA/methylation to gene (protein) features, and then calcu-

late a miRNA-miRNA and a methylation-methylation interaction network. Take miRNA 

data as an example. Let Mmirna−protein be the adjacency matrix for the miRNA-protein 

mapping (this matrix is derived from miRDB (http://www.mirdb.org) miRNA 

target prediction scores), and Mprotein−protein be the protein-protein interaction network, 

then the miRNA-miRNA interaction network is calculated as follows: 

Mmirna−mirna = Mmirna−proteinMprotein−proteinM
T 
mirna−protein 

We normalized all four feature interaction matrices so that their Frobenius norms are 

all equal to 1. 

http://www.mirdb.org
https://string-db.org
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All the processed sample feature matrices and feature interactions matrices will be 

provided upon reasonable requests. 

We randomly split the dataset into training set: 4326 patients, or 70%; validation set: 

618 patients, or 10%; and test set: 1235 patients, or 20%. We trained different models 

on the training set, and evaluated them on the validation set. We chose the model with 

the best validation accuracy to make predictions on test set, and reported the AUC score 

on test set. We shuffed the data and repeated the process ten times, and reported the 

average AUC as the fnal metric for model performances. 

7.4.2 Results 

We chose six traditional methods as well as plain neural network model as baselines. 

The six traditional methods are SVM, Decision Tree, Naive Bayes, kNN, Random For-

est, and AdaBoost. Traditional models such as SVM only accept one feature matrix as 

input. So we used the concatenated feature matrix which has 6179 rows and 10,546 

columns (features) as model input. For kNN, we chose k = 5 for all experiments. We 

used linear kernel for SVM. We used 10 estimators in Random Forest and 50 estimators 

in AdaBoost. 

For the plain autoencoder model with a classifcation head, we used a three-layer 

neural network. The input layer has 10,546 units (features). Both the frst and second 

hidden layers have 100 hidden units. The last layer also has 10,546 units (i.e., the 

reconstruction of the input). We added a classifcation head which is a linear layer 

with two hidden units corresponding to two classes. This plain autoencoder model uses 

concatenated feature matrix as input and thus is view agnostic. 

To facilitate fair comparisons, all of our proposed Multi-view Factorization AutoEn-

coder (MAE) models share the same model architecture(i.e., two hidden layers each 
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with 100 hidden units for each of the four submodule autoencoders), but the training 

objectives are different. Since this dataset has four different data types, our model has 

four autoencoders as submodules, each of which encodes one type of data (one view). 

Fig. 7.1 shows our model structure (note in our experiments we have four views instead 

of only two shown in the fgure). We combine the outputs of the four autoencoders (i.e., 

the outputs of the last hidden layers) by adding them together (Eq. 7.10) for classifca-

tion tasks. 

The training objective for the Multiview Factorization AutoEncoder (MAE) with-

out graph constraints includes only the frst two terms in Eq. 7.14. The objective 

for the Multiview Factorization AutoEncoder (MAE) with feature interaction network 

constraints (feat int) includes the frst three terms in Eq. 7.14. The objective for the 

Multiview Factorization AutoEncoder (MAE) with patient view similarity network con-

straints (view sim) includes the frst two and the last terms in Eq. 7.14. And the objective 

for the Multiview Factorization AutoEncoder (MAE) with both feature interaction and 

view similarity network constraints includes all four terms in Eq. 7.14. 

As our proposed model with network constraints is end-to-end differentiable, we 

trained it with Adam [59] with weight decay 10−4 . The initial learning rate is 5 × 10−4 

for the frst 500 iterations and then decreased by a factor of 10 (i.e., 5×10−5) for another 

500 iterations. Models with the best validation accuracies are used for prediction on the 

test set. 

The average AUC scores (10 runs) for predicting PFI and OS using these models are 

shown in Table. 7.1. Our proposed models (in bold font) achieved better AUC scores 

for both predicting PFI and OS. Note that traditional methods such as SVM do not 

perform as well as deep learning models. This may be due to the superior representa-

tion power of deep learning. Though our proposed Multi-view Factorization AutoEn-

coder is only slightly better than the plain autoencoder model, adding feature interaction 
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Table 7.1: AUC scores for PFI and OS 

Model Name AUC (OS) AUC (PFI) 

SVM 0.699 0.625 
Decision Tree 0.670 0.634 
Naive Bayes 0.655 0.644 

kNN 0.706 0.659 
Random Forest 0.720 0.661 

AdaBoost 0.716 0.689 
Plain AutoEncoder Model 0.758 0.716 

MAE without graph constraints 0.761 0.717 
MAE + feat int 0.765 0.721 

MAE + view sim 0.763 0.724 
MAE + feat int + view sim 0.766 0.724 

and view similarity network constraints further improved the classifcation performance. 

Note that both Multi-view Factorization AutoEncoder (MAE) + view sim and Multi-view 

Factorization AutoEncoder (MAE) + feat int + view sim achieves the best AUC for PFI 

prediction. It seems adding both feature interaction and patient view similarity network 

constraints only improves the model performance very slightly. We suspect one main 

reason for this is because the dataset itself contains a lot of noise (due to the nature 

of multi-omic data) and the feature interaction networks derived from public knowl-

edgebases are incomplete and noisy, too. If a larger dataset consisting of hundreds of 

thousands of patients is available, we expect our proposed model with more network 

constraints to be able to generalize better. 

In addition, we had tried to use DenseNet [49] and ResNet [43] as the backbone of 

the autoencoders instead of multi-layer perceptrons, and we experimented with a differ-

ent number of hidden units and hidden layers. Using DenseNet as the backbone with 

three hidden layers each with 100 units achieved best AUC scores (0.725) for predicting 

PFI. But the results are not signifcantly different and thus not presented here. 
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7.4.2.1 Learned feature embeddings preserve interaction network structure 

Our proposed model learns patient representations and feature embeddings simultane-

ously. While patients are different from datasets to datasets, the genomic features (such 

as gene features) and their interaction networks are from domain knowledge, and thus 

are persistent regardless of which dataset we are using. Since we have a regularization 

term in the loss to ensure the learned feature embeddings are consistent with feature 

interaction networks, we would like to know if the model is able to learn an embedding 

that is “compatible” with the domain knowledge of interaction networks. We plotted PV · Y(v)Tthe loss term v=1 T race(Y(v) · LG(v) ) from one typical run of training our 

model with feature interaction network constraints in Fig. 7.2. This regularization term 

decreased to nearly zero very fast, which means the information from feature interac-

tion networks is fully assimilated into the model, or more specifcally, the weights of 

the decoders in the model. We found that many independent runs show very similar 

loss curves, which means the model is able to robustly learn a feature embedding that 

preserves the feature interaction network information. 

7.4.3 Extended experiments 

In addition, we performed experiments on two TCGA datasets separately: Bladder 

Urothelial Carcinoma (project ID: TCGA-BLCA, 338 patients) and Brain Lower Grade 

Glioma (project ID: TCGA-LGG, 423 patients). All the selected patients have gene 

expression, miRNA expression, protein expression, and DNA methylation as well as 

clinical data available. 

We compare our model with SVM, Decision Tree, Naive Bayes, Random Forest, and 

AdaBoost, as well as more recent deep learning approaches: Variational AutoEncoder 

(VAE) [61] and Adversarial AutoEncoder (AAE) [80]. All other experimental settings 
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Figure 7.2: A typical feature interaction network regularizer training loss curve 

are the same as the previous section. 

The Average Precision and AUC scores for Bladder Urothelial Carcinoma (TCGA-

BLCA) and Brain Lower Grade Glioma (TCGA-LGG) using these models are shown 

in Table. 7.2 and Table. 7.3, respectively. Our proposed models (in bold font) achieved 

better Average Precision and AUC scores for predicting PFI on both datasets. Note 

that traditional methods such as Decision Tree do not perform as well as deep learning 

models. This may be due to the superior representation power of deep learning. The 

more recent Bayesian deep learning approach Variational AutoEncoder (VAE) did not 

achieve good results, while Adversarial AutoEncoder (AAE) achieved better results than 

other methods except our proposed methods. VAE requires more training examples to 
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Table 7.2: Experimental Results on Bladder Urothelial Carcinoma Dataset 

Model Name Average Precision AUC 

SVM 0.587 0.688 
Decision Tree 0.590 0.575 
Naive Bayes 0.456 0.635 

Random Forest 0.575 0.670 
AdaBoost 0.587 0.662 

Variational AE 0.528 0.563 
Adversarial AE 0.617 0.693 
Multi-view AE 0.595 0.699 
MAE + feat int 0.650 0.719 

MAE + view sim 0.652 0.723 
MAE + feat int + view sim 0.664 0.740 

Table 7.3: Experimental Results on Brain Lower Grade Glioma Dataset 

Model Name Average Precision AUC 

SVM 0.591 0.713 
Decision Tree 0.518 0.658 
Naive Bayes 0.568 0.742 

Random Forest 0.661 0.670 
AdaBoost 0.594 0.673 

Variational AE 0.628 0.642 
Adversarial AE 0.659 0.702 
Multi-view AE 0.651 0.726 
MAE + feat int 0.669 0.727 

MAE + view sim 0.737 0.819 
MAE + feat int + view sim 0.746 0.825 

be able to capture the underlying latent distribution, which may be one reason for the 

poor performance in these datasets. 

7.5 Conclusion 

Multi-omic integrative analysis is important for cancer genomics. While multi-omic 

data has the “big p, small N” problem, biological knowledge can be used as a leverage 
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for large-scale data integration and knowledge discovery. A number of databases such as 

STRING [120], Reactome Pathways [25], etc., can be used to extract biological interac-

tion networks. Intelligently integrating these biological networks into a model is crucial 

for mining multi-omic data. We proposed the Multi-view Factorization AutoEncoder 

Model with network constraints to integrate multi-omic data and molecular interaction 

networks for multi-omic data analysis. 

Our model contains multiple factorization autoencoders as submodules for different 

views, and combines multiple views with their high-level latent representations. The 

factorization autoencoder utilizes a deep architecture for the encoder and a shallow ar-

chitecture for the decoder. This on the one hand increases the overall model represen-

tation power, on the other provides a natural way to integrate graph constraints into the 

model. 

Our model learns patient embeddings and feature embeddings simultaneously, en-

abling us to add network constraints on both feature interaction networks and patient 

view similarity networks. Our approach can be applied to large-scale multi-omic datasets 

to learn embeddings for molecular entities, subject to network constraints that ensure the 

learned representations are consistent with molecular interaction networks. Meanwhile 

the model can produce patient representations for each view. As the latent patient rep-

resentations from multiple views should be similar to each other, we added a network 

regularizer to encourage the learned patient representations in multiple views to be con-

sistent with one another with respect to patient similarity networks. 

The experimental results on the TCGA pan-cancer dataset show that our proposed 

model with feature interaction network and patient view similarity network constraints 

outperforms other traditional methods and plain deep learning autoencoder models. 

Though we mainly focused our discussion on multi-omic data analysis, as a general 

approach, our proposed method can be applied to any other multi-view data with feature 
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interaction networks. Future work may focus on using more advanced autoencoders 

(e.g., adversarial autoencoder [80]) and encoding some domain knowledge directly into 

the model architecture. 



Chapter 8 

Encoding Biological Knowledge into 

Deep Learning with Factor Graph 

Neural Network 

8.1 Introduction 

In the previous chapter, we introduced Multiview Factorization AutoEncoder (MAE) 

which can incorporate biological knowledge as network constraints into the training 

objective. In this chapter, we will present a framework called Factor Graph Neural Net-

work, which can directly encode the biological knowledge such as Gene Ontology into 

the model architecture. One common criticism about deep learning is its lack of in-

terpretability. In most cases, the hidden units in a deep neural network model do not 

have a clear semantic meaning or correspond to some physical entity. However, inter-

pretability in crucial in many felds, including the biomedical domain. Here we propose 

a factor graph neural network model that combines the factor graph model in the feld 

of probabilistic graphical models with deep learning. We directly encode biomedical 
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knowledge such as Gene Ontology as a factor graph into our model architecture. We 

also devised an attention mechanism that can capture multi-scale interactions among bi-

ological entities such as genes and Gene Ontology terms. One direct application of the 

proposed approach is to select Gene Ontology terms that are important to target clinical 

variables, such as tumor status. We applied our model to two cancer genomic datasets 

and achieved better results than other models including Graph Convolutional Network. 

In many applications, there are two types of variables: observable variables and 

latent variables. Latent variables can be seen as “factors” that are related to observable 

variables. For example, gene expressions are measured in many genetic disease studies. 

These gene expressions are observable variables. The relationships among these genes 

constitute various factors, such as the activations or repressions of pathways. 

In many cases we need to build predictive models using data-driven approaches. 

The predictors are usually a set of observable variables which we usually call features, 

and the targets are variables of interests we want to predict from observable data. For 

instance, we may want to use gene expression data to predict disease status. 

With a suffcient amount of data, machine learning especially deep learning mod-

els can usually achieve very high accuracies. In fact, in the past decade, deep learning 

brought about signifcant breakthroughs in computer vision, speech recognition, natural 

language processing and other felds [68]. However, conventional deep learning mod-

els require massive training data with clearly defned structure (such as images, audio, 

and natural languages), and are not directly suitable for many tasks in the biomedical 

domain. 

One common criticism about deep learning is its lack of interpretabilitiy. In a deep 

neural network model, the hidden units are unknown and not interpretable. We can set a 

different number of layers and a different number of hidden units in each layer, and the 

models may still generate very similar results. 
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In this chapter, we present a factor graph deep neural network model, which directly 

encode biological knowledge such as Gene Ontology into the model architecture. Each 

node in this neural network model corresponds to some biological entity, making the 

model highly interpretable. We also devised a parameter sharing mechanism to signif-

cantly reduce the number of model parameters and yet maintain the high representation 

power. We utilized the attention mechanism to capture hierarchical multi-scale inter-

actions between Gene Ontology terms and genes. Our model can be used for gene set 

enrichment analysis as well. Extensive experiments on two cancer genomic datasets and 

a Juvenile Idiopathic Arthritis dataset demonstrated the effectiveness of the proposed 

model. 

In the following, we briefy review some related work, then describe the proposed 

mode followed by the experimental results. Finally, we conclude the chapter with some 

discussion. 

8.2 Related work 

Factor graph has been studied in probabilistic graphical models [63]. Message-passing 

algorithms such as the sum-product algorithm are widely used for factor graphs. These 

traditional algorithms are often not end-to-end differentiable. Recently, with the success 

of deep learning in many felds such as vision, language and game play [68], Bayesian 

deep learning combining Bayesian approaches and deep learning has drawn a lot of at-

tention. For example, Variational AutoEncoder (VAE) [61] used the reparameterization 

trick to enable gradient descent through random nodes in a neural network. 

As graphs are commonly used in many applications, many novel deep learning mod-

els on graphs have been developed, including Graph Neural Network [107], Graph Con-

volutional Neural Network [62], and so on. Graph Attention Model (GAM) [126] ap-
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plied attention mechanisms to graphs to learn graph embeddings. These approaches 

focus on predictive tasks on a single graph, such as predicting node categories in a 

graph. 

One drawback of most deep learning models is their lack of interpretability. Re-

cently, [34] proposed an explainable deep machine vision framework for plant stress 

phenotyping by selecting top-K high-resolution feature maps. However, in felds not 

related vision, the feature maps in convolutional layers are hardly interpretable. 

Many regularization techniques have been introduced to deep learning models to 

make them generalize better. Dropout [116] prevents overftting by randomly setting 

part of the layer output to zero during training. Relational inductive biases within deep 

learning model can facilitate interpretable relational reasoning [14]. [50] proposed to 

train a deep neural network with stochastic depth by randomly dropping out layers dur-

ing training. This can be seen as an “implicit” ensemble of ResNet models and can 

achieve better results than a single ResNet model with fxed depth. 

Deep learning approaches had also been applied to sequencing data [4], imaging 

data [135], and medical records [100]. However, most of them still lack interpretability 

despite high prediction accuracy. In this chapter, our proposed factor graph neural net-

work model is highly interpretable by combining factor graph in probabilistic graphical 

models and deep neural network. 

8.3 Factor Graph Neural Network Model 

Fig. 8.1 shows a simple linear predictive model using observable gene expressions x 

to predict clinical outcomes y. In Fig. 8.1, the input layer is gene expressions x = 

(x1, x2, · · · , xn) and the output is clinical outcomes y. 
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Figure 8.1: A simple “shallow” predictive model 

pX 
y = β0 + βi ∗ xi (8.1) 

i=1 

In this simple linear model Eq. 8.1, x1, x2, · · · , xn are predictors, and y is the target. 

We can use other more complex formulation to model the relationship between x and y. 

In order to learn the model parameters, we need to construct a dataset consisting of both 

predictors and targets and train the model with supervised learning. Note this model is 

“shallow”, which can be seen as a one-layer neural network (note we often do not count 

the input layer). 

While shallow models such as generalized linear model and SVM have limited rep-

resentation power, they are still widely used in various applications, especially when the 

model interpretability and generalizability are crucial and the dataset is small. 

Recently, deep learning has achieved great success in many felds including com-

puter vision, natural language processing, and so on. Deep neural network models have 

much more representation power to approximate almost any complex nonlinear trans-

formations. However, deep learning lack interpretability and we cannot assign semantic 

meanings to the hidden units or the parameters in a neural network model. 

Deep learning models usually have millions or even billions of parameters. They can 

easily overft almost any dataset with proper training. It is amazing that convolutional 
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neural networks (CNN) with more than one thousand layers can still surpass human-

level performance for image classifcation tasks. One key to the success of CNN and 

other deep learning models is the use of inductive bias. For CNN, the inductive biases 

include the translational invariance and parameter sharing. 

To build predictable and generalizable deep learning models, we can incorporate 

some prior knowledge as inductive bias into the model. In this chapter, we present 

a factor graph neural network model which encodes a factor graph as an inductive bias 

into the neural network model. It generalizes graph convolutional neural network (GCN) 

and can capture hierarchical multi-scale interactions with attention mechanisms. 

In many applications, there are two sets of variables forming a bipartite graph. Take 

gene and gene ontology (GO) as an example. Genes are GO terms are two types of 

nodes in a bipartite graph. In the following, for ease of description, we choose gene and 

Gene Ontology (GO) terms as an example to describe the model. 

Suppose there are k factors (e.g.,, GO terms) F = {f1, f2, · · · , fk} and n observable 

variables (e.g., genes) X = {x1, x2, · · · , xn}. Each factor fj has its domain on a subset 

of the observable variables Dj ⊂ X . 

fj = φj (Dj ), j = 1, 2, · · · , k (8.2) 

φj is an unknown complex function that maps the set of observable variables Dj to 

factor fj . We can use a neural network to approximate φj . 

Fig. 8.2 shows a simple factor graph model with the input layer being genes x the 

hidden layer being GO terms or pathways, and the output layer being clinical outcomes 

y. Note it is not fully connected between the input layer and the hidden layer. Instead, 

the connections are determined the relationships between factors and their correspond-

ing variables (Eq. 8.2). 
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Figure 8.2: A simple factor graph neural network model 

Figure 8.3: Unrolled factor graph model 

In total, we have k neural network models to approximate k factors (e.g., GO terms). 

We can then use these k factors to make predictions. Thus the overall model can be seen 

as a network of networks. 

8.3.1 Unroll bipartite graph model 

The two-layer factor graph neural network model as shown in Fig. 8.2 is usually not 

suffcient for modeling complex nonlinear transformations. In order to make this model 

have more representation power, we can unroll this bipartite graph to have many layers. 

Fig. 8.3 shows an unrolled factor graph model with six layers. The input layer is 

observable gene expressions x. The frst hidden layer is the GO terms. The second 
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hidden layer corresponds to some latent state of genes. The rest of the hidden layers all 

correspond to some latent states of genes or GO terms. And the output layer is the target 

clinical variable y. 

By unrolling factor graph and introducing multiple composable nonlinear transfor-

mations, the model is able to approximate complex nonlinear functions. 

8.3.1.1 Parameter sharing among layers 

Though Fig. 8.3 only shows a six-layer factor graph neural network model, there can 

be infnitely many layers by unrolling this factor graph neural network model. If each 

layer has a different set of parameters as in widely used convolutional neural networks, 

then the number of parameters will be too large for datasets in biomedical domains 

which usually have the “big p, small n” problem (the number of features is large, while 

the number of samples is small). In order to reduce the risk of overftting, we adopt 

the parameter sharing mechanism. Different from convolutional neural network where 

parameter sharing is within a single layer, our factor graph neural network model will 

share parameters across layers. 

There are two set of parameters in this unrolled factor graph neural network model: 

one from the variables (e.g., genes) to the factors (e.g., GO terms), and the other from 

the factors to the variables. We have introduced the transformations φj from a subset of 

variables Dj to factor fj (Eq. 8.2). We can also infer or reconstruct the hidden states of 

variables X from factors F . 

xi = ϕi(Di) (8.3) 

xi is the ith variable (e.g., gene), while Di ⊂ F is a subset of factors that xi is 

involved in. 
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Corresponding to the two set of transformations (from variables to factors and from 

factors to variables) are two set of parameters. In an unrolled factor graph model with 

multiple layers, we can share these two set of parameters across layers. The same set of 

parameters are used between variables and factors in all the layers. By doing this, we 

can signifcantly reduce the number of model parameters. Since there can be multiple 

layers corresponding to genes and GO terms, we can add skip connections as used in 

ResNet to connect the previous gene or GO layers to the current gene or GO layers as 

in Graph Convolutional Neural Network (GCN). 

8.3.2 Attention mechanism for hierarchical multi-scale interactions 

Up to now we only considered immediate interactions among nodes in a factor graph, 

i.e., the direct connection between observable variables and factors. With unrolled factor 

graph neural network, we can naturally incorporate multi-scale hierarchical interactions 

into the model using attention mechanisms. 

To enable multi-scale hierarchical interaction in an unrolled factor graph neural net-

work model, we connect the lth layer with all previous (l−1) layers. This idea is similar 

to DenseNet. However, we do not use dense connections between layers. Instead, we 

only connect nodes that can reach each other in the factor graph within a number of 

steps. 

The connections between lth layer and (l − 1)th layer are simply the edges in the 

factor graph. There will be an edge between a node in the lth layer and a node in the 

(l − 1)th layer if and only if node i can reach node j in the factor graph in one step. In 

other words, j is the direct neighbor of i. Similarly, there will be an edge between node 

i in the lth layer and node j in the (l − k)th layer if and only if node i can reach node j 

in k steps. 
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This idea is very much like convolutional neural networks (CNN) on graphs, where 

the neurons in the high-level layers will have a larger reception feld. The difference is 

that in CNN, the number of neurons in each layer will be decreased by a factor of the 

stride, and the new feature plane no longer has a clear interpretable physical meaning. In 

a factor graph neural network model, every neuron corresponds to some physical entity. 

8.3.2.1 Attention-based connections 

Instead of simply connecting nodes across layers based on hierarchical interactions, we 

apply the attention mechanism to assign weights to connections. A factor graph can 

be seen as an undirected bipartite graph. There are two node sets: source variables 

and target factors. Based on the network topology, we can calculate the state transition 

matrices from source to target and vice versa. Algorithm 5 shows how to calculate the 

attention matrices from the state transition matrices. Since the lth layer is connected to 

all previous l − 1 layers in a factor graph neural network model, there are l − 1 attention 

matrices for the lth layer to attend each of the previous l − 1 layers. We can apply 

Algorithm 5 to non-bipartite graphs as well by setting the source nodes and target nodes 

the same. 

8.3.3 Layer normalization 

Since we connect each layer with all of its previous layers, the outputs from higher 

layers may get larger with depth. To ensure the outputs of all layers are on the same 

scale, we apply layer normalization before producing the fnal output of each layer. 
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Algorithm 5: Generate attention matrices for a factor graph neural network 
model 

Input : The state transition matrix from source variables to target factors of a 
factor graph: Ms 

The state transition matrix from target factors to source variables: Mt 

(for undirected graph: Mt = Ms
T ) 

Number of levels: l 
Output: A lists of attention matrices from the source variables to the nodes in 

all previous layers: As 

A lists of attention matrices from the factors to the nodes in all 
previous layers: At 

As = [Ms], At = [Mt] 
for i ← 2 to l do 

0 
Ms 

0 
= Ms, M t = Mt 

for j ← i − 1 to 1 do 
if (i − j)%2 = 0 then // Layer i and j correspond to 
the same node set 

0 
Ms 

0 
= Ms · Ms 

0 
Mt 

0 
= Mt · Mt 

end 
if (i − j)%2 6= 0 then // i and j correspond to 
different node sets 

0 
Ms 

0 
= Ms · Mt 

0 
Mt 

0 
= Mt · Ms 

end 
end 
As = As 

0T 
+ [M ], Ats 

0T 
= At + [M ]t 

end 

hi − µ
hi = 

σ X1 n 

µ = hi (8.4)n 
i=1 X 

σ2 =
1 

n 

(hi − µ)2 

n − 1 
i=1 

µ and σ are layer mean and standard deviation. By applying layer normalization, we 
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ensure that the output of each layer is on the same scale. This will stabilize training and 

make the learned representations for all the nodes (source variables or target factors) lie 

on the same manifold. 

8.3.3.1 Train the model with stochastic depth 

Similar to the Restricted Boltzmann Machine (RBM), we can unroll the factor graph 

neural network with infnitely many layers. With parameter sharing, we can train the 

model with stochastic depth. This can serve as an implicit regularizer similar to a 

Dropout layer. 

8.3.4 Parallelize model computation 

Since each factor has a different domain (reception feld), we need to compute each 

factor separately. Sequential computation is time-consuming if the number of factors is 

large. With parameter sharing, we can parallelize the computation. 

We use matrix Ms to store all the weights used to transform from source variables 

to target factors, and Mt to store all the weights used to reconstruct source variables (or 

their hidden states) from the factors. 

Let As and At be the list of attention matrices from source layer and target layer 

to all previous layers (generated by Algorithm 5). The forward pass algorithm of an 

unrolled factor graph neural network model is shown in Algorithm 6. 

For supervised learning, we can add a classifcation head or regression head using 

the output of the last layer(s). We can use stochastic gradient descent to update model 

parameters Ms and Mt. The whole framework is end-to-end differentiable. 
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Algorithm 6: Forward pass of factor graph neural network 
Input : Feature matrix X of observable variables (source nodes) 

The weight matrix from source to target: Ms 

The weight matrix from target to source: Mt (for undirected graph: 
Mt = Ms

T ) 
A lists of attention matrix from the source nodes to the nodes in 

previous layers: As 

A lists of attention matrix from the target nodes to the nodes in 
previous layers: At 

Maximal number of layers: M 
Minimal number of layers: N 

Output: The outputs of each layer H 

Randomly choose a number l(N ≤ l ≤ M) 
H = [X] 
for i ← 2 to l do 

Y = [ ] 
for j ← i − 1 to 1 do 

if i%2 = 0 & j%2 = 0 then // Layer i and j are source 
nodes 

y = H[j] · As[i − j] 
end 
if i%2! = 0 & j%2 = 0 then // Layer i is target and j 
is source 

y = H[j] · Ms · At[i − j] 
end 
if i%2 = 0 & j%2! = 0 then // Layer i and j are 
target nodes 

y = H[j] · At[i − j] 
end 
if i%2 = 0 & j%2! = 0 then // Layer i is source and j 
is target 

y = H[j] · Mt · As[i − j] 
end 
Y = Y + [y] 

end 
H = H + [mean(Y )] 

end 
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8.3.4.1 Apply to interaction network 

Our factor graph neural network model can be applied to non-bipartite graphs as well. 

For non-bipartite graphs, we can treat the source and target nodes are the same set of 

nodes. We can also set model parameters Ms = Mt in Algorithm 6. The whole frame-

work can work seamlessly for non-bipartite graphs as well. 

8.3.5 Encode network hierarchy 

If we have additional topological information about the factors such as Gene Ontology 

hierarchical structure, we can encode the network hierarchy in the factor graph neural 

network as well. 

A hierarchical network such as Gene Ontology can be encoded as a list of (child, 

parent, is-a) relations. For example GO:0000038 is a GO:0006631. Here GO:0000038 

is the child node and GO:0006631 is the parent node. This hierarchical network can be 

seen as a directed acyclic graph. Each node can be seen as a factor with its domain being 

all its children. Thus the factor graph neural network can be applied to encode network 

hierarchy as well. 

8.3.6 Applications: GSEA 

The factor graph neural network model can also be used for gene set enrichment anal-

ysis (GSEA). Currently, most gene set enrichment analysis mainly employs statistical 

approaches to identify the enriched gene sets. Factor graph neural network can be used 

to identify gene sets that are relevant to clinical variables of interests based on machine 

learning. 

Each GO term is associated with a set of genes and can thus be seen as a gene set. 

Our approach can be applied to identify enriched gene sets by training the model end-
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to-end. The weights of the last layer from the gene sets to the target clinical variable can 

be used to select gene sets that are most relevant to the target variable. 

8.4 Experiments 

8.4.1 Dataset 

We downloaded the harmonized gene expression datasets for Lung Squamous Cell Car-

cinoma (project ID: TCGA-LUSC) and Kidney Renal Clear Cell Carcinoma (project ID: 

TCGA-KIRC) from Genomic Data Commons Data Portal (https://portal.gdc. 

cancer.gov/). We are trying to use gene expression profles to predict tumor stage. 

We selected 246 Lung Squamous Cell Carcinoma primary solid tumor samples from 

two different tumor stages (“stage ib”: 152 samples, “stage iib”: 94 samples), and 476 

Kidney Renal Clear Cell Carcinoma primary solid tumor samples from three different 

stages (“stage i”: 271 samples, “stage iv”: 82 samples, “stage iii”: 123 samples). The 

tumor stage information was also retrieved from Genomic Data Commons Data Portal. 

For our Factor Graph Neural Network model and Graph Convolutional Neural Net-

work model, we also need Gene Ontology (GO) information. We downloaded and pro-

cessed the human Gene Ontology Annotation fle from ftp://ftp.ebi.ac.uk/ 

pub/databases/GO/goa/HUMAN/. 

8.4.2 Data preprocessing 

For gene expression data (RNA-seq HTSeq counts), we performed log2 transformation. 

We selected top 5000 most variant genes for downstream analysis. We normalized gene 

expression data to have mean equal to 0 and standard deviation equal to 1 for all samples. 

After fltering out GO terms that have less than fve genes in the selected gene set, 

ftp://ftp.ebi.ac.uk
https://cancer.gov
https://portal.gdc
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Table 8.1: Results for Lung Squamous Cell Carcinoma dataset 

Model Name Precision Recall F1 

Random Forest 0.518 0.547 0.520 
Decision Tree 0.529 0.524 0.522 

MLP 0.477 0.592 0.511 
GCN 0.512 0.596 0.522 

Prototypical Network 0.425 0.598 0.484 
Factor Graph Neural Network 0.557 0.624 0.566 

Table 8.2: Results for Kidney Renal Clear Cell Carcinoma dataset 

Model Name Precision Recall F1 

Random Forest 0.525 0.594 0.532 
Decision Tree 0.495 0.518 0.500 

MLP 0.427 0.587 0.482 
GCN 0.519 0.603 0.533 

Prototypical Network 0.341 0.566 0.422 
Factor Graph Neural Network 0.562 0.603 0.563 

2597 GO terms had been selected as factors for the TCGA-LUSC project, and 2630 GO 

terms for the TCGA-KIRC project. 

For the experiments, we randomly split the dataset into three sets: 70% for training, 

10% for validation, and 20% for testing. We trained different models on the training set, 

and evaluated them on the validation set. We chose the model with the best validation 

accuracy to make predictions on the test set, and reported the precision, recall and F1 

values on the test set. We shuffed the data and repeated the process ten times, and 

reported the average metrics for comparing model performances. 

We compared our methods with traditional machine learning methods Random For-

est, Decision Tree and Multilayer Perceptron (MLP), as well as two recent deep learning 

methods including Graph Convolutional Neural Network (GCN), and Prototypical Net-

work. 

Table 8.1 and Table 8.2 show the experimental results on the lung cancer and kidney 
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cancer datasets. On both datasets, the proposed factor graph neural network model 

achieved the best precision, recall and F1 scores. 

In order to see the contribution of incorporating Gene Ontology into the model, we 

randomly assign genes to gene sets and build a random factor graph for the model. The 

model performed much worse after randomization on both dataset: the F1 score dropped 

from 0.566 to 0.539 on the lung cancer dataset and from 0.563 to 0.532 on the kidney 

cancer dataset. 

8.4.3 Predicting tumor-normal sample type 

We also used our proposed methods to classify sample types (primary solid tumor and 

solid tissue normal) on Kidney Renal Clear Cell Carcinoma dataset which has 538 tumor 

samples and 72 normal samples. By comparing the tumor samples with the normal 

samples, we can get insights about the molecular underpinning of tumors. 

As normal samples and tumor samples are very different and are almost linearly 

separable, we used 5% of the data (29 samples) as the training set, 5% (29 samples) 

as the validation set, and the rest 90% (552 samples) as the test set. Both factor graph 

neural network and multilayer perceptron (MLP) achieved 98% accuracy on the set. 

However, our factor graph neural network is interpretable while MLP and other models 

are not. 

In the Factor Graph Neural Network model, the last layer is a linear classifer. The 

input of the classifer is the learned representations of Gene Ontology terms. The weight 

matrix of the linear classifer can be used to select Gene Ontology terms that are impor-

tant to distinguish tumor and sample types. 

We plotted the weights for 2678 GO terms in the last hidden layer of the model. 

Before training the model parameters are randomly initialized as shown in Figure. 8.4a. 
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(a) GO weight before training 

(b) GO weight after training 

Figure 8.4: GO weight before and after training 

After training, most GO terms will a small weight in absolute value, while only a few 

have high weights as shown in Figure. 8.4b. Table 8.3 shows the top ten GO terms with 

the highest absolute weights learned by the factor graph neural network model. 

8.4.4 Case study on Juvenile Idiopathic Arthritis 

We processed RNA-seq data studying Juvenile Idiopathic Arthritis. In total, there are 

31 samples divided into three groups: 

• Active disease with treatment (ADT): 11 replicates 

• Clinical remission on medication (CRM): 10 replicates 
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Table 8.3: GO terms with highest (absolute) weight for Kidney Renal Clear Cell Carci-
noma 

GO ID GO Name Weight 

GO:0030574 C-type mannose receptor 2 0.058 
GO:0001556 YTH domain-containing family protein 2 0.054 
GO:0021542 Nuclear receptor subfamily 2 group E member 1 0.054 
GO:0007267 Tumor necrosis factor receptor superfamily member 11A 0.053 
GO:0005813 Coiled-coil domain-containing protein 61 0.052 
GO:0052695 UDP-glucuronosyltransferase 2A1 0.049 
GO:0042359 Legumain 0.048 
GO:0007254 NF-kappa-B essential modulator 0.047 
GO:0047086 Putative aldo-keto reductase family 1 member C8 0.046 
GO:0048387 Cytochrome P450 26B1 0.045 

• Healthy controls (HC): 10 replicates 

8.4.4.1 Compare ADT and HC samples 

We frst compare 11 ADT samples with 10 HC samples. We used 5 ADT samples 

and 5 HC samples to train a Factor Graph Neural Network model, and achieved 100% 

accuracy predicting ADT and HC samples on the held out 11 samples (including 6 ADT 

and 5 HC samples). The top ten GO terms selected by the best model are listed in 

Table 8.4. 

8.4.4.2 Compare ADT and CRM samples 

Similarly, we compared 11 ADT samples with 10 CRM samples using fve ADT samples 

and fve HC samples to train a Factor Graph Neural Network model and the rest of the 

samples as a held out set. The model achieved 91% accuracy (10 out 11) distinguishing 

ADT and CRM samples on the held out set (including 6 ADT and 5 CRM samples). 

The top ten GO terms selected by the best model are listed in Table 8.5. 
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Table 8.4: GO terms with highest (absolute) weight for comparing ADT and HC samples 

GO ID GO Name Weight 

GO:0035988 Musculoskeletal embryonic nuclear protein 1 0.034 
GO:0006487 Dolichyl-phosphate beta-glucosyltransferase 0.033 
GO:0071320 Rap guanine nucleotide exchange factor 2 0.033 
GO:0005001 Receptor-type tyrosine-protein phosphatase H 0.032 
GO:0021772 Nuclear receptor subfamily 2 group E member 1 0.032 
GO:0005184 Spexin 0.032 
GO:0032587 Talin-1 0.032 
GO:0030020 Collagen alpha-1(XVII) chain 0.032 
GO:0042359 Legumain 0.032 
GO:0030286 Dynein intermediate chain 1, axonemal 0.032 

Table 8.5: GO terms with highest (absolute) weight for comparing ADT and CRM 
samples 

GO ID GO Name Weight 

GO:0097067 PGC-1 alpha 0.024 
GO:0032009 Toll-like receptor 7 0.023 
GO:0032091 E3 ubiquitin-protein ligase CHIP 0.023 
GO:0008584 Bcl-2-related ovarian killer protein 0.023 
GO:0030206 Dermatan-sulfate epimerase 0.023 
GO:0046658 Glypican-6 0.023 
GO:0034097 Tumor necrosis factor receptor superfamily member 11A 0.022 
GO:0086004 Sodium channel protein type 5 subunit alpha 0.022 
GO:0008234 Cysteine protease ATG4B 0.022 
GO:0072593 Sestrin-1 0.022 

8.4.4.3 Compare CRM and HC samples 

We also compared 10 CRM samples with 10 HC samples using fve CRM samples and 

fve HC samples to train a Factor Graph Neural Network model and the rest of the 

samples as a held out set. The model achieved 90% accuracy (9 out 10) distinguishing 

CRM and HC samples on the held out set (including fve CRM and fve HC samples). 

The top ten GO terms selected by the best model are listed in Table 8.6. 
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Table 8.6: GO terms with highest (absolute) weight for comparing CRM and HC sam-
ples 

GO ID GO Name Weight 

GO:0097067 PGC-1 alpha 0.024 
GO:0032009 Toll-like receptor 7 0.023 
GO:0032091 E3 ubiquitin-protein ligase CHIP 0.023 
GO:0008584 Bcl-2-related ovarian killer protein 0.023 
GO:0030206 Dermatan-sulfate epimerase 0.023 
GO:0046658 Glypican-6 0.023 
GO:0034097 Tumor necrosis factor receptor superfamily member 11A 0.022 
GO:0086004 Sodium channel protein type 5 subunit alpha 0.022 
GO:0008234 Cysteine protease ATG4B 0.022 
GO:0072593 Sestrin-1 0.022 

8.5 Discussion 

While data is abundant in many domains such as text, images, videos, etc., biomedical 

data including genomic data is usually not suffcient for large-scale machine learning. In 

order to make the model generalizable, we usually need to incorporate some biological 

knowledge as inductive bias into the model. 

In this chapter, we presented the factor graph neural network model. The model ar-

chitecture is purely based on biomedical knowledge such as Gene Ontology. Each node 

in the neural network corresponds to some biological entity such as genes or Gene On-

tology terms. The model incorporates the biological knowledge naturally and is highly 

interpretable. 

We also devised an attention mechanism to capture multi-scale interactions among 

biological entities such as genes and Gene Ontologies terms. Our model can be trained 

with stochastic depth which can help the model generalize better. 

The experimental results on two cancer genomic datasets show that our proposed 

model outperformed other methods including Graph Convolutional Network. Though 
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we mainly focused our discussion on biomedical data analysis, our proposed approach 

can be applied to any other data with a graph as prior knowledge. 



Chapter 9 

Discussion and Conclusion 

In this dissertation, we presented several frameworks for network construction and in-

tegrative analysis of multi-omic data. Our frst goal is to identify disease- or trait-

associated co-expression or regulatory modules and to detect disease subtypes. We 

have developed two frameworks for constructing context-specifc gene co-expression 

and regulatory networks from transcriptomic data by integrating RNA-seq data col-

lected from private studies and public databases such as gene ontology and gene reg-

ulatory networks. We have developed two frameworks to perform integrative analysis 

of multi-omic data. Our technique Affnity Network Fusion has won the best paper 

award in 2017 IEEE Conference on Bioinformatics and Biomedicine. These integrative 

clustering methods are especially useful for cancer genomics where multi-omic data is 

abundant through large-scale projects such as TCGA. While we focused on identify-

ing disease subtypes and clustering patient subgroups, the ultimate goal is to decipher 

molecular underpinnings of disease subtypes. With a well-defned patient group from 

a disease subtype, we can construct subtype-specifc co-expression and regulatory net-

work, and apply collaborative clustering to identify core regulatory modules and pin-

point potential disrupted modules and pathways that may contribute to diseases. 
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Unlike other domains such computer vision and text mining where data is abundant, 

the biomedical domain often has the “big p, small n” problem. In Chapter 6, we pre-

sented a semi-supervised deep learning framework that can utilize unlabeled data for 

few-shot learning. The AffnityNet model contains stacked feature attention and kNN 

attention pooling layers to facilitate semi-supervised few-shot learning. kNN attention 

pooling layers can be plugged into a deep learning model as a basic building block just 

like convolutional layers. With multi-view data, we can frst use a few kNN attention 

pooling layers to process each view separately to learn a high-level representation for 

each view, and then combine all the views with their high-level feature representations 

(by concatenating them together or adding them up) and apply kNN attention pooling 

again to the combined view. AffnityNet alleviates the problem of lack of a suffcient 

amount of labeled training data by utilizing unlabeled data with kNN attention pooling, 

and can be used to analyze a large bulk of cancer genomics data for patient clustering 

and disease subtype discovery. 

In chapter 7 and 8, we presented two comprehensive frameworks to unify data-driven 

and knowledge-driven approaches to integrate data and biological knowledge for multi-

omic data analysis. Multi-omic data are intercorrelated through shared biological net-

works. Intelligently integrating these biological networks into a model is crucial for 

mining omic data. While omic data has the “big p, small N” problem, biological knowl-

edge can be used as a leverage for large-scale data integration and knowledge discovery. 

A number of databases such as Gene Ontology, Reactome Pathways, STRING, etc., can 

serve as good knowledgebases. 

Our frst framework Multi-view Factorization AutoEncoder has multiple modular 

components. One basic component is based on factorization autoencoder. Traditional 

matrix factorization approaches utilize shallow structures. Our Multi-view Factorization 

Autoencoder utilizes a deep architecture for the encoder and a shallow architecture for 
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the decoder. This on the one hand increases the representation power, on the other 

provides a natural way to integrate graph constraints into the model. 

We incorporated biological interaction networks into the model in two ways. First, 

we introduced network regularizers into the optimization objective. The network reg-

ularizers include two parts: molecular interaction networks and patient similarity net-

works. We use large-scale omic data set to learn embeddings (or representations) for 

molecular entities, subject to graph constraints that enforce the learned representations 

are consistent to biological networks. Meanwhile the model can produce patient rep-

resentations for each view. As the latent patient representations from multiple views 

should be similar to each other, we enforce that the learned patient representations in 

multiple views are consistent with one another with respect to patient similarity net-

works. We further incorporated affnity network fusion to aggregate multiple patient 

similarity networks into a global patient affnity network as a global patient network 

constraint. 

The second way to incorporate biological networks into the model is to directly 

encode biological networks into the model architecture. For this, in Chapter 8, we pre-

sented the factor graph neural network model, which directly encodes biological knowl-

edge such as Gene Ontology into a deep learning model. 

While data is abundant in many domains such as text, images, videos, etc., biomed-

ical data including genomic data is usually not suffcient for large-scale machine learn-

ing. In order to make the model generalizable, we usually need to incorporate some 

biological knowledge as inductive bias into the model. 

In the factor graph neural network model, each node in the neural network cor-

responds to some biological entity such as genes or Gene Ontology terms. Thus the 

model incorporates the biological knowledge naturally and is highly interpretable. We 

also devised an attention mechanism to capture the multi-scale interactions among bi-
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ological entities such as genes and Gene Ontologies terms. Our model can be trained 

with stochastic depth which can help the model generalize better. 

One crucial ingredient in successful deep learning models is effective parameter 

sharing. Both Multi-view Factorization AutoEncoder and Factor Graph Neural Net-

work facilitate parameter sharing. In Multi-view Factorization AutoEncoder, the input 

data can be mapped to gene interaction networks and biological pathways for each view. 

These underlying mechanisms in these gene interaction networks and pathways are 

shared across datasets. Thus our learned model will utilize data-driven and knowledge-

driven approaches to learn a new knowledge representation for all these molecular enti-

ties, further facilitating hypothesis generation. For factor graph neural network model, 

we share the transformation matrices between observable variables (e.g., gene expres-

sions) and latent variables (e.g., Gene Ontology terms). The model can be trained with 

stochastic depth to generalize well. 

The ultimate goal of omic data analysis is to disentangle complex factors and iden-

tify important factors that contribute to disease etiology. Our frameworks are able to 

learn distributed representations of molecular entities and patients and facilitates min-

ing relationships among molecular features and clinical features. Essentially, learning a 

good representation of both molecular and clinical features is fundamentally important 

to unravel the intricate relationships among them. Our work provides a proof-of-concept 

framework for unifying data-driven and knowledge-driven approaches for mining multi-

omic data with biological knowledge. We hope it can be applied to large-scale cancer 

genomic data and can contribute to elucidating the etiology and mechanisms of cancer 

and other complex diseases. 
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