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Abstract 

Despite the great momentum NFV has gained over the last few years, a closer 
look under the hood reveals that NFV introduces numerous dependability chal
lenges. Compared to traditional IT applications with the availability in the or
der of 2'9s to 3'9s, telecom service providers require their network service being 
"always on" (5'9s or 6'9s). On the other hand, VMs/standard servers that are 
used to implement NFV are more prone to failures compared to dedicated hard
ware. Besides, NFV also raises security /privacy issues due to its supporting of 
the cloud environment where confidential information belonging to end-users 
and enterprises can be exposed to an external third party or attackers. How 
to protect users' privacy while providing complex network function services at 
middleboxes is an open problem. 

In this study, we took steps to address the availability and security /privacy, 
two challenges of providing dependable NFV services. First, we studied how 
to allocate the minimum amount of resource when mapping service function 
chains while guaranteeing the availability requirements. To this end, we for
mulated these them as optimization problems and solved them by proposing 
several approximation algorithms. In the second part of the thesis, we showed 
our design and implementation of SPABox and REET, two middlebox-based 
NF services that perform deep packet inspection (DPI) and WAN optimization 
directly over encrypted traffic, respectively. Specifically, SPABox is the first mid
dlebox based system that supports both signature and data analysis based DPI 
functionalities and REET is the first system allowing a middlebox to eliminate 
network traffic redundancy at packet-level. 

The proposed approaches and results will make NFV services not only more 
efficient but also more dependable, thus accelerating their adoptions. 
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Introduction 

The past decades have seen a proliferation of middlebox deployment in both 

enterprise and ISP networks [63, 172]. Via the deployment of middleboxes, 

networks today can handle various application, workload, and policy require

ments and improve security and performance of end users besides merely de

livering packets. Examples of middleboxes include [83]: 

1. Deep Packet Inspection (DPI): they are deployed to inspect both packet 

header and contents to protect attacks from potential malicious users at 

wire speeds. 

2. WAN Optimization: they are deployed to eliminate the transfer of redun

dant data at the byte level across the wide-area network (WAN) by send

ing references instead of the actual data in order to increase data transfer 

efficiencies across WANs. 

However, along with it come problems. Middleboxes are usually expen

sive and hard to manage. Therefore, in 2012, the European Telecommunications 

Standards Institute (ETSI) issued a proposal called Network Functions Virtual

ization (NFV), which aims at replacing dedicated, special purpose hardware for 

middleboxes with commodity, general-purpose infrastructure using software 

and virtualization technologies [45] to improve the flexibility, the efficiency and 
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the manageability of networks as well as reduce the hardware cost and invest

ment. To this day [21], the ETSI NFV working group has over 300 members, 

including major ISPs and equipment vendors, from all around the world. Many 

of them are starting to put this technology into practice by demonstrating pro

totypes and designing protocols [14, 37]. 

Despite the great momentum NFV has gained over the last few years, a 

closer look under the hook reveals that NFV introduces numerous dependabil

ity challenges: 

1. Reliability/ Availability: On one hand, compared to traditional IT applica

tion with the availability of the order of 2'9s to 3'9s (i.e., 99% and 99.9%), 

telecom service providers require their network service being"always on". 

Usually, a carrier-class network guarantees network availability 99.999% 

or 99.9999% (5'9s or 6'9s) of the time [120]. On the other hand, in a com

plex NFV /virtualized environment, individual system components, such 

as network interface cards (NICs) or virtual machines (VMs), do fail, and 

ensuring that every such component delivers 5'9s of availability is cost 

prohibitive compared to traditional hardware. 

2. Security/Privacy: NFV also raises security /privacy issues when paving 

its way to the cloud environment where confidential information belong

ing to end-users and enterprises can be exposed to an external third party 

or attackers, while traditionally, traffic traversing dedicated middleboxes 

at local offices is only accessible to system administrators who are usually 

considered to be trustworthy. 

In this study, we take steps to address both of these two challenges through 

theoretical analysis and system designs/implementations. In Section 1.1, we 

will discuss in-depth how NFV may exacerbate the availability problem faced 

by traditional IT industry, possible solutions along with their trade-offs, and re

lated works in this area. In Section 1.2, we will show how the current industrial 

middlebox solutions fail in terms of preserving users' privacy, why it is chal

lenging to build such privacy-preserving systems, and the shortcomings of the 

state-of-the-art systems that try to tackle the problems. 



3 

1.1 Availability in NFV 

In NFV, network functions are deployed through a process called Service Func

tion Chain (SFC) mapping. An SFC consists of a set of Virtual Network Functions 

(VNFs) interconnected by logical links. Multiple SFCs from distinct clients may 

share the computing and networking resources in order to improve the resource 

utilization. Mapping an SFC means that reserving an appropriate amount of 

VMs for each VNF and bandwidth for each link connecting two adjacent VNFs 

of the chain in the physical substrate. 

As service providers begin considering their deployment strategies, one of 

the first issues they will face is to provide high service availability [91, 120]. Note 

that in this work, we only consider VNF failures for simplicity. Therefore we 

define end-to-end availability of a service chain as the probability to find all functions 

provided by this chain are available at a given time. 

To estimate the availability for a given service chain deployment, we first 

need to model the logical structure. The availability of a complex system such 

as a service chain deployment can be modelled by decomposing it into con

stituent components [20], of which the availability are known. The availability 

of a component is the relative share of time the component is functioning, and 

thus the probability to find the component working if checking it at a random 

point in time. Therefore, the availability of a VNF can be expressed using up

time followed by downtime, which can be characterized in terms of Mean Time 

Between Failures (MTBF) and Mean Time To Repair (MTTR), respectively. In gen

eral, the availability of a component can be characterized as 

A= Uptime MTBF (1.1)
Uptime+ Downtime MTBF + MTTR 

An SFC is generally composed of a number of VNFs. In order to estimate 

the availability of such composite system, which is derived from the individual 

components it consists of, two basic ways of combining components, serial and 

parallel, need to be understood. If individual components are connected in a 

serial manner, all components that the SFC comprises need to function at the 

same time. For example, as shown in Fig. 1.la, in order to have packets pro-
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(a) Linearly Connected Two VNFs 

(b) Parallelly Connected Two VNFs 

Figure 1.1. Two ways of combining VNFs 

cessed by all the functions provided by this SFC, both VNF1 and VNF2need to 

be available at a given time. Therefore, the availability of this SFC request is: 

AsFc = A vNF1 x A vNF2 
(1.2) 

where A vNFi and A vNFz are the availabilities of VNF1 and VNF2, respectively. 

If two individual components are connected in a parallel way, as shown in 

Fig. 1.lb, and if both VNF1 and VNF2provide the same function, the requested 

service is available when at least one of these two independent components can 

function, assuming there is no service disruption due to fail over. Thus, the 

availability of this SFC request can be described as: 

(1.3) 

It is not hard to find that based on the above model service chaining can 

exacerbate the availability problem faced by the cloud industry. Even if the 

availability of each VNF is high, the availability of a service chain may be unac

ceptable. For example, assume we have a linear chain which consists of 6 VNFs, 

and the availability of each VNF is 0.95, therefore the availability of this chain is 

0.956, that is about 0.74, which cannot meet most applications' requirements. To 

mask failures, redundancy is a de-facto technique [112, 162, 40], especially at the 

virtualization layer, where one can allocate backup VMs instead of using dedi-
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Service Availability Levels Recommendation 
1 (e.g., Emergency telecommunications Redundant resources to be 

and financial transactions) made available on-site to ensure fast recovery. 
Redundant resources to be available as 

a mix of on-site and off-site as appropriate. 
2 (e.g., Video and voice call services) On-site resources to be utilized for recovery 

of real-time services. Off-site resources to be 
utilized for recovery of data services. 

Redundant resources to be mostly 
3 (e.g., Web browsing and gaming) available off-site. Real-time services 

should be recovered before data services. 

Table 1.1. Service recovery time levels for service availability levels [20] 

cated and fault-tolerant servers [201]. When a VM is protected by redundancy, 

it can be failed over to the standby entity, which replaces the failed one while it 

is being repaired. 

It is recommended, as shown in Table 1.1, different redundancy schemes (i.e., 

off-site and on-site) should be available depending on the type of services. To 

shorten the service time, we assume a VNF cannot be split nor implemented in 

geographically different locations. For stateful NFs, such as intrusion detection 

systems (IDSs) and firewalls, besides the necessary NF images, the states be

tween the primaries and backups should also be synchronized and/or updated 

for flows to be accurately processed [111, 92, 118]. Since we focus on resource 

allocation for availability-aware SFC mapping, details such as monitoring, mi

gration and network forwarding are out of the scope of this paper. Interested 

readers can refer to [111, 25]. Furthermore, we assume in this work the switch

ing time from primaries to their backups, including the time to transfer states 

for stateful VNFs, is zero, and will extend our analysis in the future work. 

1.1.1 Off-site backup 

Off-site redundant VNFs can be utilized for failure mitigation regardless of the 

location of the failed VNFs, so they are suitable for services that have lower 

expectations on service availability and can tolerate longer switch-over times. 

For example, for stateful VNFs, such as firewalls and NAT, fail-over to an off-
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Figure 1.2. Dedicated vs. shared protection 

site location includes two steps: redirecting the traffic to the backup entity, and 

transferring its state to the backup entity. 

Since a VNF cannot be split, the smallest component constituting a system 

for the off-site backup case is a VNF, whose availability is characterized by Eq. 

(1.1). 

In terms of providing off-site redundancy/backup, there are numerous meth

ods, which can be broadly divided into two categories: dedicated protection 

(DP) and shared protection (SP) [165, 182, 117, 198]. In a traditional DP scheme, 

The backup VNF carries no traffic, and assumes the identity of the primary VNF 

only in case of a failure. For example, as shown in Fig. 1.2a, backup bi and bi 

will duplicate the functionalities of ni and n1 respectively, and connect to their 

neighboring VNFs (e.g., ni- l and ni+1) . . Clearly, this method results in high 

resource usage, but it provides high availability. On the other hand, in a tradi

tional SP scheme, the backup VNF can take over the traffic when anyone of the 

primary VNFs it protects fails by allocating the maximum amount of resources 

required among all primary VNFs. As shown in Fig. 1.2b, SP can save resources 

by allocating max(sn;, sn) resources on backup b to protect either ni or ni and 

connecting the backup to the neighboring VNFs of ni and n1, but the network 

can fail when both of the VNFs protected by one backup fail. 
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Figure 1.3. Two off-site redundancy deployment strategies 

Whichever scheme we choose to help mask failures, when deploying off

site redundancy, careful planning is necessary to avoid waste of resources for 

service chains. As shown in Fig. 1.3, we have a service chain with 4 primary 

VNFs and the availability requirement is 0.82. The number near each VNF is its 

availability. Without any backups, the availability of this chain is only 0.58. 

To achieve the availability goal, we use the traditional active/standby (i.e., 

1+1) redundancy model such that the primary VNF can be failed over to the 

standby entity in case it fails. The solid line and the dashed line represent 

one redundancy deployment strategy respectively. While both strategies can 

achieve the availability requirement (their availabilities are 0.825 and 0.8205, re

spectively), it is clear that the solid one uses less backup VNFs, and may save 

resources for other chain requests. Therefore, the question we are interested 

in is what is the minimum number of off-site backup VNFs service provider needs to 

provision to guarantee a certain degree of availability of a service chain? 

1.1.2 On-site backup 

On-site backups are suitable for services that require fast switch-over to redun

dant VNFs in order to maintain high levels of service availability. 

One way of implementing on-site redundancy in NFV is through a VNF 

pool, where a number of VNF instances with the same function are grouped to 

provide that network function [39, 35]. Different types of VNF instances are in 

separate pools. As shown in Fig. 1.4, a service is provided by 3 types of VNFs 

(vMME, vSGW and vPGW), each of which has its own VNF pool. Therefore, 
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vMME-1 

vMME pool vSGW pool 

Figure 1.4. An example of VNF pool [39] 

one can always allocate more VMs than requested for a VNF in its pool to boost 

its availability. 

There are two main classes of fail-over configurations when provisioning 

backups [201] in a VNF pool: active/ active and active/passive. Compared to 

the former, the latter has a higher degree of flexibility and efficiency in terms of 

providing protection. In the active/passive setting, the backups are kept idle 

when not in use, while they can assume the role of the primaries when the 

primaries fail. In order to do so, the backup VMs should have the image of 

the NF that they protect in memory but not running. In other words, when x 

primary VMs of a VNF fail, x backup VMs pre-allocated in that VNF pool can 

take over the traffic. 

Another advantage that the active/passive setting can give, as in [201], is 

that backups can be shared among multiple SFC requests. Therefore, for the 

rest of the work, we assume that the active/passive configuration is used unless 

otherwise noted. 

Therefore, with on-site backups, a VM-level model is considered instead of 

a VNF-level model used for the off-site case. For example, say a VNF requires 

13 VMs, and in case 3 of them fail, instead of having 13 standby VMs to replace 

the whole VNF, we can have 3 backup VMs to assume the failed VMs' roles. 

The advantage of having a VM-level model for the on-site backup case is that 

it can save backup resources. Such a model is not considered for providing off

site backups as splitting a single VNF into multiple parts and mapping them 

to different servers and/or data centers would incur extra management and 

bandwidth overhead, let alone the delay. 
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For a single VNF which requires n VMs and has k backups, we define the 

availability of that VNF as the probability that the number of failed VMs at any 

point in time during the contract time is smaller than or equal to k. That is, 

Pr [V ::; k]k = 1 - Pr [V > k]k, where O ::; V ::; n + k is a random variable with 

probability of 1 - p indicating the number of failed VMs. Assume p is identical 

for all VMs for a single VNF and each VM fails independently, we can have 

Pr[V <:; k], ~ ;ta (i out of n+k backups are down) 

(1.4) 

~ ;ta (n ~ k) t- p/pn+H 

Since we apply a VM-level model for on-site backups, we can easily calculate 

the minimum number of backups required for one VNF to achieve a certain level 

of availability, say l\'.. That is, given n and p, we should compute the minimum 

value of k while ensuring Pr[V ::; k]k 2: l\'.. The most straightforward way is 

to apply binary search to find the smallest integer that satisfies this equation as 

shown in Algorithm 1. 

Algorithm 1 Binary search for the minimum value of k 
1: low= 0, high = n 
2: while low < high do 
3: mid= low+ (high-low)/2 
4: a = applying Eq. (1.4) by substituting k with mid 

5: if a = l\'. then 
6: return mid 
7: else if a < l\'. then 
8: low= mid+ 1 
9: else 

10: high= mid 
11: end if 
12: end while 
13: return low 

However, a similar problem, as in the off-site case, arises for the on-site 

backup case. That is, when we have a chain of VNFs, the availability prob

lem will be exacerbated as a failure of one single VNF in a service chain may 
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SFC 

(5, 2, 0.935) (10, 3, 0.956) (20, 3, 0.97) (13, 1, 0.99) (20, 7, 0.89) (7, 3, 0.92) 

(a) Service chaining will exacerbate the availability problem 

SFC 

(5, 7, 0.935) (10, 7, 0.956) (20, 8, 0.97) (13, 5, 0.99) (20, 15, 0.89) (7, 9, 0.92) 

(b) Backup scheme 1 requires 51 backup VMs 

SFC 

(5, 5, 0.935) (10, 8, 0.956) (20, 8, 0.97) (13, 5, 0.99) (20, 16, 0.89) (7, 7, 0.92) 

(c) Backup scheme 2 requires 49 backup VMs 

Figure 1.5. On-site backup examples 

interrupt the end-to-end service. A quick motivating example is shown in Fig. 

1.5a, where it is assumed that we have a linear chain with the availability re

quirement of 99%. Each VNF is denoted by a circle. The tuple (n, k, p) below 

each circle represents the number of primary VMs, the number of backup VMs 

allocated and the probability of a single VM being available in that VNF pool. 

If we assume that each VM and VNF fails independently, the end-to-end ser

vice availability is the product of the availability of each individual VNF (0.992, 

0.998, 0.995, 0.991, 0.993, 0.999 which can be computed using Eq. (1.4)), that is 

around 0.97. Obviously, we can allocate more redundancy to each VNF (i.e., 

increase the value of k) to further improve their availabilities in order to meet 

the service availability requirement, but it may further decrease the efficiency of 

physical resources usage and hence reduce the capabilities for service providers 

to serve requests. For instance, assume we have a similar SFC request as shown 

in Fig. 1.5a with the availability requirement of 99.9999% (i.e., 6'9s). Two dif

ferent backup provisioning schemes, both of which can meet the availability 

requirement, are presented as in Fig. 1.5b and Fig. 1.5c, where the first ap

proach requires 51 backup VMs, while the second one needs 49 backup VMs. 

Apparently, the second scheme can potentially save resources. Therefore, we 
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also need to answer how to minimize the on-site backup reservation needed to 

satisfy heterogeneous availability requirements. 

1.1.3 In data center networks 

Managing availability in data center networks is even harder. The challenge is 

multifold: 1) a data center, which holds VNFs, includes connected devices, such 

as servers, switches and links, each having multiple layers ( e.g., software and 

hardware), and can have various topologies; 2) failures of different devices can 

have different influences on service availability, e.g., a virtual machine (VM) 

vs. a core switch; 3) the availability of an SFC request can vary with its loca

tion in the data center; 4) redundancy may need to be provisioned in order to 

meet the availability requirement; 5) determining the optimal amount of backup 

resources in such a dynamic data center environment, which is important to re

duce resource consumption. Therefore, there is a need for a framework to easily 

estimate the availability of SFC requests as well as to allocate the minimum 

amount of resources needed to meet heterogeneous availability requirements. 

1.2 Privacy in NFV 

By outsourcing middlebox processing to a third party (can be either public 

clouds [44, 3] or private clouds [46, 4]), customers such as enterprises and end 

users can take advantages of the benefits introduced by cloud computing such 

as decreased costs and ease of management. 

However, this also brings a new challenge: confidentiality of customers' 

data. For example, traditionally, network traffic going in and out of enterprises 

can only be accessed by middleboxes deployed on-premise and therefore sen

sitive data resides within the enterprise boundary and accessing such data is 

subject to various security and access control policies. With NFV, enterprise

internal traffic can be exposed to a third party. Such situations are further exac

erbated by data breaches from both cloud employees and attackers [157, 183, 8]. 

To ensure data integrity and privacy, network traffic can be encrypted. HTTPS 

is such an Internet protocol that has been widely used over the Internet. Since 
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2011, major technology companies, like Facebook and Google have been starting 

to move their sites to HTTPS [12, 30]. However, to enable processing at middle

boxes, even network traffic is encrypted, it would be decrypted at middleboxes 

during processing and re-encrypted afterwards [6, 44, 126] since middleboxes 

need to inspect and sometimes modify packet header and payload. Obviously, 

it violates the end-to-end security principle of Secure Sockets Layer (SSL) [95]. 

Even worse, services providers have been using their deployed middlebox to 

capture Internet traffic for surveillance and marketing purposes [23, 5], a prac

tice which has received a lot of criticisms. In other words, does this mean that 

we cannot reap the benefits of both encryption and middleboxes? In this work, 

we show it is possible with DPI and WAN optimization as study cases. When 

building such a system, should not only we consider functionality but also per

formance/ overhead. Thought advances in cryptography have been applied to 

address similar problems in other fields [192], the overhead, such as bandwidth 

and delay, may be too high for network traffic and middlebox. 

1.2.1 Deep packet inspection 

Traditionally, many middleboxes that provide DPI functionalities are deployed 

by network operators to detect attacks by searching for specific keywords or 

signatures in non-encrypted traffic [119, 114, 81]. As malwares use various 

concealment techniques such as obfuscation, and polymorphic or metamorphic 

strategies to try to evade detection [48, 47, 61], infection become more easily. 

For example, users who visit websites hosting web attack toolkits can silently 

infected with a variety of malwares. 

Industry has also realized that signature-based anti-malware alone would 

not be able to guarantee a secure environment for much longer [48]. To cope 

with these rapid evolution of attacks and security threats, both industry and 

academia have considered adding more advanced machine learning and data 

mining analysis in DPI [78, 169, 197, 26, 33]. For example, both Symantec and 

Proofpoint claimed that with machine learning, they are able to detect more 

attacks and threats than systems without machine learning technology [28, 27]. 

Nevertheless, with the growing adoption of HTTPS, existing approaches are 



13 

unable to perform keyword or signature matching, let alone advanced machine 

learning analysis for malware detection of the encrypted traffic. 

Naylor et al. [155] tried to tackle the problem by proposing mcTLS which 

allows sharing of the encryption keys with middlebox services. However, this 

approach cannot protect users' private information from a service provider who 

deploys middleboxes. Sherry et al. [173] took the first step to bridge the gap by 

introducing Blindbox, a system which supports keyword matching and regular 

expression evaluation over encrypted traffic. They realized it by developing a 

novel searchable encryption scheme and experimentally proved its feasibility. 

However, its scope of functionality is limited by the underlying cryptographic 

method. Specifically, Blindbox still needs to decrypt the traffic at a middlebox 

in order to perform regular expression evaluation which may reveal informa

tion that end users consider private. In addition, it cannot support complex 

machine learning analysis for malware detection. Furthermore, the overhead of 

connection setup makes Blindbox impractical. A follow-up work in [143] tried 

to address the high setup overhead by employing a modified architecture. 

1.2.2 WAN optimization 

Certain contents on the Internet are very popular, and this inevitably results in 

a large amount of network traffic over WAN links being redundant since mul

tiple users at the same site may request same or similar content. Therefore, the 

WAN links carry identical contents in addition to identical requests every day. 

To eliminate these redundant traffic, many systems have been proposed and 

deployed by ISPs and equipment vendors, and they have provided significant 

benefits in practice, such as bandwidth, energy and delay. 

One approach is to cache contents at object level and it can only apply to spe

cific protocols. For example, a web proxy cache can store frequently accessed 

static web pages and content on a storage device that is physically closer to end 

users. When a request can be served by the proxy cache, users will see a signif

icant improvement in response times [19]. In addition, the redundant request 

and the corresponding content no longer need to be sent over the WAN, which 

indicates a lower bandwidth demand on ISPs' backbones and a lower cost for 
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enterprise. A lot of works have been done for such object-level redundancy 

elimination (RE) systems [107, 193]. However, being protocol-specific, it loses 

the ability to remove redundancy across packets belonging to different applica

tion protocols and only works when end users requests identical contents that 

have appeared before. 

The other approach [176] works at packet level. It leverages middleboxes 

in network to remove all strings of bytes that appear repeatedly across packet 

payloads, irrespective of the application layer protocols used. Typically, this 

approach is applied at the IP or TCP layer to reduce redundancy at byte gran

ularity and therefore has finer granularity. Compared with the objective-level 

method, this approach is more effective for the purpose of RE [50, 53]. Thus, 

the packet-level RE is becoming more popular and has seen wide commercial 

deployments [42, 44]. The market for WAN optimization is expected to grow to 

over $12B by 2019 [43]. 

However, with the increasing adoption of HTTPS and other encryption pro

tocols, existing packet-level RE approaches no longer work. This is because 

when packet payloads are encrypted by TLS/SSL, middleboxes are not able to 

inspect payload, let alone eliminating redundancy in traffic. Essentially, en

terprises would either have to tum off SSL or give up the benefits brought by 

RE. Some currently deployed RE systems, which claim to support HTTPS, ac

tually grant the service providers the access to session keys so that they can 

decrypt traffic at middleboxes [6, 44] . This approach violates end-to-end secu

rity guarantee of SSL and cannot protect users' private information from the 

service providers who deploy the middleboxes. 

1.3 Related Work 

1.3.1 Availability in NFV 

Recently there are a number of works on network function placement with var

ious objectives following the works of resource allocation in data centers [146, 

152, 174, 188], such as energy efficiency and scalability. In [62], the authors 

not only considered the placement of VNFs but also derived the optimal re-
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sources needed to serve a given mobile traffic. Benkacem et. al. [72] studied 

the VNF placement problem in a CDN environment and considered both cost 

efficiency and QoE. Utilizing bargaining game theory, the authors showed an 

optimal tradeoff between them. Bouet et. al. [80] solved the virtual DPI place

ment problem to minimize the total cost subject to delay constraint. Cohen et. 

al. [88] studied a general NFV placement problem and provided an approxima

tion algorithm. Laghrissi et. al. [141] presented VNF placement algorithms to 

address the problem of non-uniform service demands and the irregular nature 

of network topologies by transforming physical domain signaling messages to 

canonical domain. Laghrissi et. al. [142] studied mobile service consumption 

behavior and presented a enhanced predictive VNF placement to consider both 

QoS and cost efficiency. Martini et. al. [150] studied the problem of compos

ing and computing VNFs to select nodes along the path with the objective of 

minimizing end-to-end latency. Taleb et. al. [180] optimized VNF placement 

while considering operators' cost as well as service usage behavioral patterns in 

a mobile environment. 

However only few of them have considered the availability /reliability is

sues, let alone how to guarantee availability, which is considered as one of the 

most essential topics in NFV [120]. Ding et. al. [97] proposed a new redundancy 

model by taking the global information of the VNF forwarding graph into con

sideration. In [122], the authors proposed resilient embedding algorithms in 

data centers for multiple backup strategies. In [131], the authors studied the 

tradeoff between reliability and computational due to replication of VNFs. Sun 

et. al. [178] proposed algorithms to maximize the end-to-end availability while 

taking failures of both nodes and links into consideration. In [132], the authors 

proposed to optimize the backup scheme to maximize survivability while re

specting the resource constraints. In [99], the authors presented a sampling al

gorithm to estimate the downtime distribution of a set of provisioned servers. 

Yang et. al. [195] considered the tradeoff between availability and energy con

sumption when allocating VMs. Qu et. al. [163] jointly optimized VNF place

ment and traffic routing in data center networks to maximize the reliability of 

network services and minimized end-to-end service delay. Following this work, 

the authors further exploited the possibilities of backup resource sharing when 
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provisioning SFC requests recently in [164]. The study in [203] showed interac

tions between the SLA parameters (price, penalty rate and provisioning cost) 

and the backup resource provisioning and provided backup allocation algo

rithms with interventions in case the runtime behavior deviates from the pre

diction. Kanizo et. al. [133] addressed the scheme for middlebox recovery with 

performance guarantees in a recent study, but the solution is applied to the case 

where only limited number of middleboxes can fail at the same time. In our 

study, we considered NFs deployed in data center networks [105] as well as 

across geographically distributed clouds [103, 104] using on-site [104] and off

site backups [106, 103], which will be discussed in more detail in Chapter 2. 

1.3.2 Privacy in NFV 

A lot of research efforts have been put into the study of privacy-preserving data 

storage and computing outsourcing [186, 147, 185]. In [186], the authors pro

posed a protocol that enables public auditing of outsourced data in the a cloud 

environment without revealing the data content to the auditor. The authors 

in [185] studied the problem of multi-keyword fuzzy search over encrypted 

cloud data. In [136], the authors proposed a framework to protect the firewall 

policies when it is outsourced to a cloud provider. However, the requirement to 

provide privacy-preserving network functions is different, in the sense that not 

only do functions need to be provided, the traffic also needs to be processed at 

line rate. The work in [173] and [143] are among the first to provide DPI services 

over encrypted traffic. Following these work, the authors in [204] proposed to 

provide more protection on the rule sets as well as some auxiliary information. 

On the contrary, our study [101] is the first to enable not only keyword match

ing but also regular expression and malware detection using machine learning 

over encrypted traffic. While most of the latest research is focusing on providing 

privacy-preserving DPI, we made another progress towards privacy-preserving 

middleboxes by studying WAN optimization. In [102], we proposed a system 

that supports both intra-user and inter-user packet level redundancy elimina

tion directly over encrypted traffic. We will describe them in more detail in 
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Chapter 3. A more thorough discussion of the previous works on these two 

topics will be presented in Section 3.1.7 and 3.2.8, respectively. 

1.4 Dissertation Overview 

This dissertation is organized as follow. In Chapter 2, we will discuss how to 

guarantee users' heterogeneous availability requirements when allocating re

sources for service function chains. In Chapter 3, we will present SPABox and 

REET, two middlebox based systems that support DPI and redundancy elim

ination functionalities directly over encrypted traffic, respectively. Finally, we 

will conclude our study and introduce the future work in Chapter 4. 



Towards Highly Available NFV 

Services 

2.1 Availability-aware Mapping of SFCs with enhanced 

protection and off-site backups 

In this paper, we take the first step by addressing the following problem of 

availability-aware SFC mapping with off-site redundancy: what is the minimum 

number of off-site backup VNFs service provider needs to provision to guarantee acer

tain degree of availability of a service chain? In particular, we are interested in pro

viding off-site redundancy. The objective of our work is to meet each request's 

heterogeneous availability requirement such that a higher SFC request accep

tance ratio can be achieved, while reducing resource consumption for service 

providers. To the best of our knowledge, none of the existing works has consid

ered similar problems. 

In order to solve the problem, we develop a novel algorithm that improves 

a service chain's availability in an iterative way, and in each iteration, we try to 

solve the following two sub-problems: how to efficiently and accurately evalu

ate availability of a service chain with off-site redundancy? What is the optimal 

strategy to deploy off-site backup VNFs? To answer the former one, we propose 

a novel method which can evaluate a service chain's availability incrementally 

in a polynomial time with negligible error. For the latter one, we propose a 
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Sb= Snit Snj 

fb = fni +fnj 

Figure 2.1. An example of joint protection 

greedy algorithm with a theoretical lower bound and also show that it is op

timal under some circumstances. By simulation, we show that our proposed 

algorithm can significantly improve SFC mapping request acceptance ratio and 

reduce resource consumption. 

2.1.1 Redundancy Models 

In this work, we mainly consider three off-site redundancy models mentioned 

in [106]. 

For dedicated protection (DP), the backup VNF carries no traffic, and as

sumes the identity of the primary VNF only in case of a failure. For shared 

protection (SP), one backup VNF can take over the traffic when any one of the 

primary VNFs it protects fails by allocating the maximum amount of resources 

required among all primary VNFs. The third one is joint protection GP), as 

shown in Fig. 2.1, which is a variation of SP. In general, JP requires a backup 

VNF to reserve resources/functions that are sufficient for all primary VNFs it 

protects, and therefore the SFC can still function normally even if all primary 

VNFs fail simultaneously. In a wide area network, when the VNFs of a ser

vice chain are mapped to multiple data center sites connected by fiber links, 

Optical Orthogonal Frequency Division Multiplexing can be used to carry the huge 

amount of traffic flow between these sites, and JP can effectively save link re

sources compared to the other two redundancy modes. For simplicity, for both 

SP and JP, we assume one VNF can backup at most two primaries, and leave the 

generalization to more primary VNFs to the future work. However, for such a 

simple case, we have the following theorem: 
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Theorem 1. Verifying if the availability of a given deployed service chain with backups 

is above a given threshold is PP-complete. 

Detailed proof can be found in Appendix A. 

2.1.2 Problem formulation & Complexity 

In this section, we formally describe the availability-aware SFC mapping prob

lem and show the hardness of the problem. 

2.1.2.1 Availability-aware SFC Mapping Problem with Off-site Backups 

Given a Physical Network P = (N,IE ), where N donates a set of nodes, includ

ing data center sites ND where VNFs can be deployed1 and flow access/exit 

points NF, and IE is the set of physical links ( optical fibers) connecting N. Each 

site n END is associated with a set of k types of resources S~ = {s~ [i E [1,k]}, 
where s~ denotes the capacity of resource of type i . Each physical link e E IE has 

different amount of bandwidth be, and the communication delay of each link e 

is de. Given the set of resources available at a site n, it can provide a set of VNFs 

denoted by Fn (i.e., function constraint). F = LJ~S Fi is the set of all VNFs. 

Assume that there is a set of m service chain requests in the network, denoted 

by f = { 1'1, 1'2, ... , 'Ym}. Each request can be described by 'Yi = ( Sry; , d ry; , f ('Yi), Fry; , lry; , rx, ry; ) . 

Sry; and d ry; represent the ingress and egress of the chain, respectively, and they 

are fixed in the network. Fry; is the set of primary VNFs (corresponding to 

backup VNFs) of chain 'Yi and the z-th VNF (1 ::; z ::; [Fry; [) in chain is denoted 

by f {; · Each VNF f {; incurs a processing delay, denoted as d~; · Thus, a chain 

is logically represented as ( [Fry; [ + 2) nodes, including ingress and egress, and 

there are ( [Fry; [+1) logicallinks between nodes. f ('Yi) is the bandwidth required 

for the request, and n~ is the amount of resource of type j that VNF f {; requires 

where j E [1, k]. Each request requires that the end-to-end delay from ingress to 

egress is within lry; and the availability is above rx, ry; · To map a chain request onto 

the physical network, we not only need to map all VNFs onto ND but logical 

links onto IE. To map a VNF to a data center site, we need to reserve an appro-

priate amount of resources at that site. In a wide area network, primary VNFs 

1For the rest of the work, terms "site" and "data center" are used interchangeably. 
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of a service chain may be implemented in one single data center for low latency 

[170, 159] or distributed at geographically different locations [206] for reasons 

[4, 3, 172, 49], such as 1) some data centers may only implement limited types of 

network functions to reduce OPEX, and 2) 3rd party VNFs can be hosted in pub

lic cloud, places like Amazon AWS rather than service providers' infrastructure. 

However, each VNF can only be mapped to one single site. To map logical link 

between data centers, we need to allocate an appropriate amount of bandwidth 

along each and every physical link along the chosen path to carry the traffic flow 

from one VNF to another VNF, if these two VNFs are mapped to different data 

center sites. Since we assume the data center sites are connected with fibers, 

two constraints needs to be considered [199]: 1) the wavelength/spectrum con

tinuity, and 2) the transmission reach of the light-path of a logical link with a 

specific modulation format. Link mapping/optimization inside a data center is 

beyond the scope of this work, and plenty of research have been conducted in 

that area [152]. When mapping VNFs, their ordering should also be considered. 

When no redundant VNFs are provisioned, the availability of a service chain 

request 'Yi can be obtained as A 'Y; = f1JEF,; AJ, where Af is the availability of 

the VNF f E F'Y; · Here we assume that the ingress and egress nodes and all 

the data center sites are always available (i.e., availabilities are 1), and the ser

vice provider can know the availability of a VNF after it is deployed. Note that 

all VNFs have heterogeneous availabilities. However, when there are redun

dancy, evaluating availability becomes a hard problem ( discussed in Section 

2.1.1). Upon mapping, we also need to consider four key constraints: 

1. Site capacity: the total load of resource type i across all chain requests and 

all VNFs, including primary and backup, at each data center site n E ND 

should be less than or equal to its capacity s~. 

2. Link capacity: the total load across all chain request and all logical links 

at each physical link e E IE should be less than or equal to its bandwidth 

capacity be. 

3. Delay: for a wide area service chain, the end to end delay of each request 'Yi 

should be less than or equal to l 'Y; · The delay includes both VNF processing 

delay at data center sites and communication delay along the links. 
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4. Availability: The availability of one chain request should meet the client's 

requirement with redundant VNFs if necessary. 

If any of the above requirements cannot be met, we consider this chain re

quest as being blocked. Note that we only consider the delay constraint when 

mapping primary VNFs, and will extend it to both primary and backup VNF 

mapping in our future work. Therefore, we can define the SFC availability

aware mapping problem as follows. Given a set of SFC requests, each with a 

specific availability requirement, we need to find out the minimum number of 

backup VNFs needed, efficiently place primary and backup VNFs to the data 

center sites and map logical links to physical links that can satisfy all the con

straints mentioned above. A decision algorithm can be embedded in a central

ized system, such as NFV Management & Orchestration (MANO), that manages 

all the incoming requests. 

2.1.2.2 Problem Complexity 

In this section, we will briefly discuss the complexity of our problem. Due to the 

limit of pages, we defer more details of the complexity analysis to the Appendix 

A. Concretely, below we list the conclusions we draw from the analysis. 

Even with an oracle to compute availability given a mapped chain request 

with backups (Theorem 1), we still cannot optimally decide if there exists a 

solution for this service chain request, and finding a local optimal is difficult. 

Theorem 2. Determining if there exists a solution for a service chain request is NPPP-

complete. 

Theorem 3. Finding a local optimal solution for a chain request is co-NPPP-complete. 

The objective of globally minimizing the number of backup VNFs further 

elevates the complexity. 

Theorem 4. Finding the optimal solution for one service chain request belongs to 
NPNpPP_ 

The complexity classes we mention satisfy these containment properties and 

relations to other classes [140]: 
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NP NPPP 
p C C pp C C NPNpPP C PSPACE 

co-NP - co-NPPP - -

Hence the availability-aware SFC mapping problem is believed to be in

tractable. 

2.1.3 Algorithm Design 

In this section, we propose an online algorithm to provide off-site redundancy 

for availability-aware wide area service chaining. 

Our design is independent of the specific topology used by the physical net

work or service. Our goal is to find the most resource-efficient mapping for each 

SFC request while meeting all four constraints mentioned in 2.1.2.1. The metric 

of interest is the SFC acceptance ratio, defined by the number of accepted SFC 

request by the decision algorithm over the total number of SFC request. The 

redundancy model used is JP mentioned in Section 2.1.1. 

2.1.3.1 Overview 

Based on our complexity analysis in Section 2.1.2.2, we know finding the op

timal solution is challenging. Hence, to address the challenges, we can de

compose the mapping problem into two phases: primary mapping and backup 

mapping. In primary mapping, we need to map all primary VNFs and the asso

ciated logical links to the physical network. In backup mapping, we only con

sider the availability constraint in order to select backup VNFs. As we decom

pose our solution in this way, one can always add more constraints to the prob

lem, which will only change how primary mapping is done, while our backup 

mapping solution can still work; furthermore, it makes the backup mapping 

process a "patch" to improve the availability in other SFC mapping works. The 

algorithm is summarized as the follows. 

For primary mapping, we first offline compute K-shortest path [200] be

tween each pair of ingress and egress nin, n e E NF and sort K paths for each set 

of paths Kn;nne in descending order based on the end-to-end communication de

lay. Obviously, there are data center sites along each path. Given a request with 
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Algorithm 2 Availability-aware SFC mapping with off-site backups 

1: for each pair of ingress nin E NF, egress n e E NF do 
2: compute K-shortest path offline, denoted as Kn;n ne 

3: sort Kn ;n ne in descending order based on the delay 
4: end for 
5: for each service chain request 1'i E r do 
6: for each path e E K51'; d'Y; do 
7: map all VNFs Fry; to the data centers along the path e while balancing 

load across all the data centers subject to the function constraint (similar to 
copying books problem) 

8: delay = compute the end-to-end delay 
9: if delay < l ry; & primary mapping succeeds then 

10: backup= 0 
11: while EVAL(Fry; U~ackup) < LX ry; do 
12: backup = SELE\T(Fry; LJ backup) 
13: end while 
14: if a valid backup plan is found then 
15: map the backup VNFs and links 
16: end if 
17: end if 
18: end for 
19: end for 

fixed ingress Sry; and egress d ry; , we map it to the physical network by iterating 

over all K-shortest path K51'; d'Y; · The primary VNFs of the request are mapped 

to the sites along the selected path while balancing load across all these sites, 

subject to the delay, site capacity, link capacity and function constraints. Note 

that without the function constraint, our algorithm can still work. 

Backup mapping consists of two components: a 'backup picker' (Theorem 

6 in Section 2.1.3.3) that proposes backup VNFs selection which will maximize 

the availability, subject to the resource availability for each site and physical link 

(SELECT in Algorithm 2), and a 'backup validator' (Section 2.1.3.2) that confirms 

or rejects the proposal by evaluating the availability and comparing the evalu

ation with the SFC requirement (EVAL in Algorithm 2). The process repeats 

until either the availability requirement is met, confirmed by the validator, or 

no more site and/or link resource is available to improve the availability of the 

request, output by the picker. In each iteration, the picker chooses one backup 
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VNF for two primary VNFs. If a request is rejected in any one of the above 

steps, we redo primary mapping until all K paths are checked. Note that our 

backup mapping algorithm can work, regardless of whether primary VNFs are 

mapped to one or multiple data center sites since our algorithm works with the 

granularity of VNF. 

Next, we in detail discuss the backup mapping procedure. Since how we 

choose backup in each iteration depends on how we evaluate the availability, 

we first describe the validator. 

2.1.3.2 Validating Backup Choice 

The validator determines whether the backups proposed by the picker are enough 

to meet the availability requirement. As seen from Theorem 1, the problem is 

PP-complete, so there's no polynomial time solution to solve the problem. Com

puting the exact availability requires one to go over exponential possible states 

[89]. In order to address this problem, previous research [129,205] proposed so

lutions using Monte Carlo related methods, but it's hard to determine how many 

steps are needed to converge to the stationary distribution within an acceptable 

error, and the procedure is time consuming. In this subsection, we will show 

how to estimate availability in an easier way. In a nutshell, since we choose 

backups in an iterative way, the availability of a service chain can be built in

crementally. Compared to other approximation approaches used in [89], our 

method does not require one to re-evaluate the availability of the whole service 

chain every time the picker selects. 

Let us explain the rationale first. We consider a whole chain as a composition 

of several independent sub-chains, and thus, the availability of the request is the 

multiplication of the availability of each independent sub-chains. Here we say a 

sub-chain is independent if any VNFs in this sub-chain does not share backups 

with VNFs in other sub-chains. Therefore, before any backup is provisioned, all 

VNFs are considered as independent sub-chains, so the availability of a service 

chain is the multiplication of the availability of all primary VNFs. Based on our 

algorithm, until the availability requirement is met, two primary VNFs with a 

backup VNF are selected in each iteration by the picker (explained in Section 

2.1.3.3). Note that these two primary VNFs may or may not belong to the same 
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sub-chain (i.e., the sub-chain(s) they belong to may or may not be independent). 

Then, we will have a new sub-chain which includes the backup VNF and two 

sub-chains, each of which contains one of the two selected primary VNFs. For 

example, assume we have a service chain with three sub-chains N 1, N2 and N 3. 

If the picker selects one VNF from N1 and another one from N2, and provide 

them with a backup, the availability of the whole chain would be A 12 x A 3, 

where A 12 is the availability of the new sub-chain including sub-chains N1, N2 

and the backup and A 3 is the availability of N 3 if N 3 is an independent sub

chain. Therefore, how to efficiently compute A12 is important. Next, we discuss 

it with four mutually excluded cases. 

Assume the availabilities of the two selected VNFs n i , n j are A i , A j respec

tively, and the availability of the backup bis A b. ni and n j provide functions Jn;, 
Jn j respectively. Upon provisioning bas backup there are totally four possible 

cases: 

1. Neither ni nor nj has backups 

If neither ni nor n j has backups, then both ni and n j are considered as 

independent sub-chains. Therefore if a backup is provisioned to them, the 

availability Aij of the new sub-chain, including n i , n j and b, equals to the 

probability that the backup is available plus the probability that both ni 

and n j are available while the backup b is not. Therefore 

(2.1) 

2. Only one of ni or nj has backups 

Without loss of generality, we assume n j is the VNF with backups, and 

denote the sub-chain containing n j as N. With a backup busing JP, we 

can see that the function required by n j can be provisioned either by the 

sub-chain Nor the new backup b, and these two cases are mutually ex

cluded. Hence the new sub-chain is considered available if the sub-chain 

N functions properly and at least one of the backup b and n i works prop

erly (to provide function Jn), or backup bis available and all the VNFs in 

sub-chain N except for the ones providing Jn j are available. Therefore, the 
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availability A ij of the sub-chain, including ni, N and b, is 

where A N\ j is the probability that sub-chain N can provide all the func

tions except fnr To compute A Nv, we decompose A N = A ~ - A N\ j = 

A ~ - (1- A1) f1~1 (1 - A1k)A'fv, where A ~ is the probability that the sub

chain N may or may not be able provide Jnj, while all the other VNFs are 

available, A'fv is the probability that all VNFs except the one providing Jnj 

in sub-chain N are available, Aik is the availability of the k-th backup for 

nj excluding backup b, and Mis the total number of backups that nj has. 

We then define T = ~~ :=:::; 1 + €, where € is a small constant. Note that as 
N 

the sub-chain contains more VNFs, T gets closer to 1. So 

(2.3) 

3. Both ni and ni have backups and they belong to different sub-chains 

We denote the sub-chains containing ni and nj using Wand N respectively. 

Applying similar strategy described in the previous case, the probability 

that all the VNFs in the new sub-chain are available can be decomposed 

into two cases: 1) both sub-chains Wand N work properly, and 2) backup 

bis available and at least one of the sub-chain Wand N fails to provide Jn; 

and/or Jnj while other VNFs are available. Hence, the availability Aij of 

the sub-chain, including W, N and b, is 

4. Both ni and ni have backups and they belong to the same sub-chain 

Similarly, when all the VNFs in the sub-chain N containing both ni and 

n1 are available, whether backup b is available has no influence on the 

availability of N. On the other hand, when backup b is available, at most 

one of the VNFs providing function Jn; and fn j should be available. Thus, 
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the availability Aij of the sub-chain, including N and b, is 

(2.5) 

where A N\ij denotes the probability that sub-chain N can provide all func

tions except for fn ; and fnr Here, verifying if n i and n j have common 

backup VNFs is necessary to avoid double calculating. 

Accordingly, the availability of the VNFs selected by the picker needs to be 

updated as well. As seen from the methods described in this subsection, for 

each iteration the computation complexity of computing availability is polyno

mial time with respect to the number of backup that the selected VNF has. We 

will later show in the simulation that the estimation error is small enough to be 

neglected. 

2.1.3.3 Choosing Backup 

The primary job of the picker is to select minimum number of backups that a 

service chain requires to meet the availability requirement. Hence, the Proposi

tion immediately follows [140]. 

Proposition 1. Selecting minimum number of backups cannot be approximated within 

any fixed factor in polynomial time unless P=NP. 

The intractability result holds in general, i.e., when no further constraints are 

put on the problem instances. Therefore, solving this problem is also hard. In 

this subsection, we propose a greedy heuristic to select backup VNFs (SELECT 

in Algorithm 2) to maximize the availability that a service chain can achieve 

in each iteration assuming all backups have the same availabilities and we can 

compute the exact availability of a chain in polynomial time. Before presenting 

the detailed algorithm we first define improvement ratio of availability. 

Definition 1. Define an improvement ratio as the ratio of the improvement of the 

end-to-end availability to the end-to-end availability before provisioning a backup. 

Then we can have the following Theorem. 



29 

Theorem 5. Provisioning a backup VNF to two primary VNFs whose availabilities are 

among the lowest maximizes the improvement ratio for each case described in Section 

2.1 .3.2. 

Here we only prove Theorem 5 for the second case in Section 2.1.3.2. Note 

that we can similarly prove Theorem 5 for other cases as well (in fact, case 1 is 

simpler, and cases 3 and 4 are based on case 2). 

Proof Given two VNFs ni and nj selected, b as a backup VNF, and assume nj 

already has backups. As nj already has backups, we must have computed the 

availability of the sub-chain N which contains nj according to Section 2.1.3.2. 

Then the end-to-end availability before provisioning backup bis 

(2.6) 

and the availability after adding the backup is Aafter = A1A2 ... Ak(AN(l -

(1 - Ab) (1 - Ai))+ AbANv )Ap ... Aq where A1A2 ... Ak and Ap ... Aq are the 

availabilities of the rest independent sub-chains, and A N is dependent on Aj

Therefore u is, 

(2.7) 

Let's substitute Eq. 2.3 for ANv , and let S = (1 - Aj) f1~1 (1 - Ah ) then calcu

late the partial derivatives with respect to Ai and Aj respectively, 

(2.8) 

(S'A2 +2aANS x A )(T-S)-(T-S)'S x A2 
_ Ab N ~ N N 

UA --------------------- (2.9)
/ Ai (T - S)2 

As the availability is always greater than or equal to 0, and Ai E [O, 1], from 

Eq. 2.8 we can easily tell that u decreases monotonically as Ai increases. While 

the monotonic property of Eq. 2.9 is not as obvious as Eq. 2.8. To see that, we 
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let uA = 0 to compute the critical point, and get
J 

2aAN = (-S- + l) A N (2.10)
dA· T-5 1-A·J J 

Solve this partial differential equation, and get 

(2.11)
1-A·J 

which means that when the equation holds true, we get the critical point. How

ever, M (T ) >> 1 since T > 1, M 2: 1 and both A N E [O, 1] and Aj E [O, 1].
Tlk=l l - Ah 

Therefore this equation can never hold, which means u is a monotone function 

respect to Aj in its domain. Also we can easily check uAj=l < uAj =O, so we know 

that u decreases monotonically as Aj increases. Therefore, selecting two VNFs 

with lowest availabilities leads to the largest improvement ratio. □ 

Define AE(B) as the function to accurately calculate the availability of a ser

vice chain with a set of backup VNF B, and Pb(B) = AE(B U {b}) - AE(B) as 

the availability improvement when adding a backup VNF b. So AE(0) is the 

availability of the service chain without any backups. Define pi as the availabil

ity improvement when a backup bis provisioned and the relationship of the two 

VNFs that the picker selects belongs to case i. i is the case number as defined in 

Section 2.1.3.2. Then we have the following Lemma. 

1 2 3 4L emma 1• Pb > Pb > Pb > Pb 

Proof Here we only prove the first inequality. One can prove the rest using the 

same method. Given a service chain which consists of three independent sub

chains, N1, N2 and N3. In N1 and N2 all VNFs are primary while N3 is composed 

of primary and backup VNFs. Either we can provide a backup b for VNF i and j 

or VNF i and p, where VNF i, j and pare primary VNFs in sub-chain N1, N2 and 

N3, respectively. If VNF i and j are selected, Pt = (Ab - AbAN1 AN2 ) x A N3 ; if 

VNF i and pare selected, Pl= (AN3 - AN3 AN2 + AN
3
\ p) x AbAN1 • For Pt > Pl, 



31 

the following inequality must hold 

(2.12) 

We argue that this inequality should hold in practice where failure of a VNF 

happens relatively rarely, which makes 1 - A N
1 

is at least one order of magni

tude larger than A N
3
\ P' while A N1 and A N3 are about the same order. □ 

Together with Theorem 5, we outline how picker selects backup VNFs with 

the following Theorem. 

Theorem 6. Selecting two VNFs whose relationship belongs to the category in Section 

2.1.3.2 with the smallest case number, and settling ties by choosing the VNFs whose 

availabilities are among the lowest would maximize the availability improvement for 

each iteration (Line 11-13 in Algorithm 2). 

Proof Based on Theorem 5 and Lemma 1, the theorem follows immediately. □ 

Next, we analyze how close the availability derived from the backup plan 

selected by the picker is to the one achieved by the optimal backup solution. 

Assume the request has n primary VNFs, and Kb is the number of backup VNFs 

that can be provisioned. 

Theorem 7. When Kb < 111, our greedy backup selection method can achieve the 

optimal solution. 

Proof When Kb < 11l, or Kb = 11l and n is even, according to Lemma 1, 

the VNFs that each one of Kb backup protects should not overlap. To prove 

the optimality of this greedy algorithm, we need to prove the greedy choice 

property and the optimal structure property [90]. 

Greedy Choice Property: The greedy algorithm selects two VNFs with the 

lowest availabilities among all primary VNFs as the first pair of VNFs to be 

provisioned with a backup. Say these two VNFs are i and j, and the backup 

VNF is b. We have to show that there exists an optimal backup strategy that 

also contains a backup to protect i and j. There are four possible cases: 
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1. The optimal backup strategy contains a backup to protect VNFs i and j, 

then we are done. 

2. The optimal backup strategy doesn't contain any backup to protect either 

i or j. Then we can remove any one backup from the optimal strategy and 

add a backup to protect i and j. By doing so, we get a higher availability. 

Contradiction. 

3. The optimal backup strategy contains a backup to protect one of i and 

j. Similarly, we can remove this backup from the optimal strategy and 

add a backup to protect i and j so that we can get a higher availability. 

Contradiction. 

4. The optimal backup strategy contains two backups which protect i and j 

respectively. Assume VNFs i and p is one pair and VNFs j and q is the 

other pair. Without loss of generality, we assume Ai < A j < Ap ::; Aq, 

then we need to show when i and j form a pair and p and q form another 

pair, we have a higher availability. Based on case 1 in Section 2.1.3.2, if we 

can get a higher availability, then 

(Ab+ (1- Ab )A iA j) (Ab + (1- Ab )ApAq ) > 

(Ab+ (1- Ab )A iAp ) (Ab + (1- Ab )A jAq ) 

{=} AiAj + ApAq > AiAp + A jAq 

{=} Ap(Aq - Ai ) > A j (Aq - Ai ) (2.13) 

Since Aq > A i and A p > A j by our assumption, the inequality holds. 

Contradiction. 

Optimal Structure property: Let P1 be the subproblem obtained from the 

original problem P by removing VNFs i and j. Let S be an optimal backup 

strategy for the original problem P, in which VNF i and j are the first pair of 

VNFs that is selected by the picker. Let S1 be obtained from S by deleting b. 

Then S1 is a backup strategy for the subproblem P1. We need to show that S1 

is an optimal solution for P1. Towards a contradiction, suppose this is not the 

case and we have S~ as the optimal solution for P1. Then we can build a backup 
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strategy S' = S~ Ub for P with a higher availability. This contradicts the fact 

that Sis an optimal strategy of P. 

Since both properties hold, the greedy algorithm is correct. 

When Kb = 111and n is odd, after we choose l1J pairs of VNFs to provide 

with a backup each, we achieve the maximum availability possible. Then we 

greedily find the VNF with a backup protected and the lowest availability and 

pair it with the only left primary VNF which doesn't have a backup to provide 

them a with backup, which can maximize the availability based on Theorem 5. 

This concludes the proof. □ 

With Kb> 111, we can prove our algorithm is near-optimal. 

Theorem 8. when Kb > 111, the algorithm computes a backup scheme which max

imizes the availability with a normalized relative error of e-;:- l AE (0 PT) + ¼AE (0), 

where AE(OPT) and AE(0) are the availabilities with an optimal backup solution 

and without backups, respectively. 

Proof For arbitrary backup set S and T with T - S = {ji, h, ... , jT} and S - T = 
{k1, k2, ... , kv }, we have 

AE(S UT) - AE(S) = 

I)
T 

AE (5 U {ji, h, · · ·, jt}) - AE (5 U {ji,h, · · · , h- 1})] = 
t=l 

st Ph (SU {ji,h, · · ·, h-d) ::; L Pt ') (S') (2.14) 
t=l v ET - S 

where rp(S') is the smallest case number of calculating Ph, and this can be re

alized by dynamically changing S'. When adding an element, say jp, into the 

backup set, if the way of calculating the availability is the same as the way of 

calculating availability when adding the 1st element, S' = S U {ji,h, ... , jv - l}; 

otherwise, S' = SU {ji,h, ... , jv- 1} - {Q}, where Q ~ SU {ji,h, ... ,jv- 1} so as 

to ensure the availability is calculated using the same case number when adding 

the pt backup VNF. Based on Lemma 1, this inequality holds. Similarly, 

AE(S UT) - AE(T) = 
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V 

I)AE(TU{k1,k2, ... ,jt})-AE(TU{k1,k2, ... ,kt-d)] = 
t=l 

V 

LPk
1
(Tu{k1,k2, ... ,kt-1}-kt)2'. L pr;(x)(x) (2.1s) 

t=l vES- T 

where x = TU S - { v} and v E S - T. Subtracting Eq. 2.15 from Eq. 2.14, we 

get 

AE(T) - AE(S) ::; 

L PtS' )(S') - L prx)(x)::; L PtS' )(S') (2.16) 
vET-S vES-T vET-S 

since the improvement of availability is always greater than or equal to 0. Tak

ing T as the optimal solution, S to be the set st generated after t iterations of the 

greedy algorithm, and using 

t-l 

AE(St) = AE(0) + LPi (2.17) 
i=O 

and AE(OPT) = AE(T), IT - st l ::; Kb, we have 

t-l 

AE(OPT) ::; AE(0) + L Pi+ L Pb (S") (S") (2.18) 
i=O vE T-S1 

where S" is constructed from st in the same way as constructing S' from S. Now 

take t = 0, we have 

AE(OPT) ::; AE(0) + Kb x Pmax (2.19) 

cp(S") II twhere Pmax = max(pv (S )), \Iv ET - S. So, 

AE(OPT) -AE(0)::; KbPmax::; Kb(AE(<P) - AE(0)) (2.20) 
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where AE (<I>) is the availability of a backup solution picked by the picker. Pmax ::; 

AE (<I> ) - AE (0 ) holds based on Lemma 1 and Theorem 7. So we have, 

AE(OPT) - AE(<I>) < Kb -1 
(2.21)

AE(OPT) - AE(0) - Kb 

Since ( Kk~1{ b ::; e- 1 [108], we have the approximation ratio 

(2.22) 

□ 

2.1.4 Evaluation 

In this section, we use synthetic policy to evaluate our algorithm in terms of (i) 

SFC request acceptance ratio, (ii) backup resource consumed by requests, and 

(iii) accuracy of availability evaluation by the validator (Section 2.1.3.2). 

2.1.4.1 Experimental Workloads 

1. Physical Network 

For physical networks, we use the network map and delay statistics of 

a large ISP network [36]. Each node of the network represents one sin

gle data center, which can provide three types of resources, namely CPU, 

memory and storage, with the capacity between [1500, 2500] units each. 

Each data center is associated with an ingress and an egress. The delay be

tween the ingress/egress with their associated data center site is assumed 

to be between [1, 3] ms. We assume there are 10 types of functions in the 

network, and each of the data center sites can provide four to six functions. 

Each of the fiber links between the data center sites has a spectrum capac

ity of 16THz with a spacing of 12.5GHz per spectrum slot. The availability 

of each mapped VNF is randomly distributed within [0.9, 0.99]. 

2. Service Chain Requests 
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Figure 2.2. CDP of the estimation error 

Each service chain request consists of two to six VNFs interconnected. 

Each VNF demands three types of resources and can provide one func

tion, and the demand for each kind of resource is uniformly distributed 

between Oand 30. Each logical link has a bandwidth demand among {10, 

40,100,200} Gb/s with equal probability. For each service chain request, 

we select the availability requirement among {95%, 99%, 99.9% }, similar 

to the ones used by Google Apps [11]. The processing delay of a VNF is 

set to 50-150,us [ 64], and the end-to-end delay budget of each service chain 

request is set to 50-300ms [38]. 

We evaluate our algorithm using a Macbook with OS X 10.9 with 1.7 GHz 

Intel Core i7 processor and 8GB memory. Our algorithms are implemented in 

C++. The statistics are the average results. 

Table 2.1. Median Estimation Error Achieved by Validator 
T 0.03 0.05 0.07 0.09 0.11 

Median Error (10- 4
) 1.63 1.55 1.38 1.71 2.2 

2.1.4.2 Availability Evaluation Accuracy 

We first evaluate the availability evaluation accuracy achieved by validator pro

posed in Section 2.1.3.2. Table 2.1 summarizes the median estimation error 

when the number of VNF is randomly chosen from two to six and T is varied. 
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Figure 2.3. Number of accepted requests 

From the table, we can see that when T is 0.07, the estimation error is the 

smallest, and we fix T to 0.07 for the rest simulations. With T = 0.07, we evaluate 

the Cumulative Distribution Function (CDF) of the estimation error of validator as 

shown in Fig. 2.2 when the number of request is 100 to ensure that the request 

acceptance ratio is 100%, and the availability threshold is set to 99.9%. We can 

observe that 90% of the error is smaller than 3.5 x 10- 4, which demonstrates the 

effectiveness of using the validator to predict the service availability. 

2.1.4.3 SFC Request Acceptance Ratio 

To understand how the picker and JP works, we compare the number of re

quests which can be accepted with different redundancy models and backup 

selection methods. Since a request can be accepted if and only if there is enough 

resource and the availability requirement can be met, the rationale behind this 

experiment is that an algorithm with better resource efficiency can accept more 

requests. From Fig. 2.3, we can see that JP+ picker achieves the best acceptance 

ratio performance, and in particular, it outperforms SP and DP, both of which 

adopt the picker, by 15.1 % and 42.8%, respectively when the number of request 

is 700. To show the effectiveness of our algorithm in picking backups, we com

pare the picker with a random selector (JP+random) which randomly selects 

two VNFs for each iteration to add a backup, as well as a baseline VNF selection 
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Figure 2.4. Running time of picker and validator 

algorith (JP+baseline) which in each iteration the picker selects t o pnmary 

VNFs w ose availabilities are among the lowest (i.e., Theorem 5). P+random 

achieves ia!lmf>st--t!l42-Ran-~~["!:gFHlal"~'---ftE~4c__E}J~BF.---ai:hl--l--¥---t-l};~illJI e performs 

about 9% worse than the optimal. Another interesting thing we can find from 

the figure is that when the number of requests is small (i.e., 300), all four algo

rithms have similar performance; while as the number of requests increases, the 

other three algorithms saturate faster than JP+ picker. Therefore we can know 

that compared with other methods, JP + picker can meet availability require

ment while consuming less resources. Furthermore, we analyze the running 

time of our algorithm as shown in Fig. 2.4. With 700 service chain requests, the 

total running time is less than 4 seconds, while the validator never uses more 

than 2 seconds. 

2.1.4.4 Backup Resource Consumption 

To further understand how JP + picker can save resources, we compare the av

erage number of backup VNFs and logical links used for each service chain 

request w.r.t. different availability requirement. Here logical links refer to the 

links connecting a backup and their associated primary VNFs. The number of 

request used in this experiment is 700, and only the accepted requests are con

sidered. As shown in Fig. 2.5, JP+ picker uses 27.6% and 10.9% fewer links 

compared with the other two methods respectively when the availability re

quirement is "three nines" (i.e., 99.9%). Similar observations can be made when 

comparing the number of backup VNFs as illustrated in Fig. 2.6. We can see that 
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JP + picker requires fewer number of backup VNFs. In particular, JP + picker 

can save up to 42.1% of backup VNFs. 

2.2 Availability-aware Mapping of SFCs with on-site 

backups 

In this work, we address the availability-aware SFC mapping problem with on

site backups. 

The main idea behind our solution is to minimize the total number of on

site backup VMs (which may spread over multiple sites depending on where 

the VNFs are mapped) allocated for a given SFC request while guaranteeing 

its availability requirement. Specifically, we approach this problem from two 

perspectives: single and multi-SFC mapping. For single SFC mapping (Section 

2.2.1), we try to minimize the required number of backup VMs for each sin

gle SFC request by formulating it as an Integer Nonlinear Program (INLP) and 

solve it by proposing an optimal algorithm with theoretic proof. Based on the 

solution, we address the problem of mapping multiple SFC requests in a wide 

area network which has multiple data center sites (Section 2.2.2), with the ob

jective of maximizing the number of requests that can be served by formulating 

an integer nonlinear program and proposing a heuristic algorithm which deter

mines where and how many backups need to be allocated. When mapping mul-
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tiple SFC requests, we propose an inter-SFC sharing mechanism (Section 2.2.3), 

which allows VNFs belonging to different SFC requests to share redundancy 

resource without violating their availability requirements to further reduce the 

backup resource needed, which allows more requests to be accepted. 

Through simulations, we show that our proposed algorithms can signifi

cantly increase the number of SFC requests that can be served by reducing re

source consumption due to backups. 

2.2.1 Single SFC mapping problem 

In this section, we first formulate the single SFC mapping problem and then give 

an optimal solution with theoretical proof. The question we try to answer is that 

given any SFC request, how to allocate a minimal number of backup VMs for 

each VNF such that the end-to-end availability can meet the customer's request, 

regardless of the SFC topology and how this request is mapped to the physical 

network. 

2.2.1.1 Problem Formulation 

Given a request r, which requires a chain of VNFs ri, j = 1, ... , v. Each VNF ri 

requires ni VMs (we call them primary VMs corresponding to backup VMs). To 

minimize the total number of backup VMs required for ensuring the availability 

of this service chain request ex, we can formulate the following integer nonlinear 

program: 
V 

mm1m1ze Lki 
j=l 

subject to 

fr 1 _ kif,i (ni;ki)(l- pi)\,ini+ki-1) ~ ex 

J=l l=kl+ l \ 

ki E {0,1,2, .. . ,ni }, j = l, ... ,v. 

where ki is the number of backup VMs for VNF ri, and pi is the availability of a 

VM for VNF ri . Here we assume that backup VMs and primary VMs have the 

same availability for each VNF. Therefore, the constraint means that the product 
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of the availability of each VNF with backups, which is the end-to-end availabil

ity based on our availability model, should be at least ix. Usually, such an integer 

nonlinear program is NP-hard [144], but in the subsection below, we will show 

that this problem has an optimal solution. 

2.2.1.2 An Optimal Solution to the Single SFC Mapping Problem 

Before showing our solution, we first give the following Theorem. 

Theorem 9 (Cited From [134]). Suppose x E (0, 1) is fixed, if b > 1, the function 

a----+ Ix(a, b) is strictly log-concave on (0, oo ), where Ix(a, b) is the regularized incom

plete beta function. 

Therefore, to solve the problem, we first rewrite the inequality of the con

straint as 

TI I1_qJ(nj,kj +1)= TI Ip1(nj,kj +1)~ ix (2.23) 
;=1 ;=1 \ 

where I1_qJ(nj,kj + 1) = Pr[V ::; kjh1, and qj = 1 - pj is the probability that a 

VM for the j-th VNF is unavailable and the total number of VMs is nj + kj. 

Next, we take a base-10 log on both sides of the Eq. 2.23, then we can get the 

following problem 

V 

m1mm1ze Lkj 
j=l 

subject to L
V 

log( l pJ(nj, kj + 1)) 2: ix' 

j=l 

kj E {0,1,2, ... ,nj}, j = l, ... ,v. 

where ix' = log ix. 

Based on Theorem 9, we know that log(Ip1(nj,kj + 1)) is a concave function 

by definition of log-concave function. Thus, the left side of the inequality in 

constraint (i.e., Lj=1 log( Ipi (nj, kj + 1))) is concave. Therefore a local minimizer 

to this problem is also global. 

Next, we use a piecewise linear approximation of the function log (Ipi (nj, kj + 
1)) on the integer grid to convert the above problem into a 0/ 1 integer program 
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[123]. This is achieved by replacing each ki with the sum of binary variables 

I:f~1 ki,t, and letting ai,t = log(Ipj(ni, ti+ 1)) - log(Ipj(ni, ti)), 

V Uj 

minimize LL ki,t 
i=l t=l 

V V Uj 

subject to L log(Ipj (ni, 1)) + L L ai,tki,t 2: rx' 
i=l i=l t=l 

. t . 
kl, E {0,1}, t = 1,2, ... ,ul, j = 1,2, ... ,v. 

where ai,t and log(Ipj(ni, 1)) can be computed offline. In order for this formula

tion to be valid, the variables in a solution vector ki,t must satisfy that for each 

given j, that when ordered as an array (ki),ki,2, ... ,ki,uj), two l's may not be 

separated by a 0, or two O's by a 1. 

To solve this problem, we give an optimal greedy algorithm, which is sum

marized in Algorithm 3. 

Algorithm 3 An optimal iterative greedy solution 

1: inc[] = { a1,1, a2,l, . .. , av,l} 
2: numberOfBackup [] = {O, 0, ..., O} 

3: availability = Lj=l log(Ipj (ni, 1)) 
4: while availability < rx' do 
5: index= 0 
6: min= Double.MIN_VALUE 
7: for w in range(v) do 
8: if inc[w] < min then 
9: index= w 

10: min= inc [w] 
11: end if 
12: end for 
13: numberOfBackup[index]++ 
14: availability += inc [index] 
15: inc [index] = aindex,numberDfBackup [index] +1 

16: end while 
17: return numberOfBackup 

The algorithm works in an iterative way and stops only if the end-to-end 

availability of the SFC request meets the requirement. numberOfBackup [] records 
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the number of backup for each VNF, and is initialized to 0 for all VNFs. In each 

iteration, the algorithm selects the one with the minimum value in inc[], and 

adds one backup VM to that VNF. Accordingly, we need to update the corre

sponding value in inc[] . Clearly, Algorithm 3 is SFC topology-independent 

and SFC mapping-independent. 

Theorem 10. Algorithm 3 is optimal to the single SFC mapping problem. 

Proof Proving Theorem 10 is equivalent to prove Algorithm 3 is an optimal 

solution to the 0/1 integer program, while the 0/1 integer program in essence 

is a minimize knapsack problem with the "cost" for each item being 1, and the 

value of each item is monotonically decreasing. The objective of the minimize 

knapsack problem is to minimize the total cost, while the constraint is that the 

size of the knapsack is greater than or equal to some certain value. Therefore, 

the optimal solution to such a problem can be an iterative algorithm where in 

each step we should select the item that can maximize the size of the knapsack. 

As per the constraints, k j, t can be 1 only if k j,s , wheres = 1, 2, ... , t - 1, are l's. 

Therefore we know that Algorithm 3 is optimal. □ 

2.2.2 Availability-aware Multiple SFC Mapping Problem with 

On-site Backups 

In this section, we introduce the availability-aware multi-SFC mapping prob

lem. The objective is to maximize the number of SFC requests that can be served 

while meeting the availability requirement of each request. When we leverage 

data centers in network to provide services to multiple SFC requests, one impor

tant issue is to determine the VNF placement, i.e., which data center to provide 

which VNFs. To the end, we propose a K-shortest path based solution built 

upon the solution to the single SFC mapping problem. 

2.2.2.1 Problem Formulation 

Given a Physical Network P = (N,IE ), where N denotes a set of nodes, in

cluding flow access and exit points Np and data centers ND where VNFs can 

be deployed (namely N = ND UNp), and IE is the set of links connecting ND 
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and Nf. Each node nD E ND has different number of resources (VMs) Yn 0 to 

implement VNFs. Each link ei E IE has different number of bandwidth be; , and 

the delay of each link ei is de; · 

Assume that there is a set of m service chain requests in the network, de

noted by r = {1'1, 1'2, ... , 1'm}. More Specifically, each request can be described 

by 'Yi = (s ry; , d ry; , f ('Yi) , Fry; , l ry; , txry;) , where Sry; and d ry; represents the ingress and 

egress of the chain, respectively. Fry; is the set of VNFs on chain 'Yi and the z-th 

VNF (1 ::; z ::; IFry; I) in chain is denoted by f {; · Each VNF f {; incurs d ~; pro

cessing delay. Thus, a chain is logically represented as (IFry; I+ 2) nodes, includ

ing ingress and egress, and has (IFry; I+ 1) logical links between nodes. f('Yi) 

is the bandwidth demand of the request, and n~; is the number of VMs that 

VNF f {; requires. Each request requires that the end-to-end delay from ingress 

to egress is within lry; • To map a chain request onto the physical network, we 

not only need to map all VNFs onto ND but logical links onto IE. To map a 

VNF to a data center, we need to reserve an appropriate amount of VMs. In a 

wide area network, primary VNFs of a service chain may be implemented in 

one single data center for low latency [170, 159] or distributed at geographically 

different locations [206] for reasons [172, 49, 4, 3], such as 1) some data cen

ters may only implement limited types of network functions to reduce OPEX, 2) 

some functions are edge-friendly such as DDoS, while others are core-friendly, 

and 3) 3rd party VNFs can be hosted in public cloud, places like Amazon AWS 

rather than service providers' infrastructure. To map logical link between data 

centers, we need to allocate an appropriate amount of bandwidth along each 

physical link along the chosen path to carry the traffic flow from one VNF to 

another, if these two VNFs are mapped to different data center sites. Link map

ping/optimization inside a data center is beyond the scope of this work, and 

plenty of research have been conducted in that area [152] . Therefore, we define 

the carrier-grade availability-aware SFC mapping problem as follows with the 

objective of maximizing the number of SFC requests that can be served. 

max1m1ze L Xry; (2.24) 
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where x.,,; = {O, 1 }, i = 1, . . . , m indicates whether or not to serve request "Iii· 

We use the variable x .,,;zno = {0, 1} to indicate whether the z-th VNF of chain 

request 'Yi is mapped to site nD or not, which means that a VNF cannot be split 

and mapped to more than one site. Here we list four key constraints of the 

problem. Note that there are other constraints such as flow conservation and 

VNFs ordering in an SFC. 

Compute: The total load (i.e., the number of VMs) across all chains and all 

VNFs at site nD END is less than its compute capacity. 

(2.25) 

Bandwidth : The total bandwidth across all chains at link ei E IE is less 

than its bandwidth capacity. We use the variable x.,,;2122e; = {O, 1} to represent 

whether the logical link between zi-th VNF (or ingress s.,,;) and z2-th VNF (or 

egress d.,,;) of the request 'Yi uses physical link ei E IE. Note that one logical link 

may use multiple physical links to connect z1 and z2. 

L X'Y; L f ('Yi) X'Y;z1z2e; ::; be; (2.26)
'}';Ef z1Es'l'; U{l,2,. .. IF'l';l},z2E{l,2,. .. IF'l'; I} U ('l'; 

Delay: For a wide area service chain deployment, the end to end delay of 

each request 'Yi should be less than or equal to z.,,; · The delay includes both VNF 

processing delay at data centers and transmission delay. 

X'Y; L L de; X'}';z1z2e; 
21 Es'l'; U{l,2,. .. IF'l';l} ,z2E{l,2,. .. IF'l';I} U ('l'; e;ElE 

(2.27) 
+x.,,i L d~i ::; z,,,i 

f{;E F'l'; 

Availability: The availability achieved for each request 'Yi should be greater 

than or equal to ix .,,; . Here we assume that the ingress and egress nodes and all 

the data center sites are always available (i.e., availabilities are 1). 

(2.28) 
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(2.29) 

Therefore, the total number of VMs, including primary and backup, used to 

satisfy the availability requirement for each SFC request 'Yi can be calculated as 

(2.30) 

Theorem 11. The availability-aware multi-SFC mapping problem is NP-hard. 

Proof We prove the NP-hardness by showing that the multi-way separator prob

lem [56] is a special case of the problem studied in this paper. Assume that all 

VMs have 100% availability. That is, no matter how the requests are mapped to 

the physical network, the availability of a service chain would always be one, 

and therefore there is no need to allocate/provision backups to meet any avail

ability requirement. As a result, our problem becomes the multi-way separator 

problem. Since the multi-way separator problem is a special case of our prob

lem, we can conclude that the availability-aware multi-SFC mapping problem 

is NP-hard. D 

2.2.2.2 Algorithm Design 

Clearly, the availability-aware multi-SFC mapping problem is intractable. To 

address the challenges, we can decompose this problem into two parts: map

ping of primary VMs and selecting backup VMs. Our main idea is to minimize 

the number of backups when mapping each SFC request while meeting its avail

ability requirement so that more resource can be left for other requests. To map 

an SFC request, we first find the potential sites with enough VM resources to 

hold the VNFs and bandwidth between each other. Assuming the availability of 

the VMs of a VNF is known by the service provider once that VNF is deployed, 

we can compute the minimal number of backup VMs required. Here we give 

a K-shortest path based solution built upon the solution to single SFC mapping 

problem as shown in Algorithm 4. The algorithm consists of two phases: online 

and offline phases. 

In the offline phase (line 1 to 4), we compute K-shortest path, denoted as 

Kn;ne, between all pairs of ingress ni E NF and egress ne E NF, and then we sort 
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Algorithm 4 K-shortest path based multi-SFC mapping algorithm 

1: for each pair of ingress ni E NF and egress n e E NF do 
2: compute K-shortest path offline, denoted as Kn;ne 

3: sort Kn;ne in descending order based on the total delay 
4: end for 
5: for each service chain request 1'i E r do 
6: initialize cost~in to Double.MAX_VALUE 
7: initialize nodemapping to null 
8: initialize linkmapping to null 
9: for each elements e E K s,;d, ; do 

10: Mnode = map all VNFs Fry; to the data centers along the path e while 
balancing load across all the data centers and minimizing maximum possi
ble load 

11: if node mapping and link mapping are successful then I> by 
checking Eq. 2.25, Eq. 2.26 and Eq. 2.27 

12: call solution to single SFC mapping problem 
13: call solution to inter-SFC mapping problem 
14: if there is enough node resource then 
15: cost = applying Eq. 2.30 
16: if cost < cost~in then 
17: set cost~in to cost 
18: set nodemapping to Mnode 

19: set linkmapping toe 
20: end if 
21: end if 
22: end if 
23: end for 
24: accept and map this request 'Yi as nodemapping and linkmapping if neither 

of them is null, otherwise, reject this request 
25: end for 

the paths in each Kn;ne in descending order based on the end-to-end transmis

sion delay to guarantee the delay constraints are met when mapped. Each path 

will contain several sites and links connecting them. These paths will be used 

as candidates for mapping SFC requests. Each path (i.e., e) can be represented 

as a list. 

In the online phase, we handle the SFC requests one by one. For each re

quest, given its egress and ingress, we search through all k-shortest path be

tween them and find the valid one which consumes the least amount of VM 
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resources as the mapping solution for this request (line 14 to 19). For such re

quests with valid path(s), we say these requests are accepted. By valid, we mean 

that the data centers where the VNFs are deployed and the links between these 

data centers should have enough resources and the end-to-end delay should be 

within the limit (line 11, 13 and 15). If there is no valid path (possible reasons 

are: the end-to-end delay beyond the limit, VM resource is not enough for meet

ing the availability requirement, and the network runs out of bandwidth traffic), 

the request is rejected. 

As noted before, a valid path may contain several sites and links connecting 

these sites. To map the VNFs of an SFC request onto this path, in our algo

rithm, we choose to balance the load across all data centers, while minimizing 

the maximum possible load at one data center (line 10), defined as follows 

IFr;I IF,; I 
~ zu z ~ zv zmm1m1ze max L,; x 'Y; n 'Y; - L,; x 'Y; n 'Y; 

u,v s.t.u /cv z=l z=l 

mm1m1ze 

subject to 

w w 
~ xku > ~ xhu \/w < g & k < hL,; 'Y1 - L,; 'Y1 I -
u=l u=l 

h = 1,2, ... ,IF,,,; I 
k = 1, 2, ... , IF'Yi I 
Xi E{0,1} 

where g is the number of data centers along the chosen path. We assume that the 

sites are numbered from the ingress to the egress following the path. Xi E {O, 1} 
denotes whether the z-th VNF is mapped to site j. Therefore the first constraint 

means that all VNFs must be mapped to the physical topology and each VNF 

should be only mapped to one site. The last constraint guarantees that the VNFs 

will be mapped in a correct order. That is, for any k and h such that k < hand 

both of them are between 1 and IF,,,; I, if the k-th VNF is mapped to site w, the 

h-th VNF can only be mapped to site y and y 2: w. 
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Algorithm 5 Load balancing among data centers 
1: low = 0, high = 0 
2: for num_node = len(e) to 1 do 
3: capacity[] = {0, 0 ..., 0} of length num_node 
4: for each VNF f {; do 
5: low= Math.max(low, n~; ) 
6: high+= n2 

'Yi 
7: end for 
8: while low < high do 
9: mid= low+ (high - low) / 2 

10: counter= 0, capacity[] = {0, 0 ..., 0} 
11: for each VNF f { do 
12: if capacity [counter] + n~; ::; mid then 
13: capacity [counter] += n~; 
14: else if n~; ::; mid then 
15: capacity [++counter] += n~; 
16: else 
17: break 
18: end if 
19: end for 
20: if counter ::; num_node then 
21: high = mid 
22: else 
23: low = mid + 1 
24: end if 
25: end while 
26: check all sub-lists with length num_node of path e to see if we can map the 

capacity[] to the data centers in one of sub-lists. 
27: end for 

Algorithm 5 summarizes our solution to the problem. In the algorithm, we 

utilize as many sites along this path as possible (line 2) to hold all the VNFs of 

request 'Yi· For each possibility, we map all the VNFs in order, and try to balance 

the load between the data centers. Here we use a binary search (line 8 to 23) to 

find the maximum load that should be mapped to a single data center given 

that there are total num_node data centers to hold all the VMs. Initially, low is set 

to be the maximum load of a single VNF, and high is set to the sum of the load 

of all the VNFs (line 4 to 7). capacity[] is used to record the load that should 

be mapped to each data center. Note that each element of capacity[] should 
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be less than or equal to mid in each search. Then we check all sub-lists of length 

num__node of path e to see if we can map capacity[] to the data centers in any 

of the sub-lists by checking if these data centers have enough resources. If mul

tiple sub-lists are returned, we select the one which maximizes the minimum 

remaining resources of all data centers along the path. 

After all VNFs are mapped, we run Algorithm 3 to find the minimum num

ber of backup VMs required (line 12 of Algorithm 4) for each VNF to meet the 

end-to-end availability requirement, and map the backup VMs of each VNF to 

the site that holds that VNF. Note that whether the mapping of backup VMs 

will be successful depends on if those sites have enough resources (line 13 of 

Algorithm 4). 

2.2.3 Inter-SFC sharing problem 

After the mapping is done, one option is to have a VNF pool for each VNF of 

each request. However, since backup VMs are idle when the primary ones are 

available, those that are provisioned for a VNF of an SFC request may be reused 

by other requests if the same type of VNFs are required by these requests and 

are mapped to the same data center, provided all of their availability require

ments can be met, in order to preserve resources. In other words, a VNF pool 

in a data center can hold VNFs requiring that type of function from different 

requests, and backup VMs in that VNF pool can be shared among these VNFs. 

In this section, we introduce the inter-SFC sharing problem: given multiple SFC 

requests, if they all require a certain type of VNF and these VNFs are all mapped 

to the same data center, can we further reduce the number of backup VMs allo

cated to these requests for this VNF to increase the number of requests that can 

be served? 

2.2.3.1 Motivation 

Fig. 2.7 shows the minimum number of backup VMs required as the number of 

primary VMs increases for an availability guarantee of 99.9999% over various 

VM availability p = 0.95,0.96,0.97,0.98,0.99. As in Fig. 1 in [201], this figure 

also shows the curves' sub-linear property. 

https://0.95,0.96,0.97,0.98,0.99
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Figure 2.7. The minimum number of backup VMs required as the number of primary 
VMs increases for an availability guarantee of 99.9999% over various VM availability 

From another point of view, say we have a VNF that requires 20 primary 

VMs and has an availability requirement of 99.999%, and the availability of a 

VM is 0.95. To compute the minimum k, we apply Algorithm 1, and get k = 8. 

However, if we compute the actual availability of the VNF with Eq. 1.4, we can 

find that Pr [V ::; k]k = 0.99999435 and it exceeds the availability requirement, 

which leaves us potential to lend the extra availability of 0.00000435 to other 

VNFs. Therefore, instead of allocating backup VMs that are dedicated to a spe

cific VNF belonging to a specific SFC request, we can have a pool of backups in 

each site for each type of VNF such that backup VMs for a certain type of VNF 

can be dynamically provisioned when necessary. 

2.2.3.2 A toy example 

Assume that we have three SFC requests (i = 1, 2, 3) which all require function 

f, and after running Algorithm 4, the VNFs that provide function f of these 

three requests are all mapped to the same data center. let's denote (ni, ki, Pi ) as 

the number of primary and backup VMs and the availability of the VMs (both 

primary and backup) for function f of request i output by Algorithm 3. Then 

we can compute the availability of the VNF providing function f of each request 

with Eq. 1.4, denoted as a:1, a:2, a:3 respectively. In order to have a backup pool 

for all these three VNFs, we need to have 
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Figure 2.8. A toy example: pooling three VNFs together 

Pr[the total number of failed VMs for request 1, 2 and 3 at 
(2.31) 

the same time::; k~ +k; +k;J 2: max(lt1,lt2,lt3) 

where k~ is the number of backup VMs for request i in the backup pool for 

function f. For example, when the number of failed VMs of the VNF belonging 

to the first request is less than or equal to k~ (say, t1), it can lend k~ - t1 backup 

VMs to the other two VNFs when needed; while when the number of failed 

VMs is greater than k~ (say, s1), this VNF is able to continue working if it can 

borrow s1 - k~ VMs from the other two VNFs (only possible if the total number 

of failed VMs of the other two VNFs is no greater thank;+ k; - s1 + k~). 

For instance, as shown in Fig. 2.Sa, we have three VNFs, each of which 

requires 4, 3 and 5 primary VMs and has 3, 2, and 1 backup VMs (filled with 

wide upward diagonals), respectively. As some of the VMs fail (solid filled), as 

shown in Fig. 2.Sb, backups allocated to each VNF are activated to resume the 

roles of the failed primaries. When two more VMs of VNF 3 fail, as shown in 

Fig. 2.Sc, it no longer has backups provisioned to it to activate. With pooling, 

the backups that are allocated to VNF 1 and 2 and idle can be temporarily "lent" 

to VNF 3, which makes sure that VNF 3 can still be available. Meanwhile, there 

are enough VMs for both VNF 1 and 2. 

2.2.3.3 Problem Formulation 

Given a data center n and a specific function f, and assume that there is a set of 

m VNFs belonging to m SFC requests (so we have m SFC requests with heteroge

neous availability requirements), denoted by <I> = {c/J1, c/J2, ... , c/Jm}, and all these 
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m VNFs implement function f and are mapped to data center n by Algorithm 

4. Each VNF is associated with a tuple (ni, ki, Pi), in which ni is the number 

of primary VMs, ki is the output of Algorithm 3 and Pi is the availability of a 

single VM for VNF c/Ji· Therefore, applying Eq. 1.4, we can compute their avail

abilities, denoted by {a:1, a:2, ... , a:m}- Let max (a:1, a:2, ... , a:m) = a:. To minimize 

the size of the backup pool for function fat data center n, we can formulate the 

following inter-SFC sharing problem 

m 

m1n1m1ze Lk~ (2.32a) 
i=l 

Li"c1k: 
subject to (2.32b)I: 

j=O 

(2.32c) 

where k~ is the number of backup VMs in the backup pool for VNF i, x{ is the 

number of failed VM for VNF i, and 

xj < k' + n1· l lP [ J·k' ·] = { 'r[V:·l <- xj]i k;, 1 - (2.33)r Xz, 11 Pz 
I xj > k' + n1· l l 

Therefore, we can rewrite the constraints as 

(2.34) 

where F and F-1 denote the fast Fourier transform and its inverse of length i, 
respective!y, where I is the smallest integer that satisfies I :> log, (I::':1 k: + 1) { 

2.2.3.4 Algorithm Design 

We show our design of an efficient and effective algorithm to solve the inter-SFC 

sharing problem by answering the following two questions. 

1. Should we pool all VNFs that require the same function together? 
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The answer is No. Even if all m VNFs require the same function f, ar

bitrarily pooling them together may not be optimal in terms of reducing 

backup pool size, as the pool size is constrained by the VNF with the high

est availability (right hand side of Eq. 2.34). Pooling a VNF with high 

availability with another with low availability may even end up wast

ing VM resources. For example, assume that we have two SFC requests, 

each of which consists of one VNF. The first one requires 20 VMs with 

the availability requirement of 99.999% and the availability of each VM is 

0.95; while the second one requires 15 VMs and the availability of each 

VM is 0.97, but its availability requirement is 0.9. Based on Algorithm 1, 

we know that the total number of backup VM needed is 9. However, if we 

pool these two VNFs together, at least 14 backup VMs need to be provi

sioned. Therefore, our approach is to pool VNFs with similar availability. 

While "similar" can be defined in various ways, in our solution, two VNFs 

are considered to have similar availability if the two corresponding SFC 

requests have the identical availability requirement. 

2. At which stage should we try to minimize the number of backups across 

multiple SFC requests? 

There are two possible answers. One is "individually", the other one is "by 

batch". Whichever we choose will decide how we design the algorithm. In 

the following section, we show our algorithm designs for both approaches. 

For the former, whenever a new VNF is mapped to a data center, we can eas

ily calculate the number of backup that this VNF needs with Eq. 2.34 by pooling 

all previously mapped VNFs that require the same function while keeping the 

number of backup VMs of each previously mapped VNFs unchanged. In other 

words, there is only one unknown variable (i.e., k~) we need to compute each 

time a VNF is mapped. We solve the problem with a binary search algorithm 

(like Algorithm 1) to decide k~ after solving the single SFC mapping problem 

(line 12 of Algorithm 4). In the binary search algorithm, Eq. 2.34 is used to re

duce the search space. Given a request 'Yi, the algorithm is invoked after line 12 

of Algorithm 4 and sketched as in Algorithm 6. 
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Algorithm 6 Inter-SFC sharing 
1: Initialize a 3-D dictionary Backup_Node and a 3-D array Max_Avail 
2: for each VNF f {; of request 'Yi do 
3: Lz = the data center where VNF f {; is mapped 
4: Max_Avail [Lz] [f2 

] [a:1) = Math.max(a:!{; ' Max_Avail [Lz] [f2 
] [a:1)) 

5: list = Backup_Node [Lz] [f2
] [a: ,,,) 

6: k = solution returned by Algorithm 1. Availability is computed using 
Eq. 2.34, and the target value is Max_Avail [Lz] [f2

] [a: ,,,). 
7: add k to Backup_Node [Lz] [f2

] [a:,,,) 
8: end for 

Backup_Node and Max_Avail are global variables to record information about 

VNFs which are of the same type, mapped to the same location and have a "sim

ilar" availability. The former is used to store the number of backups allocated 

after inter-SFC sharing, while the latter is used to keep track of the maximum 

availability. J2 is the function of the z-th VNF and a:f{; is the availability of VNF 

f { with backups output by Algorithm 3. 

For the letter, the computational workload would be higher compared to the 

former and it is hard to decide the "batch" size, but it may have better perfor

mance in terms of saving resources. One option is that whenever a data center 

lacks resource, we try to minimize the number of backups for all VNFs that are 

mapped to this data center and requires the same function with a multidimen

sional binary search, with each dimension being the number of backup of one 

VNF. The time complexity of constructing such a data structure, however, is 

exponential [73, 82]. 

To efficiently solve the problem, we apply constrained simulated annealing 

(CSA) algorithm [184]. Therefore, we first write the discrete Lagrangian func

tion of Eq. 2.32 as 
I::~ 1 k'. 

£ (k,>.. ) = L +A1g1 + A2g2(k ) (2.35) 

_ m J · _ L..i= l ; m J I · j=O(! _-,m (t · )whereg1 - Li=lxi-J,g2(k ) - -I:j=O k' i=1Pr[xi ,ki,Pi] + and Ai 

(i = 1, 2) is the Lagrange multiplier. T n we can fo ow the CSA as sketched in 

Algorithm 7, where € is a small number (e.g., 10- 6). 
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Algorithm 7 The constrained simulated annealing algorithm 

1: Initialize x = (k, >.. ) 
2: Initialize temperature T = To and cooling rate O < K < 1 
3: Initialize number of trials per temperature Ny 
4: while T > €and xis changed in two successive temperature changes do 
5: for i from Oto Ny - 1 do 
6: Randomly generate x' based on Gy(x,x' ) 
7: Accept x f---- x' with probability Ay (x, x' ) 
8: end for 
9: Reduce temperature by T = K x T 

10: end while 

The algorithm incorporates searching in both the original variable space and 

the Lagrange multiplier space, with an acceptance probability governed by tem

perature T. Specifically, Ay(x,x' ) is defined as 

, _{e p (f (.C (x' ) -;,.C (x )) + ) ( if x' = (k',>.. ) 
(2.36)Ay(x, x ) - t( ,+) p (.C(x )- f (x )) if x' = (k,>..' ) 

and Gy(x, x' ) satisfies 

0::; Gy(x,x' ) ::; 1 and L Gy(x,x' ) = 1 (2.37) 
x' E91(x ) 

x' E SJ1m (x ) is a point neighboring to x and consists of two parts: 

SJ1 (x ) = { ',>..) where k' E SJ11(k ) 
(2.38) 

>..' ) where>..' E SJ12(>..))u { 
where SJ11(k) is the neighborho d of point k [184] and SJ12(>.. ) follows 

(2.39) 
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2.2.4 Evaluation 

In this section, we use synthetic policy to evaluate our algorithm in terms of (i) 

SFC request acceptance ratio, (ii) backup resource consumed by requests. The 

statistics shown in this section are the average results. 

2.2.4.1 Simulation Settings 

1. Physical Network 

For physical networks, we use the network map and delay statistics of a 

large ISP network [36]. Each node of the network represents one single 

data center, which can provide VM resources with the capacity between 

2,000 and 3,000 units each (without loss of generality). Each data cen

ter is associated with an ingress and an egress. The delay between the 

ingress/egress with their associated data center site is assumed to be be

tween lms and 3ms. We assume there are 10 types of functions in the 

network. As the major goal of this paper is to study how to minimize 

the number of backup VM used for provisioning availability, we set the 

bandwidth of each link, in our simulations, to infinity so that the band

width resource would not be a bottleneck. The availability of each VM is 

randomly distributed within [0.95, 0.99] [29]. 

2. Service Chain Requests 

Each service chain request consists of three to six VNFs interconnected. 

Each VNF demands some certain number of VMs that is uniformly dis

tributed between 10 and 30. For each service chain request, we select the 

availability requirement among {99%, 99.9%, 99.99%, 99.999%, 99.9999% }. 

The processing delay of a VNF is set to 50-150,us [64], and the end-to-end 

delay budget of each service chain request is set to 20-lS0ms [38]. 

3. Parameters for CSA 

The start point of each k is randomly generated with ki ::; ni, and ,X is 

initialized to 0. K is set to 0.98 and € is set to 10- 6. Temperature (i.e., T), 

number of iterations (i.e., Ny) and trial points generation are set following 
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Figure 2.9. Number of accepted requests vs. Number of requests 

the work in [184] . Specifically, Gy follows a nonuniform distribution with 

higher probability of generating (k',>..) than (k,>..') with a ratio of 20m, 

where m is the number of VNFs that will be pooled together. 

2.2.4.2 Methods for Comparison 

Our algorithm includes two steps: single SFC mapping and inter-SFC sharing. 

Here we introduce the notation used in simulations as well as a baseline method 

for single SFC mapping. 

1. Baseline vs. Optimal: These two methods are used for single SFC map

ping. For the Baseline, given a request with n VNF and availability re

quirement ex, we compute the the minimum number of backup VMs re

quired for each VNF using Algorithm 1 to reach an availability of {fix,. 
Optimal is the one we proposed (see Section 2.2.1), so we don't give un

necessary details here. 

2. Individual vs. Batch: These two methods are used for inter-SFC sharing. 

For details, please refer to Section 2.2.3.4. 
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Figure 2.10. Running time of different inter-SFC sharing methods 

2.2.4.3 Simulation Results 

Fig. 2.9 shows the number of accepted requests with respect to different number 

of requests. The Kin K-shortest path is set to 3. Clearly, with the optimal single 

SFC mapping solution and backup pooling, the number of requests that can 

be accepted increases as the number of the requests increases. Furthermore, 

as the request number increases, we have a larger performance gain. This is 

because that when the request number is small, VM resources are sufficient; 

while when there are more requests, the VM resources saved by our algorithm 

can be used to accommodate more requests. Furthermore, Batch outperforms 

Individual. However, it comes at a price. As depicted in Fig. 2.10, the running 

time of Batch increases significantly as the number of requests increases. Since 

the running time of Batch depends on how long the CSA takes to converge and 

how many times the CSA needs to be called, we know that when the number of 

request increases, the VM resource becomes insufficient and our optimization 

framework needs to call the CSA more often. 

To take a micro view, we show the requests acceptance rate with respect to 

different availabilities when the request number is 500, as shown in Fig. 2.11. 

Even though the requests acceptance rate drops as the availability requirement 

increases, both our single SFC mapping problem solution and backup pooling 

mechanism can help save VM resources. 
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Table 2.2. Backup VM saving rate by the optimal single SFC mapping problem solution 
l\:'. 99 99.9 99.99 99.999 99.9999 

Percentage (%) 8.09 6.56 4.68 4.31 3.8 
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Figure 2.11. Requests acceptance rate vs. Different availabilities 

Next, we want to evaluate exactly how much VM resource that the optimal 

single SFC mapping problem solution and backup pooling can save, as shown 

in Fig. 2.12 and Table 2.2, respectively. K is set to 3, and different curves in 

the figures represent different number of requests. As the single SFC mapping 

problem is defined to minimize the backup number for each request, the saving 
· th t bl h" h · d f" d backup# with baseline - backup# with optimal solution 

rate 1n e a e, W lC lS e me as backup# with baseline 

does not change with the request number, and lower availability leads to more 

savings. On the other hand, the backup VM saving rate in the figure is calcu-
backup# after pooling - backup# before pooling W"th t t1ated as backup# before pooling . 1 more reques s o map, our 

backup pooling mechanism can save more VM resource. Furthermore, as the 

availability requirement increases, more resource can be potentially saved by 

pooling the backup in a VNF pool. 

Last but not least, we show how the value of Kin K-shortest path can affect 

the algorithm performance (Optimal and Individual are used here) in Fig. 2.13. 

Clearly, when the value of K increases, our algorithm will search more potential 

paths for mapping a request, which may increase the request acceptance rate. 
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Figure 2.13. Number of accepted requests vs. Different K 

Such performance boost is less obvious when the number of requests is small, 

which means that VM resource is not a bottleneck for such cases. For a certain 

number of requests, we can see that as the value of K increases, there is a decline 

in the marginal utility (i.e., the number of requests that can be accepted), which 

indicates a high utilization of the underlying resources. 
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2.3 A Framework for Provisioning Availability of NFV 

in Data Center Networks 

This work presents an framework to iteratively provision availability of SFC re

quests in a data center. Devices in the data center have heterogeneous failure 

and repair processes. We focus on the case where SFC requests are implemented 

with the widely used consolidated middlebox structure [57, 113, 170], in which 

each VNF is an application that can be realized with certain number of VMs 

installed on the physical machines and an entire service chain running as a na

tive process at a single physical machine [121, 128, 160, 177]. To the best of 

our knowledge, none of the existing works have addressed similar problems. 

Specifically, when a request comes, we map it to the data center, evaluate its 

availability and provision backups until its requirement is met. To this end, we 

first show a mechanism to calculate the downtime of an SFC request in such an 

environment via a Markov Chain Monte Carlo (MCMC) like procedure. Even 

though this method is very accurate, it suffers from low efficiency [129, 181]. 

Such problem is further exacerbated by the iterative nature of our algorithm. To 

address the challenge, we propose an optimization problem that estimates the 

number of backups required and aims at minimizing the resource usage upon 

the arrival of a request, while considering both request placement and backup 

provisioning, thereby significantly reducing the number of iterations needed of 

our framework. To efficiently solve the optimization problem, we propose an 

approximation algorithm with a lower bound on the availability that can be 

achieved. The performance of our framework is validated through simulations. 

2.3.1 Availability Model 

2.3.1.1 Availability Model of A Single Device 

The availability model (i.e., 1.1) considered in previous works [103, 104] fails 

to capture the non-deterministic characteristics of devices in practice [60, 99]. 

To have a more accurate analysis, in this paper, we model a device's failure 

as an alternating renewal process (ARP) [75], as shown in Fig. 2.14. An ARP 
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Figure 2.14. Alternating renewal process 

models a system that alternates between two states (on and ofj) over time. W = 
((U1, V1), (U2, V2), ... ) are the pairs of times successively spent in the two states, 

where the sequence U = (U1, U2, ... ) and V = (V1, V2, ... ) are the successive 

lengths of time that the system is in state on and off, respectively and both of 

them are assumed to be independent and identically distributed random vari

ables. In other words, the system starts in state on and remains in that state for 

a period of time U1, then goes to state off and stays in this state for a period of 

time Vi, then back to state on for a period of time U2, and so forth. With such 

a model, even computing availability becomes a hard problem, which will be 

described and addressed in the next section. 

2.3.1.2 Availability Model of Consolidated Middleboxes 

Since any device can fail at any time, redundancy is necessary to maintain 

a certain level of availability of a device. In this paper, we consider the ac

tive/passive failure configuration [201] . In the active/passive setting, the back

ups are kept idle when not in use, while they can assume the role of the pri

maries when they fail. The backup VMs, in order to do so, should pre-load im

ages of VNFs in memory without running these images. Note that we assume 

in this work the switching time from primaries to their backups, including the 

time to transfer states for stateful VNFs, is zero, and will extend our analysis in 

a future work. 

Therefore, given an SFC with M VNFs, each of which requires n1, n2, . .. , nM 

VMs respectively, we consider the service as available if 1) the i-th VNF should 

have at least ni VMs available, where i = 1, 2, ... , M, and the physical machine 

holding these VMs is available; 2) there should be at least one available path 
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Figure 2.15. Case study: a 4-ary Fat-tree data center topology [52] 

(including links and switches/routers along the links) between the physical ma

chine and any one of the access switches (the highest level switches) of the data 

center. 

As we consider a consolidated middlebox model in this work, the availabil

ity of an SFC can be bounded by the availability of the physical machines where 

the VMs implementing the SFC reside. The failure of the physical machine can 

result in a violation of the availability requirement no matter how many backup 

VMs are allocated on it. For example, as shown in Fig. 2.15, even though a 

datacenter network is by design tolerant to failures of switches and links, with 

resource redundancy that contribute to the multi-path connections between a 

server (e.g., s11 ) and the highest level switches (as shown by the dashed lines), 

it may still not be enough to achieve certain availability requirements. In other 

words, the probability that there is at least one path available from s11 to any 

one of the core switches is already lower than the required one. Thus, VMs 

should also be allocated at physical machines besides the primary one; and 

therefore, the number of VMs allocated at a secondary physical machine should 

be at least I:~1 ni, and multiple secondary physical machines may be required. 

When there are multiple physical machines used, at least one of them should 

satisfy the conditions aforementioned for this service to be available. 

2.3.1.3 Assumptions 

In this work, we assume that the failure and repair processes of each and every 

device (including physical machines, VMs, routers, switches, etc.) is modeled 

by an ARP with heterogeneous U and V sequences, and the distributions from 
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Algorithm 8 The framework for provisioning availability for the request r 
1: Map the request r with an availability requirement lX r onto the network 
2: while true do 
3: if CALCULATE_AVAILABILITY(r) < lXr then 
4: Provision backups to the request r 
5: if there is not enough resource then 
6: break 
7: end if 
8: else 
9: Go to the next request 

10: end if 
11: end while 

which each ARP's U and V are drawn are stationary. In this work, we assume 

that only VMs (i.e., VNFs) have backups and there is no correlated failure be

tween devices and the failure of each device is independent for simplicity. 

2.3.2 Framework for provisioning availability 

2.3.2.1 Overview 

As provisioning availability of an SFC request with the failure probability of 

each device being a constant is already an NP-hard problem [103], using an ARP 

model for evaluating availability further increases the complexity, and analysis 

on how to guarantee availability in the existing works [103, 104] cannot be ap

plied directly. 

To address the problem, we apply an iterative approach to increase the avail

ability of an SFC request by provisioning backups until either the availability 

requirement is met or no more resource is available, as shown in Algorithm 8. 

Specifically, given the topology of a data center as well as the failure and repair 

probability distributions of each device, and an SFC request r with availability 

requirement lXr , the framework will first map the request onto the topology (line 

1, see more details in Section 2.3.3), calculate its availability (function CALCU

LATE_AVAILABILITY(r) of line 3). If the availability of the request cannot meet 

the user's requirement, it will provision some backups (line 5) to the request 

and repeat the above process. 
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Figure 2.16. Maximum likelihood estimation of the downtime distribution with: (a) an 
appropriate sample size; (b) undersampling; (c) oversampling. The X-axis is downtime 
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As in [168], a data center topology can be described as an abstract tree with 

a root node, where if a father node fails, all its children cannot be reached via 

this father node. Some nodes can have multiple layers of failures and they may 

have different influences. For example, a switch can contain multiple ports. The 

failure of a switch can be seen as the failure of the whole switching fabric and 

consequently none of the devices connected to the switch are reachable from the 

switch, while the failure of a port does not affect the devices connected to other 

ports of the switch. 

For the rest of the section, we will focus on how to calculate the availability 

in Section 2.3.2.2 (line 6), and how to add backups in Section 2.3.2.3 (line 8), 

while leaving request mapping to the next section. 

2.3.2.2 Calculating Availability for SFC Requests 

To estimate the availability of a mapped request over its contract period dura

tion, the main idea is to sample the potential states (on/off) of each component 

that may fail at different time intervals. 

To this end, we divide the contract period duration Tinto small slots !'1t such 

that within a !'1t, we assume that the state of a physical component (i.e., on or off) 

keeps unchanged. Since the failure of a device can be modeled as an alternating 

renewal process, the state of a device at time nl'1t only depends on the state at 

time (n - 1)1'1t. Therefore, we can emulate the state transition of each device by 

sampling its corresponding failure and repair probability distributions at each 

time slot. 
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Then at each time slot, the breadth-first search (BFS) algorithm is used to see 

how many physical machines used for an SFC request we can "reach" from the 

top of the constructed abstract tree. Here a reachable physical machine means 

all components on at least one path from the top of the tree to this physical 

machine are in on state. For a reachable physical machine, if any one of the VNFs 

of this SFC request does not have the required number of VMs, we consider this 

physical machine as being down at this time slot for this request. If all reachable 

physical machines are down, we consider this time slot as downtime for this 

request. 

By running the above BFS T consecutive times and counting the number of 

time slots that are down for the request, we can obtain the total downtime dur

ing the time interval [O, T], which can be considered as one sample from the 

unknown downtime distribution. Then we repeat the above procedure for N 

times (so that we have N samples), and calculate the frequency of each down

time that occurs in our samples S, where [S[ = N : 

_ ) _ COUNT(s) SPMU (X -S - N ,SE (2.40) 

which equals the maximum likelihood estimation (MLE) of the downtime dis

tribution of the request. Then we apply kernel density estimation (KDE) [161] to 

generate the probability density function (PDF) off of the downtime, as shown 

in Fig. 2.16(a). Thus the availability can be estimated as 1 - Jr f dt. 

A toy example is shown in Fig. 2.17. An SFC request with two VNFs, each of 

which requires 1 and 2 VMs indicated by vertical and horizontal lines (the rest 

can be considered as backups) respectively, is mapped on a data center with 

two layers of switches, as shown in Fig. 2.17a. Fig. 2.17b depicts the procedure 

of estimating its availability. A black circle indicates the device being unavail

able at that time slot. At t = !'1t, the number of available VMs is less than the 

requirement; while at t = nl'1t, the VMs are not reachable from the top switch 

even there are enough available VMs. Therefore, the service should be consid

ered as unavailable during these two time slots. On the other hand, at t = 2!'1t, 

the service is available as both conditions discussed in Section 2.3.1.2 can be 
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met. Clearly with more backup VMs and physical machines, the chance that a 

mapped request can meet its availability requirement is higher. 

In order to get the downtime distribution estimation, we first need to un

derstand how many samples are needed. The estimated distribution cannot 

converge if it is under sampled (Fig. 2.16(b)), but oversampling (Fig. 2.16(c)) can 

lead to too much computational overhead. To this end, we empirically evaluate 

this by setting a relatively large initial sample size, taking progressively larger 

sample sizes (e.g., 1000 more each time), and deriving the estimated PDF for 

each until the difference between the estimated downtime distribution and the 

reference one, which can be acquired by evaluation with a very large sample 

size, is smaller than€, where€ is a small number. The difference between two 

distributions can be measured in various ways, such as Kolmogorov-Smirnov 

test [85], and Kullback-Leibler divergence [139]. Note that simply comparing 

the estimated availability (i.e., the integral of the estimated downtime distribu

tion) is not good enough as a small sample size may result in a similar expected 

availability to the reference one while a distribution looks quite different. 

2.3.2.3 Provisioning backups 

If the estimated availability is smaller than the required one, backups are provi

sioned. Meantime, we want to minimize the number of backups allocated to 1) 

save resources for other requests; and 2) reduce costs. Assume an SFC request r 

that needs M, VNFs, each of which requires (n1,n2, ... , nM) VMs respectively, 

is given. We use Algorithm 9 to allocate backups (line 8 in Algorithm 8). Each 
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3 

Algorithm 9 Provisioning backups 
1: Initialize: 
2: · ( r r ) 

::nt--l{£J: -l~£;:· · ·' La:\. J] ( 
4: backup -'~O, 0, ... , 0] 
5: times= 1 
6: function ADD_BACKUPS(r) 

7: if backupi 2: uniti x times \Ii E [1, M,] then 
8: times++ 
9: end if 

10: for i = 1 to M, do 
11: if backupi < times x uniti then 
12: backupi = backupi + 1 
13: end if 
14: end for 
15: return backup 
16: end function 

time a backup needs to be provisioned, the function ADD_BACKUPS is called. 

For ease of presentation, we denote (ni, n2, ... , nM) as V,. 

The key idea of the algorithm is trying to ensure that the number of back

ups allocated for the i-th VNF is proportional to the number of VMs it initially 

requires (i.e., nD while keeping at most one backup VM allocated to each VNF 

each time. The intuition here is that if a VNF requires more VMs, more back

ups should be allocated as it has a higher chance to have at least one VM down 

while keeping the increase of VM usage to a minimum. 

To this end, we build Algorithm 9 based on iterative water-filling algo

rithm [202]. First V, is scaled down with the scale factor mini n[, denoted as 

unit, and it (multiplied by times) is used as the "water level" for deciding if 

more backups should be allocated to a VNF with times increases as the "level" 

is evened. For example, assume that V,, = (10, 3, 7), then nmin = 3 and unit = 

(3, 1, 2). In this case, times is increased every three times the function is called. 

When the function is called the first time, one backup is allocated to each of the 

VNF; one is allocated to the first and third VNFs respectively the next time the 

function is called; if the function is invoked again, one VM is provisioned to 
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the first VNF. This loop continues if more backups are needed with increasing 

times by one. 

As mentioned in the previous section, the availability of an SFC is bounded 

by the availability of the physical machines that holds the VMs implementing 

this SFC. Thus sometimes multiple physical machines are needed for one re

quest. To minimize the usage of physical machines, only when adding backups 

to a physical machine cannot increase the availability, we select a new physical 

machine, and allocate L,~1 n[ VMs on the new physical machine for the request. 

Backups, if still required, are only provisioned to this new physical machine un

til a new physical machine is added. 

2.3.2.4 Case Study 

In this subsection, we show how our framework works through an example. 

Consider an SFC request r and a 4-ary Fat-tree data center topology [52] as 

shown in Fig. 2.15. The request has an availability requirement of 99% for a 

contract period duration of 30 days. It requires 4 VNFs, each of which requires 

3, 10, 21, 15 VMs, respectively. Note that our framework also works for other 

types of topologies, such as DCell [116] and BCube [115], which are recursively 

defined. f'..t is set to 1 minute, and a Gaussian kernel is applied for KDE. In 

this example, the request is mapped initially to a randomly selected physical 

machine in the network. 

Fig. 2.18 presents how the availability improves with different number of 

backups through the changes in downtime distribution. At the very beginning, 

no backup (red line) is added to the request. Based on the distribution, the avail

ability can be estimated as 0.902. When adding more backups, the availability 

keeps increasing (0.981 for blue line and 0.989 for green line) until achieving 

the availability requirement (0.992 for purple line). Note that after we add 7 

backups to the request (green line), the availability cannot be further improved2 

by adding more backups to the same physical machine (which is not shown in 

the figure); and therefore, we add one more physical machine with 49 VMs (0 

backup VM), re-estimate the availability and get the purple line. When there 

2More precisely, with 7 backups, the availability of this VNF is very close to the availability 
of the physical machine, which is the availability upper limit of the VNF. 
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Figure 2.18. Downtime estimation with different number of backups (PM: physical 
machine) 

are two physical machines, a time slot is count as uptime if at least one of the 

machines has at least 49 VMs and that machine is reachable from one of the core 

switches. In this study, the sample size IS I is at least 4,000 for the estimated 

downtime distribution to converge. In general, we find that the sample size 

needs to be quite large. 

2.3.2.5 Increasing Estimation Efficiency 

One drawback of the above method is the extremely low efficiency. The total 

running time of a naive implementation of a solution for the example in the 

previous subsection, written in non-optimized Python code, takes more than 

1,100 hours on a Linux machine with 3.60GHz Intel i7-4790 cores and 12GB 

memory. To improve the computational efficiency, we made a few optimizations 

to our implementation: 

Mapping requests with selected physical machines. Since the availability that 

an SFC achieves is bounded by the availability of the physical machines imple-
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menting this SFC, we can always choose physical machines with higher avail

ability to implement SFC requests with stricter requirement. To this end, we de

fine the path availability of a physical machine as the probability that all compo

nents of at least one path from the top of the hierarchy network to this physical 

machine are up. Take the upside down tree shown by dashed lines in Fig. 2.15 

as an example, we should have the server s11 to be available, the edge switch e5 

to be available and at least one the two options: 1) a4 is available together with 

at least one of co or c1; or 2) as is available together with at least one of c2 or c3. 

Therefore, the path availability of physical machine s11 can be calculated as 

G(s11) = a:511 x a'.e5 x (1 - (1- a:01 ) x (1- a:02 )) where 

a:01 = a'.a4 X (1 - ( 1 - a'.c0 ) X (1 - a'. c1 )) (2.41) 

a'.0 = a'.a5 X (1 - ( 1 - a'.c2 ) X (1 - a:cJ )2 

where a:d is the availability of device d. Note that in this example, we just con

sider the failures of switch and server, but one can extend it to include links, 

ports, etc. With the path availability, one can estimate how many physical ma

chines are needed at least. 

Pruning the search space. Consider the same example. Assume that an SFC 

request is mapped to the physical machine s11, then instead of including all 

nodes in the abstract tree in the search space, only searching over nodes that are 

used in calculating its path availability are necessary and sufficient. In our case, 

these nodes are s11, es, a4, as, co, c1, c2, and c3. With a data center topology with a 

very large number of switches and physical machines, eliminating unnecessary 

nodes in the search space can lead to a significant performance improvement. 

Parallelizing the search. Clearly, the BFS algorithm can be easily parallelized 

and/ or distributed. Each core can run fewer iterations, and all the samples can 

be merged together at last to get the estimation. By default, all available cores 

are used by our framework. 

With parallelism and the other two optimizations, we run the same exper

iments as the one in the case study on Dell PowerEdge R720 with Intel Xeon 
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ES-2600 cores and 128 GB memory. It took around 40 hours on 40 non-dedicated 

cores. The computational efficiency can be further improved with more cores/machines. 

However, even though the efficiency is greatly improved, our framework 

is still not ideal in the sense that the process can be further prolonged with 1) 

an even higher availability requirement, which is normal in a carrier-class net

work [120] (usually requires an availability of 99.999% or 99.9999% (five 9s or 

six 9s)) and 2) longer contract period duration. A question arises naturally: can 

we further reduce the running time? 

2.3.3 Optimizing Availability Provisioning in NFV 

To answer the question raised in the previous section, we first need to under

stand what are the major contributing factors. Recall that in order to estimate 

the downtime distribution, we need to run simulations similar to MCMC [181], 

and for the estimated downtime distributed to converge, a large sample size is 

needed. Such procedure, in spite of being accurate, is time consuming by na

ture [129]. Even with a much simpler model, the work in [168] still requires a 

long time to evaluate availability /reliability. In addition, iterations are needed 

to improve availability to meet requirements. 

Fortunately, there is still room to alleviate the situation and our insight here 

is that if we can accurately estimate the number of backups that each request 

needs, instead of just mapping the required VMs when a request arrives, we 

can map them together with backups (line 1 in Algorithm 8). Therefore, when 

we evaluate the availability (line 6 in Algorithm 8), a mapped request can have 

an availability very close to its requirement, thereby reducing the total running 

time. In this section, we will model the request mapping and backup provi

sioning as an optimization problem with the objective of minimizing the total 

amount of resources usage and show an approximation algorithm to efficiently 

solve it. 

2.3.3.1 How to Deal with Heterogeneous Failure Processes of Devices? 

The first problem to deal with is the heterogeneous failure processes, which are 

modeled as alternating renewal processes, of devices. Letµ= IE(W) denote the 
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mean of a time period that the device is on and v = IE(U) denote the mean of a 

time period that the device is off Let p(t ) = IP[device is on] be the probability 

that the device is on at time t E [0, oo). Since the uptime (downtime) of a device 

is non-arithmetic, we have the following two relationships by the alternating 

renewal theorem [207]: 

lim IP[device is on at t] = _µ_ 
t---+ oo µ + V 

V 
(2.42) 

lim IP[device is off at t] = -
t ---+ oo µ + V 

Thus, as !'1t is very small compared to the contract period duration, we approx

imate each device's state as a Bernoulli variable with the success probability 
- µ

P - µ+v · 

2.3.3.2 Computing Availability of SFCs 

An SFC request r is defined as a tuple r = (ex,, V,, t; tart ' t~nd' b' ), where ex , is the 

availability requirement, V, = (n1,n2, ... ,nM) is the minimum number of VMs 

required of each VNFs for the service to be available. t;tart and t~nd specify the 

contract start and end time, respectively. b' is the bandwidth requirement. Here 

we assume the egress and ingress traffic are the same, and since we assume a 

consolidated middlebox structure, the traffic between VNFs is ignored. 

Given such an SFC request r, and assume that (k1,k2, ... , kM) backups are 

allocated, the probability that the i-th VNF is available is: 

IP[i-th VNF is available] = IPn' + k' [X[ 2: nn (2.43) 
I I 

where X[ is a variable indicating the number of available VMs. Since the VMs' 

states are modeled as independent Bernoulli variables with different success 

probability, the sum of these variables, denoted as N', follows a Poisson bino

mial distribution [94]. Let Sk = IP[N[ = k'] , k' = 0, 1, ... , n[ +ki be the probabil

ity mass function (PMF) for the Poisson binomial random variable N[, then the 

cumulative distribution function ( CDF) of N[, denoted by Fw (k' ) = IP [N[ ::; k'], 
k' = 0, 1, ... , ni + k[, gives the probability of having at most 

I 

k' successes out of 
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a total of ni + ki, and can be written [189] as: 

(2.44) 

where Rm is the set of all subsets of m integers that can be selected from { 1, 2, ... , ni + 
kr}, and A c is the complement of set A. Note that when all Pj are identical, the 

above equation is just the CDF of a Binomial distribution. Therefore, we have 

(2.45) 

Thus, the probability that all the VNFs are available can be expressed as 

M, M,

IT IPn[ +k[ [X[ 2: nr] = IT (1 - FN[ (ni - 1)) ·( (2.46) 
l=l l=l 

However, computing such a function is not easy, which requires one to enu

merate all elements in Rm, which requires to consider an exponential number 

of scenarios. It is very large even when ni + k1; is small. In general, we show the 

following theorem: 

Theorem 12. Verifying if the availability of a given deployed SFC request with backups 

is above a given threshold is PP-complete. 

Proof Rewrite Eq. (2.44) as a boolean formula, where Xj and Xj represent if the 

j-th VM is available or not, while TI and Lare replaced by A and V, respectively. 

By the definition of language in PP, it is clear this problem is in PP. To show PP

completeness, we can reduce MAJSAT problem [140] to this problem. MAJSAT 

is a decision problem where one needs to decide if half of all assignments can 

satisfy a given Boolean formula, and it is PP-complete. Note that, for an instance 

cp with n variables of MAJSAT, the number of all possible assignments to cp is 2n. 

Thus, we have 

cp E MAJSAT {=::::::} the number of assignments that 

satisfies cp is greater than 2n- l 

1 . 
{=::::::} Pr [cp(x)] > 2 with x E {O, l}n 
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Table 2.3. Symbols and their definitions 

I Symbol II Definition 

t;tart The start time of the r-th request 
The end time of the r-th requestt~nd 

n' 
l 

The required number of VMs of the i-th VNF of the r-th request 
rx, The availability requirement of the r-th requirement 
Mr The total number of VNFs of the r-th request 

Fw (x) The probability of having at most x VMs are available of all VMs 
l j 

mapped to the j-th physical machine 
Rm The set of all subsets of m VMs of all VMs 

Given that the instance of this problem is a pair (cp,0) consisting of a Boolean 

formula cp and a threshold 0. Hence, with a MAJSAT instance cp, we can set 

instance (cp, 1/2) for this problem. To verify the correctness, 

cp E MAJSAT ¢::==} Pr[cp(x)] >~with x E {O, l}n 

¢:::=} the probability that cp can be satisfied 

. 1 
> the given threshold 2 

1 . 
¢:::=} ( cp, 2) E this problem, 

Thus, it is a valid many-one reduction from MAJSAT problem to this problem. 

Therefore, our problem is also PP-complete. □ 

To efficiently compute the availability of an SFC if only one physical ma

chine is used, we adopt [124]. Interested readers can refer to the paper for more 

details. When multiple physical machines are used, the availability is the proba

bility that at least one of the physical machines as well as all the VNFs deployed 

on the physical machine is available. 

2.3.3.3 Problem Formulation 

In this subsection, we formulate the request mapping and backup provisioning 

problem as an integer program. For ease of reading, Table 2.3 provides a list of 

symbols defined in previous sections. 
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As mentioned, the data center topology can be described as an abstract tree 

with N 5 physical machines (i.e., nodes on the second layer from the bottom), 

and each physical machine j E [1, N5 ] can contain up to Cj VMs. We are also 

given R SFC requests. 

To formulate the problem, two binary variables are defined. x1= 1 if the 

r-th request uses VMs of the j-th physical machine; otherwise, x1= 0. Likewise, 

Yj~ equals 1 if the r-th request uses the k-th VM of the j-th physical machines at 

time slot t, where t;tart ::; t ::; t:nd and 1 ::; k ::; Cf otherwise Yj~ = 0. Therefore, 

we can have the following constraints: 

"y~t < 1 (2.47)L,; ; k -
r 

which means that at any time slot, at most one SFC request can use the k-th VM 

of the j-th physical machine. It also ensures that the maximum number of VMs 

of any physical machine that are used at any time slot is less than the capacity 

of the physical machine. Thus 

xr "~)nr < "Y~t < 2 x xr "~ nr)( (2.48)J L,; l - L,; ; k - J L,; l 

i=l k i=l 

which guarantees that if r-th request uses VMs of the j-th physical machines 

(i.e., x1= 1), at least L:' ni VMs are allocated at this physical machine for this 1 

request (Section 2.3.1.2); otherwise, it should be zero, bounded by the left and 

right hand sides of the equation. The right hand side of the constraint sets the 

upper bound on the number of the backups to be L:' ni, and one can change1 

the constant given different settings. 

It is also important to have bandwidth constraint to fulfill the service rate of 

an SFC. Given there are multiple paths between a physical machine to a core 

switch, when mapping a request, we also need to reserve bandwidth resource 

on the selected paths between the physical machine that implements the request 

and any of the core switches. Accordingly, G ( ·) should only include those se

lected paths. 
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Last but not least, the availability of an SFC request should always be greater 

than or equal to its requirement during the contract period duration: 

1-fl 1- (2.49) 
j 

where 1 - Fw (n[ - 1) = IPn' +k' [X[ 2: n[l and the r-th request is mapped to the 
lj 1 1 

j-th server. FNiJ (- ) is defined as in Eq. (6) . A VM e E Rm if and only if y1; = 1. 

To show this in the formulation, we can rewrite the availability Pk of a VM k as 
rt 

PkYjk" 

The objective of the problem is to minimize a weighted-sum of the number 

of VMs and physical machines that are needed: 

(2.50) 

where O ::; p ::; 1 is of one's choice and ]_ ( ·) is the indicator function. A higher 

value of p puts more emphasis on the number of VMs, e.g., when one tries to 

decide how much to charge users as with the current VM pricing models [2]; 

while a lower one puts more emphasis on the number of physical machines that 

need to be used, e.g., when energy consumption is more of a concern as we try to 

pack VMs into fewer physical machines and put the rest into hibernation [149]. 

2.3.3.4 Algorithm Design and Analysis 

In this subsection, we propose an online algorithm to provision availability 

while mapping requests. Based on our complexity analysis above, we know that 

finding the optimal solution is challenging. Hence, to address the challenges, 

we decompose the problem into two phases: request mapping and backup pro

visioning. In request mapping, we need to select the physical machines to hold 

the request and reserve requested bandwidth from the machines to the core 

switches. In backup provisioning, we only consider the availability constraint 

in order to add backup VMs. 
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First recall the availability of a request when there is only one one used phys

ical machine 
Mr [l (1 - FN[ (nf - 1)) ( (2.51) 

As the availability requirement of an SFC request is usually very close to 1, 

Fw (n[ - 1) should be close to 0. Therefore, we can rewrite Eq. (2.51) as 
1/ 

Now, recall the definition of a supermodular function and a submodular 

function: 

Definition 2. A function f : X ---+ R is supermodular if f (x t y) + f (x -l- y) > 
f(x) + f(y), \/x,y EX, where x t y denotes the component-wise maximum and x .t y 

the component-wise minimum of x and y. 

Definition 3. If - f is supermodular, f is submodular. 

Therefore, we can have the following theorem: 

Theorem 13. Fixing k, FN(k) is a decreasing supermodular function in the context of 

NFV and the decrement is proportional to the availability of the element added to Rm. 

Proof We first prove the second half of the theorem and use the conclusion to 

prove the first half. 

GivenaretwosetsRm = {1,2, ... ,n} and R'm = RmU{n+l}. LetFn(k) 

and Fn+i(k) denote the probability of having at most k out of a total of n and 
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n + 1, respectively. Pi denotes the availability of the i-th component. Then 

(2.53) 

Therefore, we have 

(2.54) 

where Sk is the probability of having k successes out of n. As Sk > 0, we can see 

that fixing k, Fn (k) is a decreasing function and the decrement is proportional to 

Pn+l· 
Next, we show a sufficient condition for Fn+l (k) - Fn (k) < Fn+2(k) - Fn+l (k). 

To satisfy the inequality, we need 

PnSk > Pn+lS~ (2.55) 

where s~ is the probability of having k successes out of n + 1. By expanding 

both Sk ands~ as summations, we can find that 2 x l;(sk) = l;(C:~), where c;(x) 

denotes the number of terms in the summation form of x. To make them equal, 

rewrite each term (f}k in Sk as ½x (f}k + ½x (f}k• By subtracting the RHS from the 

LHS of Eq. (2.55), we can have 

(2.56) 
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where B, C, V,E ~ Rm and Q, H ~ R~, and furthermore, IEI < IHI, IDI 2': IGI 
and IDI + IEI + 1 = IGI+ IHI. As in practice [29] (as well as our data from 

production data centers) the availability of a VM is quite high (at least greater 

than 0.9), Eq. (2.56) is greater than 0. Following a similar method, one can prove 

that FN(k) is a supermodular function. □ 

If all physical machines for a request are selected, then we can rewrite Con

straint (2.49) as 

and take log on both sides, 

c, :> t'og D, (1 - FNij (n[ - 1)) CG{j))) ( (2.58)1 -

where Cr = log(l - lXr ) . Since TI! 1 ( 1 - FN;/nr - 1)) ~ G(j) ::; 1, the RHS of 

Eq. (2.58) can be approximated by Taylor series, and th~ availability constraint 

can be written as: 

LG(j) (2.59) 
j 

where c; = -Cr, as log(1 - x ) = - I::=l x; < - x when x ~ 0. Note that regard-

less of this relaxation, the solution is still valid and feasible as f1~' 1 ( 1 - FNij (ni - 1)) f 
G(j) > 0. \ 

Since the sum of supermodular functions is still supermodular, we know 

that Eq. (2.52) and the LHS of Eq. (2.59) is submodular. Therefore, we can have 

Algorithm 10. 

The first step (line 1 to 3) is to pre-process the path availability for all N5 

physical machines and sort all VMs in each physical machines by their avail

ability defined in Section 2.3.3.1 in descending order. Clearly, there is a tradeoff: 

selecting all paths between a physical machine and all core switches would in

crease the path availability of the machine, but it also means that we need to re

serve bandwidth for the SFC on all paths, which would waste a lot of resources. 
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Algorithm 10 GAP: Greedy availability provisioning in NFV 
1: for each physical machine j E N5 do 
2: Given the number of paths between the physical machines and all core 

switches K, compute all possible path availabilities 
3: Sort VMs on physical machines by their availability (Section 2.3.3.1) in a 

descending order 
4: end for 
5: for each request r E R do 
6: candidate = N5 

7: while true do 
8: Sort candidate by their available capacity and path availability in 

descending order and select the first M distinct physical machines as C 
9: for physical machine i E C do 

10: Map I:t:'1 n[ VMs on each of the physical machine and reserve 
bandwidth on corresponding paths 

11: end for 
12: while Eq. (2.59) is not met do 
13: select one VM s.t. the LHS of Eq. (2.59) is maximized 
14: end while 
15: if request r is not successfully mapped then 
16: Reject the request 
17: end if 
18: end while 
19: end for 

To this end, we set a tunable parameter K as the number of paths between the 

physical machines and all core switches that the algorithm considers. Besides, 

setting a small K helps to further prune the BFS search space and reduce the 

running time (Section 2.3.2.2). In other words, a physical machine may have 

multiple path availabilities, each corresponding to a set of K paths to the core 

switches, and a physical machine with all combinations of the K paths will be 

in the mapping candidates list candidate. 

When a request comes, we first map it to the physical machines by selecting 

the machines with higher path availability and more available capacity, and 

reserve bandwidth on the corresponding K paths. Note that we only select the 

least number (M) of distinct physical machines, estimated as in Section 2.3.2.5, 

from candidate. To map the request on these physical machines, I:[::'1 n[ VMs 

with the highest availabilities are selected at each of the physical machines. 
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When provisioning backups (line 13 to 15), we try to maximize the availabil

ity that can be achieved. As a matter of fact, there exist various approximation 

algorithms for the maximization of such a monotone submodular function (the 

LHS of Eq. (2.59) as proved). The idea we use in Algorithm 3 is to incrementally 

build a solution starting with no backups, and in each iteration the algorithm 

adds one backup that most improves the current availability, until the availabil

ity requirement is met. Each iteration takes O(M) time, as have been proved 

that the decrement of function FN(k) with respective to N is proportional to the 

availability of the newly added backup, and the algorithm only needs to search 

the VM with the highest availability on each of the M physical machines. Since 

we use such a greedy method, we have the following theorem [156]: 

Theorem 14. The backup scheme B computed by our algorithm can achieve an avail

ability that is at least 1 - ½ times of the one with the optimal backups OPT given 

IOPTI = IBI. 

If there is not enough capacity (i.e., VMs) at a physical machine, we remove 

the machine with all possible path availabilities from the mapping candidate 

list candidate; or if there is insufficient bandwidth, we remove the machine 

with that particular path availability from candidate. The above procedure is 

repeated until a request is successfully mapped or considered rejected when 

there is no physical machine or bandwidth available. 

2.3.4 Evaluation 

In this section, we evaluate the performance of our proposed algorithm in terms 

of 1) SFC request acceptance ratio, 2) backup resource consumed by requests 

and 3) running time. The distribution of device downtime is generated based 

on [112] and data collected from the Center for Computational Research (CCR), 

a large high performance computing facility at SUNY Buffalo [29, 99]. The statis

tics shown in this section are averaged outputs of the framework. 

First we introduce two methods to see how our optimization performs. 

1. Baseline: In the baseline method, backups are allocated following Algo

rithm 9. 
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2. Greedy: We modify the method in [104] to estimate the number of back

ups, where for an SFC request which requires n VNF and has the avail

ability requirement of ex, we keep increasing the number of backup for 

each VNF on all selected physical machines until each VNF can have an 

availability of ~-

3. GAP: Backups are estimated following the optimization in Algorithm 10. 

Note that after estimating the number of backups needed using Greedy and 

GAP, more backups will be provisioned iteratively following the backup allo

cation method in Algorithm 9 until meeting the availability requirement. In all, 

Algorithm 9 is applied in all three methods to provision backups as it guaran

tees availability while Baseline starts with zero backup and the other two start 

with an estimated number of backups. 

2.3.4.1 Running Time 

One of the main benefits of an accurate estimation is to reduce the number of 

iterations that our framework needs to run, and therefore reduce the total run

ning time. Note that the running time shown in this section includes both the 

estimation time used by our algorithms and the iterations to add more back

ups to guarantee availability. With the same example in Section 2.3.2.4 and 

K = 2, the total running time can be reduced to less than 5 hours, on 40 non

dedicated cores, which achieves a 87.5% improvement. Fig. 2.19 and Fig. 2.20 

show the absolute running time with an SFC request which requires the same 

number of VNFs and VMs but different contract period durations and availabil

ity requirements, respectively. First, let's compare the performance of Baseline 

and GAP. It is clear that as the contract period duration increases, the running 

time of our framework increases almost proportionally, which is expected as 

the number of samples is proportional to the duration of the contract period 

(See Section 2.3.2.2). However, if our algorithm is first applied to estimate the 

number of backups, the growth rate is much smaller. Similar observations can 

be made when the availability requirement changes. Specifically, the running 

time with optimization keeps almost constant as the availability requirement 

increases (from 99% to 99.99%). When the availability is 99.99%, the relative 
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Figure 2.19. Running time vs different contract period durations 
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Figure 2.20. Running time vs different availability requirements 

improvement can be near 90%. The relative improvement is even higher when 

the availability requirement is further increased (i.e., 99.99%). The results imply 

that our optimization framework can help to estimate the number of backups 

needed, and we can save more time with higher availability requirements and 

longer contract period durations. Next, we compare the performance of Greedy 
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Figure 2.21. CDP of the number of iterations needed 

and GAP. Greedy requires slightly less time than GAP as its estimation returns 

with a higher number of VMs (will be shown in the next section) and therefore 

a request is mapped with more backups. 

We also evaluate our algorithm with SFC requests with different availability 

requirements, contract period durations, number of VNFs and number of VMs 

for each VNF. In total there are about 30 different cases with various combina

tions. The availability requirement of a request is selected among {99%, 99.9%, 

99.99%, 99.999%, 99.9999%} and the range of contract period duration is be

tween 10 to 100 days. Fig. 2.21 shows the CDF of the number of extra iterations 

needed by our framework to provision availability after a request is mapped 

with GAP. For over three quarters of the time, only one iteration was required. 

As at least we need one iteration to verify if the returned result can achieve 

the availability requirement, this result shows that our optimization framework 

can return a solution within a single iteration with enough number of backups 

to guarantee availability in most cases. Multiple iterations are only needed in 

rare cases. 

2.3.4.2 Resource Efficiency 

Next, we run simulations to understand how the proposed algorithm can save 

resources. In our simulations, we use the 8-ary Fat-tree and the BCube(2, 5) 

topology so that they have a similar number of physical machines, and as

sume each physical machine can support up to 1024 VMs [9]. For each SFC 
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Figure 2.22. Number of accepted requests with the Fat-tree topology 
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Figure 2.23. Number of accepted requests with the BCube topology 

request, the availability requirement is randomly selected among {99%, 99.9%, 

99.99%, 99.999%, 99.9999% }, and the contract period duration is exponentially 

distributed with an average of 10 days. Each request consists of two to six VNFs, 

each of which demands a certain number of VMs that is uniformly distributed 

between 10 and 40 [104]. 
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Figure 2.24. Backup VM saving percentages 

Fig. 2.22 and Fig. 2.23 shows the number of accepted requests with respect 

to different number of requests with two different topologies, respectively. In 

these simulations, the number of paths between the physical machines and all 

core switches K is set to 2 for both topologies. Clearly, with our backup selection 

method (i.e., GAP), the number of requests that can be accepted increases as the 

number of the requests increases. Furthermore, as the request number increases, 

we have a larger performance gain compared to Baseline and Greedy, since 

when the request number is small, VM resources are sufficient; while when 

there are more requests, the VM resources saved by GAP can be used to accom

modate more requests. The reason is that with our algorithm, fewer backup 

VMs are required to reach a certain level of availability, as shown in Fig. 2.24, 
· · d f" d backup# w / greedy - backup# w / GAP 

where the VM savmg percentage 1s e me as backup# w 7greedy 

given different availability requirements, and the request number is 400. Com

pared with Greedy, GAP can save more resources while not increasing the run

ning time. In addition, as depicted in these figures, more requests can be ac

cepted with BCube compared to Fat-tree topology even though K is the same. 

This is because BCube is more robust to failures [115]. 

Table 2.4. Number of accepted requests with different K 

K 1 2 3 4 
Number of accepted requests 285 327 328 302 
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To understand how K affects the performance, we run simulations in the 

same Fat-tree topology when there are 400 requests, and the number of accepted 

requests with different K value are shown in Table 2.4. As mentioned, there 

is a trade-off between path availability of a physical machine and bandwidth 

consumption when adjusting K. From the table, we can see that when K is too 

small (i.e., K = 1) or too large (i.e., K = 4), the number of requests that can 

be accepted is smaller. Even though K = 3 gives up a slightly better result, 

the framework also needs to spend a longer time (about 30% more) to evaluate 

availability of a mapped request. 

2.3.5 Discussion 

Before concluding, we briefly discuss the usage issues of our framework in prac

tice. 

First, even though our optimization is able to reduce the total running time 

of the framework significantly, this procedure still requires a few hours to finish 

(Section 2.3.4.1). Here, we list two potential solutions as we have seen that our 

optimization can achieve a reasonable estimation. 

1) Based on our evaluations, since for requests with shorter contract time periods 

or less strict availability requirements, our algorithm can return enough backups, 

we can just use the optimization to estimate backups needed for these requests; 

while for the rest requests, even though the estimated backups are not enough 

to provision availability, we know from Fig. 2.21 that we can achieve that by 

adding a few more backup VMs that would have been added during the iter

ations. Therefore, for requests with long contract time periods or strict availability 

requirements we can map them with a few more backup VMs in addition to the 

estimated ones, as a possible upper limit on the VMs needed. Then we can 

accurately evaluate its availability using our framework after the request is de

ployed. If fewer backups are needed, we can retract the over-provisioned VMs. 

2) We can further improve the estimation efficiency in 2.3.2.2. Instead go

ing over all possible states when estimating the downtime distribution, we can 

utilize importance sampling while having a very high accuracy. 
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Second, we made several assumptions that are simplifications of reality when 

modeling the problem, which we intend to further explore as a future work. 

For example, we currently do not consider Byzantine failures of devices, which 

means devices, upon certain failures, can continue to work, but at a significantly 

reduced capacity. To incorporate this failure model, the definition of availabil

ity should also be modified that takes the processing rate of traffic into consid

eration. Besides, correlated failures such as failures due to power outages or 

configuration errors can have significant effects on service availability, which 

are not considered in this paper. One possible solution to address it is to iden

tify/ audit the independence of resources when allocating redundancy, and it 

requires a more detailed model of the system. Last but not least, for stateful 

VNFs, failovers from primaries to backups requires transferring of states, which 

makes the switching time not zero. We are currently working on a Generalized 

Stochastic Petri Net (GSPN) model to incorporate such an effect. More precisely, 

the switching from primaries to backups can be modeled as a timed transition, 

which means only after certain time (i.e., after the switching finishes), a backup 

can start and process traffic. 

2.4 Summary 

NFV explores the virtualization technologies to offer network-as-a-service through 

chained VNFs. Since telecom networks must be always on, it is critical to guar

antee service availability with the minimum amount of resources. In this chap

ter, we have studied multiple optimization frameworks for provisioning backup 

resources to guarantee availability requirement with the objective of minimizing 

resource usage. To solve these problems, we have proposed several approxima

tion algorithms with theoretical analysis. The effectiveness and efficiency have 

been demonstrated via simulations. 



Towards Privacy Preserving NFV 

Services 

3.1 SPABox: Safeguarding Privacy during Deep Packet 

Inspection at a MiddleBox 

In this paper, we present SPABox, the first middlebox based system that sup

ports both signature and data analysis based DPI functionalities over encrypted 

traffic with a limited overhead. Compared to [143], SPABox achieves an even 

greater reduction in the setup overhead and under more general conditions. 

With SPABox, when two end points create a communication link, there is no 

involvement of the middlebox, which preserves its transparency as in other ex

isting middlebox deployments. SPABox accomplishes these by introducing a 

novel, and yet simple, efficient encryption strategy built on top of the Discrete 

Logarithm Problem [151] and a novel protocol for secure communication between 

two parties. Although our protocol has a mapping of encrypted keywords (and 

partial keywords) to their plain text representations, SPABox can neither de

crypt the traffic, nor infer any private information, which is stronger than the 

privacy models in the previous work [173]. 

Specifically, SPABox supports three types of operations: keyword matching 

(Section IV-B), regular expression evaluation (Section 3.1.4.2) and malware de

tection via machine learning (Section 3.1.4.3). The main ideas of our design 
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behind these three operations are 1) instead of matching keywords directly, we 

tokenize the keywords so that we can build a Trie-like structure to accelerate 

searching and matching at a DPI middlebox, 2) regular expressions are pro

cessed at the receiver side, and garbled circuits and oblivious transfer are used 

to protect the privacy of both traffic and rule sets, and 3) we utilize the homo

morphic properties on addition and scalar multiplication, respectively. 

To validate our design, we analyze the security guarantees of our design, im

plement SPABox on a standard server and evaluate its performance with several 

real data sets and traffic. We consider performance metrics such as throughput, 

bandwidth and memory overhead on the sender, middlebox and receiver sides, 

and show that SPABox is practical for both long-lived and short-lived connec

tions. 

3.1.1 Security Models and Protocol Requirements 

The goal of this work is to protect the privacy of user traffic from a middlebox 

which performs DPI while leveraging advanced DPI functionalities to detect 

malicious traffic. In other words, the middlebox can detect attacks over en

crypted traffic with rule sets and well-trained machine learning (ML) models, 

which are provided by a (third party) rule generator. In this section, we first 

describe the security models and then outline the protocol requirements. 

3.1.1.1 Security Models 

In the scenario being considered in this work, we assume that 1) the rule gener

ator is honest, and 2) the middlebox is honest-but-curious, i.e., it will implement 

the rules and follow the protocol honestly but may attempt to infer private in

formation from the encrypted traffic during the execution of DPI. 

Thus the goal of our proposed system is to realize the DPI procedures while 

protecting the data privacy of endpoints. More formally, the security goals that 

SPABox is designed to achieve are summarized as follows: 

1. To guarantee the confidentiality of the unmatched traffic, that is, the traffic 

that doesn't match the known attack keywords in the rule set will remain 

secret from the middlebox. 
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2. To make sure that no private information can be inferred by the middlebox 

and all analysis results can only be seen by the clients. 

This first goal indicates that the middlebox is allowed to learn only the data 

that are exactly identical to the known suspicious keywords in the middlebox 

rule set, and the second goal aims to make the middlebox unable to apply data 

analysis technique to infer other private information about the traffic, such as 

leakage-abuse attacks [84]. 

3.1.1.2 Protocol Requirements 

Based on the above security models, we identify a few requirements that our 

protocol should meet. As our goal is to provide privacy of user data at a mid

dlebox over HTTPS connection, first we require SPABox to maintain and extend 

the properties provided by existing TLS/SSL as follows. 

Private Connection. All traffic should be encrypted with the secret key negoti

ated at the beginning of the session, and the negotiation should be both secure 

and reliable. Note that only the endpoints can read the unencrypted traffic, 

while all the traffic exposed to the middlebox should remain encrypted at all 

times. 

Identity Authentication. The identity of endpoints can be authenticated by 

each other and even the DPI appliance. This can be achieved using public key 

cryptography and made optional to reduce overhead. 

Reliable Connection. The integrity of each message transmitted by one party 

of the session should be able to be verified by other parties in this session, in

cluding trusted middleboxes, to detect unauthorized modification and prevent 

undetected loss during the transmission. 

Besides, we also require SPABox to meet the following new requirements: 

Middlebox Transparency. During communication, clients typically do not com

municate directly with the DPI middleboxes in existing deployments. In order 

to comply with current deployments, we try to preserve the transparency of the 

DPI appliance in our protocol. 
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Figure 3.1. SPABox system architecture 

Privacy Preservation. In our case, attackers at middleboxes should never be 

able to read the plaintext exchanged between two endpoints nor extract private 

information from the data using analysis techniques. The TLS/SSL session key 

should never be exposed to the attackers at a middlebox under any circum

stances. 

Endpoint Verification. For the sake of security, besides being able to authenti

cate the identity of the other communicating party in the session, one should be 

able to verify whether the other party follows the protocol to prevent her from 

behaving maliciously. 

Function Variety. The protocol should be general enough to support both sig

nature or keyword based and data analysis based DPI functionalities. 

Minimum Overhead. Finally, our protocol should operate without a substan

tial overhead, including bandwidth, latency, computation, etc. Specifically, the 

latency and bandwidth overhead to establish connections should be small in or

der to support short, independent flows and a large rule set. The computational 

overhead at the endpoints should be limited. We also intend to make the com

putation independent of any specific hardware platforms such that all users can 

benefit from our protocol. 

3.1.2 System Architecture 

Fig. 3.1 shows the system architecture, and the highlighted boxes indicate com

ponents added by SPABox. As in the previous work [173], there are four parties: 
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sender (S), receiver (R), middlebox (MB) and rule generator (RG). In order to de

fine an attack, the RG such as Symantec [34] and McAfee [17] usually provides 

a list of attack rules. Each of the attack rules contains a set of keywords and 

possibly other information such as offset of each keyword, distance between 

two pattern matches and a regular expression. Besides, the RG also provides a 

trained model for classifying the encrypted traffic to decide whether the traffic 

contains malicious program. The MB are usually deployed by network opera

tors like AT&T [190, 58]. The security threats in the traffic can be identified in 

two ways: a) The MB compares the encrypted traffic with the rule set provided 

by the RG, and observes a matching between the traffic and one of the attack 

rules in the rule set; b) The MB classifies the encrypted traffic with the trained 

model provided by the RG and the results from the classifier are used by R to 

decide whether the traffic contains malware. 

When S and R want to establish a HTTPS connection in a network monitored 

by the MB, the following steps take place: 

Connection Setup. When Sand R try to communicate, they first run SPABox 

handshake to exchange SSL session key k55 z just as an SSL handshake. Besides, 

during the SPABox handshake process, Sand R also need to negotiate 7 more 

parameters (SPAPara), g, n, r, s, N2, salt and a hash function H( ·),all of which 

are used for encryption, decryption and detection in the SPABox protocol. Note 

that only Sand Rare involved in an SPABox handshake which bootstraps off 

the existing SSL handshake, preserving the MB transparency property. 

Sending Traffic. At S, two logical connections are set up, to be referred to as 

an SSL connection and an SPA connection, respectively. On the SSL connection, 

S encrypts the traffic with unmodified SSL. On the SPA connection, S makes a 

copy of the traffic, tokenizes it and then encrypts the tokens using the proposed 

approach based on Discrete Logarithm Problem (Section 3.1.4). To support mal

ware detection, tokens need to be pre-processed before getting encrypted (Sec

tion 3.1.4.3). 

Detection at MB. There are two tasks for MB to perform once it receives the 

encrypted tokens from S over the SPA connection. a) The MB compares the en

crypted traffic with the rule set provided by the RG (including keyword and 
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regular expression); b) The MB classifies the encrypted traffic with the trained 

model provided by the RG; If there is a match between the traffic and the rule 

set and there is no regular expression in the corresponding attack rule, the MB 

can choose to drop the packet and inform administrator or issue a warning just 

as what a regular MB would do over unencrypted traffic. If a regular expres

sion needs to be further evaluated, it will be forwarded to R for further process

ing (Section 3.1.4.2). For malware detection using ML, the classification results 

should not be seen by the MB. Instead, they should be sent to and can only be 

seen at R (Section 3.1.4.3). The reason to do so is to prevent attackers at the MB 

from analyzing data using scripts (Protocol Requirement Privacy Preservation 

in Section 3.1.1.2). 

Receiving Traffic. Upon receiving SSL traffic at R, R would decrypt and au

thenticate the traffic using regular SSL. Then R will tokenize and encrypt the 

recovered plaintext which will be compared with the traffic from the SPA con

nection. The reason we proceed in this way rather than decrypting and deto

kenizing the traffic from the SPA connection for comparison is that encryption 

is much faster than decryption in our protocol. By comparing the ciphertexts 

generated from the traffic over the SSL connection against the encrypted tokens 

received from the SPA connection, R can determine whether Sin this session 

follows the SPABox protocol correctly, including both keyword matching and 

malware detection using ML (Protocol Requirement Endpoint Verification in 

Section 3.1.1.2). If there is any discrepancy, R may think S is an attacker and 

immediately drop the connection. Otherwise, R may process information for

warded by the MB containing the classification results and regular expressions 

to decide whether the traffic from S over the SSL connection is malicious or not. 

3.1.3 Protocol Designs 

In this section, we give a detailed description of our proposed protocol. First, 

we describe a hard problem based on which we construct our protocol. Then 

we present the encryption procedures on how our protocol handles Keyword 

Matching, Regular Expression and Malware Detection via Machine Leam

ing, respectively. Table 3.1 summarizes the parameters that each entity uses, 
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where d is used to compute pseudorandom salt, (A,µ) is the private key pair 

for decrypting malware detection classification results (see more detail in Sec

tion 3.1.4.1, 3.1.4.2 and 3.1.4.3) and the rest has been described earlier (Section 

3.1.2). 

Sender g, n, salto, d, r, s, NL, H( •) 
Middlebox gsalto, ga, n, gs, NL, H ( . ) 

Receiver g, n, salt0, d, s, NL, H( •),A,µ 

Table 3.1. Protocol parameter list 

3.1.4 Intuition 

Blindbox requires interactive initialization between a sender and a middlebox 

(Protocol Requirement Middlebox Transparency in Section 3.1.1.2) which results 

in a slow connection setup. In order to avoid such an interaction, public-key 

cryptographic primitive is preferred in our protocol. Therefore, the key to de

sign a protocol that meets our requirements on both efficiency and security is to 

select a suitable computational hard problem on which the protocol to be built. 

As mentioned in the protocol requirement, we aim to design a protocol with the 

following three properties: a) it doesn't rely on any specific hardware support 

but can work efficiently for all parties to process the data; b) the MB is able to 

perform necessary operations for different kinds of DPI functionalities over en

crypted traffic; c) no information exchange is required between clients and the 

MB during connection setup. Note that the third property can't be satisfied if 

we use any searchable encryption schemes [66, 130, 175] since these schemes 

require the MB to obtain search keys from clients, which may become the major 

performance bottleneck. Taking all these three properties into consideration, we 

construct our encryption strategy based on the intractability of Discrete Loga

rithm Problem defined as follows. 

Definition 4. Discrete Logarithm Problem. Given a finite group C, an element 

g E C and an element bin the subgroup generated by g, i.e., (g), find an integer x such 

that gx = b. 
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Figure 3.2. SPABox sender architecture 

Such an integer xis the discrete logarithm of b to the base g. The Discrete 

Logarithm Problem is one of the most important one-way functions used in 

modern asymmetric cryptography. Many public-key algorithms are built based 

on it, such as the widely used Diffie-Hellman key exchange protocol [96] and 

the ElGamal encryption scheme [100]. 

Another two important and useful properties when encrypting message m 

as an element gm in C are the homomorphic features on addition and scalar 

multiplication. In a nutshell, these two properties enable our protocol to work 

directly over the encrypted traffic without decrypting the payload at the MB. 

Assume c1 = gm1 and c2 = gm2 , where m1 and m2 are plaintexts. The two 

properties can be summarized as follows: 

• Homomorphic Addition: the product of c1 and c2 gives gmi+mz which 

encrypts message (m1 + m2). 

• Homomorphic Scalar Multiplication: raising c1 to the power of m3 pro

duces gm1 ·m3 which encrypts message m1 · m3, where m3 is another plain

text in the same message space as m1, m2. 

3.1.4.1 Keyword Matching 

In this subsection, we present our protocol design for performing keyword 

matching at S, R and the MB. Note that only few minor changes need to be 

made at the MB, Sand R to support the other two functions to be described in 

Section 3.1.4.2 and 3.1.4.3. An attack rule may contain multiple keywords as 

well as position information of these keywords. Only if all the keywords in one 

attack rule are matched with the correct offset, we consider this attack rule is 

matched. 
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On The Sender Side Fig. 3.2 shows the architecture on the SPABox sender side. 

The first step is to tokenize the traffic to be sent over the SPA connection using 

a fixed-length sliding window. For example, assume the traffic to send is "NET

WORKING" and we use 5 bytes per token, the tokens generated are "NETWO", 

"ETWOR", "TWORK", "WORKI", "ORKIN" and "RKING". If we tokenize the 

keywords in the rule set at the MB in a similar way, we can search for keywords 

whose length are equal to or greater than 5. For instance, say one of the key

words is "NETWORK". If the MB tokenizes this keyword using a window of 5 

bytes long, two keyword tokens "NETWO" and "TWORK" are generated. Then 

the MB can compare all the tokens received over the SPA connection with these 

two keyword tokens and see if there are two received tokens that are separated 

by 2 tokens and equal to these two keyword tokens respectively. The reason we 

choose to tokenize the traffic in this way will be discussed in Section 3.1.4.3. In 

our implementation, we use 5 bytes as the sliding window length. The reasons 

that we choose to use 5 bytes are (i) the message space is large enough for our 

encryption to be secure; (ii) longer sliding window will result in slower encryp

tion speed. Note that a token needs to be converted into an integer of proper 

format (i.e., mpz_t) before being encrypted. 

After tokenization, S can encrypt each token with our encryption scheme based 

on Discrete Logarithm Problem (feature selection module is used in Section 3.1.4.3). 

Assume the plaintext for a token obtained from the tokenization is t, the cipher

text c is given as: 
c = g salt -t mod n (3.1) 

where n is a prime number, g is an element in multiplicative group Z~ and salt 

is an element in the additive group Zn, all of which are defined during the con

nection setup phase. One may find that our encryption scheme is similar to the 

well-known Paillier encryption method [158], but there are major differences, 

and we will discuss them in Section 3.1.8. Specifically, salt is for randomizing 

the ciphertext, that is, ensuring that no two ciphertexts consecutively encrypt

ing the same message are identical (similar as randomized encryption methods), 

and therefore makes the encrypted tokens resistant to frequency analysis. How

ever, if a new random salt is selected for each token, it makes the resulting pro-
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tocol difficult to support efficient keyword matching operation at the MB, and 

also pre-computing gsalt mod n is no longer possible. To address this, in our 

protocol, an initial salto, d E Zn are defined. A counter table is also defined for 

storing km, the number of times that each plaintext m has been encrypted so far 

in the SPABox tokenization module. Therefore, to encrypt a token t, S first looks 

up the number kt (i.e., how many times token t has been encrypted so far) in the 

counter table and then encrypts t as c = gsaltk- t mod n where saltk = salt0 + ktd 

mod Zn. Note that k is initially set to one. 

For security purpose, the bit length of n should be at least 1024 (2048 recom

mended by NIST). This unfortunately, will lead to huge communication over

head. To maintain the security level while reducing the overhead, we hash each 

token t using a cryptographic hash function H(-) after tokenization and set n 

to 160 bits so that each token can be represented with 20 bytes after encryption. 

In our implementation, we use a hash function SHA-1 with output size of 160 

bits. This is a valid step because the message space (40 bits) of a token is greatly 

smaller that 160 bits. With this modification, S encrypts a token by computing 

(3.2) 

where saltk = salto + kd mod Zn. Note that this ensures at least two consecu

tive encryptions of the same message won't produce the same ciphertext (sim

ilar as randomized encryption methods), and therefore makes the encrypted 

tokens resistant to frequency analysis. Unfortunately, the above design is not 

secure enough (Section 3.1.4.4) when the first encrypted token is identified as 

malicious keyword (i.e., one of the keyword tokens in the rule set). To make 

our protocol secure against this case, Sis required to pick out a random number 

r of benign tokens and set this sequence of tokens as the prefix preceding the 

tokenized traffic over the SPA connection. The source from which S selects the 

benign tokens can be a trusted third party like Certificate Authority (CA) or any 

system file . We call this process Benign Prefix Padding (BPP). 

After the tokens are encrypted, they are sent out together over the SPA connec

tion with auxiliary information (AUXInfo) gsalto, gd, r, n and the hash function 

H( ·),which are used by the MB for keyword matching. One can think of the 
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AUXInfo as public keys for one particular session. For simplicity of notation, 

we denote the Eq. 3.2 as enc(t,k), where k is the times that token t has appeared 

in the traffic so far. To prevent the counter table from growing too large, S resets 

sal to every M distinct token sent, where M can be set to a large number, say 

lOM, so as to keep the overhead for resetting at a minimal level. 

On The Middlebox Side In order to support keyword matching, the MB needs 

to perform the following operations. 

1. Rule Preparation 

The keywords in the rule set need to be processed. Upon receiving the 

rule set from the RG, the MB first tokenizes all the keywords in the rule set 

using a window of the same length which S uses to tokenize the traffic sent 

over the SPA connection. For a keyword of length l, Iil keyword tokens 

are generated. Then the MB would transform all tokenized keywords into 

large numbers as mentioned earlier (i.e., in mpz_t format). 

When S tries to send traffic to a R, the MB would receive from Sa set of 

AUXInfo. With such information, the MB can hash and then encrypt all 

the tokenized keywords was enc(w, 1). The reason k = 1 here is that the 

MB has not yet seen keyword w in the traffic. It is worth noting that in our 

protocol, no information exchange between S and the MB is needed during 

the rule preparation step, while this is the major performance bottleneck in 

[173]. We will compare the overhead in Section 3.1.6. 

2. Keyword Matching 

With encrypted keyword tokens, the MB can perform keyword match

ing as follows. First consider a simple example with one received en

crypted token enc(t, 1) and one encrypted keyword token enc(w, 1). To 

check if tis equal tow, the MB only needs to check if enc(t, 1) is equal to 

enc(w, 1). Upon matching, the MB simply calculates enc(w, 2) as enc(w, 1) • 

gdo ·w mod n, and replace enc(w, 1) with this new value since the next time 

S sends token t over the SPA connection, the corresponding ciphertext 

would be enc(t,2). Next, we extend our keyword matching example with 

multiple encrypted keyword tokens and one received encrypted token. In 

order to support searching over multiple keyword tokens, the MB needs 
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to maintain a token table which records the number of times that each key

word token has appeared in the traffic. Once there is a match, the MB can 

re-encrypt the matched keyword token as in the one keyword token case, 

and replace the matched entry in the token table with the new encrypted 

keyword token. But a practical rule set may have hundreds of encrypted 

keyword tokens [31], how can the MB perform an efficient search? 

The first idea is to build up a searching tree with each element being an 

encrypted keyword token. When receiving an encrypted token from S over 

the SPA connection, the MB can look up the tree to find if there is a match, 

which makes the searching time logarithmic in the number of keyword 

tokens. However, even with logarithmic searching time, this would still 

result in too much overhead: 

a) With more than 10,000 keywords in a rule set which is typical (the num

ber of distinct keyword tokens could be even more), it may take more than 

15 comparisons to find a matching. b) Since encountering a malicious key

word is relatively rare, computation power may be wasted on searching for 

an encrypted token not present in the searching tree. c) Since keywords are 

tokenized, matching a rule may needs multiple searches over the tree. In 

our rule set from Snort Emerging Threats [32], there are up to 81 keyword 

tokens for one rule. 

On the contrary, our solution is simple yet efficient. Instead of building a 

searching tree, we use a Token Hash Table (THT). The key for each entry is 

the hash value of each encrypted keyword token w, and the value of each 

entry is a tuple (enc(w,nw),w). The reason we need to store the value of 

w itself is for breaking ties in case hash table collisions happen. Moreover, 

THT can be built based on the token table which the MB maintains to count 

the number of appearances of each keyword token. Once a match is es

tablished, the MB can remove the corresponding key and value pair from 

THT, re-encrypt the ciphertext and insert it as a new entry. 

Up till now, we have discussed how to efficiently search for an encrypted 

token in a rule set with hundreds of keyword tokens at the MB. The ques

tions left to answer are 
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VALUE 

hash(enc(TWORK, nrwo••)) enc(TWORK, nrwo••) 

hash(enc(TWORR, nrwo••)) enc(TWORR, nrwo••) VALUE 

hash(enc(NETWO, nN,rwal) eoc(NeTINO, "•~olV --■iJl'iW 

Figure 3.3. Hierarchical hash table 

How to efficiently combine multiple matched keyword tokens to one keyword 

since keywords are also tokenized by the MB? How to map multiple matched 

keywords to a specific rule as one rule may contains multiple keywords? 

We attempt to kill two birds with one stone. The insight here is that once 

the MB finds a matched keyword token, it can reduce the search range for the next 

token, which is either the first token of the next keyword in the same rule or the 

next keyword token together with the matched keyword token constitute a part of 

one keyword. For example, if there are only two keywords in the rule set 

with first five bytes as "NETWO", i.e.,"NETWORK" and "NETWORR", 

and there is a matching token "NETWO" in the traffic, the MB only needs 

to find out if the third encrypted token after "NETWO" is "TWORK" or 

"TWORR". Therefore we can build a Hierarchical Hash Table (HHT) as 

shown in Fig. 3.3 to keep the information about how each rule is tokenized. 

The first level of the HHT has only one hash table, each entry of which 

corresponds to the first five bytes of the first keyword in each rule. Each 

entry of the first level hash table also points to a new hash table which 

contains all possible following keyword tokens, and so on. The position 

information of each keyword token can be easily embedded in HHT as 

well. Since S tokenizes the traffic using a sliding window, the offset of each 

received encrypted token over the SPA connection can be easily deduced. 
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The HHT indicates how each rule is structured with keyword tokens and 

can be pre-built or even hardcoded in the MB once it receives the rule set 

from the RG, while the THT needs to be built specifically for each connec

tion. Observe that the HHT could be further compressed by combining 

hash tables with same entries, and we leave it as our future work. The 

memory overhead and the time to setup THT will be evaluated in Section 

3.1.6. 

On The Receiver Side In order to prevent S from being malicious and sending 

illegal tokens, R upon receiving traffic from the SSL connection and traffic for

warded by the MB over the SPA connection can first decrypt the SSL-encrypted 

traffic, and then tokenize and encrypt the plaintext-form SSL traffic. R can then 

compare the ciphertexts generated from the SSL traffic against the encrypted 

tokens from the SPA connection; R also needs to check if the AUXInfo sent by 

S is valid by comparing it with its own copy. Only if both match, the traffic 

received over the SSL connection is considered secure. Decryption of the SSL

encrypted traffic can be done using the standard method specified in SSL. The 

reason we proceed in this manner rather rather than decrypting and then deto

kenizing the traffic from the SPA connection for comparison is that tokenizing 

and encrypting plaintext with Eq. 3.2 together are much faster than decrypting 

the traffic from the SPA connection. Moreover, R can start this comparison pro

cess as long as it gets the SSL traffic and the first encrypted token over the SPA 

connection. Specifically, R can first decrypt, tokenize and then encrypt the SSL 

traffic. Whenever R receives an encrypted token over the SPA connection, it can 

compare it right away. Nevertheless, this process may cause some delay at R 

side but we consider it as an acceptable trade-off. 

3.1.4.2 Regular Expression Evaluation 

The reason for evaluating regular expressions is twofold. First, some rule sets 

require evaluation of regular expressions besides keyword matching. By en

abling such operations, all of the attack rules of many public and industrial rule 

sets can be addressed [173]. For instance, in our rule set from Snort Emerging 

Threats [32], some of the rules are allowed to be written using Perl compatible 
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regular expressions [31]. Take rule #74 in emerging-info.rules as an example: 

alert http $HOME_NET any---+$EXTERNALNET any 

flow: established, to_server; 

content: "8866.org"; 

pcre: "/Host\ x3A[A\ r \ n] *\x2E8866.org/Hi" 

In this example, regular expression evaluation denoted by action "pcre" would 

be triggered if a match of the keyword "8866.org" can be found in the traffic. 

Secondly, regular expression can help the MB detect keyword that are less than 

5 bytes long. Recall that S tokenizes the traffic using a 5-byte long sliding win

dow so that the MB can search for keywords whose length are equal to or greater 

than 5. However, if one rule contains keywords that are shorter that 5 bytes, 

methods mentioned in Section 3.1.4.1 would not work. In our rule set, more 

than 25% of the keywords are shorter than 5 bytes long. To enable matching 

on keywords that are shorter than 5 bytes long, the MB can build one regular 

expression out of the keywords that are shorter than 5 bytes long per rule easily 

to make the keyword searching problem a regular expression evaluation prob

lem. Therefore, in our case, matching regular expression enables full keyword 

matching functionality. 

Next, we try to answer How to efficiently evaluate regular expressions over en

crypted traffic? One strawman solution is to embed the SSL key k55z in the en

crypted tokens, and once there is a match between an encrypted token sent 

over the SPA connection and one keyword token at the MB, the MB can extract 

k55zby re-encrypting the matched token, say enc(t, nt) with nt + 1, and XORing 

it with enc(t, nt + 1) E9 k55z which is sent as a pair together with enc(t, nt) over 

the SPA connection by S. However, three problems may arise in this solution: 

a) The traffic can get doubled; b) Matching of a partial keyword token would 

would reveal the SSL key to the MB; c) The MB is granted with too much power 

for some users. Especially, the second one breaks the security requirement. For 

instance, if the only keyword at the MB is "NETWORK" and the traffic con

tains "NETWORR", which doesn't match the keyword, the SSL key would still 

be exposed to the MB since the token "NETWO" matches. Therefore, we need 

https://8866.org
https://n]*\x2E8866.org/Hi
https://8866.org
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a protocol which can perform regular expression evaluation and preserve user 

data privacy at the same time. 

Normally, a regular expression can be converted to a deterministic finite au

tomata (DFA) with an accepting state F indicating that the input string contains 

malicious factors if this DFA finishes in state F. A DFA will take as input the 

encrypted traffic over the SPA connection one byte at a time [109, 74]. One way 

to execute the regular expression in a privacy-preserving manner is encrypting 

each single character using Eq. 3.2. However, this will render the resulting pro

tocol vulnerable to brute-force attack. Rather than revealing SSL key to the MB 

such that the MB can decrypt the traffic to run regular expressions, we propose 

to send the regular expression to R and let R decrypt the SSL encrypted traf

fic and run the regular expression matching algorithm, which just causes small 

overhead (Section 3.1.6). If the corresponding DFA can achieve an accepting 

state, R would know that Sis malicious (a hit of an attack rule) and can drop the 

packet. If the RGs don't want to publicize their rule sets for any practical rea

sons, Yao's garbled circuits [196, 127] and 1-out-of-2 oblivious transfer (OT) [87, 59] 

can be used to hide the regular expression from end users. 

To further improve the performance of our protocol, instead of using Yao's 

garbled circuit technique which is designed for general circuits, we apply the 

efficient garbling technique that is customized for DFAs from [153]. Note that 

garbling of the DFA's can be done offline before the connection setup since the 

garbling process does not require information from other parties but the MB 

itself. Therefore, it would not affect the runtime performance of the MB. 

It is worth pointing out that the MB must send a "newly" garbled DFA for 

each match, even if the same regular expression has been previously matched. 

This ensures that R doesn't learn that the same rule is matched repeatedly. Note 

that this doesn't mean that the DFA needs to be garbled on the fly for each 

match. Instead, the MB can pre-compute and store them for future usage. 

One practical assumption in our protocol is that the RG will provide the MB 

with various DFAs and the MB will send the garbled DFA to R without letting 

R know which DFA is being executed. With this assumption, in our protocol, R 

would not have enough information to figure out the structure of any specific 
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DFA, because R is not able to learn what garbled DFA it has computed and 

whether the garbled DFAs it has computed so far are correlated or not. 

Recall that a garbled DFA will be sent to R when the traffic being transmitted 

has matches that can trigger a regular expression evaluation. One might be 

concerned that an attacker can cause the MB to send out many garbled DFAs to 

R just by sending traffic that matches a token that triggers a regular expression 

evaluation, which would turn into DoS on R's network link. Note that for this 

kind of attack to be achieved, the attacker needs to have the knowledge about 

what keywords can trigger regular expression evaluations. However, in this 

paper, we assume that the information of keywords is kept secret from users and 

it is only known to the (trustworthy) rule generator. In the meantime, since the 

underlying encryption on keywords can provide semantic security, the attack 

can learn nothing about the keywords themselves. Hence, this kind of attack is 

eliminated from the scenario being considered in the paper. 

Another concern might be that since R runs the garbled DFA with some

what plaintext payload (i.e, the payload is not encrypted but replaced with a 

random string input to the garbled DFA), R will at least learn the payload that 

apparently matched a regular-expression based rule. This can be prevented by 

adding dummy operations on the DFA. As a result, it will confuse R when run

ning the garbled DFA with the somewhat plaintext payload. 

3.1.4.3 Malware Detection via Machine Leaming 

In this section, we show how our protocol enables malware detection over en

crypted traffic using ML analysis. Recall that for keyword matching, S needs to 

tokenize the traffic using a sliding window, which is also called n-gram or shin

gles. Over the past few decades, researchers have proposed to use n-grams to 

represent features for malware detection using ML methods [179, 138]. In our 

protocol, we will use Support Vector Machine (SVM) [166, 78]. 

On The Rule Generator Side The primary job of the RG is to train a ML model 

(SVM model). Assume that the RG has two sets of files, which are composed of a 

collection of malware software and benign programs, respectively. In particular, 

malware programs consists of variety of forms of hostile or intrusive software, 
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such as Worms, Trojans Horses and Virus [61]. In order to build representation 

for all files in each set, the RG should extract n-grams (features) for all files in 

each set which will act as the set signature. To reduce the feature dimension in 

our protocol, we require the RG to count the frequency of each n-gram within 

each set, and use top K most frequent n-grams as the features representing that 

set. Then the RG can train a SVM model and obtain the necessary parameters 

w and b for the following decision function 

(3.3) 

where x is the feature vector and w is a m-dimensional vector ( W1, w2, · · · , WK). 

Note that the pair (w, b) can be updated periodically by the RGs as they receive 

new malwares reports everyday [47, 48]. We also discuss how SPABox can sup

port other ML model in Section 3.1.8.2. 

On The Sender Side In order to perform ML at the MB, the object's features 

need to be extracted first. However, it is not trivial for the MB to extract one 

input object's features since it is highly possible that not all important features 

are malicious keywords while the MB can only know the patterns of those key

words, guaranteed by our keyword matching protocol. Hence, in our protocol, 

the job of selecting features of an input object is shifted to S who could do this 

at almost no cost by using the counter table which stores the frequencies of all 

tokens that have appeared so far. Specifically, S first uses the feature selection 

module shown in Fig. 2 to select as features, say the top 400 most frequent n

grams, i.e., K = 400. Then S encrypts these n-grams, that is, for i = 1, · · · , K, S 

encrypts Xi as x: = gs·x; mod N2 where N = pq with p, q as two prime num

bers of equal bit-length ands is a random element in Z N. After that, S sends 

the encrypted features over the SPA connection together with g5 and N2 so that 

the MB can perform classification. To ensure desirable security, we pick p, q of 

length at least 1024-bit. Nevertheless, the overhead incurred by using 1024-bit 

long p and q is quite small in practice. Note that one can implement their own 

feature selection module as long as the RGs can provide a corresponding trained 

model. 
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On The Middlebox Side The most notable feature of SVM is kernel function, 

which serves as a mapping of data to improve its resemblance to a linearly sep

arable set. In our work, we use simple linear kernel [125], and we will discuss 

other feasible kernel functions in Section 3.1.8.2. Recall that each encrypted n

gram is of the form as Eq. 3.2. 

Upon receiving encrypted n-grams (features) from S, the MB performs the fol

lowing steps using a well-trained SVM model: (i) for i-th input to the decision 

function (with i = 1, · · · ,400), raise the encrypted n-gram x: to the power of 

value wi, that is, x:w; = g s·x; -w; ; (ii) multiply together all the intermediate results 

generated in the former step; (iii) multiply the result generated in step (ii) by g sb 
N2 

and then by g 5 ----z- (this multiplication enables R to learn the classification sign) 
N 2K

to give the classification result in an encrypted form, namely g s(D=1 w;-x;+b+ ----z- ) . 

Finally, the MB can send the result returned in step (iii) to R. The correctness of 

the encrypted classification result is guaranteed by the homomorphic properties 

stated in Section 3.1.4. 

On The Receiver Side In order to get the classification result, all R needs to do 

is to decrypt the classification result sent by the MB using (A,µ ) (private keys 

in Paillier cryptosystem [158]) and then check whether it is greater or less than 

0. Unfortunately, the latter step can't be done directly, since in our encryption 

method, the tokens (in mpz_t format) are non-negative. However we observe 
2 2

that the classification result output by Eq. 3.3 is within the interval [ - ~ , ~ ]. 

Therefore, in order to recover the sign of the classification result, R can decrypt 

the classification result and then compare it with ~ 
2

• If the recovered value 

is greater than ~ 
2

, then R knows that it is a positive result; otherwise, it is a 

negative result. The correctness of this operation is straightforward, because if 

f (x ) = w T · x + b > 0, then f (x ) + ~ 2 
> ~

2
• 

3.1.4.4 Security Guarantee 

Keyword Matching Recall that in keyword matching operation, S needs to to

kenize the traffic, perform BPP and then encrypt the tokens using Eq. 3.2. While 

on the MB side, it checks if there is any encrypted keyword token in the rule set 

that is equal to the received encrypted tokens over the SPA connection. 



110 

In Section 3.1.4.1, we've mentioned that BPP is designed to avoid the case where 

the first few encrypted tokens are malicious keyword tokens. Without BPP step, 

the resulting protocol becomes insecure. To show that, assume that the gener

ated tokens are "NETWO", "ETWOR" and "TWORK", denoted as m 1, m2 and 

m3 respectively, and the first token m1 is a malicious keyword token while the 

other two are benign. Thus, the MB can learn what the first encrypted token 

is. As the MB also knows sal t0, d and the counter k for each distinct token 

starts from 1, the MB can learn m2 by picking message m; = ETWO*, encrypt

ing it and comparing the resulting ciphertext with the received encrypted token 

g salti ·m2 , where * is one byte and can have up to 256 possibilities. m2 cannot be 

a malicious keyword token; otherwise the MB would find a match against the 

rule set. Apparently, by doing this repeatedly, the MB can definitely recover m2 

within constant time (i.e., 256 comparisons in the worst case), which renders the 

protocol insecure. Similarly, the MB can learn all the following tokens. How

ever, if S applies BPP to the tokenized traffic before transmitting them over the 

SPA connection, this undesirable scenario can be avoided because r is a random 

number which the MB cannot learn. As the MB cannot learn the encrypted form 

of these r benign tokens, the MB is not able to work out what those benign to

kens are and thus can't discover the patterns of the encrypted tokens as it does, 

if S transmits without the BPP step. 

To find the suitable value of r, we again consider the above situation where the 

first token is a malicious keyword token in the rule set.After applying BPP, the 

first r tokens are benign and the (r + 1)-th token is a malicious token. Note that 

the goal of applying BPP is to disturb the original patterns of encrypted tokens. 

In other words, BPP is expected to bring in benign tokens that will also appear 

in the traffic. We denote this event by C and the probability that C happens 

is denoted by Pr[C]. Assume that each token picked by the BPP process will 

appear in the original encrypted token sequence over the SPA connection with 

probability p. Then Pr[C] = 1 - (1 - p)'. Note that the valuer is unknown to 

the MB. Hence, it is not possible (at least not feasible) for the MB to figure out 

what r is. Thus, an average case r would suffice for actual applications. 

The security goal of our proposed protocol is to provide indistinguishability for 

unmatched traffic. At a high level, given encrypted tokens that are not equal 
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to any keyword in the rule set so far, no polynomial-time adversary can infer 

any information of those tokens. However, when the given encrypted tokens 

are keywords, the adversary can know that they are in the keyword set, while 

not learning anything else about the underlying keywords. 

To evaluate the security feature of our encryption scheme, first we give the def

inition of the Decision Diffie-Hellman Problem (DOH). 

Definition 5. Decision Diffie-Hellman Problem (DDH). A group family C satisfies 

the DOH assumption if there is no DOH algorithm A for C, such that for some a: > 0 

and sufficiently large n: 

Then we can define the indistinguishability of our proposed protocol via the 

following security game. 

Definition 6. Security Game. Consider the protocol with algorithm (Setup, Enc) and 

associated message space M. Let A be a p.p.t. adversary. The security game ExpA(lA) 

is defined as follows: 

1. salto,d f--- Setup(lA) 

2. yo= (t~,- · · ,t~), T1 = (t},· · · ,t;) f---A(lA) 

3. bf---$ {0,1} 

4. c1, · · · , Cn f--- Enc (sal to, d, tt · · · , t~) 

5. b' f--- A(C1, · · · , Cn, ) 

6. If b' = b, output 1. 

We say that the protocol is secure iffor all p.p.t. adversaries A's, and for all sufficiently 

large A: 

Based on the above definitions, the proposed protocol achieves above-mentioned 

security goal as stated in Lemma 2 below. 
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Lemma 2. Assuming the intractability of the DOH problem, then our proposed key

word matching protocol in Section 3.2 is secure for those tokens that are not in the rule 

set. 

Proof If there is an attacker A at the MB who is able to learn the private value of 

any incoming encrypted token from S with non-negligible probability, then we 

can use this attacker A as a black-box to construct an algorithm that can solve 

DDH efficiently. 

More specifically, given an instance of DDH (g, ga, gh, z), we want to build an 

algorithm C that uses A's ability to solve for such b. To do that, we can construct 

an algorithm C that will act as a challenger in the security game played by A, 

which is proceeding as follows: 

1. Setup Phase. Cdefines salt0, d as in Section IV-B, and computes h = gsalto = 

ga mod n2 and k = gd = gh mod n. Then h, k will be sent to A as the pub

lic parameter for the protocol. 

2. Challenge Phase. A submits yo = (t~, • • • , t~) and T1 = (t}, • • • , t;). C 

flips a coin b from {O, 1} and then encrypts yb set of tokens via computing 

ci = (ga)t f) • (gab)t f, and then forwards this set of { c1, · · · , Cn} to A. 

3. Output Phase. The adversary A outputs b'. If b' = b, A wins. 

We can see that the algorithm C is constructed as a challenger to A. Now we 

can check from below that Ci is of the correct form as a ciphertext encrypting the 

plaintext tf in our proposed protocol. 

where salta = salt0 + ad. This is a valid ciphertext since A doesn't have the 

knowledge of gdt for unmatched token t and thus can't decide gkdt where k E 

Z. Therefore, from the perspective of the attack A, he is interacting with his 

challenger in a security game for the proposed protocol. 

Finally, C determines that in the instance (g,ga,gh,z), z = gab if A outputs b' = 

b; otherwise, decides z -/- gab. 
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Note that A has the ability to break the proposed protocol. Hence, if it is indeed 

z = gab, then all ciphertexts in { c1, · · · , Cn} are of the correct form, and thus A 
decides whether they are ciphertexts of yo or T1. If z -/- gab, then all ciphertexts 

will become random values, and thus A will be likely to fail with probablity 

1/2. Thus we have the advantage of A as 

As a result, C also has advantage equal to AdvA. However, there is no known 

algorithm that can efficiently distinguish DDH problem, which indicates that 

C has negligible probability of distinguishing DDH problems. This means that 

AdvA is also negligible, that is, AdvA ::; negl(A). Therefore, there is no such 

adversary A in the MB that can break the indistinguishability of unmatched 

tokens in our proposed protocol. □ 

On the other hand, the security provided by our protocol also depends on the 

security of the used hash function. Note that a secure hash function requires 

that it is infeasible to recover a message input from its hash value. Now we see 

that our protocol meets the security goal as long as the parameters for the hash 

function and the Discrete Logarithm Problem are appropriately set. 

Regular Expression Evaluation. Recall that in our protocol for regular expres

sion evaluation, each incoming encrypted token over the SPA connection is of 

the form c = g saltk·m mod n. As we have proved Lemma 2 and each token is 5 

bytes long, the plaintext space form is about 0(2565) = 0(240 ). Apparently, this 

can't be dealt with by brute-force method within polynomial time. This indeed 

prevents our protocol from being vulnerable to brute-force attack, but it causes 

the DFA for performing regular expression evaluation to be of a tremendous 

size, because the transition options (i.e., the size of DFA's alphabet) from state 

to state is linear to the number of possible cases for one token (about 0(240 )). 

Apparently, this would not be acceptable in real life applications. Therefore, our 

protocol employs the techniques of Yao's garbled circuits [196, 127] (or a similar 

garbled technique as shown in Section 3.1.4.2) to keep the DFA size small while 

providing desired security. Then 1-out-2 oblivious transfer [87, 59] comes in to 
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help R know the random strings corresponding to the inputs to the circuit with

out letting the MB learn what strings R gets. With the combination of these two 

techniques, our protocol can guarantee that the MB can't learn the benign tokens 

and R knows nothing about the underlying structure of the regular expression. 

Formally, we can summarize our security guarantee as: 

Lemma 3. The protocol is fully-secure against a malicious receiver and is private 

against a honest-but-curious middlebox. 

Proof As our protocol is built upon the techniques in [153, 87], one can refer to 

them for a detailed proof. □ 

Malware Detection via Machine Learning. Recall that this procedure heavily 

depends on the homomorphic properties as stated in Section 3.1.4. All the major 

computations of the machine learning process are performed within the MB and 

only the encrypted classification result will be forwarded to R. Thus, the desired 

security guarantees for this operation are 

1. R doesn't know the parameters of the trained machine learning model. 

2. The MB can't learn the classification result. 

Unlike the regular expression operation, no major computation is done by R 

except decrypting the classification result. It is easy to see that our proposed 

protocol achieves the security goal (i), because R only has the knowledge of the 

classification result and the input features, which are not enough to solve for 

all the unknown parameter variables using one equation. As for the security 

goal (ii), it is a result stemming from both the two homomorphic properties in 

Section 3.1.4 and the above security analysis of the keyword matching opera

tion. One can see that the encryption is also similar to Paillier cryptosystem, 

and can refer to [158] for a detailed proof. Specifically, on one hand, the two 

homomophirc properties provided by our encryption method ensure that the 

resulting ciphertext from exponentiation and multiplication is of the correct en

crypted form, i.e., g saltk·m' with m' as the resulting plaintext; on the other hand, 

we have proved above that no attackers in the MB can learn any private value 

that is not a keyword from a well-formed ciphertext. Therefore, with these two 
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guarantees, no attackers in the MB is able to derive the result produced by the 

machine learning process, which is our security goal (ii). Furthermore, ass (salt) 

used in encrypting the n-grams is different from the salt used for encrypting to

kens (Eq. 3.2), the MB cannot correlate an n-gram with any keyword token even 

if their plaintexts are the same. 

3.1.5 System Implementation 

In this section, we show a detailed implementation of SPABox for the RG, clients 

and the MB. 

On The Rule Generator Side. LIBSVM 3.21 library [86] is modified and used 

for training an SVM model. 

On The Client Side. We implement SPABox for clients in Con top of OpenSSL-

1.0.2d library [24]. We also modify SSL handshake process in the OpenSSL li

brary such that we can extract AUXInfo. GMP 6.0.0 library [10] is used to con

vert each token, which we choose to be 5 bytes long, into a large integer (mpz_t 

format) and then hash and encrypt each token as described in Eq. 2 using the 

corresponding large integer. We choose g, salt0, s, d, n and N2 to be 80, 20, 20, 

10, 160 and 4096 bits, respectively. The hash function we use is SHA-1. Based on 

our security analysis, r is set to be between 20 and 40. When S opens a connec

tion, it creates two sockets, one for SPABoxhandshake, sending normal HTTPS 

traffic and the other one for the encrypted token transmission. Features for ML 

are sent after the tokenized traffic. The implementation of R is similar to that 

of S with additional implementation of garbled circuit [153] and OT [87]. If R 

successfully matches the traffic with the regular expression sent by the MB or 

gets a positive result for malware, it stops the connection. 

On The Middlebox Side. We implement the MB in Click modular router [137] 

with DPDK [7]. We build both THT and HHT based on Google dense hash map 

[13]. We let THT start with 65,536 slots and resize when it's more than 50% full. 

For keyword matching, half of all the threads are used for matching encrypted 

tokens in the THT, and one thread is used to search over the HHT if there are 

keyword tokens matched. If a rule is matched and no further regular expression 
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evaluation is needed, the MB would block the connection and notify R; if regular 

expression needs to be run on the receiver side, [87] is used for oblivious transfer 

of the input key strings corresponding to a garbled DFA. The rest of the threads 

are used for malware detection which is implemented based on GMP 6.0.0 library 

[10] . If the connection is not blocked, the ML classification result is sent together 

with other traffic to R. The MB and the clients are connected with a lGbps LAN 

on campus. 

3.1.6 Performance Evaluation 

To demonstrate that our proposed protocol is practical, in this section, we show 

the performance evaluation of SPABox on both clients and the MB sides. SPABox 

requires (i) extra tokeninzation and encryption on client side; (ii) building and 

searching over multiple hash tables, garbling and OT for regular expression eva

lution and performing classification on the MB side. The statistics shown in this 

section are the average results. 

3.1.6.1 Data Sets 

Our keyword rule set from the Snort Emerging Threats [32] has around 3K rules, 

which contains 11,202 keywords and 21,035 distinct keyword tokens. 

For malware detection, we use two different data sets: a malware data set 

and a benign data set. Our malware corpus contains 17258 malicious program 

from VX Heaven [41] and Microsoft Malware classification Challenge [18], in

cluding different malware families that represent different types of malware. 

Our benign data set contains 1000 legitimate executables and Dynamic Linked 

Librarys (DLLs), most of which are system files gathered from the machines 

running on our campus. We use 70% of the files as the training set and the rest 

30% as the testing set. 

We run SPABox client and the MB over synthetic traffic which contains data 

sets used for malware detection and payload extracted from ICTF2010 network 

trace [15]. 
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Figure 3.4. Regular expression evaluation time 

3.1.6.2 Performance 

We now investigate the performance of SPABox at clients, the MB and the net

work. To the best of our knowledge, Blindbox [173] is the only system that en

ables part of the DPI functions considered in our paper over encrypted traffic, 

namely keyword matching and regular expression. We implement the encryp

tion method, and keyword matching algorithm used in Blindbox and compare 

them with SPABox. 

On The Client Side Two desktops equipped with Intel Core i7 processors and 

16GB memory are used to run our client prototypes. The machines are multi

core, but we only use one thread per client (except for throughput test). Hyper

threading is enabled. The CPU supports AES-NI instructions so that we can 

compare our solution with the Blindbox. 

Blindbox I SPABox I Pailliar III 
Encrypt lOlns w I HW support 

1015ns 20.6ms
(5 bytes) 1022ns w Io HW support 

Table 3.2. Encryption micro-benchmarks at S comparing SPABox and Blindbox 

1. How long does it take for S to encrypt a token? Table 3.2 shows the micro

benchmarks for encryption using SPABox and Blindbox. In SPABox, en-
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Figure 3.5. End-to-end delay due to OT 

cryption of one 5-byte block takes 1015ns on average. This timing result 

includes the time for converting a token into a large integer, hashing with 

SHA-1 and encryption. Compared with Blindbox, our solution takes 9 x 

more time. The main reason is that Blindbox takes advantage of hardware 

support for AES encryption. Without hardware support, Blindbox takes 

similar amount of time as SPABox. Compared to Paillier, our encryption 

method saves almost 20 x time. 

2. How long does it take for R to evaluate regular expression? How much 

overhead does OT incur? In SPABox, R needs to perform regular expres

sion evaluation in case the MB finds the traffic suspicious (by keyword 

matching). This process adds more computation overhead on the receiver 

side. Fig. 3.4 shows the regular expression evaluation time at R given dif

ferent input string lengths (x-axis) and DFA sizes (y-axis). It shows that the 

evaluation time increases linearly as the input size grows, but slowly as 

the number of states increases. This is because for each bit, only one hash 

calculation is required, which dominates the evaluation time. The time for 

processing regular expression can be further decreased by optimizing the 
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Figure 3.6. Malware detection accuracy 

underlying data structure (i.e., DFA) [154, 65], but it is beyond the scope of 

this paper. 

Another overhead when evaluating regular expression comes from OT. 

To meet the performance requirement, we use the OT implementation in 

[87]. This protocol bootstraps off Diffie-Hellman key-exchange protocol 

[96], and therefore is very efficient. We evaluate the total end-to-end de

lay when a regular expression is needed with 36 hour-long unencrypted 

real world traces collected at the access link going in and out of our cam

pus as shown in Fig. 3.5, including both the network delay and the delay 

caused by OT itself at the MB and R. It is clearly that the delay caused 

by OT grows slowly as the input size increases, and it will be within the 

same order of magnitude as the network delay, which means that the over

head caused by OT itself is quite limited. However, this delay becomes 

non-negligible when taking its effects on the throughput into considera

tion. Fortunately, such cases happen infrequently. During the experiments 

with the real world traces we find that less than 1% packets would trigger 

a regular expression evaluation. 

3. How accurate is the malware detection? To answer this question, we first 

should find out what the best n value is for n-grams. Besides, we also need 
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to determine how many features to select from each file while balancing 

performance and overhead (i.e., computation and bandwidth overhead). 

Fig. 3.6 shows the malware detection accuracy using SVM. Accuracy is de

fined as true positive rate, which measures proportion of positives that are 

correctly identified as a malware program. Although using top 500 most 

frequent 6-grams gives the most accurate classification result, we choose 

K = 400 because it leads to smaller communication overhead while still 

achieving relatively high accuracy. Therefore, we use 5 bytes as the slid

ing window for tokenization (see Section 3.1.4.1 for the other two reasons) 

and select top 400 n-grams as features for malware detection in our im

plementation. The detection accuracy cannot be easily improved due to 

the limitation of the kernel function we use. How to enable other kernel 

functions and classification models are discussed in Section 3.1.8.2. 

4. What is the throughput of a client? As our proposed encryption method 

takes longer than the one in Blindbox, we expect that SPABox gives a lower 

throughput. Fig. 3.7 shows the costs for encryption at the sender side with 

two cores and hyper-threading disabled. These numbers include the time 

for tokenization, token selection (for malware detection), hashing with SHA-

1, encryption and transmission process. At 5Mbps, the encryption cost is 
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very limited as CPU can continuously generate data; but when the through

put increases to 23Mbps, CPU at the sender side can no longer keep up. 

This overhead can be mitigated in two ways: (i) tokenization, hashing and 

encryption can be further parallelized with extra cores easily; (ii) we can 

also use a delimiter-based tokenization instead of window-based tokeniza

tion [173] to reduce the number of generated tokens. Nevertheless, the 

throughput achieved by our solution is enough for a typical broadband 

home uplink [1] and applications dealing with small files. R incurs similar 

cost to S, as R must check that the encrypted tokens sent by S match the 

plaintext recovered from SSL. 

On The Middlebox Side Our MB prototype is implemented on a server with 

two 2.0GHz Xeon E5335 cores and 16GB RAM. The CPU doesn't have AES in

struction support. 

II Blindbox I SPABox I 
1 Token, 1 Rule 27ns 103ns 

Keyword matching 1 Token, 3K Rules 162ns 114ns 
1 Keyword, 3K Rules 708ns 499ns 

Malware detection Top 400 5-grams NIA 239µs 

Table 3.3. Keyword matching and machine learning micro-benchmarks at the MB com
paring SPABox and Blindbox 

1. How long does it take for the MB to match keywords? How about time 

taken to run machine learning? To show the effectiveness of our method, 

we compare the keyword matching performance of SPABox and Blindbox. 

Due to the lack of AES hardware support, we implement the MB on a 

desktop with Intel Core i7 and 8GB memory for comparison with Blind

box. Table 3.3 shows the detection micro-benchmarks comparing Blindbox 

and SPABox with hpyer-threading enabled. For the first case where the 

MB needs to compare the received encrypted token over the SPA connec

tion with one keyword token, Blindbox can finish the comparison in 27 ns 

while SPABox increases the value to 103 ns. Most of the overhead comes 

from hashing the encrypted token, since we first need to convert each token 

of mpz_t format into a string and then hash it. However, for 3K rules (all 



122 

keywords are tokenized), SPABox only takes 114ns to match a token while 

Blindbox would use 162ns on average. This is because our implementa

tion uses a hash table rather than a searching tree for keyword searching. 

To match one keyword which has 4 tokens on average, SPABox can save 

29.5% time compared to Blindbox. To perform classification, it only takes 

239µ,s at the MB. Apparently, the incurred overhead is quite small. 

2. What is the memory overhead for storing THT at the middblebox? To 

keep up the searching speed, we use hash tables instead of searching tree 

in our algorithm for keyword matching. Each keyword token is hashed 

and stored in the hash table such that the MB can quickly find out if one 

encrypted token over the SPA connection is present in the rule list. One 

possible defect of our approach is more memory usage. Specifically, if us

ing a searching tree, the total memory consumption is ~0.822MB, while 

the hash table we use has a factor of 2-3 memory overhead. In our pro

totype, we measure a memory usage of ~3MB. Even if using hash table 

increases the memory usage, we consider it an acceptable trade-off. More

over, with the emergence of network function virtulization (NFV) technol

ogy [106, 110], middleboxes could be "virtualized" and implemented on 

standard server which has "unlimited" memory. Therefore, the memory 

overhead incurred by THT is negligible. 

3. What throughput can the MB sustain? As our client prototype cannot 

generate encrypted tokens fast enough (up to 23Mbps with two cores), 

we pre-encrypt the data and use it as traffic. In our experiment, we mea

sure an average throughput of 69Mbps at the MB. This number includes 

all three DPI functionalities supported by SPABox. The major overhead 

at the MB comes from hashing all encrypted token received from S, while 

searching over the THT and performing classification take limited time. If 

a dedicated core is used for hashing and searching, the throughput can be 

increased to 81Mbps. As hashing all encrypted tokens can be paralleled 

easily, the throughput can be further boosted. 

Network Overheads Our protocol introduces overhead for both setup and trans

mission. 



123 

1. What overhead does connection setup incur? One main advantage of 

SPABox is that it doesn't require interaction between clients and the MB 

during the connection setup stage. Assume that the rule set contains 3K 

keywords, and that the throughput of the link between clients and the MB 

is 20Mbps (typical home broadband link). SPABox can finish the setup 

within 40,us on client side (see Table 3.4), while Blindbox requires lengthy 

interaction between clients and the MB. Specifically, in Blindbox, the gar

bled circuit for each keyword token is 599KB. To compute all the garbled 

circuits and transmit them, it would take more than 90min and impose 

huge computation burden on clients. Phones or tablets would take a even 

longer time. After receiving all the garbled circuits, the MB needs 7.5s to 

evaluate them all. On the contrary, in SPABox, the MB needs 228 byte infor

mation from client and the MB can set up THT within 17ms after receiving 

the information. Compared with Blindbox, SPABox has a better support 

for short-lived connection and mobile users. 

Blindbox SPABox 
Client I Middlebox Clinet I Middlebox 

Time 467os I 7.5s < 40,us 1 17ms 
Bandwidth 11.4GB 228 byte 

Table 3.4. Connection setup overhead micro-benchmarks comparing SPABox and 
Blindbox 

2. What is the overall bandwidth overhead? Throughout the experiment, we 

see a bandwidth overhead a little less than 20 times. The reason is twofold: 

a) We use window-based tokenization; b) only very small overhead is in

curred due to regular expression and malware detection. Although there 

is substantial bandwidth overhead, we can find that the major source of 

overhead is tokenization. Therefore, it can be mitigated easily: instead of 

using window-based tokenization, we can switch to delimiter-based to

kenization and only tokenize non-binary data as in Blindbox. However, 

delimiter-based tokenization may fail to detect attack keywords that do 

not start and end before or after a delimiter. One can choose whichever 

method that is best for a specific application. 
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3.1.7 Related Work 

Searchable Encryption. To perform keyword matching over encrypted data in 

DPI scenario, one naturally considers searchable encryption. There have been 

many works on searchable encryption [66, 76, 93, 130, 175] since its introduc

tion. However, applying these existing works to DPI for keyword matching 

requires the entity who generates search tokens to encrypt the rules, which will 

probably expose sensitive rule set information to end users. Moreover, none of 

the existing schemes meet both security and network performance requirements 

simultaneously. Specifically, on one hand, deterministic searchable encryption 

schemes [66] leak pattern information, that is, whether two words (match a rule 

or not) in the encrypted traffic are the same, even though these schemes en

able the MB to build indexes to process each token faster. This weak privacy 

guarantee allows an attacker to perform frequency analysis. On the other hand, 

randomized schemes [130,175] provide stronger security guarantees because of 

the existence of random salts in their generated ciphertexts. However, the us

age of random salt prevents the MB from building index structure for fast token 

matching, which results in a low throughput at the MB. 

Regular Expression Evaluation. Recently, there have been some works [167, 

192] on developing protocols to enable regular expression searches over en

crypted data. Generally, these interactive protocols allow two party to privately 

evaluate DFA over encrypted files. A non-interactive case is a functional en

cryption scheme proposed by Waters [191]. This scheme ties a secret key to a 

specific DFA so that it can be used to decrypt a ciphertext only if the DFA ac

cepts a fixed string associated with the ciphertext. However, these schemes can 

only support regular expression, but not other DPI functionalities discussed in 

our paper. Moreover, they are not able to meet the network performance re

quirement, especially the functional encryption scheme. 

Machine Leaming. Some works [77, 79] focused on performing ML over en

crypted data. Bos et al.'s work [77] showed how the computation of med

ical prediction functions over the encrypted medical data can be performed 
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by a third party using fully homomorphic encryption. Bost et al. [79] con

structed three major privacy-preserving classifiers, including hyperplane deci

sion, Nai:Ve Bayes, and decision trees. However, their schemes relied on fully 

homomorphic encryption (FHE), which results in significant overheads due to 

the fact that existing FHE constructions are still not practical. As a consequence, 

they are not able to meet the network performance requirement. Moreover, the 

protocols themselves in [79] are pretty complicated and require multiple rounds 

of interactions between S and the MB. 

3.1.8 Discussion 

3.1.8.1 Protocol using Paillier Cryptosystem 

The encrypted token in our protocol is somewhat similar to that in Paillier en

cryption [158]. Here we point out that why it is not a good idea to use Paillier 

cryptosystem directly. 

Recall that in Paillier cryptosystem, the ciphertext is of the form c = gm• ,n 

mod n2 with m as the message to encrypt. However, directly using Paillier en

cryption in our application scenario can't provide the MB with the ability for 
2keyword matching. Precisely, with only c and no ,n mod n , the MB cannot 

perform keyword matching operations over encrypted tokens. Unfortunately, 

if the MB can possess c and ,n mod n2 at the same time which makes the match

ing operation possible, the resulting protocol becomes insecure since the MB can 

derive gm via dividing c by ,n mod n2. Hence, to have a secure protocol based 

on Paillier encryption (for exposition, we call this Paillier-based protocol Ilp), a 

straightforward way would be to introduce a new random element salt in Zn. 

Now the encrypted token in protocol Ilp becomes c' = g salt -m • ,n mod n2, and 

the MB will receive c', ,n mod n2 and g salt mod n2 for keyword matching op

erations over every token. Again observe that with ,n mod n2 and n2 which is 

part of R's public key, the MB can compute ,-n mod n2 and then derive g salt -m 

2mod n . Thus, ,n mod n2 becomes unnecessary in protocol Ilp for the MB to 

perform keyword matching. 

Now protocol Ilp encrypts a token as g salt -m mod n2 which is exactly Eq. 

3.2. To perform keyword matching, the MB would need g salt -m mod n2 and g salt 
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mod n2 . However, this random salt prevents the MB from performing efficient 

search for keyword matching operations. Specifically, the MB needs to encrypts 

each keyword, denoted by w, in rule set by computing (gsalt) w. The MB has to 

compare a received encrypted token with all of the encrypted keywords, whose 

number will probably be daunting. To improve searching performance at the 

MB, salt can be defined as pseudorandom. This change gives our proposed 

protocol. Moreover, this method further reduces the communication overhead 

since now Sonly needs to transmit gsalt once. 

3.1.8.2 Extensions for Malware Detection 

In our protocol, we use linear kernel function with SVM as the method for mal

ware detection. Applying other nonlinear kernel functions is also possible with 

our protocol. For example, consider Gaussian kernel k(x, x') = exp(-1 Ix -

x' I I 2 / 2cr2 ). Then the decision function in Eq. 3.3 can be rewritten as f (x) = 
Li lXiYik( x, xi) with those x/s that constitute the support vectors. A straight

forward way to perform this SVM model involves a one-round interaction be

tween the MB and R. At a high level, the MB first securely computes (x - xi) 

for all support vectors, separately, and then forwards these generated results 

to R. Then R can decrypt these results to get (x - xi) and then calculate all 

k( x - Xi) = exp ( - 11 x - x' I I 2 / 2cr2), which will be encrypted and sent back to 

the MB for computing the last step f (x) = Li lXiYik(x, xi)- Note that all of the 

computations done in the MB are performed in a privacy-preserving way based 

on the homomorphic properties stated in Section 3.1.4. Finally, the MB sends 

the encrypted classification decision to R. Note that this method may give bet

ter classification results at the expense of more overhead on both clients and the 

MB sides. 

Another possible extension is to use other ML models instead of SVM, such 

as Nai:ve Bayes and Decision Trees[79]. However, it might incur much more 

overhead and lose the transparency of the MB. Normally, they would involve 

more than one round of interaction between the MB and R. 
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3.1.8.3 Comparison with Blindbox 

Although SPABox has an architecture similar to that of Blindbox, it uses differ

ent approaches. First, Blindbox uses symmetric encryption schemes as its basis, 

while SPABox uses public-key encryption schemes. While this choice lowers 

the throughput, more operations can be supported (e.g., machine learning), and 

the connection setup overhead can be greatly avoided in our system. To com

pensate for the reduced throughput, we build a multi-layered hashtable and 

carefully design our encryption scheme to accelerate the keyword look-up at 

the MB. Second, we push the regular expression evaluation to end users while 

Blindbox does it at the MB by decrypting the traffic. Our design ensures that the 

traffic is kept encrypted from end to end the overhead incurred at the receiver 

side is limited. Note that the MB is necessary in both BlindBox and SPABox 

designs to protect the rule set (otherwise end users will have access to it), and 

therefore our method serves as a tradeoff between R's performance and the pur

pose of offering regular expression evaluation functionality and traffic/rule set 

privacy simultaneously. 

3.2 Middlebox-based Packet Level Redundancy Elim

ination over Encrypted Network Traffic 

In this work, we design and implement REET, the first system allowing a mid

dlebox to eliminate network traffic redundancy at packet-level directly over en

crypted traffic without decrypting it. In this way, REET keeps the network effi

cient without compromising the security /privacy of user data. 

To fulfill the functionality, REET supports both intra-user and inter-user RE. 

The former refers to the case where redundant byte strings from a single sender 

to a single receiver will be removed, while the latter enables elimination of re

dundant byte strings from multiple senders to multiple receivers. To realize 

this, a semi-trusted third party (e.g., CA) is involved to help coordinate end 

users. To ensure traffic confidentiality, REET uses a novel two-layer encryption 

method, and guarantees that only if a middlebox can find fingerprints of an 

incoming packet in its fingerprint store (i.e., can definitely provide benefits in 
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Figure 3.8. System architecture of standard deployed packet-level RE 

terms of reducing redundancy in network), could the middlebox further com

pare the rest parts of the packet. Throughout the process, the traffic remains 

encrypted so that a middlebox cannot learn the plaintext. Our solution requires 

modifications of current TLS/SSL in clients' network stacks, but we believe it 

is an acceptable tradeoff for the benefits of REET. To validate our design, we 

implement REET and evaluate its performance with several hundred gigabytes 

of network traffic traces collected at the access link to the commercial Internet 

of a large university located in the US. We consider performance metrics such 

as throughput, overhead and bandwidth savings at both the end user and the 

middlebox sides. 

The rest of the paper is organized as follows. In Section 3.2.1, we briefly 

describe the packet-level RE techniques and the state-of-the-art RE solution for 

encrypted traffic, and then discuss the motivation of work. In Section 3.2.3, 

we discuss the adversary models and security design goals. Section 3.2.4 and 

Section 3.2.5 present the detailed protocol designs for intra- and inter-user RE, 

respectively, followed by a security guarantee analysis in Section 3.2.6. In Sec

tion 3.2.7, we evaluate the effectiveness and efficiency of our protocol. In Section 

3.2.8, we survey the related work and briefly discuss the deployment issues of 

our protocol in Section 3.2.9. 

3.2.1 Background and Motivation 

In this section, we first review the state-of-the-art RE solution for encrypted 

traffic and explain why middlebox-based solutions are more desirable. We then 

present a outline of a popular mechanism for packet-level RE using middle

boxes and discuss the challenges in designing an efficient middlbox-based RE 

protocol directly over encrypted traffic. 
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3.2.2 The State-of-the-art packet-level RE Solutions for Encrypted 

Traffic 

Although packet-level RE solutions have become more commonplace, the rapid 

and steady growth in usage of TLS/SSL makes most optimization appliances 

not able to boost the speed of encrypted traffic, since the encryption generates 

an ever-changing byte stream of data, making even generating fingerprints im

possible, let alone removing duplicate bytes. In this subsection, we summarize 

the state-of-the art RE solutions for encrypted traffic. Broadly, it can be catego

rized into middlebox-based and end user-based solutions. 

Many service providers implement RE using middleboxes, and to support 

HTTPS, they usually mount a "man in the middle" attack and decrypt the traffic 

at the middlebox [44, 6]. For example, during the initial SSL setup, the down

stream middlbox (dMB) at the server side intercepts the handshake, and ac

quires the SSL session key to share it with the upstream middlebox (uMB) at 

the client side so that the uMB can decrypt the client transmission and apply 

RE. The optimized traffic would then be re-encrypted either using the session 

key negotiated between the client and the dMB or a peer key provided by the 

service provider for transmission between uMB and dMB, and then sent to the 

dMB across the WAN, which decrypts the traffic again for reconstruction. If 

the session key is transmitted between uMB and dMB in a secure way, then 

this approach can prevent any untrusted third party from learning the traffic. 

However, the problem with this solution is that the privacy of the session key 

is compromised, and the end-to-end privacy principle of SSL is violated. End 

user's privacy is no longer obtained from the service providers. 

An alternative approach is to implement RE on the user end instead of using 

middleboxes. Such an approach applies RE algorithms before data is encrypted, 

and since there is no involvement of middleboxes to decrypt the traffic, this ap

proach can ensure data's confidentiality. However it will result in a potential 

performance degradation in terms of bandwidth savings [50]. The reason is 

twofold: 1) for the intra-user case, only limited redundancy can be removed 

due to the memory size limitation on the user end, and 2) redundancy among 
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Figure 3.9. Packet-level redundancy detection 

multiple users (i.e., the inter-user case) cannot be eliminated. Therefore, to max

imize the bandwidth savings, middlebox-based RE solutions are preferable. 

3.2.2.1 Middlebox-based Packet-level RE 

In this subsection, we review how the middlebox-based packet level RE method 

works. Fig. 3.8 presents the system architecture of standard deployed packet

level RE using middleboxes. There are four parties: sender, receiver, uMB at 

ingress and dMB at egress. The basic idea of packet-level RE is to replace strings 

of bytes in packets that have appeared in earlier packets with smaller encoded 

tokens. To accomplish this, uMB carries out the following steps: 

1. Generating fingerprints for each packet entering WAN: a classical way of 

doing this is to tokenize the traffic with a fixed-length sliding window and 

apply a hash function to each token (i.e., substring of the packet payload) 

[176]. 

2. Choosing a subset of these fingerprints for this packet as its representa

tive, e.g., fingerprints with values congruent to Omod q (usually chosen 
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as a power of two), and checks these representative fingerprints against 

its fingerprint store to see if there is a match. Here a match between two 

fingerprints, which also applies to payload, simply means that they are 

exactly the same. 

3. If a match is found, the packet pointed by the matched fingerprint is re

trieved from the packet store and compared with the incoming packet 

around the matched region (i.e., matched representative fingerprint) byte

by-byte in both left and right directions to obtain the maximum matching 

region to maximize the bandwidth savings. For example, as shown in Fig. 

3.9, after checking the packet store, no matching is found around the first 

representative fingerprint, while payload matching is found on both left 

and right of the second representative fingerprint. The total redundant 

content in one packet will be the union of all found maximum matching 

regions. Once all matching regions are found, each of these regions is re

placed with an encoded token with information about the byte range of 

the matching and the match's representative fingerprint. 

4. All encoded tokens together with unmatched regions (i.e., the packet ex

cept for the first and second representative fingerprints and the matched 

region around the second representative fingerprint) are sent out to dMB 

over WAN, where this packet can be reconstructed using the encoded to

kens. 

5. The generated representative fingerprints will be stored/updated in the 

fingerprint store and the corresponding packet will be stored/updated in 

the packet store. 

3.2.2.2 Toward Efficient Privacy Preserving Middlebox-based Packet-level 

RE 

In this paper, we try to answer the following question: Can we reap the bene

fits of the middlebox-based packet-level redundancy elimination without violating end

to-end privacy? In particular, we want to find out 1) if the same or a similar 

middlebox-based packet-level RE technique described in Section 3.2.2.1 can be 
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applied to encrypted traffic without decrypting the payload at the middlebox, 

and meantime 2) if we can achieve the same security level as today's standards, 

such as SSL. Building such a practical system is challenging: first, we should 

keep the overhead at a minimal level, including both time and bandwidth. In 

other words, a desirable system should operate at a very high rate, and the 

bandwidth overhead due to cryptographic operations should not undermine 

the benefits brought by the packet-level RE in the first place. Complex encryp

tion algorithms may make the system hard to meet the network performance 

requirement. Second, required operations at a middlebox, such as tokenization, 

fingerprint generation and packet comparison at the byte granularity, may be 

too complicated. One may naturally consider using searchable encryption [175] 

for identifying redundancy, but it 1) decreases network rate dramatically, 2) in

curs huge bandwidth overhead and 3) cannot support any of the operations 

motioned above, and therefore it does not fit our settings. Last but not least, 

the protocol should support both intra- and inter-user RE as with today's RE 

middlebox deployment. To the best of our knowledge, no prior work has been 

done in this field. 

3.2.3 Security Models 

In the scenario being considered in this work, we assume that the RE middlebox 

is snoopy (i.e., honest-but-curious), like the ones in [173, 187]. In other words, it 

will implement the functions and follow the protocol honestly but may attempt 

to infer private information from the encrypted traffic during the execution of 

redundancy elimination. 

Therefore, at the most basic level, we need to ensure that an honest-but-curious 

RE middlebox may have full access to all the traffic but cannot decrypt it under any cir

cumstances. End-to-end privacy is the basic requirement of information security. 

On the other hand, a question remains: what else can we protect from such a RE 

middlebox? Is it possible to prevent a functional RE middlebox from computing 

statistics, even if the traffic is encrypted? Normally one would prefer using ran

domized encryption schemes to protect such information, but does the rule still 

apply in our settings? We will show it later in our designs (Section 3.2.4.2.2). 
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3.2.4 Protocol Designs for Intra-user RE 

This protocol enables intra-user RE. Fig. 3.10 (solid lines in black) shows the pro

posed system architecture for this protocol. Compared with current deployed 

RE system shown in Fig. 3.8, REET requires a semi-trusted1 third party (e.g., 

CA) to coordinate RE middleboxes, whose functions will be discussed later (Sec

tion 3.2.5). When a sender and a receiver want to establish a HTTPS connection 

in a network with uMB and dMB for RE, the following steps take place: 

3.2.4.1 Connection Setup 

They first run REET handshake just as a TLS/SSL handshake and one more 

handshake with the semi-trusted third party to exchange the following keys: 

• kssL: the regular SSL session key to encrypt traffic, and 

• PK: a set of public parameters from the semi-trusted third party. 

The reason we choose to use SSL as the basic encryption scheme is that mod

ern CPUs support AES-NI instructions and thus can meet our network perfor

mance requirement. Note that only sender and receiver are involved in REET 

1A semi-trusted entity is a party who will correctly perform a protocol/scheme but has the 
intention to infer more information than allowed from the protocol/scheme. 
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handshake which bootstraps off the existing SSL handshake, and preserves the 

middlebox transparency. 

3.2.4.2 Sending Data at the Sender Side 

For security reason, a sender will encrypt the data (including fingerprint and 

payload) before transmitting them. However, the traditional encryption tech

niques will destroy the patterns that can be used to identify the recurrence of 

fingerprints. In this subsection, we discuss the operations at the sender side to 

support eliminating redundancy at a middlebox and obtain the aforementioned 

security design goals. In a nutshell, the sender needs to perform a two-layer en

cryption. The first layer encryption ensures that the traffic cannot be decrypted 

from end to end but may reveal the traffic patterns, and the second layer encryp

tion further increases the security by hiding the patterns unless there is potential 

in reducing traffic . 

3.2.4.2.1 Fingerprints Generation Recall that in order to identify represen

tative fingerprints at a middlebox for RE, traffic needs to be tokenized first. 

In REET, we choose to offload the operations of fingerprints generation to the 

sender side. The rationale behind this design is threefold. First, AES encryption 

operates on blocks. If a sender encrypts the traffic with AES without tokenizing 

it, a RE middlebox can neither tokenize each block nor generate tokens consist

ing of bytes in two consecutive blocks unless decrypting the traffic first, which 

violates our second security guarantee. Second, if a sender first tokenizes the 

traffic and then encrypts all tokens, the bandwidth overhead will be huge. For 

example, if a packet is S bytes long (assuming S 2: w), using a sliding window 

of w bytes for tokenization, which is the typically between 12 to 64 bytes [54], 

will result in S - w + 1 tokens. Note that w is also the length of a fingerprint. 

Since S >> w, this operation will incur a prohibitive bandwidth overhead on the 

link between the sender and the uMB. Third, the state-of-the-art fingerprint gen

eration algorithms are both memory efficient and lightweight [50]. Compared 

with the cryptographic operations (e.g., encryption), it won't greatly increase 

the workload of end users. 



135 

To balance computational overhead and the effectiveness of RE, we need to 

find a proper approach for identifying representative fingerprints. Recall that 

in the classical RE approach, only fingerprints with value that is congruent to 

0 mod p are chosen as the representatives. Although this method is robust to 

small changes in content, which is desirable, the computational cost is inde

pendent of the sampling period p. Since we offload the fingerprint generation 

process to the end user, we need to carefully choose a method that is compu

tationally efficient. Furthermore, the desired fingerprint generation method in 

our protocol should have one important property: two consecutive fingerprints in 

one packet should not overlap, and better be separated by a range of bytes. We explain 

why such a property is desired in Section 3.2.4.2.2, and any method that satisfies 

this property can be used in our system. 

3.2.4.2.2 First Layer Encryption After generating fingerprints, a sender will 

encrypt the payload and fingerprints. Hereafter we refer to the part of data that 

are not fingerprints as payload. 

To encrypt payload between two adjacent fingerprints, a sender first divides 

it into chunks of fixed length u and encrypts these chunks with AES using kssL, 

as shown in Fig. 3.ll(a). 

Assume the length of the payload between two consecutive fingerprints isl, 

where l > p/2. Then jl/ul chunks are generated in a way that is similar to the 

byte-by-byte expansion used in the traditional RE but with each "byte" being u

byte long, and each generated chunk is associated with the closest fingerprint. 

In other words, for a fingerprint, its associated chunks are generated by expand

ing, to both the left and the right, from that fingerprint chuck-by-chunk, follow

ing two rules: 1) the associated chunks of two adjacent fingerprints should not 

have any overlaps; 2) the length of the payload that doesn't belong to any fin

gerprints should be less than u. For instance, 

• l = Su, as shown in Fig. 3.ll(b). Five chunks are generated. Two chunks 

are associated with fingerprint Ji and two are associated with fingerprint 

f i+1, while the payload in the middle (u-byte long) belongs to either Ji or 

/ i+l· In this example, it belongs to fingerprint Ji-
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Figure 3.11. Different cases for payload chunks affiliation 

• l = 5.5u, as shown in Fig. 3.ll(c). Five chunks are generated. Three (or 

two) chunks belong to fingerprint Ji and two (or three) chunks belong to 

fingerprint Ji+1, while the payload in the middle (O.Su-byte long) belongs 

to neither Ji nor Ji+ l · 

By doing so, once a RE middlebox matches a fingerprint of a packet with its 

fingerprint store, the middlebox can further compare the packet with the packet 

to which the fingerprint points in the packet store chunk by chunk. If two finger

prints overlap, we not only need to encrypt the overlapped string of bytes twice 

but also lose the potential in finding redundancy to the right/left of the over

lapped fingerprints. Here in our settings, encrypting the payload byte by byte 

is not reasonable. The reason is twofold: first, too many encryption operations 

will inevitably increase the complexity and decrease the network performance; 

second, it will render the resulting protocol vulnerable to brute-force attack. 
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Here, we need to find the optimal value of u. On one hand, u should be 

small enough (much smaller than the size of a fingerprint, namely w). If it is 

too large, we may lose the RE efficiency. On the other hand, it should be large 

enough to avoid excessive computational overheads and obtain necessary secu

rity requirement. 

Even for encrypting a chunk, we have two encryption scheme options: de

terministic and randomized. Deterministic schemes may leak the information 

that whether two chunks in the traffic are equal to each other, and are vulnerable 

to frequency analysis, while randomized schemes can provide stronger security 

guarantees by salting ciphertexts. Naturally one prefers the latter. However, 

can we protect traffic patterns from a RE middlebox? In other words, is encrypting 

payload chunks using randomized encryption schemes necessary? 

Property 1. Regardless of the encryption scheme one uses, a middlebox that supports 

RE over encrypted traffic is able to know which ciphertexts refer to the same plaintext. 

To show the property, let's assume there is a black box with two inputs as two 

ciphertexts encrypted with randomized encryption schemes and one output as 

yes/no to indicate whether the plaintexts corresponding to the input ciphertexts 

are the same. Now consider the main function of a uMB - identifying whether 

strings of bytes are identical. With such a black box, we can build the uMB 

that works with randomized encrypted traffic. Next, we input one ciphertext 

into the middlebox. By iterating its packet store and comparing each entry with 

the input, the middlebox can tell if the plaintext corresponding to the input 

ciphertext has appeared in the traffic. On the other hand, as for plaintext that has 

never appeared, the middlebox can never tell its pattern, even if deterministic 

encryption schemes are used. 

Therefore, we encrypt both the generated fingerprints and payload chunks 

using deterministic encryption schemes for the first layer encryption. This layer 

of encryption will never be decrypted at any middleboxes for RE, which obtains 

our security design goal. 

3.2.4.2.3 Second Layer Encryption Apparently, only having the first layer 

deterministic encryption is not desirable in terms of the security level. Mean-
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while, we have shown that in order to support RE at a middlebox over en

crypted traffic, using either deterministic or randomized encryption schemes 

makes no difference in terms of enabling eavesdroppers to know that some 

blocks are identical. Does this mean that we are faced with an unfortunate re

sult of lowering our security expectations? The answer is No. As a matter of 

fact, the payload can be "randomized" if there are no redundancy at least. We 

achieve this by adopting another layer of encryption with probabilistic encryp

tion schemes. 

Concretely, a sender needs to perform a second layer (randomized) encryp

tion of the payload chunks so that only when the fingerprints of an incoming 

packet have appeared before (i.e., a match can be found in the fingerprint store 

of a uMB), this second layer encryption on the payload chunks associated with 

the matched fingerprints can be decrypted. The intuition behind this design is 

that if a middlebox cannot find a specific fingerprint in its fingerprint store, the 

middlebox has no need to read the packet chunks associated with this finger

print as no potential redundancy can be found. This design makes REET consis

tent with the classical RE where an uMB compares a packet with its packet store 

if and only if the middlebox can find fingerprint matches, and also provides a 

higher level of security to the end users - if there is no potential redundancy 

that can be found in a packet, there is no need for a middlebox to read the 

payload; otherwise, a middlebox can learn the traffic pattern without providing 

any benefits. 

The main idea behind our proposed method is to employ a secret-sharing 

scheme. In particular, we treat a hash value of a fingerprint as its original se

cret, denoted bys, that is being shared. This means that different fingerprints 

correspond to different original secrets s. Then we perform the secret-sharing 

scheme on this s to generate a sequence of secret pieces (s1, s2, · · · , sn) so that the 

originals can be reconstructed only when at least two secret pieces are collected. 

Now each encrypted fingerprint will come along with one secret piece asso

ciated with its original secrets, and a secure randomized symmetric encryption 

scheme will be applied for the second layer encryption on the payload with this 

s as the encryption key. The reason we use two different encryption schemes for 
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payload and fingerprints is to better fit the network performance requirement 

since symmetric encryption is much faster. 

In particular, we use Shamir threshold scheme [171] in generating the secret 

pieces. Below we will first recall the definition of threshold (secret sharing) 

scheme and then the formal description of Shamir threshold scheme. 

Definition 7. Let k and n be positive integers with k ::; n. A (k, n)-threshold scheme 

is a method of sharing a secret K among a set of n parties in such a way that any k 

participants can compute the value of the secret, but no group of k - 1 or fewer can 

reconstruct the secret. 

Shamir Threshold Scheme. Let P = {P1, P2, · · · , Pn} be the set of parties, K 

the set of possible secrets, and S the set of possible shares. In Shamir Threshold 

Scheme, K = Z v, where v 2:: n + 1 is a prime. Also, S = Z v. Hence, both the 

secret and the shares are elements of Z v. The construction is as follows: 

Secretlnit: D chooses n distinct non-zero elements from Z v, denoted Xi, 1 ::; i ::; 

n. All these values are public. 

Share Distribution: 

1. D wants to share the secret s E Z v. D randomly chooses k - 1 elements 

from Zv, denoted a1, a2, · · · , ak- 1, and set ao = s. 

2. D computes Yi = g(xi), for 1 ::; i ::; n, where 

k- l 

g(x) = Laixi mod v. 
i=O 

3. D gives party Pi the share Yi· 

In short, the user D constructs a random polynomial of degree at most k - 1 

in which the constant term ao = s. Every party obtains a point (Xi, Yi) on this 

polynomial. This scheme has two properties: 

• Any k parties can reconstruct the polynomial g( x) (by polynomial inter

polation) and, hence, calculate the secret s. 

• Any group of k - 1 parties cannot do so. 
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Figure 3.12. Second layer encryption for payloads using secret sharing 

Now with two pre-defined hash functions H1and H2 (i.e., the public param

eters PK shared at the connection setup step), the sender picks a random value 

r, which is the same for all the fingerprints, and perform the following steps 

(similar to a (2, n )-threshold secret sharing scheme) for each fingerprint: 

1. perform H1 (f) and H2 (JI Ir) to get a value s and a value c, respectively, 

and then set a polynomial g(x) = ex+ s mod p with g(O) mod p = s, 

where 11 is concatenation and f is the fingerprint. 

2. compute y = g(a) mod pas one secret piece with a randomly selected a. 

3. attach this tuple (i.e., point value) (a, y) to this encrypted fingerprint. 

As shown in Fig. 3.12, with only two points (i.e., (xo,yo) and (x1,Y1)) on 

the line y = ax+ s, a middlebox can reconstruct the corrects (i.e., the key to 

decrypt the second layer encryption on payload). Note that in step 2 above, 

we randomly select such a to compute y = g(a) mod p. In an ideal scenario, 

an a that was selected previously won't be easily picked, but it is still possible 

that this step selects such an a when repeating the above steps within a small 

number of times. To make sure this won't happen unpredictably to some extent, 

we can set this a = x0 + ( n - 1)d with d as a randomly selected integer such that 

d << v in the implementation. 
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In the redundancy detection step to be described next, when the uMB iden

tifies two identical fingerprints, it can then use those attached secret pieces to 

reconstruct the originals corresponding to this fingerprint and decrypt its asso

ciated payload chunks. 

3.2.4.3 Redundancy Detection at the RE MB Side 

In this subsection, we describe the operations by the middleboxes. Specifically, 

we focus on the uMB, while ignoring details at the dMB since its primary job is 

to reconstruct packets based on information sent from the upper stream. 

In order to perform RE, a uMB can compare the fingerprints of a packet with 

its fingerprint store. If the uMB sees a match, the uMB can acquire at least two 

secret pieces, and obtain the key to decrypt the second layer encryption of the 

payload chunks associated with the matched fingerprint using linear interpola

tion; otherwise, it will store the fingerprints along with their secret pieces and 

the two-layer encrypted payload in its cache for further use. Decrypted payload 

chunks are compared against the payload pointed by the matched fingerprint 

chunk by chunk. Once the maximum matching region is obtained, it is all re

placed by encoded tokens for transmission to the dMB over WAN where the 

packet can be reconstructed. To ensure the correctness of the reconstruction, it 

is important to keep the cache in uMB and dMB synchronized, but the treatment 

of such issue is beyond the scope of the paper, and interested readers can refer 

to [55, 209] for more details. 

3.2.5 Protocol Designs for Inter-user RE 

One of the major advantages of using middleboxes to perform RE is its ability 

to detect redundancy across different users. In this section, we describe the pro

tocol that enables inter-user RE, built upon the intra-user RE protocol. A inter

user RE as shown in Fig. 3 (solid and dashed lines in black) has the following 

properties: 

1. a uMB can support multiple senders sending traffic to different receivers 

belonging to different dMBs. 
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2. a dMB can perform RE for multiple receivers over multiple flows from 

different uMBs. 

3. there can be multiple uMBs and dMBs in the network. 

Furthermore, the semi-trusted third party that are connected with all the end 

users can be used for coordinating network-wide RE [55]. Note that even though 

all the packets are encrypted in our settings, its method can still work with mi

nor modifications. 

Inter-user RE, compared with intra-user RE, is more challenging for encrypted 

traffic, as two more requirements need to be satisfied: 1) the secret correspond

ing to a certain fingerprint needs to be shared between different users; 2) the 

middlebox should be able to perform valid comparison on the ciphertexts that 

are deterministically encrypted (i.e., first layer encryption) by different users. 

To achieve these two requirements, in the encryption phase, the users need to 

use two values (tx, f3) which are kept secret from the middleboxes, and shared 

among different users. To enable the sharing, the semi-trusted third party is em

ployed. Note that the users only need to connect to the semi-trusted third party 

to get (tx, f3) at the system setup stage. For better security guarantee, the system 

can be re-setup after a reasonable period of time so that (tx, f3) can be re-picked. 

Overall, the protocol is similar to the intra-user RE protocol, and the main 

differences lie in 1) the generation of the secret key for the first-layer encryption 

on payload and fingerprints and 2) the initialization of the secret sharing for 

fingerprints: 

Generation of secret key Instead of using a randomly generated key for first 

layer encryption of both fingerprints and payload chunks, we employ the tech

nique of message-locked encryption [70]. In particular, given a plaintext m 

which can either be a fingerprint or a payload chunk, the sender first com

putes k = H(m,tx) where His a pre-defined hash function and then encrypts 

this plaintext using a deterministic symmetric-key encryption scheme as that in 

intra-user RE protocol, but with k as the encryption key. 

Initialization of secret sharing When the sender performs the second layer en

cryption on the payload chunks Assocf associated with a fingerprint finger, the 

sender 1) performs H'(finger) to get a values and then set the secret sharing 
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polynomial as f(x) = f3x + s mod p, where f (O) mod p = sand H' is a an

other pre-defined hash function, 2) computes y = f (a) mod p with a randomly 

selected a (or a pseudorandom a as discussed at the end of Section 3.2.4.2.3) 

and attaches this tuple (a, y) to the fingerprint ciphertext, and 3) applies a ran

domized symmetric-key encryption scheme for the second layer encryption of 

Assocf with this s as the encryption key. 

In this protocol, the public parameters PK which end users acquire from the 

semi-trusted third party are (tx, /3) and H' (-). 

3.2.6 Security Analysis 

Intra-user RE protocol. In this protocol, we use three cryptographic primitives, 

including deterministic symmetric-key encryption, randomized symmetric-key 

encryption and secret sharing scheme. In particular, the deterministic symmetric

key encryption schemes are used in the first layer encryption and the random

ized symmetric-key encryption schemes are applied on the second layer en

cryption. We claim that if the three cryptographic primitives are secure, then 

our proposed protocol is also secure. 

For the security definition on deterministic encryptions, we stick to [71, 67, 

68]. Specifically, an adversary to a deterministic encryption is defined as A = 
(Ac, Am, Ag)- Ac takes input 1A and outputs a string st representing seom state 

information. Am takes input 1A and st, and outpus a plaintext vector xtogether 

with some side information t. Ag takes input 1A and an encrption of x, and then 

tries to compute t. Note that Ag doesn't have any information of xgenerated by 

Am- Please refer to [71, 67] for more detailed descriptions on this. 

Definition 8. Security Game. Consider the protocol with algorithm (Setup, DEnc, 

DDec) and associated message space M. Let adversary A be a pair of algorithms 

(Am, Ag). The security game ExpA (1A) is defined as follows: 

1. kssL, PK f--- Setup(lA) 

2. st f--- Ac(lA) 

3. (xo,to) f--- Am(l\st) 
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4. (x1,t1) f--- Am(l\st) 

5. bf---$ {0,1} 

6. C* f--- DEnc(kssL, mb) 

7. t' f--- A g(l A, C*, st) 

8. If t' = t1 then b' f--- 1; else b' f--- 0. 

9. If b' = b, output 1. 

We say that the protocol is secure iffor all adversaries A's, and for all sufficiently 

large A: 
1

Pr[ExpA(lA) = 1]::; 2 +negl(A) 

Since the second layer encryption can be decrypted by the middlebox if there 

is a matching of fingerprints, the security of the proposed protocol mainly re

lies on and is similar to the security of the first layer encryption, which can be 

described using the following claim. 

Claim 1. If the underlying deterministic symmetric encryption schemes are secure, as 

defined in [71, 67, 68), no snoopy middlebox can infer useful information of messages 

encrypted by our proposed intra-user RE protocol. 

Proof If there is an attacker B (which is a MB here) who can break the semantic 

security of the proposed intra-user RE protocol, that is, being able to distinguish 

the ciphertexts encrypted by the first layer deterministic symmetric encryption 

scheme with non-negligible probability, then we can use this attacker B as a 

black-box to construct an algorithm that can break the underlying deterministic 

symmetric encryption scheme. 

More specifically, we want to build an algorithm A = (A c, Am, A g) that 

uses B's ability to break the security of the underlying deterministic symmetric 

encryption scheme. That means this A will interact with the challenger Cof the 

underlying deterministic symmetric encryption scheme (DSetup, DEnc, DDec). 

To do that, we can construct an algorithm A that will act as an attacker against 

the deterministic symmetric encryption scheme and simultaneously a challenger 

in the security game (defined above) played by B. 
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A first receives an instance of the deterministic symmetric encryption scheme 

(DSetup, DEnc, DDec) from C and then proceeds as follows: 

• Setup Phase. A defines (kssL, PK) as in Section 3.2.4 and generates st by 

using A c, and then send PK to Bas the public parameter for the protocol. 

• Challenge Phase. Am generates mo, m1 E M along with (to , t1 ) and sub

mits mo, m1 them to C. Upon receiving (mo, m1 ), C flips a coin b from {O, 1} 

and then encrypts mb using DEnc, i.e., computing C* = DEnc(mb,kssL), 

and then forwards this challenge ciphertext C* to A who will then send it 

toB. 

• Output Phase. B computes t'. If t' = tb, A wins. 

We can see that the algorithm A is constructed as a challenger to B and at 

the same time an attacker to the underlying deterministic symmetric encryption 

scheme. Apparently, C* is of the correct form as a first layer ciphertext. Hence, 

from the perspective of the attack B, he is interacting with his challenger in a 

security game for the proposed protocol. 

Finally, A outputs whatever B outputs. 

Note that B has the ability to learn the plaintext from its ciphertext en

crypted by the underlying deterministic symmetric encryption scheme with 

non-negligible probability. 

Note that A has the same advantage as B does. As a result, A can compute 

the side information tb of the ciphertexts encrypted by the deterministic sym

metric encryption scheme with non-negligible probability. However, there is no 

known algorithm that can efficiently compute that if it's secure, which indicates 

that A has only negligible probability. This means that AdvB is also negligible. 

Therefore, there is no such adversary B that can learn any useful information of 

the ciphertexts encrypted by the first layer deterministic symmetric encryption 

scheme. □ 

Inter-user RE protocol. Recall that this protocol is similar to the intra-user RE 

protocol, except for 1) the generation of the encryption key for first layer en

cryption and 2) the initialization of the secret sharing process. 
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In the first case, since there is no change in the second layer encryption, the 

proposed inter-user RE protocol achieves semantic security as the intra-user RE 

protocol does, whose security is stated in Claim 1. 

In the second case, now the snoopy middlebox can get access to the first

layer encrypted messages which are encrypted using k = H(message,lX) as the 

encryption keys, where message represents the underlying plaintext (i.e., finger

print or payload chunk themselves). The security in this case can be described 

using the following claim. 

Claim 2. Assume that the underlying message-locked encryption and the hash function 

Hare secure. The proposed inter-user RE protocol is semantically secure against snoopy 

middlebox, for unpredictable/predictable messages. 

Proof Note that our proposed protocol directly replied on the security of message

locked encryption. This means the proposed inter-user RE protocol, like message

locked encryption scheme, provides semantic security for unpredictable mes

sages immediately. 

Recall that the message-locked encryption key is constructed ask= H(message, lX ). 

Now for predictable messages, since snoopy middlebox doesn't have access to 

the value lX, thus by the one-way property of a secure hash function, the snoopy 

middlebox still can't efficiently find the corresponding message given a cipher

text of one of the predictable messages. This indicates that as long as the snoopy 

middlebox cannot learn the value lX from the semi-trusted party, the semantic 

security for the predictable messages can still hold. □ 

The third case is that the snoopy middlebox can get access to the semi

trusted third party (that is, can get access to (lX, /3) ). Here, security for completely 

predictable messages is impossible, but by the security of message-locked en

cryption [70], it still provides semantic security for unpredictable messages. 

3.2.7 Evaluation 

To demonstrate that our proposed protocol is practical, in this section, we show 

the performance evaluation of REET on both middlebox and sender sides as 

we can see from our protocols, no special operations need to be carried out by 
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Figure 3.13. Protocol composition at the university access link for both incoming and 
outgoing traffic 

the receiver. REET is the only system we know of to enable RE over encrypted 

data. Therefore, to understand its performance, we compare it with the classical 

middlbox-based RE method designed for non-encrypted traffic [176], in which 

the payload comparisons are done at the byte granularity. To ensure fairness in 

the comparisons, the same fingerprint generation method is used. 

3.2.7.1 Data Sets 

Our study is based on full packet traces collected at the access link of a large 

US university. The university has more than 30,000 users and connects to the 

commercial Internet. We monitored both directions of the access link and logged 

packets information including packet headers and payloads. In order to provide 

an insight of these traces, we show the protocol composition across five days for 

both the outgoing and incoming directions in Fig. 3.13. HTTP is still significant, 

but we see a dramatic increase in the use of HTTPS, different from what was 

observed in [54]. For incoming direction, HTTPS traffic accounts for almost 

40%, which is more than any other protocols. 

I 
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Figure 3.14. Bandwidth savings vs sampling period for incoming traffic 

For our experiments, we collected 12 one-hour-long full packet traces be

tween 10am, June 14 and 6am June 16, 2016 for both directions using nGenius 

Collector [22]. All the collected packets can be grouped by network protocols. 

Since we are not able to decrypt the encrypted traffic, our experiments are con

ducted using packets belonging to protocols that do not perform encryption, 

such as HTTP. The total size of these traces that we study is about 2.6TB. 

3.2.7.2 Implementation 

We implement REET for clients on top of OpenSSL-1.0.2d library [24]. We also 

modify SSL handshake process in the OpenSSL library to accommodate REET. 

The default fingerprint size w is selected as 32 bytes long to maximize effective

ness of RE as suggested in the previous work [54]. The servers that are used 

to implement both clients and middleboxes support AES-NI instructions. The 

middlebox is built in Click modular router [137] with DPDK [7]. Fingerprint 

store is built based on Google dense hash map [13], and it resizes when it's 

more than 50% full. The secret sharing scheme is implemented based on GMP 

https://OpenSSL-1.0.2d
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6.0.0 library [10]. SAMPLEBYTE [50] is used for generating fingerprints and the 

characters contained are (in HEX format) 0, 20, 35, 53, 6D, 6E, 73. Therefore, 

our method is referred as "SAMPLEBYTE + Chunk Matching" and the classical 

one is referred as "SAMPLETYPE + Byte Matching". Middlebox and end user 

prototypes are implemented with separate desktops equipped with Intel Core 

i7 processors and 16GB memory, and they are connected with a lGbps LAN on 

campus. 

3.2.7.3 Evaluation 

A desirable middlbox-based RE system should operate at a very high rate over 

the encrypted traffic without sacrificing too much bandwidth saving perfor

mance. Therefore, the evaluation of our method is mainly composed of two 

parts: effectiveness and efficiency. Note that the evaluation in the section does 

not count the coordination time of the semi-trusted third party as such step is 

only carried out during the setup phase and does not affect the runtime perfor

mance. 

3.2.7.3.1 Effectiveness The effectiveness of our scheme is shown by the per

centage of bandwidth savings. 

First, we show the bandwidth savings using our scheme vs the classical RE 

method with different sampling period (i.e., p) in Fig. 3.14 and 3.15 for incoming 

and outgoing directions, respectively, to show the effectiveness of our method. 

As mentioned in Section 3.2.4.2.1 that we should have a sampling period p that 

is much larger than the fingerprint size w, we choose p to start with 64 bytes. 

The default cache size is 2GB, and the default chunk size u is 8 bytes. Com

pared with the classical RE method, chunk-by-chunk matching, which is used 

in our scheme, incurs 11% and 21% performance overhead in RE for outgoing 

and incoming traffic, respectively. Obviously, chunk-by-chunk matching is not 

as effective as the classical byte-by-byte matching in terms of redundancy elimi

nation. Yet, our method can preserve some benefits of encryption, so we believe 

it is an acceptable tradeoff. Interestingly, our method achieves the best perfor

mance for both incoming and outgoing traffic when pis set to 128 rather than 

64. One reason could be, when p is set to 64, p/2 = w. This may result in 
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Figure 3.15. Bandwidth savings vs sampling period for outgoing traffic 

fewer payload chunks associated with each fingerprint, and therefore the only 

duplicated strings that can be found are the fingerprints. 

To further understand the performance of our scheme, we investigate the 

performance of REET with respect to different chunk sizes and cache size. 

In Fig. 3.16, we plot the bandwidth saving of REET vs the chunk size u when 

we set the sampling period p to 128 bytes for both incoming and outgoing traf

fic. It is clear that as the chunk size increases, the RE efficiency decreases for both 

of them, which means that most matched redundant strings are short. Here we 

choose u = 8, since compared to 4 bytes long, it can give us better security guar

antee with little RE performance degradation and less computational overhead, 

and much better RE efficiency compared to longer u. 

Next, we show how cache size at a RE middlebox affects the bandwidth sav

ing. As plotted in Fig. 3.17, larger cache can improve the RE performance, but 

small cache does provide a significant portion of the savings for both incoming 

and outgoing traffic . 
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Figure 3.16. Bandwidth savings vs chunk size 

3.2.7.3.2 Efficiency To understand the efficiency, we show the computation 

overhead caused by our scheme, such as encryption, decryption, fingerprint 

generation, with the maximum throughput that can be achieved on the end 

user and uMB sides as well as the bandwidth overhead with the two-layer en

cryption. The sampling period and chuck size are set to 128 bytes and 8 bytes, 

respectively. 

First we evaluate the throughput on the sender side vs CPU utilization as 

shown in Fig. 3.18. These numbers include the time for fingerprint generation, 

the two-layer encryption and the transmission process. Each box in the figure 

shows the range of the throughput given the CPU utilization, while the mid

dle line indicates the average throughput. From this figure we can see that, at 

50Mbps, the cost caused by our protocol is very limited as CPU can continu

ously generate data; but when the throughput increases to 0.8~0.9Gbps, CPU 

at the sender side can no longer keep up. When the CPU is fully utilized, the 

throughput ranges from 0.6-0.85Gbps as the number of fingerprints in each 

packet varies. 

We also evaluate the bandwidth overhead caused by our scheme and through

put at the uMB. Throughout the process, we see an average bandwidth over

head less than 3%, which means that the potential benefits brought by our 
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Figure 3.17. Cache size at a uMB vs bandwidth savings 

scheme is not undermined by the system. Furthermore, the middlebox can keep 

up with the packet generation speed of the sender. To show the throughput at 

the uMB, we read the packet trace from the memory instead of the network 

card due to its speed limitation (up to lGbps), and we see that the average 

throughput achieved on a single core is 1.lGbps. The throughput can be further 

increased with multiple cores in order to support multiple clients. Compared 

with the uMB in classical RE, the uMb in our system doesn't significantly re

duce the throughput as the uMB in our system does not need to perform finger

print generation. Instead, it needs to extract the key that is used to perform the 

second-layer encryption of payload chunks using linear interpolation, decrypt 

the payload chunks only when necessary and further compare them against its 

cache, which are extremely fast with most modern CPUs [16]. 

3.2.8 Related Work 

Related work falls into three categories: performing RE over unencrypted traf

fic, computing over encrypted data and secure deduplication. 
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Figure 3.18. Throughput vs CPU utilization 

3.2.8.1 Performing RE over Unencrypted Traffic 

Protocol independent packet-level RE was first introduced by Spring et al. [176] 

and it has seen wide commercial deployment as part of WAN optimizers. Gen

erally, there are two approaches for packet-level RE: middlebox based and end 

based. We have discussed the basic middlebox-based solution in Section 3.2.2.1, 

and many follow-up works have been done in this area [55, 54, 53]. Such ap

proach requires deploying RE middleboxes at access routers where packets en

ter or leave a stub network. Therefore, it can support both inter- and intra

user RE. However, a long standing problem with middlebox-based solution is 

that middleboxes do not cope well with encrypted traffic. Even though some 

middlebox-based solutions claim that they support SSL, they weaken end-to

end security guarantee [6, 44]. On the other hand, end based RE system [50] 

can provide benefits to protocols such as HTTPS as payload is compressed be

fore encryption. However, such a pure end-to-end solution is only beneficial 
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to intra-user RE, and may loss 25% potential savings from inter-user redun

dancy. Furthermore, since the memory resource is limited at an end system, 

intra-user redundancy cannot be fully eliminated. In this paper, without sacri

ficing the benefits of either middlebox or end-to-end encryption, we propose a 

middlebox-based RE solution that allow the coexistence of both. 

3.2.8.2 Computing over Encrypted Data 

There have been many works on searchable encryption [130, 175, 66] since its 

introduction. However, applying these existing works to RE is not able to meet 

both security and network performance requirements simultaneously. More

over, the length of potential duplicated byte strings varies and are agnostic to 

content, making it impossible for an end user to decide the block size and the 

starting byte of a block for encryption. 

Recently, computing over encrypted data has been a hot topic [101, 173]. 

The main function that these works support is performing comparison over en

crypted data. For RE, however, it requires more complicated operations that 

will modify packet payloads besides comparison. 

3.2.8.3 Secure Deduplication 

Our work is also closely related to secure deduplication [70, 69, 98], where 

message-locked encryption is proposed and developed. Our work is also built 

upon message-locked encryption but more customized for RE in networks, where 

fingerprints are used for finding redundancy. Based on this property, our pro

posal grants end users more protection by guaranteeing that another layer of 

randomized encryption is applied to payload when there are no benefits a mid

dblebox can provide. Unfortunately, message-locked encryption provides se

mantic security only for unpredictable messages [70], and therefore our current 

proposal cannot keep predictable data completely safe from offline brute-force 

attacks. It is possible to mitigate such vulnerabilities following the works in 

[69,148,208], such as applying rate-limiting, but they may reduce the through

put of end users. Besides, a desired protocol should not incur too much band

width overhead to undermine the benefits of RE. 
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3.2.9 Discussion 

Before concluding, we briefly discuss the potential deployment issues of REET 

from the perspective of both an ISP and an end user. 

From an ISP's perspective, the adoption of REET can be incentivized by 1) 

the growing trend of end-to-end encryptions which would make the current 

deployments cease to be effective, and 2) the prevails of network functions being 

offered as a service, resulting in a more competitive market to provide services 

like REET, which may in tum offer incentives. 

From an end user's point of view, it seems that they do not have such an 

incentive for an adoption since it requires a modification of current protocols on 

the user end while providing her with no direct benefits. However, REET can 

provide somewhat better security guarantees than the existing solutions and 

bandwidth in the core network is in general paid for by the end users. If ISPs 

are willing to adopt services like REET, they may offer incentives for an end 

user to cooperate. Besides, REET only requires limited modifications from the 

end users. In our case, it is less than 750 LoC for the core functions. 

3.3 Summary 

Whether or not the use of HTTPS could lead to the death of middleboxes has 

long been a hot topic of debate. In this chapter, we have studied how to sup

port DPI and redundancy elimination using middleboxes while preserving end 

users' privacy, which is rigorously analyzed. Through intensive experiments 

with real world traces, we have shown that our protocols are practical for de

ployment. 



Conclusion and Future Work 

4.1 Conclusion 

NFV explores the virtualization technologies to offer network-as-as-Services 

through connected/chained VNFs. In the first part of the dissertation, we stud

ied how to provide effective protection and resource allocation schemes for 

guaranteeing network service availability with different types of backups in 

various networks, with the objective of minimizing resource usages. Specifi

cally, 

1. We proposed an online algorithm for availability-aware SFC mapping for 

wide area service chaining with off-site backups, which can minimize the 

resources allocated to service chain requests while meeting clients' hetero

geneous availability requirement. 

2. We addressed the carrier-grade availability-aware SFC mapping problem 

with the objective of maximizing the number of requests that can be served 

by minimizing backup resources needed. For a single SFC, we proposed 

an optimal algorithm to reduce the required number of backup VMs. For 

multiple SFCs, we proposed a K-shortest path based solution as well as a 

backup pooling mechanism to allow inter-SFC sharing. 

3. We presented our approach to provisioning availability in NFV in data 

center networks where the failure and repair process of the devices fol-
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low heterogeneous distributions. To efficiently and accurately solve the 

problem, requests are first mapped with the estimated number of backups 

through solving an optimization problem with the objective of minimiz

ing the resource consumption and achieving heterogeneous availability 

requirements, while assuming the failure probability of each device is a 

constant. Then the downtime distribution of a mapped request is accu

rately calculated and more backups would be provisioned until the avail

ability requirement is met. 

In the second part of the dissertation, we studied how to build privacy

preserving middlebox based DPI and redundancy elimination service. Specifi

cally, 

1. We presented SPABox, the first middlebox based system that supports 

both keyword based and data analysis based DPI functionalities over en

crypted traffic, while guaranteeing the privacy of the user data at the mid

dlebox. The most notable feature of SPABox is that protocol setup does 

not require any interaction or data transmission between a middlebox 

and clients. SPABox also enables privacy-preserving regular expression 

evaluation and machine learning using SVM for malware detection. The 

performance evaluation of SPABox demonstrates that it provides privacy

preserving DPI with a limited overhead. 

2. We proposed REET, the first middlebox based system that supports both 

inter- and intra-user redundancy elimination over encrypted traffic, while 

providing the privacy of the user data at the middlebox. Our protocol 

is compatible with the traditional technique in RE over unencrypted traf

fic, therefore enables the use of middleboxes to perform packet-level RE. 

The performance evaluation demonstrates that REET provides privacy

preserving RE with a limited overhead and little performance degradation 

compared to classical RE solutions. 
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4.2 Future Work 

A trade-off is a situation that involves losing one quality or aspect in return 

for gaining another. Most existing researches focus on only one aspect of per

formance, security /privacy and availability in NFV. Inspired by our research, 

we notice that performance, security /privacy and availability in NFV are often 

related and affect each other. In future work, we plan to study system design 

trade-off between performance, security /privacy and availability in NFV. 

Performance vs. Security Often, to increase the security level of a system, com

plicated cryptographic techniques are used when transferring and storing data. 

It is itself an active research area and receives a lot of attentions. However, such 

operations usually come at a cost in terms of computing resources, and they also 

increase the delay, reduce the throughput and degrade the performance of the 

system. This situation is further exacerbated when considering network func

tions for two reasons: 1) network operates at very high speed; 2) network func

tions require support for rich operations, such as comparison and modifying 

packets, besides encryption/decryption. For example, in our implementation, 

the clients using SPABox can have up to 23Mbps throughput using one core 

while Snort (without ecnryption) supports a throughput of around lO0Mbps. 

Performance vs. Availability As shown in our research, to guarantee availabil

ity, VMs that implements VNFs need to be backuped across different physical 

machines in a data center or even multiple geographically located data centers. 

Therefore, when a failure happens, backups can take over the traffic and con

tinue providing services. However, such fail-over/ recovery delay cannot be ne

glected in the NFV settings to prevent degradation in the end-to-end protocols 

and applications. Mechanisms to recovery and strategies to allocate backups 

influence the performance and availability at the same time. 

Availability vs. Security Replication, on one hand, helps to increase availabil

ity; on the other hand, it creates a larger security attack surface. If one VM im

plementing a VNF or a communication link between VNFs residing at differnt 

physical machines is compromised, security is compromised, which eventually 

affects service availability. 
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Security vailability 

Figure 4.1. Design trade-off in NFV 

In this work, we propose to use Generalized Stochastic Petri Net (GSPN) 

model to illustrate general aspects of the system design trade-off between all 

three of them, as shown in Fig. 4.1. GSPN is a Petri net system [51] where the 

transition set is partitioned into the sets of timed and untimed transitions, and 

can be mapped onto a continuous-time Markov chains. The GSPN model has 

been widely used for studying tradeoff between various aspects [194, 135, 145]. 



In the appendix, we prove the availability-aware SFC mapping problem in Chap

ter 2.1 belongs to NPNpPP, which is commonly believed to be intractable. We first 

formally formulate the problem as a Boolean formula. Since a data center can 

provide a set of functions, and based on the joint protection method we propose, 

we need several auxiliary variables. Note that using SP instead cannot reduce 

the time complexity, and we can prove the same properties by changing the for

mulation slightly; using DP only simplifies the evaluation process, while this 

problem still remains hard. Given that JP can potentially brings more advan

tages in terms of effectiveness and resource consumption, here we only prove 

the case using JP . 

For a data center n, Pn represents if n is used for mapping for the request, and 

qn and q-n denote if n is used as a mapping site for a primary VNF or a backup 

VNF, respectively. Assume a site n can provide a set of functions Fn, then we 

use {x~ In E ND} to show the set of functions site n provides. For example, 

given a physical network with 3 data centers n1, n2 and n3, which can provide 

functions Ji,h,h, h and Ji,h respectively, and a service chain request which 

needs functions h, h, we can write the Boolean formula as 

cp = C(n1) AC(n2) AC(n3) A junc(n1,n2,n3) 

= ( ( ( Pl Aql) A ( Xi AXi A xf) A ( Xi AXi A xf) 

A (x} AXi A xf)) V ((p1 Aq-1) A (xi A Xi A xf) 

A (x} AXi A xf) A (xi A Xi A xf)) 

V (p1 Ax} AXi A xf)) A ( (p2 AXi) V (p2 Axi)) 
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I\ (((p3 I\ q3) I\ (x1 I\ ;~) /\ (;j /\ x~)) 

V ((p3 I\ q-3) I\ (xj /\ x~)) V (p3 I\ ;j /\ ;~)) 

/\ (((xf /\ x1) V (xi I\ x2)) /\ ((xf /\ x1) V (x~ I\ x3))) 

where C(ni) shows the constraints for site i, and func(n1, n2, n3) indicates the 

functions provided by each site. X1, x2 and X3 is 1 if this site can function nor

mally at a given time and O otherwise. We are trying to find the minimum 

number of backup VNFs needed to be selected, which is equivalent to finding 

the maximum set A E ND, and the value of each element Pn in this set can 

be set to Osuch that the rest can satisfy the Boolean formula with probability 

greater or equal to certain threshold. As the first step, we show that verifying if 

the availability is above clients' requirement in a polynomial time is not a viable 

option. 

Theorem 1. Verifying if the availability of a given deployed service chain with 

backups, donated as problem VA, is above a given threshold is PP-complete. 

Proof By the definition of language in PP, it is clear problem VA is in PP. Note 

that MAJSAT [140] is a PP-complete problem. To show PP-completeness, we 

can reduce MAJSAT problem to problem VA. Note that, for an instance cp with 

n variables of MAJSAT, the number of all possible assignments to cp is 2n. Thus, 

we have 

cp E MAJSAT {=::::::} the number of assignments that 

satisfies cp is greater than 2n- l 

{=::::::} Pr[cp(x)] > 1with x E {O, l}n 

Given that problem VA's instance is a pair (cp, 0) consisting of a Boolean formula 

cp and a threshold 0. Hence, with a MAJSAT instance cp, we can set instance 

(cp, 1/2) for problem VA. To verify the correctness, 

1 . cp E MAJSAT {=::::::} Pr [cp(x)] > 2 with x E {O, 1}n 

{=::::::} the probability that a given formula cp can be satisfied 
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1
is greater than a given threshold 2 

1 
~ (cp, 2) E VA, 

1 . cp rt_ MAJSAT ~ Pr [cp(x)]::; 2 w1thx E {O,l}n 

~ the probability that a given formula cp can be satisfied 

1
is smaller than or equal to a given threshold 2 

1 
~ (cp, 2) rt_ VA. 

Thus, it is a valid many-one reduction from MAJSAT problem to problem VA. 

Therefore, problem VA is also PP-complete. □ 

Even with an oracle to the problem VA, we still cannot optimally decide if 

there exists a solution for a certain request, and finding a local optimal is diffi

cult. 

Theorem 2. Determining if there exists a solution for a service chain request, 

denoted as problem DE, is NPPP-complete. 

Proof We can construct a nondeterministic oracle Turing machine N with oracle 

that solves problem VA, which conducts the following three steps to solve the 

given instance (A, cp, 0) of problem DE: 

1. Randomly guess a solution to set A, which takes time O(IAI) 

2. Hardcode the guess to cp to obtain cp', which takes time O( l<PI) 

3. Query the VA oracle with (cp, 0) 

Since O( IYI) and O( l<P I) are polynomials in terms of n, this satisfies the defini

tion of NPPP class. Hence, problem DE is in NPPP_ To show NPPP_completeness, 

we reduce E-MAJSAT [140] to problem DE. In E-MAJSAT problem, for an in

stance (k, cp) (we represent a sequence of variables x as X1X2 · · · Xn), 
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~ (assignments to Xk+ 1 · · · Xn 

that satisfies <P) > 2n - k 

~ (::lx1X2 · · · Xk E {0, 1}k) 
1 

Pr[cp(x) lx1x2 · · · xk] > 2, 

where ~(Y) denotes the number of elements in set Y. With such an E-MAJSAT 

instance, we first define a set of variables as A = x1, x2, · · · , xk and then set 

instance (A, <P, 1 / 2) for problem DE. To verify correctness 

k 1
(k, <P) E E - MAJSAT~ (::l x1x2 · · · xk E {O, 1} )Pr[cp(x) lx1x2 · · · xk] > 2 

~ there exists a solution to set A such that the 

probability that a given <P can be satisfied is 

greater than a given threshold 

1 
~ (A,cp, 2) EDE, 

k 1(k,<P) rt E - MAJSAT ~ (,ll X1X2 · · · xk E {O, 1} )Pr[cp(x)lx1x2 · · · xk] > 2 
k 1 

~ ('v'x1x2 · · · xk E {O, 1} )Pr[cp(x) lx1x2 · · · xk] ::; 2 
~ there DOESNOT exist a solution to set A such that 

the probability that a given <P can be satisfied is 

greater than a given threshold 

1 
~ (A,cp, 2) rt DE, 

Thus, this is a valid many-one reduction from E-MAJSAT problem to DE 

problem. Therefore, problem DE is NPPP -complete. □ 

Let LM denote the problem of finding a local optimal solution for a chain 

request. Now we can define the decision problem form of LM. 
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Definition 9. Does there exist a set of backups of size that can make the availability of 

a given service chain request 'Yi at least 0, given a set of sites A, where each element is 

set to O? 

We denote this decision problem version of LM as DLM. We can see that the 

input to DLM is a set of backups along with cp and 0, and the output is a boolean 

value. Apparently, we can solve DLM once we can solve LM. This means that 

LM is at least as hard as DLM. Moreover, LM and DLM are actually equivalent. 

To prove that, we can just prove the following lemma. 

Lemma 4. OLM is at least as hard as LM. 

We can prove this lemma by constructing an algorithm solving LM using 

a DLM problem oracle, denoted as ODLM(A,cp,0). The algorithm solving LM 

with a given chain request cp and a threshold 0 as input is as follows: 

Algorithm 11 Deciding local optimal 

1: S f---- { n1, · · · , nlNol} 
2: A f---- 0 
3: for k from 1 to n do 
4: A f---- AU {bk} 
5: result f---- ODLM(A, cp, 0) 
6: if result = FALSE then 
7: A f---- A\{bk} 
8: end if 
9: end for 

10: return A 

Note that the above algorithm is actually a polynomial-time Turing reduc

tion. This means via the above algorithm, LM can be solved with a DLM oracle, 

which indicates that DLM is at least as hard as LM. Overall, we obtain that DLM 

and LM are equivalent. 

Lemma 5. The decision problem OLM is co-NPPP-complete. 

Proof To show co-NPPP -completeness, we need to prove that 1) DLM is in the 

co-NPPP class and 2) DLM is co-NPPP_hard. For 1), since the worse case hap

pens when all the variables in A are set as 0, then by definition of co-NP, such 



165 

case satisfies means all other assignments to A also satisfy the boolean function. 

Overall, it becomes for all assignments to A, at least half of the assignments to 

the rest backups satisfy the boolean function, which is computed using a PP ora

cle. Hence, we can see that 1) follows from the definition of class co-NPPP_ Next, 

to prove 2), we can construct a many-one reduction from A-MAJSAT problem 

to this problem. Concretely, note that the formula cp in the input instance (k, cp ) 
is not necessarily of monotone form, while the Boolean formula in instance for 

problem DLM is monotone. Hence, in order to transfer an A-MAJSAT instance 

to a DLM instance, we need to employ the standard way of converting general 

Boolean formula to monotone CNF Boolean formula cp'. Observe that, if fixing 

a subset of variables A, in such a monotone CNF Boolean formula, the number 

of satisfying assignments to cp' is minimum with all variables in A set to be 0. 

It is trivial to derive such a set A from k in A-MAJSAT instance. At this point, 

we set a threshold 0 as ½and then get an instance ( A, cp', ½). With this ( A, cp', ½) 
as input to the DLM oracle, if it outputs TRUE, then it means the majority of 

the assignments are satisfying when all the variables in A are set as O (which 

is the minimum case). Thus, for A being set to other assignment, the majority 

of the assignments must satisfies cp'. Hence, we can use an oracle solving prob

lem DLM to solve A-MAJSAT problem. It is easy to check the validity of this 

many-one reduction. Since A-MAJSAT problem is co-NPPP _complete, therefore, 

problem DLM is also co-NPPP -complete. □ 

Theorem 3. Finding a local optimal solution for a chain request is co-NPPP _ 

complete. 

Proof Based on Lemma 2 and Lemma 3, this theorem immediately follows. □ 

The objective of globally minimizing the number of backup VNFs further 

elevates the time complexity. 

Theorem 4. Finding the optimal solution for one service chain request belongs 
to NPN pPP _ 
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Proof By the definition of NPNpPP [140], we can construct a polynomial-time 

bounded nondeterministic oracle Turing machine M to accept our problem with 

oracle to a problem in co-NPPP as follows: 

Taken an instance (cp, 0) of our problem as input 

1. Randomly guess a maximum set A that will meet our property 

2. Use (A, cp, 0) to access the DLM oracle to decide the maximal set 

Clearly, before verifying, the randomly generated set A by machine M is just 

a possible candidate for maximum set. To make sure that, Muses DLM oracle 

to verify the correctness. Note that we reply on the power of nondeterministic 

Turing machine to guess a possible solution, which takes O(n) time. Also DLM 

is co-NPPP -complete. Therefore, our problem is in NPNpPP. □ 
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