
    
 

 
 

   
 

 
   
 
 
 

  
 
 
 
 
 
 
 
 
 
 
   

        
           

     
   

 

 

 

 

   
 

MORAL PSYCHOLOGY: AN ONTOLOGICAL APPROACH 

by 

J. Neil Otte 

Submitted 
January 22, 2019 

A dissertation submitted to 
the faculty of the Graduate School of 

the University at Buffalo, The State University of New York 
in partial fulfillment for the degree of 

Doctor of Philosophy 

Department of Philosophy 



  

 
 

               
             

             
          
         

          
             
            

           
             

     
             

          
  

Acknowledgements 

This work is deeply indebted to Barry Smith. I also wish to thank my committee 
members, Alex King and Kenneth DeMarree, for their helpful and insightful comments. 

In addition, I wish to thank members of the National Center for Ontological 
Research (NCOR), particularly Selja Seppälä, University College Cork; Ron Rudnicki, 
CUBRC, Inc.; John Beverley, Northwestern University; and Mathias Brochhausen, 
University of Arkansas for Medical Sciences. Conversations with my colleagues 
Yonatan Schreiber and Benjamin Lawrence made this work better. In addition, for their 
support, I wish to thank Erik Thomsen, Blender Logic; Marcelline Harris, the University 
of Michigan; Josef Behling, Johns Hopkins University Applied Physics Laboratory; and 
Alex Diehl, the Center for Excellence in Bioinformatics and Life Sciences at the 
University at Buffalo. 

This work would also not have been possible without the unwavering support of 
my wife, Tarah Theoret, and my parents, Rebecca and Ken Otte. 

ii 



  

   

   

          

           

            

          
         

            
          

           
       
       
         
            

            
        
          
           

          
           

 
             

         
          

         
          
          

           
          

          
          

         
 

             
            

Table of Contents 

Acknowledgements ii 

Abstract vii 

Introduction 1 

1. On Open Psychology Data Archives for Meta-Analysis 8 
I. Ontology and the Replication Crisis 9 

a. The Replication Crisis and the Rise of Open Science 9 
b. Ontologies for Scientific Data 18 

II. Necessary Criteria of an Open Data Archive 23 
a. Traditional Meta-Analysis and Multiverse Analysis 23 
b. The Continuously Culminating Meta-Analysis Approach 31 
c. The Mega-Analysis Approach 35 
d. List of Criteria 37 

III. Other Benefits of Ontologies in Psychology 40 
a. Heterogeneity Wrangling 40 
b. Workflow Friendly 44 
c. Low Cost Updating 45 

IV. Obstacles and Solutions 46 
V. An Alternative Vision of Big Science from Big Data 49 

2. SPO – A Social Psychology Ontology 52 
Introduction 53 

I. Psychological Entities as Dispositions 58 
a. Experimental Environments 62 
b. Subjects 64 
c. Behaviors, Attitudes, Effects 67 

II. Elements of a Dispositional Analysis 73 
a. Beyond Labeling: Religion, Gender, and Race Gender 77 

III. Dispositions of Individuals and Dispositions of Populations 81 
IV. Why Represent Mental Kinds? 83 
V. Future Work: Social Psychology Ontology (SPO) 96 

3. GTO – A Game Theory Ontology 99 
I. What Is Game Theory? 101 

iii 



  

            
          
          

          
           

          
          
         
           
         
          

           
          
           

        
             

          
          
        

           
            

          
           

 
               

          
          
         
          
          
           

         
         
        

           
 

           
            

       
 

a. What Is a Game? 102 
b. Games and Possibilia 112 
c. The Absence of Rules and Expected Utilities 121 

II. Related Ontologies 123 
III. Important Classes 125 

a. Outcomes 125 
b. Preferences 126 
c. Preference Relations and Agents 131 
d. Players 135 
e. Dominance and Equilibria 136 
f. Strategies 137 

IV. Normative Game Theory 139 
V. Example: Prisoner’s Dilemma 143 
VI. Conclusion: Three Benefits of a Game Theory Ontology 145 

4. MFTO – A Moral Foundations Theory Ontology 148 
I. Introduction to Moral Foundations Theory Research 149 

a. Criteria for Foundation-hood 160 
b. Moral Foundations Theory and Social Intuitionism 165 

II. Ontologies in Informatics 168 
a. Basic Formal Ontology and the Benefit of a Realist Orientation 171 

III. MFTO—A Realist Ontology for Moral Foundations Research 175 
IV. Conclusion 182 

5. How to Create a Scientific Model of Folk Morality 184 
I. Introduction 184 

II. Analytic Moral Functionalism 187 
III. Ontologies and Knowledge Bases 199 
IV. Adequatist Model Building for Reductive Explanations 207 
V. An Ontology of Moral Psychology 210 

VI. What Will We Find? 217 
a. Optimism 220 
b. Pessimism 222 
c. Help Responding to Critics 226 

VII. Epilogue: A Story 228 

Appendix – Definitions 235 
References 244 

iv 



  

      This page intentionally left blank. 

v 



  

     
 

 
             
          
           

 
 

 
            
            
           
           
          
           
             
           
             
           
            
            
            
             
            
           
          
            
           

 
 

  

List of Tables and Figures 
Tables 

i. Sample List of Open Datasets and Dataset Repositories 14 
ii. Seven Criteria for Ontological Engineering 37 

iii. Seven Criteria for Ontologies of Psychology 38 

Figures 

i. Continuants in Basic Formal Ontology 2.0. 20 
ii. Occurrents in Basic Formal Ontology 2.0. 20 

iii. Traditional Hierarchy of Scientific Evidence 27 
iv. Definitions and Taxonomies 55 
v. A Representation of a Psychological Disposition 77 

vi. A Network Method for Reduction 94 
vii. Stag Hunt Decision Matrix 110 

viii. Speculative Information Content Entity 115 
ix. A Coin Toss 116 
x. Simulating, Judging, and Preferring 129 

xi. Preference Ranking 130 
xii. Graph Representation of a Stag Hunt Matrix 144 

xiii. The Social Intuitionist Model 166 
xiv. The Class Hierarchy from Basic Formal Ontology 2.0. 173 
xv. Common Patterns 176 

xvi. Representing Linguistic Inquiry and Word Count (LIWC) 180 
xvii. Representing the Moral Foundations Theory Questionnaire 181 

xviii. The Linnaean Taxonomy 203 
xix. Querying Right Action Using a Knowledge Base 206 

vi 



  

 
 

             

             

            

               

            

          

            

             

             

              

           

         

            

            

             

              

           

Abstract 

In information science, an ontology is a controlled vocabulary that provides names and 

definitions for the classes and relations among entities within a realm of discourse, and 

which can then be used to make interoperable different sources of heterogeneous data 

within a common domain. This dissertation has two tasks. First, I propose and draft a 

suite of modular ontologies that can render databases capable of representing and 

integrating heterogenous data concerning social and moral psychology. This involves 

implementing, in the Web Ontology Language (OWL), an ontology for empirical moral 

psychology data. The practical upshot of this project is the production of what I believe 

will prove a valuable tool for psychologists, philosophers, and those working in the 

social sciences. It will allow them to search, not only for reported results in the field, but 

also for all data collected in the course of an investigation, to run novel algorithmic 

operations, and to create a continuously accumulating aggregation of psychological 

data for purposes of meta-analysis. Second, I argue such a knowledge base of moral 

psychology has implications for debates in meta-ethics, and I discuss Frank Jackson’s 

analytic moral functionalism as an example. I describe Jackson’s view, lay out some 

reasons for thinking a big data approach might be helpful in extending it, and then 

evaluate the likelihood that his account might be vindicated by future results. 
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Introduction 

Moral psychology is the field of study concerned with the psychological 

underpinnings of morality. For this reason, it stretches back to the beginnings of ancient 

philosophy, and has its most apparent Western origin in Aristotle and Eastern origin in 

Confucius. However, in the twentieth century, both philosophers and psychologists 

turned to empirical techniques—such as clinical observation, experimental design, 

survey methods, and statistical analysis—to explore the psychology underlying our 

moral lives. That this happened in psychology is well known, but it is also true of 

philosophy, which has not remained untouched by experimental practice. Presently, 

philosophical publications routinely consult, cite, and engage quantitative data.1 

Although the term ‘moral psychology’ is often used more broadly, when I speak of 

moral psychology throughout this work I have empirical moral psychology in mind. 

Although our subject is moral psychology, it is critical to understand the context 

in which this investigation is conceived. We are living in an age of big data, a time 

where data proliferates, a phenomenon that brings both promises and pitfalls. The 

promises are easy to enumerate. More data might lead to new discoveries, more 

powerful computer-aided inference, finer levels of granularity in the analysis of causes 

1 Knobe, J. “Philosophers are doing something different now: Quantitative data” Cognition, Vol, 135, Feb. 
2015, pp. 36–38 
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and effects, and new techniques to analyze the massive amounts of data to which we 

have increasingly more access. This list is merely suggestive; certainly, there is more to 

say about how the oceans of data available to us now make this an exciting time to be 

living, working, and thinking. However, the pitfalls are apparent too. There is the 

proliferation of data—there is simply so much. With such a large amount of data, there 

are issues in managing access. Not all data are readily available to users and there are 

difficult ethical issues in sharing data that trigger-happy institutional review boards 

have only begun to think about. Moreover, the different ways in which data are coded 

or categorized make it difficult to find what one wants to find, and thus difficult to 

draw interesting conclusions across sources. 

Medical science was the first to see this issue in the early 1990s, as they dealt with 

data available in electronic health records (EHRs). These promised a wealth of valuable 

information regarding healthcare treatments and outcomes, but in the US at least they 

were not exploited with this purpose in mind but rather for purposes of billing. Also, 

because different insurance companies employed different EHR systems, it was nearly 

impossible to combine information across systems in an easy and affordable manner. 

Although significant progress is being made here, work still needs to be done, and the 

need for such work has led to the creation of a new field in computer science: 

biomedical informatics—a field concerned with developing software tools and 

2 



  

            

      

        

          

            

           

           

             

         

             

              

            

          

       

            

               

    

          

          

           

techniques for the analysis of biomedical data, as well as a multi-billion-dollar industry, 

with centers around the world. 

Across domains—from internet companies, financial firms, industrial companies, 

to the U.S. Department of Defense—organizations are likewise seeking new tools to 

organize and render interoperable the vast flow of data now available and increasingly 

amassing on servers around the globe. Concurrently, online platforms developed for 

the purposes of scientific collaboration and the dissemination of academic publications 

are now flourishing on the internet, leading to new access channels by which 

information can be discovered, queried, and disseminated. 

However, there are two large obstacles blocking the potential such changes may 

have. The first is the so-called Tower of Babel problem produced by the massive 

heterogeneity of data. This problem makes it impossible to integrate information. The 

second obstacle is peculiar to psychology. The Open Science Movement has 

documented a replication crisis, characterized by a significant number of paradigm-

establishing findings now being shown not to replicate. This crisis has led to soul-

searching among social scientists, and has led to many proposals for changes in the way 

that psychologists conduct their work. 

To address both problems, computers require a common vocabulary that can 

translate these different sources into a shared terminological framework in order to 

make data and data systems interoperable. In the realm of computer science, ontologies 

3 



  

          

         

              

             

           

          

            

            

         

              

            

              

             

             

             

   

         

                

                                                
                   

                
                

have played this role successfully in biomedical science, business, manufacturing, 

military intelligence, and increasingly in psychology. Ontologies are representational 

artifacts. The best of these are created on the basis of philosophical principles adopted 

from the field of philosophical ontology, which can be implemented in software and 

used as common vocabularies for machines. In psychology, cognitive ontologies that 

facilitate the integration of data concerning cognitive processes, lab experiments, 

behavior, and neural imaging data are nascent in the informatics world. 

Each ontology has a taxonomy as a proper part, which serves as a classification 

schema. In this dissertation, the widely-used upper-level ontology Basic Formal 

Ontology (BFO) is used as a common framework. Basic Formal Ontology is a realist 

ontology that takes classes to be metaphysical universals (e.g. the universal Human 

Being), which have instances (e.g. Barack Obama) that exist in time and space. The 

ontologies of psychology described here appear at the mid-level of the taxonomy, and 

inherit the distinctions made in BFO between continuant entities that have spatial but 

not temporal parts, and occurrent entities, such as processes, which have both temporal 

and spatial parts. 

Designing taxonomies is difficult. The experience Melville describes in Moby 

Dick2 illustrates this difficulty well. This is no less true for our own white whale: mental 

2 “…it is in vain to attempt a clear classification of the Leviathan, founded upon either his baleen, or 
hump, or fin, or teeth; notwithstanding that those marked parts or features very obviously seem better 
adapted to afford the basis for a regular system of Cetology than any other detached bodily distinctions, 

4 



  

                

             

             

            

             

           

  

            

             

               

                  

               

             

     

                                                
                 
              

                  
                 

                
                    

                  
                  

        
 

and moral kinds. The goal of the first half of this dissertation is thus to strategize efforts 

for developing ontologies for social and moral psychologists, that may serve both as 

data standards and as tools for data integration. Here, I defend the view that mental 

kind terms, such as belief, memory, and cognition, refer primarily to dispositions, and I 

address a number of worries raised by authors of the Cognitive Paradigm Ontology, 

which represents only the functional characteristics of such entities: stimuli and 

responses. 

I am secondly concerned with progress in philosophical ethics. Philosophers in 

the twentieth century have been concerned with the nature of moral judgments, in 

particular, whether they are able to be true or false, whether they entail motivation on 

the part of the agent, and concerning whether or not any of them are made true by some 

fact in the world. Each of these questions falls under the branch of meta-ethics, a 

subfield of philosophical ethics concerned with the function of moral language and the 

existence of moral facts. 

which the whale, in his kinds, presents. How then? The baleen, hump, back-fin, and teeth; these are 
things whose peculiarities are indiscriminately dispersed among all sorts of whales, without any record 
to what may be the nature of their structure in other and more essential particulars. Thus, the sperm 
whale and the humpbacked whale, each has a hump; but there the similitude ceases. Then this same 
humpbacked whale and the Greenland whale, each of these has baleen; but there again the similitude 
ceases. And it is just the same with the other parts above mentioned. In various sorts of whales, they form 
such irregular combinations; or, in the case of any one of them detached, such an irregular isolation; as 
utterly to defy all general methodization formed upon such a basis. On this rock every one of the whale-
naturalists has split.” Melville, Moby Dick, p. 120. 

5 



  

         

           

             

          

           

            

             

             

              

           

              

                

          

      

               

         

               

          

                                                
         

 

Traditionally, philosophers have relied on intuitions around thought 

experiments and arguments to defend their views. However, these methods remain 

evidentially weak, as research in order and framing effects has demonstrated.3 For this 

reason, philosophers and psychologists who are interested in meta-ethical questions 

have turned increasingly to empirical methods, and this has led also to an increased 

interest in empirical moral psychology (evidence for which is demonstrable in an 

Ngram search for ‘moral psychology’). However, given the replication crisis, it is clear 

that psychology, too, is presently in need of some help. Here, I argue that ontologies 

designed to serve as data standards may be used to create the very large knowledge 

bases needed to perform robustly replicable empirical research. By ‘knowledge base’, 

here, I mean a database or collection of databases that have share a common semantics 

provided by an ontology. An artifact of the sort that can be queried to facilitate a 

continuously accumulating and always up-to-date meta-analytic picture of the results 

obtained at any given time. 

In the final chapters, I take this same idea of a knowledge base, and pivot from 

addressing practical questions in coordinating public science to theoretical questions 

such a knowledge base may address in ethics. In chapter 4, I describe an ontology for 

moral foundations theory—a research paradigm in moral psychology that holds that 

3 Petrinovich and O’Neill (1996); Tversky and Kahneman (1981). 

6 



  

             

             

            

             

            

              

               

        

there exists a small set of innate dispositions or proto-virtues which are trained or 

adapted to socio-environmental contexts. In the final chapter, I turn to Frank Jackson’s 

moral naturalism, which holds that moral properties may be reduced to descriptive 

properties if it can be shown that certain complex descriptive properties play the 

functional role that moral properties have within folk psychology. I describe Jackson’s 

view, lay out some reasons for thinking a big data approach might be helpful in 

extending it, and then give some reasons to be optimistic or pessimistic that his view 

might be vindicated by future results. 

7 



  

        
 

 
 

            

            

          

              

        

       

            

           

          

           

               

          

             

          

                                                
   
     
     
       

Chapter 1. On Open Psychology Data Archives for Meta-Analysis 

Abstract 

The replication crisis has social scientists pondering new ways forward. But largely 

missing from these discussions is the role ontologies can play in coordinating standards, 

integrating data, and facilitating meta-analysis. Here, I describe how ontologies can 

serve to organize open archives of scientific data in order to facilitate four approaches to 

meta-analysis: a) traditional meta-analysis4, b) mega-analysis5, c) multiverse6, and d) the 

continuously meta-analysis approach (CCMA)7. As heterogeneously coded, raw 

datasets and associated publications become available, each can be mapped to an 

ontology and the resulting data added to a data archive. The result is a continuously 

updated knowledge base containing raw data and data pertaining to the associated 

publications. Since knowledge bases of this sort can be queried to create updated 

datasets of interest, the results of such queries can then be used for both meta-analysis 

(where inferences are drawn from reported results), multiverse (where inferences are 

drawn from variables in raw data that were unreported in the original studies), and 

mega-analysis (where inferences are drawn from raw, pooled data collected by 

4 Fisher (1925). 
5 Stewart and Clarke (1995). 
6 Steegen et al. (2016). 
7 Rosenthal (1990); Braver et al. (2014). 

8 



  

              

          

 
       

 
    

    
     

        
     
     
    
    

       
  
   
    

   
        

 
      

 
          

  
           

               

             

           

                                                
      
               

             
   

researchers). I argue that such an approach can provide researchers an alternative to the 

costly re-coding of individual datasets for mass replication attempts.8 

Keywords: Ontology, Meta-Analysis, Big Data, Open Science, Psychology 

VI. Ontology and the Replication Crisis 
a. The Replication Crisis 
b. Ontologies for Scientific Data 

VII. Necessary Criteria of an Open Data Archive 
a. Traditional Meta-Analysis and Multiverse Analysis 
b. The Continuously Culminating Meta-Analysis Approach 
c. The Mega-Analysis Approach 
d. List of Criteria 

VIII. Other Benefits of Ontologies in Psychology 
d. Heterogeneity Wrangling 
e. Workflow Friendly 
f. Low Cost Updating 

IX. Obstacles and Solutions 
X. An Alternative Vision of Big Science from Big Data 

I. Ontology and the Replication Crisis 

a. The Replication Crisis and the Rise of Open Science 

For decades, there have been concerns about the replicability of data in 

psychology.9 In the last few years, these concerns have reached a fever pitch as doubts 

have been cast on the results of research programs stretching back over several 

decades.10 Much attention is now devoted to proposing new methods of data analysis, 

8 e.g. Open Science Collaboration (2012). 
9 Pettit (2016) provides an online, interactive timeline of doubts about replications in psychology that 
notes concerns far in advance of recent discussions of the replication crisis. 
10 Ioannidis (2005). 

9 
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and to addressing the issues involved in identifying and defining successful 

replications. Ioannidis (2005) led many researchers to worry that the probability of any 

single published study result being correct is likely a product of Type I or Type II error. 

More recently, in a review of social and personality psychology journals Fraley & 

Vazire (2014) find that for a typical effect size in psychology equal to r=.2, the average 

reported power of psychological experiments is lower than .5. In other words, if a 

researcher’s null hypothesis is false, they could investigate just as well by flipping a 

coin as conducting an experiment. 

A primary culprit is the so-called ‘file-drawer problem’, according to which 

studies that find no evidence for an effect go unpublished by researchers, while studies 

that do find such evidence are published. Other contributing factors include the 

incentive structure for both researchers and journal editors, which is widely recognized 

to have led to questionable research practices, p-hacking11, and in some cases plain old 

fraud.12 

Responses to the crisis vary. Some of the discussion is occupied with concerns 

over the nature of probability and experimental method. Some have argued that we 

should move away from null-hypothesis significance testing (NHST) and traditional, 

11 Even where p-hacking isn’t occurring, the chance of a false positive increases dramatically when one 
has a large dataset and a flexible approach to analysis (Gelman and Loken, 2013). 
12 It is unclear how wide-spread research fraud is in psychology, but recent cases involving Diederik 
Stapel, Marc Hauser, and Lawrence Sanna have grabbed attention (Yong (2012). 

10 
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frequentist approaches to statistics and move instead to Bayesian approaches.13 Others, 

like Efron and Hastie (2016), argue that familiar methods—including hypothesis testing, 

linear regression, Analysis of Variance, and maximum likelihood estimation, were 

designed to be implemented on mechanical calculators, and with the advent of 

computers, may be replaced with specially constructed algorithms. These debates need 

not concern us here as the proposal I describe is agnostic on what the correct approach 

to statistical procedures may look like. 

Others have worried that debates over reproducibility are undercut by the fact 

that there is little agreement concerning the meaning of reproducibility. It is true that 

we often have different features of research in mind when we discuss reproducibility, 

but a working characterization is sufficient for addressing the goals of science. 

Goodman et al. (2016) proposed such a characterization by identifying three dimensions 

of reproducibility.14 

These include: 

1. reproducibility of methods, ensured by there being sufficient documentation 
of a study such that it may be repeated by other researchers;15 

13 Cumming (2014); Etz and Vandekerckhove (2016). 
14 Goodman has in mind here what he calls ‘direct replications’, where an investigator attempts to 
perform a study after the manner of an original investigator and not a ‘conceptual replication’, which 
might aim to extend the scope of a finding by testing whether the process at issue obtains in other 
domains (cf. Doris (2015). 
15 One notable ontology that covers the domain of methods and investigative procedures is the widely 
used OBO Foundry ontology OBI, the Ontology of Biomedical Investigations. Such an ontology is used as 
a controlled vocabulary for the methods and procedures by which a study is undertaken. 

11 
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2. reproducibility of results, where there are studies run that reproduce the 
results of the original study; and 

3. reproducibility of inference, where similar inferences are drawn by different 
researchers in regard to the same body of evidence. 

A failure along any of these dimensions can result in a failure to replicate, and a 

challenge to the conclusions reached by original study researchers. 

Variation across researchers concerning what counts as a direct replication16 and 

what does not can have profound consequences for an interpretation of data. A case in 

point is the Open Science Collaboration (OSC), which conducted a large, collaborative 

project to replicate one hundred important studies published in top-tier journals in 

psychology in 2008. Infamously, this report showed that only 36 to 47% of these studies 

were able to be replicated, and for both the researchers and the many commentators on 

this finding, this result underscored the headline that a crisis is indeed occurring in 

psychology. 

However, Gilbert et al. (2016) later assessed the effort of the OSC, and formulated 

a series of criticisms, finally drawing the opposite conclusion: that replication in 

psychology is actually quite high. These criticisms included that the OSC did not 

account for other sources of error in addition to sampling error when drawing 

comparisons between an original study and a replication of that study. In addition, the 

populations from which subjects were drawn varied between studies, introducing 

16 For definition of ’direct replication’, see fn. 14. 

12 



  

              

             

              

            

               

  

           

           

            

              

  

              

            

             

           

           

              

              

             

                                                
        

further error. They also argue that the OSC used a method for assessing statistical 

power that ‘severely underestimates’ the actual replication rate, and even that the OSC 

results were biased in ignoring whether or not the original researchers had approved of 

the replication protocols. Gilbert et al. (2016) concludes by arguing that, properly 

interpreted, the evidence produced by the OSC has the true replication rate as high as 

85%. 

Such differences of interpretation underscore the need to track and make 

transparent the assumptions made by researchers who make replication attempts. The 

transparency of OSC’s reporting made Gilbert et al. (2016)’s critique possible; without 

such transparency, there would be no basis for entertaining an alternative reading of the 

findings. 

Most of the concern over the replication crisis has been expressed in criticisms of 

research publishing.17 Such criticisms point out, first, that publishing bias results in null 

findings going unreported and thus a tendency of published results to be biased in 

favor of a purported effect. Second, research investigators routinely face career 

pressures that incentivize the practice of p-hacking—the process of illicitly ‘finding’ a 

statistical result in violation of good study design, often as a result of Hypothesizing 

After Results are Known (a practice known as HARKing). In the last few years, these 

criticisms have turned to new proposals for change in the life-cycle of research 

17 Munafò et al. (2017); Ioannidis (2005). 

13 
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publications, with most calls for reform advocating greater transparency and the pre-

registration of research. The hope is that, when pre-registering studies is required, 

researchers will be unable to later redefine their hypothesis in line with their evidence 

or to engage in other forms of mild to serious fraud. In addition, published findings can 

be more easily replicated, given that the methods for the study will have been 

documented in advance in the pre-registration documents. For instance, Schooler (2014) 

writes that “pre-registering all aspects of new scientific studies and then repeatedly 

trying to replicate them […] allows careful scrutiny of all parts of the research process, 

from inception to replication.” Although some have voiced reservations regarding pre-

registration,18 the overall consensus is that the benefits of pre-registration make it a 

moral imperative. 

These concerns drive the movement of Open Science, which seeks to make 

scientific research freely and publicly available via open online repositories 

supplemented by online platforms and social media. Many online repositories for 

psychological data already exist, including: 

Table 1 Sample List of Open Datasets and Dataset Repositories 

Source Name URL 
American Psychological 
Association data sets and 
repositories 

http://www.apa.org/research/responsible/data-links.aspx 

18 Scott (2013). 

14 



  

   
   

   
  

 

    
 

 

   
  

   

 

 
   

   
 

 

   
   

 

   
  

 

 
   

    

 

   
  

  

 

   
  

  
 

         

           

          

          

             

              

Christopher Madan’s list 
of open-access databases 
with human structural 
MRI data 

https://github.com/cMadan/openMorph 

Gateway to Global Aging 
Data 

https://g2aging.org/? 

Integrative Analysis of 
Longitudinal Studies of 
Aging (IALSA) 

http://www.ialsa.org 

Inter-University 
Consortium for Political 
and Social Research 
(ICPSR) 

https://www.icpsr.umich.edu/icpsrweb/ICPSR/ 

Erik Gahner Larsen’s 
political datasets 

https://github.com/erikgahner/PolData 

Journal of Open 
Psychology Data (JOPD) 

https://openpsychologydata.metajnl.com 

Time-sharing 
Experiments for the 
Social Sciences (TESS) 

http://www.tessexperiments.org 

UCLA Library Research 
Guides Psychology 
Psychological Datasets 

http://guides.library.ucla.edu/c.php?g=180221&p=1188487 

FigShare http://figshare.com 
Zenodo http://zenodo.org 
DANS http://www.dans.knaw.nl 

Social media platforms such as the Open Science Framework (OSF), The 

Dataverse Project, and ResearchGate have promoted the sharing and reuse of 

psychological data and of corresponding publications. What social media platforms add 

is transparency throughout the research life-cycle, facility of corroboration among 

researchers, and the ability of independent researchers to re-run statistical tests on the 

original researcher’s data. All of these are benefits that should certainly be embraced. 

15 



  

         

             

              

             

            

             

                

           

               

              

             

            

           

               

             

               

            

              

           

                                                
                 

However, most psychology researchers (and, more broadly, social science 

researchers) using these sites continue to think about data, evidence, and the life-cycle 

of research in traditional ways. This orientation takes the primary unit of research to be 

the study publication. They see it as the job of editors, peer-reviews, citizen researchers, 

and replication authors to verify the results of original study publications. This 

orientation has consequences. At the moment, the vast majority of the data available on 

sites like the OSF is not described by researchers in such a way that it is useable by 

others. This is a failure of methods reproducibility. The reason is that, even when data 

sets are made publicly available, different formats and codes are used, and the latter are 

frequently poorly documented so that it is very often unclear to what the variable and 

value terms in a dataset refer. This is particularly problematic when such terms are 

obscurely coded, as when a column header in a spreadsheet begins with “Var1”, 

signifying—perhaps—the first variable in a list, without detailing what that variable 

refers to in a manner that human beings can read and understand. However, it is also 

problematic when human-readable terms, such as “sex”, are used as column header, for 

it is then unclear whether the researcher is speaking of genotypic sex, phenotypic sex, or 

a related entity like gender. The concern is that without such descriptions, original 

researchers are likely to forget what their variables refer to, essentially eroding access to 

the research with the online platform was intended to provide.19 

19 For discussion of the relationship presupposed by clinical datasets, see Ceusters, Yu, & Smith (2014). 
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David Mellor, a project manager for the Center for Open Science, recently stated 

that the OSF are always looking for ways to nudge researchers toward better 

documentation, but he also expressed caution.20 Providing too much information on 

how to document data, or forcing users of the site to conform to documentation 

standards, was likely, in his view, to keep users from using the site at all. 

These concerns are well taken and they underscore the need to incentivize data 

documentation. One way of doing this is to describe the new avenues for exploration 

and re-purposing that well-documented data makes possible. To this end, this essay 

describes some of the alternative visions for how scientific knowledge may be 

discovered, and then describes how available technologies may be harnessed to achieve 

this goal. Many other writers have written about this possibility, but with the advent of 

semantic technologies—including graph databases and ontology-controlled language— 

it is now possible to implement a system that facilitates integration of independent 

studies for the purpose of federated queries, independent analysis, new studies, and 

various forms of meta-analysis, in the broadest sense. With the rise of open online data 

archives of psychology data, the need for ontologies in the domain of psychology is 

now apparent, just as the labyrinth of electronic healthcare records made the need 

abundant within medicine some twenty years ago. 

20 Open Science Framework Google Group. Post 1/28/2017. Accessed here: 
https://groups.google.com/forum/#!searchin/openscienceframework/neil/openscienceframework/R2_0NK 
KTGSg/KJtBIgCtBwAJ 

17 

https://groups.google.com/forum/#!searchin/openscienceframework/neil/openscienceframework/R2_0NK
https://caution.20


  

           

             

       

         

            

            

             

              

  

 
     

 
          

          

         

            

              

           

            

                                                
               

    
         

In what follows, I describe how ontologies may be designed to both integrate 

psychological data and facilitate new and existing forms of meta-analysis. Such forms of 

analysis—traditional meta-analysis, multiverse analysis, mega-analysis, and the 

continuously culminating meta-analysis approach—have been discussed in more depth 

elsewhere, but how they might be furthered by ontological representation has received 

little attention.21 I then describe some criteria for meeting an acceptable standard in 

ontology design, as well as criteria specifically for ontologies for psychology data, and 

list some of the benefits offered by a knowledge base using ontologies as standards for 

data integration. 

b. Ontologies for Scientific Data 

In philosophy, ‘ontology’ denotes a field of study, often synonymous with 

‘metaphysics’, concerned with the study of the fundamental entities—including the 

objects, relations, and properties—that constitute reality. However, researchers in 

computer science, starting in the 1970s, realized that ontologies in the philosophical 

sense could be helpful if they were implemented as taxonomies of classes and relations 

through which machines could ingest and process data.22 Such representations could 

allow machines to draw further inferences about the data they were processing: for 

21 The relation of ontologies to meta-analysis has largely occurred outside of psychology. See Ramaprasad 
and Syn (2015). 
22 McCarthy and Hayes (1969); Gruber et al. (2008). 
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instance, that a particular string in the cell of a table represents an instance of the class 

Human Study Participant, and that because a rule for the class holds that all instances 

of Human Study Participant are human beings, the string in the cell represents an 

instance that is a human being.23 

In the field of information science, an ontology is a representation of reality 

comprised of a taxonomy as a proper part, whose representations are intended to 

designate some combination of universals, defined classes, and certain relations 

between them.24 A taxonomy is a hierarchy consisting of terms denoting types or 

classes, which are linked together by subclass, or ‘is a’, relations. For instance, the 

statement “Belief is a kind of cognitive disposition” can be represented as a minimal 

taxonomy, linking the class Belief to the class Cognitive Disposition with a subclass or 

‘is a’ relation holding between them. Such hierarchies can be represented as directed 

graphs, where class terms form nodes in the graph and relations form edges or lines 

that connect nodes. 

23 Wrangling data in this way is not an easy task. See Ceusters, Yu, & Smith (2014) for discussion. 
24 Arp, Smith, and Spear (2015), p. 181. 
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Figure 1. An example of a class hierarchy represented as a directed graph, where nodes are classes and edges are read as ‘is a’ 

or ‘is subclass of’. In Basic Formal Ontology (BFO), continuants are enduring entities that may have spatial but not temporal 

parts. 

Figure 2. Occurrents are entities that unfold in time, and may have both spatial and temporal parts. 
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The primary use of ontologies is to integrate heterogeneous data—data that is coded 

in different schemas or languages. For such data, ontologies can function as a kind of 

dictionary, allowing programs, query engines, and other technologies to process and 

derive inferences across independently created sources of data. Ontologies are often 

implemented in software programs written in programming languages such as the Web 

Ontology Language (OWL). Data sets in various formats (e.g. in the comma-separated 

values (CSV) format) may then be mapped to the classes in the ontology, and the output 

of this process is a new data set consisting of RDF (Resource Description Framework) 

statements, called RDF-triples. This data set may then be queried using the semantic 

query language SPARQL to return new datasets of interest. 

Among the discussions surrounding pre-registration, open science, and the 

replication crisis, there has been little discussion of how the technologies underlying the 

success of ontologies in bioinformatics might contribute to success in the social sciences. 

The technologies underlying many of the online platforms for social science data-

sharing have continued to use relational databases, primarily SQL, which prioritize 

speed over expressiveness and which commonly go hand in hand with the use of 

truncated codes thought to aid surveyability by human users of spreadsheets as they 
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appear on a screen.25 Such truncated codes, as we have seen, often cause problems. 

Bioinformaticians, in contrast, have in the last two decades discovered many techniques 

for modeling structured data in order to allow computers to navigate and reason over 

both text and evidence in the life sciences. The Gene Ontology and the modular 

ontologies of the OBO Foundry are important examples of such work.26 

Ontologies found traction in the life sciences above all because they were initially 

used to make the vast new quantities of genomic data made available through the 

successful encoding of the human and other genomes around the turn of the 

millennium. Later, they were used to confront the problems posed by heterogeneously 

coded electronic healthcare records27, and still later, to approach the massive data sets 

available in resources such as PubMed28. And importantly, from the vantage of the 

replication crisis in psychology, ontologies are now creating computational workflow 

platforms that mirror processes of peer review, allowing reviewers to capture and re-

create experimental processes and reproduce the findings of previously published 

papers.29 

25 Cf. A discussion with Jeffrey Spies, who holds that it is the need to quickly service web applications 
that motivates the OSF’s use of NoSQL. Accessed October 10, 2017 here: 
https://groups.google.com/forum/#!topic/openscienceframework/Q0yqaMuW1XA 
26 Smith, B., et al. (2007). 
27 See, for instance, SNOMED. Accessed August 23, 2018 here: https://www.snomed.org 
28 Accessed August 23, 2018here: https://www.ncbi.nlm.nih.gov/pubmed/ 
29 González-Beltrán (2015). 
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Presently, ontologies developed in psychology have been relegated to those closest 

to medical science, particularly those in mental health and cognitive neuroscience.30 In 

their review of ontologies of human behavior, Blanch et al. (2017) describes ontologies 

of psychology as ‘burgeoning’, and report finding only seventeen ontologies that may 

be of interest to psychologists, many of which are restricted to neuroscience, and none 

of which relate directly to many important subfields, such as social psychology. Some of 

the most prominent ontologies for psychology among those reported, such as the 

ontology of the APA and the Cognitive Atlas31, are flat lists that merely provided a list 

of terms with their definitions and contain no real taxonomy. Such ‘ontologies’, together 

with their definitions, function as mere glossaries, rather than as knowledge bases from 

which additional information may be inferred about large data sets. They are also not 

written explicitly so as to be compatible with other ontologies, hindering the possibility 

of later data integration. 

II. Necessary Qualities of an Open Data Archive 

a. Traditional Meta-Analysis and Multiverse Analysis 

To build an open archive of interoperable data for psychological research, an 

ontology must be used that satisfies a series of criteria. Some of these criteria apply to 

30 Cf. Poldrack, R. A. and T. Yarkoni (2016). 
31 The latest versions of the Ontology of the APA and the Cognitive Atlas are hosted at the BioPortal web 
site, which may be accessed at: https://bioportal.bioontology.org. 
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good ontology design in general, where others are specific to the domain of psychology 

research. Because we are interested ultimately in an archive that may be used to 

provide a clear, accurate, and scalable picture of scientific evidence, in this section we 

look briefly at what that means and what such an archive must be capable of 

facilitating. 

Online archives of scientific data offer benefits that are well-known. Archives of 

raw data allow original analyses to be conducted independently by others, as well as to 

be re-used in new forms of meta-analysis. This both complements and improves on 

other present options at reforming the practice of publishing findings, such as pre-

registration and online data sharing, for it provides a more general picture of the 

complex and subtle relationships researchers wish to assess in a meta-analysis. Glass 

(2000) articulates this well, writing: 

meta-analysis was created out of the need to extract useful information 
from the cryptic records of inferential data analyses in the abbreviated 
reports of research in journals and other printed sources. "What does this t-
test really say about the efficacy of Ritalin in comparison to caffeine?" Meta-
analysis needs to be replaced by archives of raw data that permit the 
construction of complex data landscapes that depict the relationships 
among independent, dependent and mediating variables. We wish to be 
able to answer the question, "What is the response of males ages 5-8 to 
Ritalin at these dosage levels on attention, acting out and academic 
achievement after one, three, six and twelve months of treatment? 

We can move toward this vision of useful synthesized archives of 
research now if we simply re-orient our ideas about what we are doing 
when we do research. We are not testing grand theories, rather we are 
charting dosage-response curves for technological interventions under a 
variety of circumstances. We are not informing colleagues that our straw-
person null hypothesis has been rejected at the .01 level, rather we are 
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sharing data collected and reported according to some commonly accepted 
protocols. We aren't publishing "studies," rather we are contributing to data 
archives. 

What is clear in the vision articulated here is that there is often a need to query 

and browse through a dataset at a level of granularity that may not have been 

understood or articulated by the original researchers. In cases analogous to those Glass 

envisions, we wish to know not merely that the presentation of a prime in one 

laboratory setting led to increases in retributive judgements; we also need to know the 

manner in which those primes and those judgments were measured across studies. We 

are not satisfied knowing that education correlates with atheism and democratic party 

affiliation, when there is also significant variation among geographic and economic 

variables, as well as changes in the general correlation that occur over a period of time 

marked by important national events. 

To make sense of this increased granularity, we turn now to the process of 

scientific data assessment, including both old and newly proposed practices. What 

follows is then a demonstration that an ontology of psychology can serve as a data 

standard while also facilitating all of these methods of analysis, provided it adheres to a 

list of design criteria. 

Researchers are accustomed to the distinction between the analysis produced by 

a single empirical investigation, and that produced by surveying the results of many 

independent investigations to draw a more general conclusion. The latter process is 
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often called ‘meta-analysis’, which we should characterize here as ‘meta-analysis in the 

broad sense’.32 This process includes any attempt to cull a larger picture of an effect 

from a totality of available evidence. However, more often, ‘meta-analysis’ is used more 

narrowly to refer to a process of statistical synthesis of data drawn from a series of 

independent studies, and it is at the heart of scientific practice. Prior to the 1990s, the 

practice of meta-analysis was often narrative in approach, but it has increasingly taken a 

systematic form, with clear criteria for study inclusion becoming a necessary 

component of analysis. For this reason, meta-analyses are frequent parts of a systematic 

review, where a systematic review is a process, prescribed by explicitly specified 

eligibility criteria, of collating empirical evidence gathered to assess a specified research 

question. 

32 Although our focus here is not meta-analysis in the broad sense, it should be noted that ontologies may 
be useful across processes of evidence gathering in science, and are frequently used not only to integrate 
data, but also to discover associated data sets by identifying shared features contained within them. 
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Figure 3. Traditional Hierarchy of Scientific Evidence. 

There are many kinds of statistical test used in meta-analysis. Fisher’s combined 

probability test is one common example33; it combines the p-values of the included 

results in order to derive a single test statistic. In general, the goal of such tests is to 

provide an accurate representation of the overall effect reported across the included 

studies, hence, as in Figure 3, it is accorded an important position in scientific 

assessment. 

An ontology capable of facilitating a meta-analysis will first need to represent 

those entities necessary for a systematic review. A systematic review is a literature 

review, prescribed by pre-established criteria, that collects and analyzes multiple 

research studies that bear on a research question of interest. Entities concerning the 

33 Fisher (1925). 
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provenance of studies, such as authors, titles, and publication dates need to be 

represented. There are a limited number of such entities, and because they exist across 

domains, they have already been well-represented in the field of information research. 

The more interesting entities required are in the content of the pre-established 

criteria employed in systematic reviews. The entities prescribed by pre-established 

criteria can in principle include anything, but this is hardly grounds for pessimism 

about their canonical representation. The reason is that, although researchers engaging 

in systematic reviews may potentially be interested in anything at all, they are more 

often than not interested in entities of very common and predictable sorts. The criteria 

used in a systematic review may require, for instance, that all included studies used a 

particular test statistic, that participants in the studies revealed a specific category of 

information about themselves (e.g. gender, race, socio-economic status), or that a 

particular study paradigm was used across the studies, as reflected in a common use of 

study materials (e.g. surveys) or the investigative goals of researchers. Also important 

are the social contexts in which a study takes place. Some pre-established criteria may, 

for instance, include or exclude studies carried out in university labs, on-street 

interviews, or online surveys taken through a service like Amazon’s M-Turk. Each of 

these contexts may be described both in terms of the spatial locations of the 

participants, as well as by the features present in the site of the investigation. 
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Another form of analysis recently proposed—distinct from meta-analysis—is 

multiverse analysis.34 Rather than publishing only results from a single statistical 

analysis performed, a multiverse analysis involves running and reporting all analyses 

across the set of variables available in a dataset and publishing these.35 Such a form of 

analysis is frequently available in a researcher’s design, but these results go unreported, 

and readers are led to believe that the relationships among these variables were 

unavailable or not part of the original study design. However, this raises the concern 

that they are unreported because they demonstrate how alternative relationships 

concerning a hypothesized result actually undermine the investigator’s interpretation. 

A multiverse analysis prevents such admissions, and can thereby increase the scientific 

community’s trust that the reported results are not a fluke. 

To facilitate the integration of data for both meta- and multiverse analysis, an 

ontology requires representing variables within data sets that carefully distinguish 

studies from those objects involved in those studies. This distinguish facilitates the 

search: “Find all datasets that were the result of a study that used this particular 

questionnaire” as well as “Find all those parts of datasets that were the result of a study 

produced by this particular researcher using this section of a particular questionnaire.” 

34 Steegen et al. (2016). 
35 Frequently, many questions asked in the course of an investigation are simply ignored when 
researchers report the findings of their main statistical test. A multiverse analysis involves reporting all 
relationships among variables that may have some reasonable correlation. Steegen et al. (2016) provide an 
example of this analysis and some reason to believe it can bring transparency to the research process and 
an alternative way of assessing the robustness of the reported finding. 
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In addition, an ontology cannot begin with representing everything, and so the focus 

should be on representing the most common entities participating in studies in 

psychology, including subjects, investigators, instruments, questionnaires, datasets, 

settings. In addition, those sub processes that are canonically parts of a study should be 

broken out, including the process of planning a study, hypothesizing, recruiting 

participants, as well as the processes of documenting and analyzing study results. 

For each of these tasks, there are already ontologies one may point to that 

attempt this required representation. A very short list might include: 

• the Ontology of Biomedical Investigations (OBI) represents study designs, 

data items, assays, and instruments used in the course of a study36; 

• the Research Object Suite of Ontologies, which represents the data created 

by research studies in order to maintain the workflow of these studies and 

to facilitate data sharing with other researchers;37 and, 

• based on ISO 2007, the OntoDT ontology38 represents datatypes, datatype 

qualities, operations on datatypes, and a taxonomy of datatypes.39 

In addition, various statistical tests and analysis processes, along with their 

conditions and outputs, are available in STATO, an ontology of statistics, as well as the 

36 Bandrowski et al (2016). 
37 Belhajjame et al. (2015). 
38 OntoDT is based on ISO/IEC 11404:2007(E), an international standard for the domain of general 
datatypes. 
39 Panov et al. (2014). 
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OBCS (Ontology for Biological and Clinical Statistics). Such ontologies provide not only 

representations of studies and processes, but also the resulting data produced, the 

formats in which such data are saved and distributed, and the statistical tests used to 

derive published conclusions on the basis of this data. 

What remains is the task of descending from these frameworks with the 

development of more domain specific ontologies that represent classes that are of 

specific interest to research psychologists working in particular domains. Here, the 

ontology should aim to enable representation at a sufficient level of granularity that 

independent researchers may run multiverse analyses of interest. This means we 

require ontologies that represent both behaviors and behavioral dispositions, assay 

processes but also parts of surveys used in such processes, as well as distinctions among 

entities that are the subject of research, such as moral attitudes, ingroup affiliation, 

religiosity, mental representations of self and of others, as well as elements in research 

contexts used to study these entities, including entities that play the role of primes.40 

b. The Continuously Culminating Meta-Analysis Approach 

In addition to traditional meta-analysis, however, it is now an excellent moment 

to ask how the big data approaches of the Open Science movement can combine with 

40 The results of priming research have been among the most scrutinized by the replication crisis. Daniel 
Kahneman’s email (2012) warning of a train wreck involving the paradigm has been re-published by 
Nature and widely circulated. Accessed here June 9, 
2018:https://www.nature.com/polopoly_fs/7.6716.1349271308!/suppinfoFile/Kahneman%20Letter.pdf 
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statistical approaches proposed in the meta-science literature to allow the application of 

previously unavailable methods of analysis. Throughout discussions of the replication 

crisis there have been proposed changes to the way in which we think about the 

lifecycle of research publications. One such proposal, advocated by Rosenthal (1990), 

has been to change our practice of meta-analysis. Whereas traditional meta-analysis is 

seen as retrospective in nature, Rosenthal advocated a framework that performs the 

same calculations, but continues to do so in a continuous fashion, incorporating each 

new replication attempt as it finishes. This is what Braver et al. (2014) call the 

continuously cumulating meta-analysis approach (CCMA). 

Traditional meta-analysis too often notes only whether or not a replication did in 

fact reach statistical significance, and this general reliance on significance values has 

been greatly criticized, so much so that the American Statistical Association recently 

released a statement criticizing the over-reliance on significance values.41 By contrast, in 

CCMA, data are combined from all relevant studies completed in the past to compute 

meta-analytic indexes, from which a degree of confidence can be derived that indicates 

the hypothesized result is genuine. For instance, instead of regarding a follow-up study 

of an original study as an isolated attempt at replication, a researcher following the 

CCMA would instead combine the results of both studies, for instance, by converting 

each of the one-tailed p-values to a z score. This procedure allows all the results of the 

41 Wasserstein and Lazar (2016). 
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independent studies to be inputs in the creation of a single estimate, which is more 

likely closer to the truth. 

There are two principle limitations of traditional meta-analysis that CCMA inherits. 

First, like traditional meta-analysis, particular CCMA studies have looked only at the 

published results of statistical studies and thus the file drawer problem affects CCMA 

results. Many writers have observed that follow-up studies are usually only performed 

when an original study proved significant, with studies that failed to show significance 

ending up in a file drawer42. This practice constitutes a genuine loss for the social 

sciences, as well as contributing to the waste of time and labor spent producing these 

studies. Meta-analytic approaches that only look at published results will find meta-

analytic results that tend to show higher significance levels, reflecting the sample bias of 

their incorporated studies. By itself, CCMA is no help. Unless the results of 

unpublished work are made available through online archives, or journals are 

incentivized to publish work whose results are insignificant, the file drawer problem 

persists. 

Secondly, like traditional meta-analysis, CCMA also introduces error by using only 

reported results of statistical tests—reports of which may be inaccurate, are frequently 

under-documented by authors in published reports. Even well-run experiments may 

also be reported inaccurately due to typos, a lack of clarity, poor communication among 

42 Cooper (1979); Pashler & Harris (2012). 
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co-authors, or a lack of transparency concerning the tests that were run and the relevant 

values that resulted. This means that any errors or omissions that occurred on the part 

of the original researchers in the process of drawing conclusions are passed on to meta-

analysts who rely on those results. The guiding assumption of these meta-analyses is 

that the studies contained in both forms of analysis address an identical conceptual 

hypothesis, and where methodologies among papers in the sample are distinct, meta-

analytic approaches to research synthesis are used to order to compare results across 

methodologies. Such approaches run the risk of introducing errors—for example, of 

reading polysemous labels of variables differently than the original researchers had 

intended—and this remains true even when researchers are being careful. 

However, the CCMA does offer an improvement over traditional meta-analysis in 

this regard, for it allows that meta-analysis is an ongoing process whose goal is to 

provide a continuingly updated picture of the consensus provided by data. For this 

reason, when individual studies are found to be problematic, they may be removed or 

their incorporation into the general picture may be modified. 

In order to overcome the limitations of traditional meta-analysis, many researchers 

have moved in the direction of online file sharing, and today, original data files are 

routinely being shared on data-sharing platforms. Because this makes available the 

unprocessed data alongside the paper reporting the conclusions that were drawn from 

it, there is increasingly no need to be only concerned with the final results of different 

34 



  

            

          

              

  

  
     

 
          

             

               

              

              

        

           

          

           

          

   

               

            

                                                
     
    

reports. For this reason, the risk traditional meta-analysis introduced by relying on the 

methods and reporting of other researchers is becoming less necessary, since the 

methods and reporting of researchers can be, to a degree, checked by looking at the 

original data. 

c. The Mega-Analysis Approach 

Mega-analysis, also called meta-analysis of individual patient data, involves the 

pooling of raw data from different studies into a single data file upon which statistical 

operations can then be run43. This technique has largely been used in the life sciences, 

where large bodies of raw data are more available to researchers, and it has generated 

often comparable results to meta-analyses.44 For instance, Sung et al. (2014) found that a 

comparison of a meta-analysis and mega-analysis of gene-environment interactions 

studies yielded comparable results across four separate tests. Such reports are 

encouraging. Furthermore, whereas meta-analysis has traditionally looked only at the 

published results of independent researchers running separate analyses, there is no 

reason, in principle, why a mega-analysis cannot take into account pre-published data 

as well. 

In my review, I have seen no examples of mega-analyses in the social sciences, but it 

is not hard to imagine why. Until recently, publicly available data culled from separate 

43 Stewart and Clarke (1995). 
44 Waters (2014). 
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analysis has been scarce, and it is often curated poorly. However, there are also reasons 

that concern the domain of the discipline itself. The heterogeneity of tools used by 

psychologists is higher than in the life sciences, since latent variables are often 

conceived slightly differently across studies. This comes in contrast to the high levels of 

construct validity shared across studies in the life sciences (e.g. there is significantly less 

agreement about what constitutes a mental state among cognitive scientists who study 

them, then there is disagreement about what constitutes a heart among cardiologists). 

Ontologies can provide the representational framework necessary for Mega-

Analysis and CCMA, but this requires little in addition to what is already required for 

the representation of psychological archives of data required by traditional meta-

analysis and multiverse analyses. We might note here that the ‘updating’ that comes 

with CCMA is a capability that is provided outside the ontology in what is often called 

an Ontology-Based Information System (OBIS). Such systems usually work with an 

ontology to update data based on data that is received. In this case, an OBIS would need 

to draw upon the representational framework provided by an ontology in order to 

recognize that incoming data of one kind needs to be added to an existing body of data 

of a similar kind in what it would need to recognize as an updating event, which would 

create new values representing the total body of evidence as a result of the updating 
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event. This task is not unlike the present OBIS systems that are used to monitor data 

derived from sensors in complex systems.45 

d. List of Criteria 

In order to facilitate reasoning and data integration, an ontology must meet 

certain criteria. Some of these criteria apply to standards of quality for research 

ontologies in general, whereas others apply specifically to ontologies for psychology. 

Table 2 lists criteria that have recently evolved out of the discipline of ontology, and 

which apply to the creation of quality, re-useable ontologies generally. Table 3 

summarizes seven criteria that are necessary for the creation of a public data archive 

that might be used for the various forms of meta-analysis previously discussed. 

Table 2 Seven Criteria for Ontological Engineering 

Seven Criteria for Ontological Engineering 

  

               

       

 
    

 
           

             

           

              

           

           

            

 
       

    
 

          
         

   
 

             
     

 
             

     
 

                                                
                    

 

1. The ontology should have well-defined classes whose natural-language definitions 
employ an Aristotelian or genus-species form, and whose nature reflects a consensus 
of experts. 

2. The ontology should be compatible with a widely used upper-level ontology, such 
as Basic Formal Ontology (BFO). 

3. The ontology and its imports should be logically consistent in a commonly used 
logic, such as first-order logic. 

45 For a review of such work, see the W3C’s review of sensor ontologies. Accessed here on June 9, 2018: 
https://www.w3.org/2005/Incubator/ssn/wiki/index.php?title=Review_of_Sensor_and_Observations_Ont 
ologies&oldid=3248 
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4. The ontology should distinguish informational entities from their physical bearers 
(e.g. novels from books). 

5. Where possible, the ontology should re-use classes and relations from widely 
adopted ontologies rather than re-creating the same entities. 

6. The ontology should adopt a realist methodology that clearly distinguishes ideas or 
concepts about reality from those entities that exist in reality.46 

7. A term should be included in a reference ontology only if there is experimental 
evidence that instances to which that term refers exist in reality. (principle of 
instantiation)47 

Table 3 Seven Criteria for Ontologies of Psychology 

Seven Criteria for Ontologies of Psychology 

  

           
     

 
            

         
 

            
          

 
               

             
 

 
 

 
        

     
 

             
             

 
             

              
          

 
            

        
 

              
        

 
            

    
 

            
         

                                                
     
  

1. The ontology should define asserted classes in the domain of psychology with 
sufficient breadth to include all research regarded as important within the field. 

2. The ontology should use subclasses or defined classes with narrower breadth than 
a more general parent class to represent those entities that are particular to a research 
paradigm that is not accepted by consensus within the field. 

3. The ontology should distinguish the entities participating in a study from their 
status as variables (e.g. the age of participants). 

4. The ontology should distinguish the variables in a study from the test materials 
(e.g. questions in a survey) used to assess them. 

5. The ontology should distinguish test materials from testing processes (e.g. surveys 
from actions of surveying). 

6. The ontology should be capable of distinguishing the canonical features of a 
psychological study, including: study participants, study processes, study materials, 

46 Smith and Ceusters (2010). 
47 Ibid. 
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the authors of the study, the publications and attending data created by the study 
process, and the spatial-temporal context where the study is carried out. 

7. The ontology should have, as its aim, enabling the representation of psychology 
data at a sufficient level of granularity that independent researchers may run 
multiverse analyses of interest. 

  

              
           

 
             

          
     

 
              

           

             

            

            

     

              

             

            

            

        

            

             

              

           

                                                
        

These lists are intended as a partial guide for those creating ontologies in 

psychology. Their force varies, with some serving as recommendations and others 

requirements. They are inspired by similar principles articulated in much of the recent 

work in biomedical ontology48. However, special care is taken here to formulate the 

principles such that they reflect the relative lack of consensus within psychology 

compared with biomedical science. 

There is also a significant question about scope. In order to begin development of 

ontologies for a public data archive, only a preliminary notion of scope is important, 

with subsequent additions to be made. However, a number of domains seem 

immediately relevant. The ontology will need to capture the traditional domain of 

scientific documents (e.g. journal publications, books, online essays, data sets), their 

elements (e.g. page numbers, formats, titles, web addresses) and their provenance (e.g. 

authors, publishers, dates). However, it will also need to extend beyond psychology to 

discuss the ontology of time and place so that populations, their environments, and the 

experimental environments of the studies in which a subject from a population 

48 Arp, Spear, and Smith (2015); Smith (2017). 
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participates may all be accounted for. There is, thirdly, the domain of psychological 

instruments, including any artifacts that are used in the course of a study, including 

surveys, props, the lab coats of researchers, and the webpages through which 

participants are recruited for studies. Fourth, there are the study processes themselves, 

including processes of surveying, face-to-face interviews, guided questions, and various 

methods of deception, as well as processes of analysis, including the application of 

statistical procedures, processes of study aggregation, and meta-analytic procedures. 

Finally, there are the entities belonging to the domain of psychology, which includes 

also the domains of its subfields: social psychology, cognitive psychology, clinical 

psychology, abnormal psychology, personality research, etc. 

Fortunately, except for this last domain, much of this work has already been 

performed in various ways, many times, in other fields, and is now codified in 

information science standards that often include implementations in the languages of 

the semantic web, including OWL, SKOS, and RDF. The real work is left, then, in 

collecting a set of interoperable standards, and then developing new ones for the 

domain of psychology. 

III. Other Benefits of Ontologies in Psychology 

a. Heterogeneity Wrangling 

Merely creating a large data archive, or a connected series of archives, that house the 

data of independent researchers isn’t difficult: the internet itself already allows for this, 
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and we have already provided a table of existing archives. Making a data archive useful 

is another matter. The difficulty comes in rendering data interoperable, so that it can be 

read and understood by both machines and third-party researchers. This is the Tower of 

Babel problem: the problem that data about the same parts of reality but coded in 

different languages is indecipherable and therefore useless. Researchers can post their 

data online, but if their data are coded in the particular language of the researcher it 

often cannot be understood by other researchers, and it will certainly not be understood 

by machines. 

In some ways, this problem is familiar to psychologists who use programing 

languages to normalize their data sets before they can run statistical operations, but 

their approaches to this problem have been piecemeal and inadequate. Running macros 

in a pivot table, or developing a set of schemas in an SQL database can render data 

interoperable if we have a small data set purposefully built for single research projects. 

Many small companies who cannot afford to integrate their various software 

management systems routinely get by with such measures. But for independent 

researchers in the same field who are working on different projects, with different goals, 

such attempts simply will not work. For instance, if two psychologists study attitudes, 

but they conceive of attitudes in different ways, their datasets may contain the variable 

‘attitude’ but this same variable name may refer to different entities. 
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To date, attempts at meta-analysis in psychology that employ data sharing and 

crowdsourcing either only partly get around the tower of babel problem, or they do so 

only by expending significant time and money. Well-known replication attempts, like 

the Many Labs projects, involve contacting the original authors of studies in an attempt 

to preserve the original methods used in a reported study, and then involve re-running 

an original study49. In other projects, the Open Science Framework addresses data 

heterogeneity by employing a volunteer workforce of researchers to engage in 

cooperative and purposeful replication. The efforts of the OSF get around the Tower of 

Babel problem by directly reaching out to the original researchers, sharing data, and re-

coding original data sets so that they may be independently verified. 

The task of data interoperability is so overwhelming that other research projects 

have tried to side step it entirely. For example, NeuroSynth is a platform for large-scale, 

automated synthesis of functional magnetic resonance imaging (fMRI) data, and it 

attempts to get around the tower of babel problem by using keyword frequencies 

attached to studies50. It does this by calculating frequencies of keywords associated with 

a study report and pairing them with neural activation coordinate data in tables from 

the same report in order to form correlations between term types and activation 

coordinate data sets across studies. It then uses naïve Bayes classification (a machine 

49 Klein et al. (2014); Open Science Collaboration (2015). 
50 Yarkoni, T., et al. (2011) 
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learning technique) to calculate the likelihood that new activation maps were associated 

with specific psychological terms. This mix of NLP and machine learning results in a 

large-scale meta-analytic framework that can be searched and queried for results of 

interest. 

However, the efficiency and breadth of NeuroSynth are accompanied by concerns 

with accuracy and granularity. First, the use of keyword frequencies means that more 

complicated keywords used in search involving multi-word phrases cannot be used. 

Second, polysemous terms result in an inexact conflation of variables across studies, as 

when ‘belief’ can target conscious states, processes of reasoning on beliefs, and 

unconscious dispositions. This reliance on singular words is particularly ill-suited when 

it comes to those highly generally terms that have nothing to do with domain-specific 

vocabularies. For example, a query of NeuroSynth keywords51 allows users to search for 

activity correlations with words such as: ‘high’, ‘indicate’, ‘paper’, ‘reference’, ‘animal’, 

‘variance’, ‘valid’, and ‘true’—none of have relevance to the content of the study 

reports. 

By contrast, ontologies provide a clear and explicit semantics for data. Variable 

names can be mapped to well-defined ontology classes, and more refined subtypes of 

psychology variables can be identified with subclasses within the ontology. Queries can 

then be used both to: 

51 Accessed at http://neurosynth.org on March 15, 2018. 
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• aggregate study data in a manner that conflates the subtle differences among 
variable types, 

• distinguish among these differences, and 
• discover differences between how similar terms are used (as when a query for 

‘sex’ and ‘gender’ might recall the same types of instance-level data in some 
cases, and difference types of instances-level data in other cases). 

b. Workflow Friendly 

An open data archive must be able to model the whole of the research life cycle, 

from planning, through collection and analysis. Ontologies can do this by 

distinguishing research processes, such as planning, collecting, and analyzing, 

distinguishing them from the objects and informational entities that participate in these 

processes, such as journal articles, software suites, and study participants. Processes can 

then be sorted with temporal relations that may allow inference using ontology 

reasoners, such as Hermit or FaCT++. Some of these inferences are quite basic, but also 

extremely helpful. For instance, if process A occurs at time one, and process B occurs at 

time two, and time two occurs after time one, then process A precedes process B. Such 

inferences may be used to provide temporal orders for information that lacks date and 

time information, extending our ability to draw inferences where data may be gappy. 

Others who have written with this scope in mind have called this field 

psychoinformatics, calling to mind the use of data representation technics used in 

bioinformatics. However, psychoinformatics has focused on isolated technologies such 

as packages for the statistical language R, or data cleaning packages written in Python. 

Early publications discussing psychoinformatics have not discussed ontologies in 
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psychology, despite their importance in the complimentary field in biomedical science: 

bioinformatics.52 

c. Low Cost Updating 

Rendering data interoperable in order to confirm results is a costly process. The 

Many Lab replications involve large teams of researchers communicating with original 

researchers to re-run studies that produced important findings. Such collaboration is 

intended to ensure that the follow-up studies are run in the same manner as the original 

study so that the replication results cannot be explained away by a variation in study 

design or implementation occurring between the original study and an attempt at 

replication. Such work is an expensive undertaking both in terms of the researcher’s 

time and an institution’s resources. Data archives that are structured using ontologies 

will not replace the careful work involved in such replication attempts, but they may 

supplement this work in ways that save greatly on development costs. 

Cost savings come from a few sources. First, in order to update a knowledge 

base, only updates to the ontology file itself and file mapping the ontology to the data 

need to be updated. This means that the raw data itself does not require re-coding when 

an original researcher claims that a particular interpretation of their result is incorrect 

(such changes can often be made quickly to the mapping file alone). This is a feature of 

52 Montag, Duke, and Markowetz (2016), for instance, focuses on the integration of data culled from 
personal devices such as cellphones with neurological data. 
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graph databases in general that is lacking in the more popular form of relational 

databases (e.g. SQL). Second, whereas replication attempts like those of Many Labs are 

one-off, querying a knowledge base facilitates the re-use of a large body of raw data 

without requiring that studies be re-run. Rather, once we have established that two 

studies are similar in design and content, we can query the knowledge base in order to 

pool their raw data. Third, a knowledge base does not need to be centralized, which 

means that separate sources of data available on the internet can be queried together 

using federated SPARQL queries. 

IV. Obstacles and Solutions 

While ontologies in psychology have been on the rise in recent years, they have been 

slow to develop compared to ontologies in biomedical science. The culprit for this delay 

is likely that biomedical science first encountered large repositories of heterogenous 

data in the form of electronic healthcare records, whereas psychology only recently is 

encountering a similar problem. However, there are other obstacles that may also have 

caused psychologists not to seek out ontologies earlier than they have. 

First, the subject matter in the biological sciences is more often explicitly 

available to immediate, empirical verification. Cells and cellular processes may be 

investigated under microscopes; blood samples may be tested for hormone levels and 

pathogens; human anatomy may be measured and tested for responses of various 

types. Because the bodies of organisms are available to empirical verification, there is 

46 



  

           

           

              

            

           

         

          

          

             

           

              

     

              

             

             

             

           

            

           

less disagreement about the variables involved in biological sciences, and ontological 

representations may be produced from consensus-based science that is already working 

with a canonical version of the human body. However, in psychology and in the social 

sciences more broadly, the variables are latent, and this spurs greater disagreement 

about their natures. Variables of interest—such as beliefs, desires, intentions, memory, 

consciousness, affect, influence, persuasion, among others—are subject to different 

philosophical conceptions in addition to different approaches to their operational 

definitions within the experimental framework of a particular researcher’s design. 

Whereas every cardiologist might agree about what a human heart is while engaging in 

smaller disagreements about how they should best be studied, psychologists disagree 

about the nature of their subject matter in addition to disagreeing about how such 

entities should best be approached. 

This obstacle may be overcome by relying on the strategy employed by those 

who use upper-level ontologies to define highly general entities, and which then use 

subclasses of such entities to address more particular entity types. For instance, an 

upper-level ontology may define a general class of entity that appears across all 

domains. Such entities might include: process, object, and spatial region. Then, 

particular mid-level and domain ontologies may use these terms to create further 

classes of interest, such as: study process, study participant, and experimental 
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environment. These terms may be further delineated with subclass distinctions to 

accommodate more particular notions. 

This leaves, however, the problem that even well understood study processes 

can be implemented differently by researchers who employ different stimuli, different 

testing contexts, and different testing instruments. The Stroop Task, for instance, is a 

widely used test in psychology, which asks subjects to look at color words and recall the 

color of the words while ignoring the actual meaning of the word. The issue is that 

describing two research processes “as employing Stroop Tasks” is insufficiently 

detailed if the goal is to say that both researchers employed the same kind of task and to 

look to see whether they found comparable results. The Cognitive Paradigm Ontology 

(CogPo) is the most well-developed ontology in psychology to date, and it actively 

addresses both these problems by getting around terms for processes, to looking at their 

components, their specifications, and details of their experimental conditions53. This use, 

in effect, leverages the power of the semantic web by looking for what such processes 

are, ontologically, rather than how they are labeled by researchers. Such a fine-grained 

ability to search through aggregated datasets is precisely what meta-analysts of the 

future will require. 

There is a further problem that ontologies may frequently be developed for 

particular domains, but because they are developed independently, they lack the 

53 Turner and Laird (2012). 

48 



  

            

             

          

            

             

             

             

   

             

             

             

           

            

             

           

            

            

            

          
 

                                                
     

interoperability necessary for being combined and made to work together. This means 

that an ontology created for social psychology may not be compatible with one 

developed for neuroscientific domains or experimental research. The concern is that 

such a lack of interoperability would merely repeat the same lack of interoperability 

ontologies were designed to address, except now at the level of the ontologies. 

Ontologies could be made shareable on public platforms, but even when shared, they 

would be difficult to align with other ontologies and would require constant reworking, 

prohibiting re-use. 

This same problem was encountered in the early 2000s by ontology researchers 

and addressed by the creation of the Open Biomedical Ontology (OBO) Foundry54. The 

OBO Foundry was created to coordinate the evolution and design of ontologies within 

the domain of biological medicine. Participants submit ontologies that conform to a 

series of well-defined principles, and are encouraged to both re-use and submit change 

requires for other ontologies already freely available through the Foundry’s web site. By 

encouraging such re-use and collaboration, the ontologies maintained through the OBO 

Foundry acquire a degree of horizontal integration, enabling the re-use of expert 

designed ontologies. A similar effort for ontologies in the domain of scientific 

psychology could also aid in the coordinated evolution of psychoinformatic ontologies. 

V. An Alternative Vision of Big Science from Big Data 

54 Smith et al. (2007). 
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The replication crisis provides us with an opportunity to think differently about 

the basic units of knowledge in scientific psychology. Prior to the age of the internet and 

still, these basic units have been research publications. Increasingly, data sets are also a 

part of this basic currency. In the future, we will be looking at not only single datasets 

and publications in isolation, but with their relationship to a total body of available 

evidence, and researchers will want to immediately integrate incoming data with an 

existent body of cumulative research. The goal of this work will result in a shift in the 

way we measure scientific contributions, one that is away from individual study results 

read and published in isolation, to one in which the primary contribution is one made 

to an archive, and which is read in connection to a larger body of continuously 

accumulating data. The rise of open, online archives of psychological data show this 

desire is already on its way to being realized. 

Presently lacking is the ability to integrate such archives so that they may be 

used for different forms of meta-analysis. As I have shown, this work may be 

performed by ontologies, just as it has been within biomedicine. However, this will only 

work if quality ontologies conforming to clear design principles are used, and I have 

described a few such principles here. Although psychology is behind other fields in the 

development and use of ontologies, its investment now in such an endeavor means that 

it can learn from the early mistakes of ontology engineers. By using a realist framework 

and principles, such as those of the OBO Foundry, ontologies in psychology can begin 
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with the goal of being re-used and integrated with other ontologies of psychology 

developed independently by other researchers. Achieving this goal requires a 

discriminating analysis of the ontology of psychology—one that approaches the domain 

from the perspective of consensus without defining terms such that they inadvertently 

rule-out the possibilities raised by some approach to the domain. In the future, this is 

one place where the philosophy of psychology may be critical to the science of 

psychology. 
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Chapter 2. SPO – A Social Psychology Ontology 

Abstract 

In this chapter, I discuss a realist ontological representation of the domain of social 

psychology that could be used to integrate data within the domain. In doing so, I am 

mindful of competing conceptions of the entities of interest to social psychologists—for 

example, beliefs, biases, behavioral and cognitive effects—and I demonstrate how, in spite of 

these competing conceptions, they might be represented by drawing from the 

components of a dispositional analysis. Such an analysis consists of three primary parts: 

the environment that triggers the disposition, the agent who bears the disposition, and 

the processes that realize the disposition. In contrast to other ontologies of psychology 

that avoid representing mental kinds, I argue that one can represent mental kinds while 

allowing researchers who disagree about the nature of a psychological kind to 

nonetheless use the same ontology. To this end, I provide criteria for reducing the index 

of mental kind terms that may result from a proliferation of different theoretical 

paradigms. I conclude by introducing the Social Psychology Ontology (SPO)—a 

reference ontology presently underdevelopment that is compatible with Basic Formal 

Ontology (BFO), the Information Artifact Ontology (IAO), and the Statistical Methods 

Ontology (STATO), and which can be used to represent the domain of experimental 

social psychology. 
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Keywords: Ontology, Social Psychology, Knowledge Representation, Big Data, 
Psychoinformatics 

Introduction 
I. Psychological Entities as Dispositions 

a. Experimental Environments 
b. Subjects 
c. Behaviors 

II. Elements of a Dispositional Analysis 
a. Beyond Labeling: Religion, Gender, and Race Gender 

III. Dispositions of Individuals and Dispositions of Populations 
IV. Why Represent Mental Kinds? 
V. Future Work: Social Psychology Ontology (SPO) 

Introduction 

In the field of information science, ontologies are rigorous, controlled 

vocabularies that represent the entities and relations in a domain. Although they may 

have a variety of purposes, their primary use is to aid in the integration of heterogenous 

data. Despite decades of success using ontologies in the domain of bioinformatics, 

psychology has been slow to adopt ontologies as tools for data integration, archiving, 

retrieval, and reasoning. One of the primary reasons for this disparity is the relative 

difference in the consensus within the respective fields. Whereas in biomedicine, there 

is a more or less clear consensus regarding the canonical representation of the human 

body, its parts, and its ills, there is far less consensus in psychology, where variables are 

routinely latent, or unavailable to direct observation, and the nature of mental kinds 

under study is debated. This lack of consensus provides psychologists with reason to be 
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skeptical of the exacting definitions of well-built ontologies, which they fear may 

sanction one school of thought over others. 

My goal here is to assuage these concerns by identifying strategies for 

representing the domain of social psychology—a particularly difficult domain of 

psychology when compared against others that emphasize hard science, such as 

behavioral, computational, or neuroscience. The thought is that if one can succeed in 

representing the various kinds of entities that are taken seriously in the field of social 

psychology, then the same strategies will be even easier to apply in other fields around 

which there is greater consensus. 

The backbone of any ontology is a class hierarchy, where classes have clear, 

genus-species definitions and they are linked to other class terms via ‘is_a’ relations. In 

this way, in the Linnaean hierarchy, all frogs are amphibians because the class of frogs 

bears an ‘is_a’ relation to the parent class of amphibians (see Chapter 5, Figure 18). A 

genus-species definition for frogs may then be constructed holding that all frogs 

(species) are amphibians (genus) but differ from the other members of the class of 

amphibians by some differentia (e.g. short-bodied, tailless, carnivorous, and smooth-

skinned). Such definitions make clear what the extension of the class, while also 

mirroring the taxonomic relations provided in the class hierarchy (see Figure 4). By 

having such a class hierarchy in place, it is possible for computers to reason up and 

down the hierarchy. Although such a procedure is simple, it is nonetheless a powerful 
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and useful reasoning task when querying through large data sets, particularly where 

those datasets were originally coded in different ways that otherwise inhibit their 

integration. 

Figure 4. Definitions and Taxonomies. 

In creating an ontology for large domains, it is helpful to begin by using an 

upper-level (or top-level) ontology and then to extend from it into a particular domain. 

The best candidate for an upper-level ontology is one that is truly formal in Husserl’s 

sense; that is, not formal in the sense of stateable in a particular logical language, but 

rather an ontology of those universals and universal connections 

(Wesenszusammenhänge) that are common across all domains.55 A short list of such 

entities may include processes and their participants, the nature of space and time, 

55 For Husserl, formal ontology is to be contrasted with material ontologies that are domain specific 
(Husserl, (1921/2001)). 
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universals and particulars, powers and their groundings, basic relations of ordering and 

dependence, unities, and pluralities, information entities and numbers, as well as plain 

old material stuff. Although scientists do not employ such terms frequently in their 

discussion, they use terms that are descendent from such entities. In psychology, these 

include, respectively: study processes; the times at which those processes occur; the race 

and gender of participants; the beliefs, desires, and attitudes of those participants; the 

self-identity of subjects or how they see themselves, as well as how they see themselves 

relative to others; and then the relationships (e.g. statistical, causal, and political) 

between beliefs, desires, and attitudes and those individuals and populations who bear 

them. 

An upper-level ontology then works in the background and imposes constraints 

upon descendent classes via the truth path rule.56 This is critical, since terms used in a 

data standard tend to shift their meaning over time, and errors in inferencing and 

reasoning can occur when a term is mistaken both for a process and for the name of that 

process, or for a person and for that person’s biography. An upper-level ontology also 

provides the beginnings of a decision procedure for an interpretative process, 

prompting a data scientist to consider whether a particular term in research is being 

used to denote a name, an object, a process, or nothing real whatsoever. 

56 The true path rule holds that any properties that hold of all instances of a parent class also hold of any 
child class of that parent. 
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In what follows, I will start with Basic Formal Ontology (BFO) as an upper-level 

ontology. Although the principle proponents of BFO have argued for it largely on the 

basis of its philosophical foundations57, I will set aside this argument here and 

emphasize the practical benefits of BFO. My point is not to diminish these theoretical 

arguments for BFO, but to underscore a number of purely practical reasons that make 

BFO an attractive upper-level ontology from which to start. These include: it is 

relatively small, consisting of only thirty-six classes; it is the only genuinely formal 

ontology among those in wide use, since other larger ontologies invariably use domain-

specific terms; it is well-documented, compared to other upper-level ontologies such as 

DOLCE and SUMO58; its canonical representation is in both first-order logic and 

common logic, rather than in the weaker but commonly used web-ontology language 

(OWL) although it offers a less expressive version in OWL; and it is the most widely 

used upper-level ontology in major domains, including bioinformatics, defense 

intelligence, and industry, with well-known and well-used repositories of conformant 

mid-level and domain-level ontologies that may be further re-sourced and re-used.59 

Basic Formal Ontology is used by the ontologies of the Open Biomedical Ontology 

(OBO) Foundry—a widely used repository of biomedical ontologies developed by the 

57 Smith and Ceusters (2010) 
58 Niles and Pease (2001) 
59 This includes both the ontologies of the OBO Foundry (Smith et al. (2010)), and the Common Core 
Ontologies (Rudnicki, (2018)), as well as the ontologies being presently developed as part of the 
Industrial Ontology Foundry (IOF). 
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community in accordance with a set of shared design principles. In addition, some of 

the most prominent ontologies in the domain of psychology already use BFO in their 

representations. These include the Cognitive Paradigm Ontology, the Statistics 

Ontology, the Mental Functioning Ontology, and the Emotion Ontology, about which I 

shall have more to say in what follows. 

I. Psychological Entities as Dispositions 

When creating an ontology for some domain, an ontologist must make choices 

about coverage. There are two broad uses of ontology that can affect an approach to 

coverage: the first use is intended for a particular, one-off application. Such an 

application might include serving as a taxonomy for a data warehouse; organizing and 

tagging terms in a corpus of unstructured data elements such as text; or facilitating a 

single study and using an ontology reasoner to run inferences over tagged material. The 

ontologies described here may be used for such purposes, but their intended purpose is 

to attempt the representation of a widely shared knowledge of basic science in a 

principled way, facilitating the re-use of such knowledge across different applications. 

Ontologies of this kind are known as reference ontologies, and they may be used on 

their own in particular applications, but their principle use comes from imposing 

constraints on the application ontologies that extend from them, thereby encouraging 

re-use and a degree of orthogonal compatibility between conforming application 

ontologies. 
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In order to create a reference ontology for social psychology, one must begin by 

seeing what is common in the field; however, it is quickly apparent that commonality is 

more elusive in psychology than in other fields, such as biological science, for experts 

test multiple, incompatible theories and their use of terms is idiosyncratic within the 

discipline, reflecting mutually incompatible approaches to the study of the human 

mind. This lack of consensus is attributable to the fact that mental kinds are 

unobservable, and we seek to learn about them by looking at their effects.60 

In developing a reference ontology for social psychology, we should then 

emphasize what is in fact observable, and where prominent mental kinds within a 

paradigm exist, we should include those—even where they are not the subjects of 

consensus among experts (more on this in section IV). So, we begin by representing 

mental kinds from the third-personal perspective of the researcher, relative to pairings 

of inputs and outputs, or, stimuli and behavioral effects, or what may be thought of an 

operational definition. When we ask what people find intuitive, what their concept of 

knowledge is, or try to understand the process by which they form moral judgments, 

we do so by employing experimental techniques, and such techniques always include 

the isolating of observable facts concerning the experimental environment, facts about 

60 The emphasis throughout this chapter on behavior should not be construed as an endorsement of any 
of the theories of mind associated with behaviorism or functionalism. First, behaviors, in the broad sense 
that I take up here, will also include relations between reported mental states. Second, this approach 
concerns how to represent the science of psychology, and remains agnostic concerning what the mind is. 
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the participants themselves, and facts about the participant’s behavior. This approach 

corresponds to three families of related questions concerning the entities involved in 

social psychology investigation: 

1. How is the experiment conducted? (e.g. what survey instrument was used, is the 
participant paid or unpaid, and is the interview conducted online or face-to-face) 

2. What can we say of the participant in the study? (e.g. race, gender, age, and 
socio-economic status) 

3. How does the participant respond to stimulus as a result of the experiment? (e.g. 
selecting one answer over others in a form, telling a story, typing out a sentence, 
and setting a list in order to indicate preference) 

Each of these families has both a planned and realized component that come into 

existence at different moments in the research lifecycle. In the initial moment, there is 

the planned component that constitutes a research paradigm. This includes those plan 

specifications that specify how experiments are to be performed in the future in certain 

ways, the plan specifications or methods for recruiting and interacting with participants 

in the study, and the plan specifications that specify categories of response, if any. 

These are informational entities that prescribe, guide, or direct the actual study 

processes, participants, and responses to stimuli that later occur and are the subject of a 

report and analysis. 

These three areas have precedent in the origins of social psychology, which emerged 

from a moment marked by a re-appreciation of the study of causes. The Gestalt 

psychologist Kurt Lewin, in Principles of Topological Psychology (1936), recognized that in 

moving from an Aristotelian to a Galilean conception of causation, “we no longer seek 
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the "cause" of events in the nature of a single isolated object, but in the relationship 

between an object and its surroundings.”61 In analyzing behavior, it was thus necessary 

to look for the origin of an agent’s behavior not in the agent alone, but in the 

conjunction of the agent and their environment. 

This led Lewin to propose the concept of the life space, or, the “totality of facts 

which determine the behavior of an individual at a certain moment.”62 Lewin then 

introduces a familiar approach to behavior, consisting of the function, B = f(P, E), where 

B is a behavior, P is a person, and E is an environment. For Lewin, behavior is a law-like 

consequence resulting from the sum total of facts concerning a person together with 

those of their environment—a broadly shared conception in psychology today.63 

In creating a reference ontology for social psychology, we need to include those 

entities that fall into the life space of a subject, as well as those behaviors that result 

from it. For this reason, an ontology of social psychology identifies three broad areas of 

coverage: 

1) Experimental Environments, 
2) Subjects, and 
3) Behaviors. 

61 Lewin, p. 11. 
62 Ibid. p. 12. 
63 Although I am only concerned here with some of the basic components of Lewin’s approach, his 
framework has been endorsed and revised by many others, including Rainio (2009). 
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Merely identifying these domains also allows us to begin categorizing the 

overwhelming number of variables that one encounters within psychology datasets. For 

instance, the repository of The Inter-university Consortium for Political and Social 

Research (ICPSR)64, a prominent repository of psychology data, lists over five million 

variables in its database. It is plausible the three domains discussed here could serve as 

the parent classes of many classes representing the content of these five million 

variables. For instance, as of 2018, ‘behavior’ returns 18,806 variables; ‘participant’ 

39,404 variables; and ‘condition’ 39,122 variables. When queried with their synonyms, 

these terms bring back significantly more variables, and many other variable types are 

composed of these primitives. 

a. Experimental Environments 

All experiments involve manipulating one or more independent variable while 

attempting to hold all other variables constant.65 As such, an experiment is a process 

that unfolds in time; objects such as researchers, computers, and surveys written down 

on paper, participate in these processes, which occur at particular places and times. If 

we are to understand an experiment we need to identify those objects, spaces, and 

times. By “experimental environment”, I denote all those aspects external to the 

participant, including importantly both those that are part of the planned research 

64 Accessed April 25th, 2018 here: https://www.icpsr.umich.edu/icpsrweb/ 
65 Winston & Blais (1996) 
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study (e.g. that the study will take place at the University at Buffalo) and those that are 

not (e.g. that the study will take place in a rust belt town).66 Although we are 

particularly interested in those aspects of the environment that feature in either the 

study plan that prescribes an experiment, or which are noted later in the study results 

as having had a key effect in the results and interpretation of the experiment according 

to some researcher, we are also interested in those inferred facts about a research study 

that may have escaped a researcher’s notice. 

In a survey study, this may include, for instance: the survey used, the parts of that 

survey, as well as the environment in which the subject takes the survey, the time 

allotted for the survey, the amount of time the participant took to complete the survey, 

and the payment or incentive the participant received. This is true in both online 

contexts, such as those used in M-Turk studies, as well as in “real-world” contexts, as 

when an undergraduate is paid to come to a room in a department to fill out a survey. 

In a qualitative study using interviews, the experimental environment may include, for 

example: the site in which the interview is conducted, the appearance of the researcher, 

the tone of the researcher’s voice, the questions asked, and the order of the questions 

asked. 

66 This definition conforms to standard uses of ‘environment’ across fields of psychology (Uher (2016)). 
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The experimental environment does not include the demographic details of the 

subjects, such as whether they identify as white or African-American, Christian or 

Muslim, male or transgendered. It also does not include the cognitive, affective, or 

perceptual states of the agent. This means that an experimental prime, such as a bad 

smell in a room placed there by an investigator to test an effect on a subject’s behavior, 

is part of the experimental environment and forms part of the experiment, but the 

participant’s perception of the smell is not part of the experimental environment, for 

their perception is a process that takes place within them, beginning in olfactory 

receptors in the membranes of neurons in the nose and mouth before being passed on to 

higher-order processing in the brain. 

It is important also to emphasize here that environments within the domain of social 

psychology are social environments that frequently involve other people. The 

experimental environment includes those other individuals participating within the 

study, as investigators or bystanders, but excludes what a subject thinks of them and 

their behaviors. Thus, a hand gesture performed by an investigator may belong to the 

experimental environment, but whether it was received as a greeting or a vulgarity may 

not. 

b. Subjects 

A subject is a person who bears the role of subject within the context of an 

experiment. Social roles are realized in processes, and the role of subject is realized in 
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the particular way in which a person who is the subject of a study participates in that 

study, and which is distinguished from the manner in which an investigator or an 

investigator’s confederate67 participates in the study. For instance, subjects include: a 

person who agrees to take part in an online study, who takes a survey assessing their 

responses to a series of vignettes, and who then closes their browser—thus concluding 

their participation in the study after accepting payment. One must distinguish between 

the bearer of the role and the role, for a person exists prior to becoming a subject and 

continues to exist following completion of a study, during which time they no longer 

bear the role of subject. Furthermore, a person may bear or lose a subject role without 

undergoing any physical changes, as for example, they may be dropped from a study 

without having been notified. For this reason, it is helpful to think of the subject role as 

grounded in both the intentional states of the investigator who regards the person 

bearing the subject role in a particular way, as well as the documents used throughout 

the course of the study, which ascribe to the person particular features based upon their 

planned interactions within the context of an experiment. 

Now, it is not subjects per se but the instances of mental kinds of which they are 

bearers that are principally important here. Mental kinds—including attitudes, 

intuitions, self-identities, cognitive processes, moral judgments, and other attributes of 

67 Confederates are persons recruited by lead experimenters to play the role of a bystander, participant, or 
teammate. 
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such participants—are the real concern of psychologists. None of these entities are roles, 

for each is internally grounded in the constitution of either a particular person (and for 

most of these, regardless of whether they are a subject in a study). Also, they are 

sometimes shared across individuals, as in the case of norms and ethnic identities. Such 

entities, as I will go on to argue, are best conceived of as dispositions or realizable 

entities in the manner defined by BFO, and they may manifest themselves in processes 

that may be observed and measured. 

What distinguishes social psychology from other branches of psychological science 

is that it is concerned with not only how people think, feel, and act, but also how such 

thoughts, feelings, and behaviors are influenced by those of others. This requires the 

representation not only of subjects within their physical environments, but also the 

representation of those mental categories by which they represent both themselves and 

their environments to themselves. Many entities, such as subjective measures of socio-

economic status or one’s self-identity, involve complex interactions not only with one’s 

environment, but also with a subject’s perception of their environment. 

In addition, many dispositions—particularly those that inhere in groups—are 

mutually dependent upon one another. A norm, inhering in a group of persons, may 

depend upon the existence of expectations inhering within particular people, whose 

expressions are mutually reinforcing, such that they both express and affirm within 
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members of the group the commitment to the norm.68 In such cases, the norm inheres in 

a population only in virtue of the members individually being the bearers of 

expectations, and these expectations bear relations of mutual dependence69 to one 

another, such that were one to surround an individual who bears the expectation with 

others who do not, the expectation quickly ceases to exist within them. 

c. Behaviors, Attitudes, Effects 

For many of the entities in this domain, particularly mental kinds, there is a limit to 

what may be expected from scientific consensus concerning their natures. However, 

latent or hidden variables are not alone in being the subject of dispute among experts, 

for there is also a surprising lack of agreement among experts concerning what counts 

as behavior. Here are some candidate definitions that give a sense of the broad 

differences among researchers. 

• “Externally visible activity of an animal, in which a coordinated pattern of 
sensory, motor and associated neural activity responds to changing external or 
internal conditions"70. 

• “A response to external and internal stimuli, following integration of sensory, 
neural, endocrine, and effector components. Behavior has a genetic basis, hence 
is subject to natural selection, and it commonly can be modified through 
experience"71. 

68 Bicchieri (2017); Bicchieri (2010) 
69 Some relations of mutual dependence are conceptual and others are empirical. This is the latter. An 
example of conceptual dependence occurs where the status of land-owner and the state of owning land 
mutually depend on one another, such that were one to no longer own land, one would lose one’s status 
as a land-owner. 
70 Beck et al. (1981). 
71 Starr and Taggart (1992). 
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• “Observable activity of an organism; anything an organism does that involves 
action and/or response to stimulation"72. 

• “What an animal does"73. 

These definitions are compiled from an analysis by Levitis et al. (2009), who 

surveyed 174 members of three behavior-focused scientific societies and found wide-

spread disagreement concerning the definition of behavior. In addition, they found that 

many of the definitions they retrieved were not only inconsistent across the sampled 

definitions, but that half of those surveyed gave contradictory answers. 

In particular, they found 64% of their respondents agreed with the following 

characterizations: 

• Developmental change is usually not a behavior. 
• Behavior is always influenced by the internal processes of the individual. 
• Behavior is something whole individuals do, not organs or parts that make up 

individuals. 
• A behavior is always in response to a stimulus or set of stimuli, but the stimulus 

can be either internal or external. 

Many definitions conform to that of Johnston and Pennypacker (2008), who hold 

that “behavior is that portion of an organism’s interaction with its environment that 

involves movement of some part of the organism.”74 However, this definition of 

behavior might more properly be called the behavior of living organisms, for other 

entities are also often said to evince behaviors, including machines, organizations, 

72 Wallace et al. (1991). 
73 Raven and Johnson (1989). 
74 Johnston and Pennypacker (2008), p. 31 
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crowds, and complex systems (such as economies, ecosystems, and human brains). 

Similarly, even the definition offered by the APA, which holds that behavior consists of 

‘the actions by which an organism adjusts to its environment’75 is too narrow, as some 

of the definitions already surveyed make reference to actions independent of 

environmental triggers and adjustments. 

In attempting to represent behavior, it is good practice to take the broadest 

characterization and then allow both instances and subclasses of behavior to more 

finely represent more particular characterizations. Behaviors are processes that are 

distinguished not only by being caused or brought about by an entity, but by the entity 

being materially constituted in some way. Because BFO holds that dispositions are 

always internally grounded in the material makeup of a material entity, a first 

approximation of behavior may hold as follows: 

Behavior: X is a behavior of Y iff X is a process that realizes, as a result of a 
triggering event, a disposition that inheres in Y as a whole and not derivatively from 
one of Y’s proper parts. 

This definition is broad enough to draw objection from just about everyone, but it 

achieves a number of goals. First, it generalizes the definition of behavior so that it is 

not restricted to organisms. Second, it rules out the biological processes occurring inside 

an organism’s body, such as the functioning of the kidneys, from being behaviors of the 

75 Gerrig and Zimbardo (2002). 
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organism (although they may be behaviors of the parts of an organism). Third, it allows 

us to distinguish mental dispositions, such as acuity or mathematical ability from their 

manifestations in mental processes, such as thinking or feeling. Fourth and somewhat 

controversially, it does not rule out that unobservable processes, such as mental 

processes, may be behaviors of an individual. The distinction that others often use 

behaviors to make—namely, the distinction between the third-party observable and the 

third-party unobservable acts—may be made by a further subclassing of this class of 

behavior. Moreover, the definition is sufficiently broad so as to include intentional 

actions, which are often taken to be a contrast class under some conceptions of 

behavior, where behavior refers exclusively to unintentional actions. 

Now, from this general definition, further restrictions may be asserted for subclasses 

of behavior that are more relevant to the domain of psychology. Such subclasses may 

include: 

• Organism behavior is a behavior that always realizes the disposition of an 
organism; 

• Social behavior is a behavior that realizes a disposition shaped through a 
process of learning and is a behavior that is of a type whose instances are 
routine process parts of processes of social coordination; 

• Aggressive behavior is a behavior whose function is to cause harm or 
threaten to cause harm; 

• Observable behavior is a behavior that may, in principle, be observed by a 
third-party. 

Like behavior, the word “attitude” is used differently across the literature, but may 

be approached with a strategy along the lines of what we have done here for behavior. 
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This involves establishing the broadest possible notion of attitude, and then allowing 

various subclasses of this notion to suit the purposes of particular research paradigms. 

In all cases, attitudes involve evaluations toward some entity or class of entity. Yet, the 

word “attitude” can refer to either dispositions or processes76; for instance, there is the 

disposition to manifest attitudes—which may be what some writers mean by ‘attitude’--

and then there is the evaluation that is manifested—another referent of ‘attitude’. Thus, 

at the broadest level, we will need to acknowledge two entities: the disposition to reveal 

through action an evaluation of some entity, and the process of revealing this 

evaluation, which is the realization of the disposition. Such entities are also to be 

distinguished from what gets conveyed by the process of expressing an attitude, which 

will be information concerning the sentiments of the subject. 

How to categorize attitudes is only the first question we might have when 

attempting to treat them. Another is what they are composed of. Here, there is also 

room for terminological disagreement. Explicit measures of attitudes measure those that 

are conscious, deliberately formed, and easy to report in contrast to implicit measures, 

which report those attitudes that are unconscious, involuntarily formed, and routinely 

go unnoticed.77 Some attitudes of one kind may be expressed during a cognitive process 

76 Lowe (2009) helpfully distinguishes between two kinds of predication: disposition and occurrent. A case 
of the former would be ‘This person is introverted’; a case of the latter would be ‘This person is acting 
introverted’. 
77 Nozek, (2007). 
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with a temporal ordering, such that for some kinds of attitudes, an explicit measure of 

an attitude occurs always following an implicit measure of an attitude (as when one 

fidgets prior to realizing one’s own nervousness). Similarly, dual process models have 

emphasized that processes of expressing attitudes are composed of two ordered sub-

processes: a first that is reflexive, automatic, fast, affective, associative, and primitive, 

and a second process that is deliberative, controlled, slow, cognitive, propositional, and 

more uniquely human.78 In adopting a dual process approach to dispositions, we may 

allow attitudes to inherit these parthood relations, such that the disposition to display a 

particular attitude may rest on the character of two more fundamental dispositions 

inhering in a subject’s nervous system: one to engage in system-1 processes and a 

second to engage in system-2 processes. 

Similarly, ‘effect’ is ambiguous between disposition and process. For instance, 

the bystander effect is the effect whereby the presence of others inhibits helping 

behaviors. We can reframe this definition as implying that those who are subject to the 

bystander effect have a tendency to not help when others are present. In such a case, 

‘bystander effect’ is used to refer to a disposition. Alternatively, we can see reported 

78 Kahnemann, (2011). 
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examples of the bystander effect—as the notorious murder case of Kitty Genovese79 was 

once thought to be—are clearly processes. 

II. Elements of a Dispositional Analysis 

On first blush, dispositional properties are supposed to be tendencies, which are 

expressed or realized in a process of some kind; whereas categorical properties are 

always manifest whenever they inhere in an object, a go-to example being shape. Some 

philosophers have held that all dispositional properties have a categorical basis, as 

when the fragility of a lamp depends on the material structure of the ceramic of which it 

is composed. Such philosophers hold that dispositional properties are thus second-

order properties of objects. Other philosophers have denied that all dispositions have a 

categorical basis, and thus that some dispositions are pure or free-floating, and still 

others have asserted that all properties are dispositional, and thus that the distinction 

has been misconstrued. In its own treatment of dispositions, Basic Formal Ontology 2.0 

is agnostic regarding the relationship of dispositions to categorical properties, holding 

only that as a specifically dependent continuant, every disposition inheres in some 

independent continuant.8081 

79 Although news outlets at the time reported that at least thirty-eight witnesses had failed to come to her 
aid, contemporary reports question the accuracy of these early reports. Despite this, the case is still 
widely cited as an illustration of bystander effect. 
80 BFO 2.0 Reference. Accessed August 8, 2018 here : https://github.com/BFO-
ontology/BFO/blob/master/docs/bfo2-reference/BFO2-Reference.pdf 
81 This relation is sufficient to rule out free floating dispositions. 
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That every specifically dependent continuant inheres in some independence 

continuant is another way of saying that every specifically dependent continuant is an 

intrinsic property of the entity in which it inheres. Dispositions, for instance, are 

intrinsic properties of material entities, for they are properties that material entities 

have because of the way those material entities are, and not in virtue of their 

relationships with other things.82 However, they differ importantly from other intrinsic 

properties. Dispositions are not directly observable at a time, unlike categorical intrinsic 

properties such as shape, length, and mass, which are imminent or immediately 

available to observation and analysis at a time. In contrast, dispositions are known via 

their modal conditions, which consist of a set of one or more triggering conditions and a 

set of one or more processes that are correlated with the appearance of the trigger so as 

to be manifested or realized as a result. It is for this reason that dispositions are often 

called ‘causal’ properties, and they provide one important and increasingly discussed 

approach to the study of causes. For our purposes, they are critical to the contemporary 

representation of scientific causes in ontologies. 

We begin with the simple conditional analysis of dispositions, which holds the 

following: 

An entity is disposed to realize some process P when T iff it would realize some 
process P if T were to occur. 

82 Lewis (1983) provides further criteria and discussion for distinguishing intrinsic from extrinsic 
properties. 
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The simple conditional analysis of dispositions holds that a disposition is a 

property of an entity, and that this property consists in realizing or manifesting a 

process when the appropriate condition (T) is present. In the archetypical case of a 

disposition, fragility, the fragility of a vase manifests in the breaking of the vase when 

the vase is placed under stress (e.g. dropped, thrown, shot with a projectile). Were the 

vase to be placed under stress in these ways and not to break, it would be incorrect, on 

the simple conditional analysis, to hold the vase was indeed fragile. 

The simple conditional analysis has many counterexamples83, cases where the 

realization of the disposition is the same as its trigger condition, cases where the 

realization is reliably manifest but comes from a source other than the disposition, and 

further cases where the realization never occurs because it is blocked although 

intuitively the same disposition persists. Such cases are known in the literature as finks, 

mimicks, and masks, respectively. These need not concern us here. Unlike other projects 

in the disposition literature, we are not chiefly occupied here with amending the simple 

conditional analysis in order to account for such cases, because we are interested in the 

scientific representation of dispositions and so we focus on the representation of a 

canonical instances, and these counterexamples are more often exceptions rather than 

83 Martin (1994) and Lewis (1997). 
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the rule. Of course, scientific knowledge is imperfect and so the possibility that some 

dispositions are intrinsically finkish remains84, but science proceeds modestly. 

The simple conditional analysis also only applies to those dispositions that may 

described as ‘sure fire’, and exclude dispositions that are better regarded as tendencies. 

For each of these sure-fire dispositions, there may be one trigger type, or more than one 

trigger type, as well as exactly one realizable type or more than one realization type. 

Frequently in the case of mental kinds, dispositions include both multiple trigger types 

and multiple realizable types, and are thus often called ‘multitrack’ dispositions. 

Röhl and Jansen (2018) provides two principles for modeling surefire 

dispositions in ontologies in the web ontology language OWL. Although they are 

concerned with the domain of biomedicine, the same axioms apply for dispositions of 

mental kinds. These include: 

1. Realization Principle: If a disposition and its trigger are given, the process will 
occur.85 

(∃D D is_a Disposition & ∃T T is_a Process & ∃R R is_a Process & D has_triggerDT & D 
has_realization R & ∃d d instance_of D & ∃t t instance_of T) → ∃r r instance_of R 

2. Bearer Principle: If the disposition is realized in a process, its bearer participates in 
the process. 

84 Choi (2005). 
85 In the original presentation of these axioms, Röhl and Jansen (2018) suppress all time indices for 
brevity. For the same reason this is done so here. Variable letters in capital letters are classes; those in 
lower-case are instances. 
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(∃D D is_a Disposition & ∃T T is_a Process & ∃R R is_a Process & ∃D has_triggerD T & 
D has_realization R & ∃d d instance_of D & ∃t t instance_of T & ∃b d inheres_in b) → ∃r 
(r instance_of R & r has_participant b) 

Figure 5. A graphical representation of our proposal so far, re-using relations from Basic Formal Ontology 2.0. Nodes in the 
graph represent instances of classes denoted by the same label appearing in each node. 

a. Beyond Labeling: Religion, Gender, and Race 

Ontological treatment of religion tends to be neglected, poor, or provisional. 

Using Ontobee86, an online tool for browsing classes and relations found in 

OBOfoundry ontologies, I found only three ontologies contained a representation of 

‘Religion’. The Ontology for MicroRNA Target (OMIT), an ontology established to 

facilitate data exchange in the domain of microRNA (miR), imports MeSH (Medical 

Subject Headings) terms, which lack definitions and do not conform to the true path 

rule for ontology design, consisting instead of a mere list of words. For instance, in 

OMIT, the class ‘religion’ has no definition, and is a subclass of ‘Humanities Category’. 

86 Ontobee was accessed August 4th, 2018 here: http://www.ontobee.org 
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One of its subclasses is ‘Saints’, for which none of its instances could be said to be a 

religion. 

The NCI Thesaurus Ontology (NCIT) is marginally better. It uses a 

dictionary.com definition of religion, which holds that religion is: "A personal or 

institutionalized system grounded in belief and reverence for a supernatural power or 

powers regarded as creator and governor of the universe.” This definition is too 

narrow, in ruling out religions that do not posit a creator, such as Zen Buddhism, and 

also too broad and opaque, as ‘personal system’ is undefined and seemingly implies 

religions can inhere within a single person, which is false (although individual people 

can of course have their interpretation of the religion they adhere to). This representation 

shares with OMIT a general neglect of the domain. 

As of this writing, the best representation of religion in the OBO Foundry can be 

found in, oddly enough, Obstetric and Neonatal Ontology (ONTONEO)87 created by 

Fernanda Farinelli, which distinguishes ‘Religion identification process’ and ‘Religion 

identity datum’. Both of these terms are marked as having provisional addresses, since 

a request has been sent, asking that these terms appear in the Ontology of Medically 

Related Social Entities (OMRSE). At present, both terms lack a definition, but they 

conform to a general practice that OMRSE has of distinguishing an ‘identity datum’ 

from a corresponding ‘identification process’. 

87 The homepage for ONTONEO was accessed August 4th, 2018 here: https://ontoneo.com 
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OMRSE has not represented social identities, such as race, religion, and gender, 

as such, and has instead focused on the representation of related identification processes 

and identity datum. Identity datum is defined as a truthful statement about a person’s 

social identity, acquired through an identification process. One of the leads on OMRSE, 

Amanda Hicks, has provided some arguments for this approach.88 These arguments are 

motivated by the fact that realist ontologies require a clear extensional semantics, where 

subclasses of ontological types imply that all instances of the subclass are also instances 

of the ontological type. This means that a statement like ‘Cats are Pets’, which may be 

prototypically true, cannot be represented using a class structure, because it is not 

categorically true (i.e. not every cat is a pet). For the question of social identities, the 

problem is two-fold. First, the referent of a social identity is unclear, when such 

identities may be rooted in culture, biology, local norms, and the shifting linguistic 

intuitions of subjects. Second, the relations among social identity types are more 

prototypical than categorical. For instance, subjects may identify themselves under 

multiple racial categories that others may take to be mutually exclusive (e.g. African 

American and White), and may change their minds when presented with different 

racial categories to choose from. 

88 Hicks, Amanda. Modeling Social Identities in Realist Ontologies. Accessed August 4, 2018 here: 
https://youtu.be/-pcQUNWtnVk 
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Hicks suggests bioinformaticists focus instead on how we acquired data about 

social identities, and offers a realist commitment to these processes of acquiring data, as 

well as language that results. Frequently, the data acquired by such processes will be 

unreliable; however, we can rely on the fact that it was acquired in a particular way, 

and that particular records of these processes resulted. 

This caution is appropriate in the cases Hicks is concerned with, which involve 

self-identifying under a label for the purpose of categorizing patients in healthcare 

contexts. But in the study of religion, race, and gender in the context of empirical 

psychology, this sort of caution is inappropriate in a number of ways. This is because 

psychologists are interested in tracking dispositions that are distinct from their 

expressions, and such dispositions may be defined with categorical relations even if 

their expressions are inconsistent. For instance, psychologists are interested in: 

• not only whether a subject reports feeling female by writing ‘female’ in a box on 
a form, but a subject’s disposition to perform in typically gendered ways; 

• not only whether a subject behaves in accordance with a racial stereotype, but a 
subject’s disposition to act in accordance with a racial stereotype; or 

• not only whether a subject goes to church or mosque and reports certain beliefs, 
but with a subject’s disposition of religiosity, which may be thought of as the 
value they place on their religion. 

In each of these cases, the behavior of subjects may be inconsistent and defy criteria 

for commitment in a realist ontology of social identity types, but the underlying 

disposition types remain consistent. For example, they may sometimes report that they 

are atheist and other times not, but both reports may be read as expressions of the same 
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enduring disposition of religiosity. Unless a class of psychological disposition is rigidly 

defined in terms of its triggers and realizations, dispositions may exist distinct from 

their operational definitions, such that different experiments employing different 

techniques may measure the same disposition in different ways. The fact that the 

conceptual relationships that subjects are willing to draw among social identity types is 

more prototypical than categorical is no objection here, for each time a subject judges 

with seeming inconsistency that they are Catholic and atheist, queer and straight, cis 

and transitioning—these are all expressions of a psychological dispositions that may be 

consistently and categorically defined. 

III. Dispositions of Particular People and Groups of People 

Sometimes we ascribe properties to people and other times to groups. Groups of 

entities are aggregates, and the BFO-conformant suite of ontologies called the Common 

Core Ontologies has a relation for describing the relationship between a dependent 

continuant and the aggregate in which it inheres. This relation is as follows: 

Aggregate bearer of: An instance of an Object Aggregate (or any of its subtypes) is 
aggregate_bearer_of some instance of a Dependent Continuant (or any of its 
subtypes) if and only if every member of the Object Aggregate instance is 
bearer_of some instance of the Dependence Continuant. 

This relationship will only work for those cases in which every member of the 

aggregate bears the property that we ascribe to the group. However, in the vast 

majority of cases in psychology, the conclusions scientists wish to infer consist of 
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statistical representations that may vary, but are nearly always phrased, using 

generics.89 Rarely is it said that every subject of such and such a class bears some 

disposition of a particular type; rather, for groups of subjects it is said that many, most, 

some, a majority, a minority, or a few bear some disposition. 

When we say that conservatives or liberals are prone to an in-group effect on moral 

judgment, we appear to be asserting of a class of people that some members of the class 

have a disposition to make moral judgments where these judgments are affected by the 

judger’s perceived in-group membership. 

For this reason, a family of weaker relations of the same form will be necessary, 

including for example: 

Weak Aggregate bearer of: An instance of an Object Aggregate (or any of its 
subtypes) is weak_aggregate_bearer_of some instance of a Dependent Continuant 
(or any of its subtypes) if and only if between one and a half of the member of the 
Object Aggregate instance is bearer_of some instance of the Dependence 
Continuant. 

Majority Aggregate bearer of: An instance of an Object Aggregate (or any of its 
subtypes) is majority_aggregate_bearer_of some instance of a Dependent 
Continuant (or any of its subtypes) if and only if a simple majority of the 
membership of the Object Aggregate instance is bearer_of some instance of the 
Dependence Continuant. 

For some purposes, these relations may be read as including basic information 

about probabilities. Consider the following inference using only the ‘bearer of’ 

relationship: 

89 Leslie and Lerner (2016). 
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1. If x is instance of Class(y) at least one of whose members bears Disposition z, 
and 

2. If x is instance of Class(w) at least one of whose members bears Disposition z, 

3. Then the probability that ‘x bears z’ is equal to the ratio of members of y who 
bear z multiplied by the ratio of members of w who bears z. 

An example of such a simple inference is as follows: if 1/3 of Americans suffer 

from depression, and 3/5 of women suffer from depression, then an American woman 

has a 1/5 chance of suffering from depression. 

This simple rule may be extended using aggregate bearer of relations. For 

instance, if Americans weakly aggregate bear some Disposition (x), and Women weak 

aggregate bear some Disposition (x), then any American woman is an aggregate bearer 

of Disposition(x). This from the fact that the union of two non-zero probabilities is a 

non-zero probability. 

IV. Why Represent Mental Kinds? 

We have been speaking throughout of psychological entities, but now we turn to 

variables. Initially, the term ‘variable’ signifies a functional role whose value is subject 

to change, where that value may serve as an input in various acts of computation. But 

this is too hasty. In the context of empirical science, we should say that the term 

‘variable’ is used in two distinct ways, both to refer directly to an entity, as well as to 

discuss the role of variable that an entity has within the context of a study. Variables, on 

first approximation, should thus be thought of as a kind of phase sortal that is borne by 
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an entity when that entity participates in a study in a particular way. For instance, if the 

quality of height of the participants in a study is a variable, then these heights remain a 

variable throughout the course of the study, but not before or after the study. (Note that 

this is distinct from the use of variable in a mathematical context, where the word refers 

to measurement values of qualities, where, for instance, “5 feet” is a variable.) A 

participant in a study will continue to bear her height after the study, but that height— 

and whatever change it undergoes—is no longer a variable in the study. For this reason, 

we will stipulate that by ‘variable’ we refer to an entity that bears a ‘variable role’, 

whereas when we want to refer to the functional role of a variable within the context of 

a study, we will use ‘variable role’. 

We turn away now from empirical observable qualities like ‘height’ to the more 

controversial subject of psychological or latent variables, such as ‘belief’, ‘passivity’, and 

‘intelligence’. How is an ontologist to represent these kinds of entities? There are two 

nonexclusive ways in which an ontology might represent data: as mere information, 

or—in addition—as the state of affairs which the information is about. For instance, 

when a data set includes a statement such as: “Susan Johnson is highly religious”, then 

we are faced with a choice. We can, of course, say that there is a data set and that this 

data set contains the statement “Susan Johnson is highly religious”. Such a treatment 

may be necessary for tagging and marking text, for tracing provenance, and for 

navigating documents in much the same manner that HTML already allows for. But 
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what of the entities the data describes, designates, arranges, reports, represents, or 

depicts? In addition to the information itself, can we also represent what that 

information is about? 

The most prominent ontology in psychology to date is the Cognitive Paradigm 

Ontology (CogPo)90, whose goal is to facilitate research using functional magnetic 

resonance imaging (fMRI). The ontology includes classes and relations designed to 

represent eighty-six cognitive paradigms that are widely used within fMRI and positron 

emission tomography (PET) research. The main parts of the ontology include the main 

parts of a behavioral paradigm91, including: 

(1) the stimulus presented to the subjects, 
(2) the requested instructions, and 
(3) the resulting response. 

It is curious that an ontology of cognitive paradigms should contain attention 

paradigms but not attention, memory tasks but not memory, belief tasks but not 

beliefs.In the latter half of the twentieth century, psychology has endured an abundance 

of caution about a realist commitment to the variables posited even in its best theories. 

The sort of operationalism92 argued for by P. W. Bridgman, according to which scientific 

concepts are identical to a set of processes by which we perform measurements, is now 

90 Turner & Laird, (2012) 
91 The notion of a behavioral experimental paradigm is defined by the authors as a description of the 
behavioral aspects of an experiment, including presented simuli, conditions, and responses of the subject. 
My focus here on experimental environments, features of participants, and behaviors is nearly analogous; 
however, the terms ‘experimental environment’ and ‘features of participants’ are broader, reflecting the 
domain of social as opposed to cognitive psychology. 
92 For an overview, see Hasok (2009) 
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widely considered passé, both in philosophy and psychology. Yet it continues to cast a 

long shadow. This can be seen in the use of the term ‘psychological construct’ to 

describe latent variables that cannot be directly observed. 

In keeping with this tradition, the authors appear to have a number of reasons 

for this skepticism. Bilder et al. (2009) writes: 

“[…] consider what comprises an “instance” of the concept “memory”: is it a 
subjectively experienced “memorandum”? Is it a process? Is it a neural 
system-level representation reflecting connection weights among a set of 
neurons linked in a network? […] Given the imprecision, inconsistency, and 
temporal instability in usage of cognitive concept terms, we suggest it is 
important to anchor these concepts at the measurement level.”93 

There are a number of issues here. First, this concern regarding what counts as 

an instance is entirely misplaced. Mental kind terms are routinely polysemous, but this 

is not an objection to approaching them ontologically. When a term such as ‘bank’ may 

refer both to a river bank or a financial bank, then it is not sufficiently clear; what is 

required is clarification of the entity at issue by using clearer terms such as ‘river bank’ 

and ‘financial bank’. If necessary, the polysemous term ‘bank’ may be attached as an 

annotation of these clearer terms, allowing those using the ontology to still use the 

troublesome term to find the clearer meanings that undergird it. Now, in approaching 

memory, we need to go through a similar process of defining not memory, but the clear 

entities at issue denoted by the term ‘memory’. These include a process (the process of 

93 Bilder et al. (2009), pp. 8–9. Italics added for emphasis. 

86 



  

           

               

                 

              

               

                

             

              

                

              

            

            

               

              

               

             

                 

               

          

memorizing), information (the information stored in memory), and a function (the 

function of memory). Each of these may have instances, as well as further subclasses of 

the kind listed by the authors. This will allow one to say that a process of memorizing in 

working memory is an instance of the class process of memorizing in working memory, 

and because the class process of memorizing in working memory is a subclass of the 

class process of memorizing, it is also the case that an instance of a process of 

memorizing in working memory is also an instance of a process of memory. 

Second, the issue that mental kind terms are used inconsistently is exactly the 

problem ontologies address, so it is strange that the authors consider it an objection. It is 

true that observables, common in medicine, lead to greater consensus in the usage of 

terms, but the task of ontologizing a domain does not require consensus. An ontologist 

approaching the domain of psychology should begin with representing those parts of 

the domain that are the subject of consensus, but a lack of consensus is no obstacle. 

What is required is that the representation be sufficiently expressive such that users of 

the ontology can construct queries to find information that is just an expressive as the 

manner in which they themselves would have provided. This means, for instance, that 

if two terms are synonymous, but only one of them is used in the ontology, then this 

constraint is satisfied. It also means that if a term is conjunctive, and its conjuncts are 

represented within the ontology, then this constraint is satisfied. 
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Third, the issue of ‘temporal instability’ is a complication, but not an in-principle 

reason to reject representing mental kinds. If a specific term falls out of favor within the 

scientific community, then the ontology will need to be updated so that the relations 

previously holding between instances of the outdated term and instances of new terms 

are edited appropriately. Albeit somewhat extreme, this phenomenon is no different, in 

effect, than other cases of temporal and regional semantic drift that occur within a 

language, and no different from cases of translation between languages, where a term in 

one language has no clear synonym in a second. Oddly, CogPo recognizes addressing 

this issue as its primary raison d’être, but only in regard to psychological tests. Here, 

they coin the notion of ‘test speciation’, which they define as occurring where a term 

used to describe the evolution of paradigms is sufficiently unique that their results 

cannot be “mated” productively with others in meta-analysis.94 They write that focusing 

on observable elements that compose a paradigm has been shown to advance data 

retrieval across paradigms (this is correct), but they then argue “this approach is less 

susceptible to the whims of conceptual shifting, in that while one’s research interests 

may progress from “working memory” to “executive function”, one may continue to be 

interested in paradigms in which (1) a target set of letters were presented, followed by a 

94 Bilder et al. (2009) 
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probe letter, (2) after which subjects indicated if the probe letter matched any target, (3) 

using a button press response.”95 

These points all seem in defense of a strategy that is sound, but it’s hard to see 

how this same strategy could not also be used to address the representation of mental 

kind terms. Similar to testing terms, mental kind terms undergo speciation. Similar to 

testing terms, mental kinds, as functionalists have long argued, can be approached via 

the causal role they play in facilitating the interaction between mental kinds and 

environmental conditions in the antecedent and the resulting mental kinds and 

environmental conditions that result.96 (This is not to endorse functionalism, per se, but 

only as a method of reference tracking for latent variables such as mental kinds, it is 

hard to see how one might improve upon it.) In summary, these concerns may be good 

pragmatic reasons for focusing on the domain of observable entities within a 

behaviorist paradigm, but as reasons to rule out, in principle, representing mental 

entities, they are quite poor, and reflect an overabundance of caution. The broader 

approach of also seeking to represent mental kinds in no way diminishes the need to 

also represent the elements of behavioral experimental paradigms that CogPo does 

well. 

95 From ‘The Aims of CogPo’, accessed June 30, 2018 here: 
http://wiki.cogpo.org/index.php?title=Aims_of_the_CogPO_Project 
96 Levin (2017) 
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However, it is not enough to argue that we should not be restricted from 

representing mental kinds within an ontology; it also needs to be argued that the 

representation of mental kinds should be of some value to the ontological 

representation of psychology, given the concern that mental kind terms do not enjoy the 

consensus granted observable variable terms within the domain of bioscience. So far, I 

have argued only that mental kinds are principally dispositions that are realized in 

processes, including processes under experimental conditions. Now, we should address 

the principle concern, articulated by authors of CogPo, that mental kind terms would 

appear in an ontological representation only as so much unhelpful theoretical noise. 

This can be accomplished by looking for methods by which the proliferation of 

mental kind terms within an ontology may be reduced. Many ontologies employ 

different methods at ‘pruning’ little used, parochial, or obsoleted terms in their lexicon. 

The Cognitive Atlas97, for instance, includes a web-based platform that can record 

representations of uncertainty and disagreement concerning assertions, and with the 

accumulation of a sufficient degree of response, can test the asserted representation 

against quantitative indices of certainty. Similarly, in a series of papers, the authors of 

the ontology of philosophy (InPho)98 report using algorithms that take in user statistics 

in order to adjust the subclasses of field terms represented in their ontology. Since 

97 Accessed June 30, 2018 here: https://cognitiveatlas.org 
98 Accessed June 30, 2018 here: https://www.inphoproject.org/papers/ 
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philosophy is a field characterized by an even greater lack of consensus than is 

represented within psychology and the other social sciences, these attempts are of 

particular interest. More broadly, network science has devoted considerable attention to 

the identification of communities or clusters of nodes who have many edges joining 

nodes of the same cluster and comparatively few edges joining nodes of different 

clusters.99 Identifying such communities is relevant across science, but it is particularly 

relevant here, where the discovery of a community of similar mental kind terms could 

aid in the reduction of those terms. 

Here, we might describe informally a series of rules designed to reduce the 

number of mental kind terms employed in an ontology. Such rules are common 

practices in network theory, often called ‘network reduction’, and are commonly 

employed in the training of neural networks,100 and there is even some precedent for 

this in the web ontology language.101 Using such rules, an ontology of mental kinds 

terms that is being used to represent data may reduce class terms that are inferred to be 

synonyms for one another. If mental kinds are represented as dispositions realized in 

processes along the lines of the account we have illustrated, then these relations may 

99 Fortunato (2010). 
100 Cf. Han, Song. Compressing and Regularizing Deep Neural Networks. Accessed August 9, 2018 at 
https://www.oreilly.com/ideas/compressing-and-regularizing-deep-neural-networks 
101 Conesa (2004). 

91 

https://www.oreilly.com/ideas/compressing-and-regularizing-deep-neural-networks
https://clusters.99


  

                 

                

              

                   

                 

               

            

                
    

 
             

               

               

                    

                  

            

               

                 

          

                                                
                 
      

 
 

aid in the structuring of rules that might aid in reduction. A reduction of this sort would 

be of clear benefit to researchers, and thus satisfy the goals of our account here.102 

To begin sketching such an account, let us imagine two dispositions, A and B, 

and a set of processes, C, D, E and F. A reduction rule would allow us to assert that A 

and B are the same entity and that one of these representations of an entity may be 

replaced by the other without loss. If our data are sufficiently large, then we may be 

confident in a reduction, provided a condition of the following sort is satisfied: 

i. All members of the set of realizations of B are members of the set of 
realizations of A. 

In most cases, however, data are often incomplete or messy, and we are not 

likely to have conditions of this kind satisfied if our data set is sufficiently large to 

warrant confidence. For this reason, let us now stipulate that of our two dispositions, A 

and B, A is realized in processes C through F, but B is realized only in C through E, but 

not in F. This state of affairs can be presented by a graph, where all lettered entities are 

nodes connected by directed links. In network theory, such a graph constitutes a 

bipartite network, or, a network whose nodes can be divided into two disjoint sets U 

and V such that each link connects a U-node to a V-node.103 In this case, A and B (our 

mental kinds) constitute U-nodes, and C through F constitute V-nodes. 

102 For a more formal treatment of network clustering and reduction, see Epasto, Alessandro et al. (2014). 
103 Albert-László and Pósfai (2016) 
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In order to confidently infer that A and B are the same disposition, a series of 

further conditions are necessary. These include both that: 

ii. The sets of realizations for A and B have overlap O, where the member 
count of O exceeds a specified threshold ratio (for instance, a simple 
majority) relative to the member count of the union of the sets 
containing the realizations of A and B; and 

iii. For all other represented dispositions that have sets of realizations 
R1…Rn that overlap O, the threshold met by O in condition i. is not met 
by R1…Rn. 

Here, rule ii. holds that A and B need to share a significant portion of their actual 

realizations. This threshold value may be allowed to vary with the degree of confidence 

we have in our data set, with a very conservative approach taking the view that a 

commonality among actual realizations of ninety-nine percent is necessary for 

reduction. Rule iii. adds to this condition and the further constraint that this shared 

portion of realizations needs to be unique to those mental terms whose reduction we 

are seeking. 
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Figure 6. Illustrating the reduction of one mental kind term to another within a knowledge graph following the application of 
rules i-iv. 

But this is not enough. Dependence relations also hold among dispositions, and 

these may occur in different forms. For instance, a class of disposition may depend on 

another because: a class of disposition is a subclass of another class of disposition; a 

disposition is mutually dependent upon another disposition (as the disposition to open 

inhering in a particular lock is mutually dependent upon a disposition to open the lock 

inhering in a key); as well as cases of directional dependence, where one disposition 

depends on another, but this is not true in reverse. Examples of directional dependence 

include where every instance of visual memory may depend upon an instance of 

working memory; every instance of a leadership skill may depend on an instance of a 
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communication skill; and every instance of a knowledge of engineering may depend on 

an instance of a more basic knowledge of applied mathematics. 

Due to these dependencies, we must also introduce a prior constraint to using 

the aforementioned rules. This is because such dependencies are usually represented as 

empirical discoveries, but rather, they are a priori features of the dispositional terms 

themselves. That is, a mental kind term has associated with it possible realizations, and 

it is these sets of possible realizations that allow for a particular process to count as an 

actual realization. Thus, we need also to say that: 

iv. A precondition of i, ii, and iii, holds that for any set of dispositions 
targeted for reduction, they share a common set of dispositions as 
their dependencies.104 

This last point is emphasized by Rudolf Carnap in his writing105 on theoretical 

terms in Ramsey sentences, but the same point holds for dispositions. For example, rule 

iv holds that if two terms in the Cognitive Atlas, such as nociception (the disposition to 

encode and process harmful or unpleasant stimuli) and somatosensation (the disposition 

104 Such dependencies may be further complicated by the individuation criteria one employs for 
dispositions, depending on whether the same instance of a disposition can be allowed to vary in its 
intensity, or whether dispositions are individuated by a stipulated intensity threshold. For an instance of 
a disposition, D1 may depend on the existence of a disjunction of dispositions, (D2 or D3). We set such 
matters aside here and focus only on those cases where “X depends on Y” means without Y, no X. 

105 Carnap wrote that if there are several theoretical terms targeted for reduction, then the entity that 
plays the functional role of these terms must also satisfy the structural relations that the theory containing 
the terms posits as obtaining between it and other terms in the theory. See Carnap, (1966), p. 252. 
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to convey information regarding the bodies’ surface and its interaction with the 

environment) are targeted for reduction, neither must have a dependency on a 

disposition that is not shared by the other. In this case, both classes are dependent upon 

perception because both are subclasses of perception, but whereas somatosensation has 

subclass thermosensation (the disposition to sense thermal stimuli) while nociception 

does not, the two terms may not be reduced to one another. By contrast, if a disposition 

realized only in arousal and a disposition realized only in excitation share no 

dependencies (for instance, have no disjoint parent classes), they may be reduced, since 

excitation and arousal appear to share the same meaning.106 

Now, in addition to being a bipartite network, we can also say that our network, 

prior to the reduction in Figure 6, appears to have a community structure. A network has 

a community structure, or clustering, if the nodes of the network can be grouped into 

(potentially overlapping) sets of nodes in a way that each set of nodes is densely 

connected internally, i.e., having many edges joining nodes of the same cluster and 

comparatively few edges joining nodes of different clusters. In this case, our U-nodes A 

and B share many of the same edges to V-nodes. 

V. Future Work: Social Psychology Ontology (SPO) 

106 As of July 7, 2018, the Cognitive Atlas, defines arousal as ‘the intensity of an emotion’ (but provides no 
definition of intensity) and excitation is defined as “a state of increased emotional arousal”. 
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Now we come to the present ontology under development: The Social Psychology 

Ontology (SPO). In developing SPO, other ontologies, in whole or in part, were 

imported, including: Basic Formal Ontology (BFO), the Mental Functioning Ontology 

(MFO), the Emotion Ontology, the Personality Assessment Ontology (PAO), and 

STATO, a general-purpose statistics ontology. In addition, parts of the Common Core 

Ontologies were used, including many relationships and action types relevant to the 

distinction between mere groups of people and organizations, which are a kind of 

group of people, albeit a kind whose instances can assign their members roles, and 

which can be agents in their own right (unlike an ethnic group). 

College text books107 and online glossaries were used to develop a list of classes of 

sufficient breadth to represent the field. These terms and their definitions were then 

sorted and terms for hypotheses, theories, and fields of study were set aside to possibly 

be included later in a further round of development, so that the focus on behaviors, 

qualities, effects, mental states, and phenomena of interest could be prioritized. Parent 

classes were then identified from within Basic Formal Ontology, and missing 

intermediary classes hypothesized and defined. Definitions were then checked against 

Wikipedia, whose definitions were often more complete than those contained in 

107 Along with Wikipedia and the Stanford Encyclopedia of Philosophy, sources included: Aronson et al. 
Social Psychology 9th Edition, Pearson (2016); Kassin, Saul. Social Psychology 8th ed. Cengage Learning 
(2010); Daniel Nettle Personality. Oxford University Press (2009); and the APA glossary for psychology 
developed by Gerrig and Zimbardo (2002). 
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domain resources as a result of the open and interdisciplinary crowd-sourcing of 

Wikipedia articles. 

Definitions for each term were then written to conform to genus-species form. These 

definitions made reference to the parent term in an imported ontology, and axioms 

establishing dependencies and other relationships were written and implemented in 

OWL. 

The important entities in SPO are those described in this document, including 

behavior, subject, and experimental environment. There is also an attempt to capture 

experimental processes, like the process of conducting an experiment, as well as a 

rudimentary treatment of the information types whose instances are frequently 

employed in such processes, such as survey forms, ethnographic recordings, and social 

network data. However, this work is ongoing. The present state of the ontology is an 

evolving draft. However, as it becomes a more complete depiction of the domain, it will 

find use as a resource for automated text annotation, as well as a reference ontology, 

that may be re-used to speed the creation of application ontologies within the domain of 

psychology. This remains work for future research. 
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Chapter 3. Toward an Ontology of Game Theory (GTO)108 

Abstract 

Over the last few decades, strategic decision-making has come to take a more 

prominent role in analyzing, predicting, and understanding behavior in a variety of 

fields. Applications of game theory in particular are now routinely used in international 

relations, computer science, and military intelligence, as well as behavioral economics 

and evolutionary psychology. As data concerning decisions, strategies, games, and 

outcomes begins to amass, large collections of information pertaining both to formal 

models and to real-life applications of these models will need to be shared and 

aggregated. To facilitate this process, I have created a mid-level ontology, a Game 

Theory Ontology (GTO), which employs Basic Formal Ontology (BFO) as an upper-

level ontology and is designed to be adapted to a wide range of uses by both theoretical 

and applied game theorists. This ontology provides a controlled vocabulary for data 

concerning games, components of games, and information concerning games, and it 

will be amenable both to the prescriptive and descriptive purposes of game theory. In 

this paper, I describe the development of a Game Theory Ontology (GTO), I discuss 

how it might be used to suit different purposes, and I provide examples of how this 

ontology can depict the classic cases of prisoner’s dilemma and stag hunt. I conclude by 

108 Thanks to Fumiaki Toyoshima and Yonatan Schreiber for their helpful comments on early drafts of this 
work. 
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describing how the ontology might be used to create a library of Nash equilibria in 

order to circumvent the challenges of computing Nash equilibria for more complex 

games occurring in real-time. 

This ontology is a timely addition to other efforts at sharing game theory data. 

For instance, available data sets shared by researchers using the Expected Utility 

Generation and Data Management Program (EUGene), developed by Bruce Bueno de 

Mesquita and colleagues, has been used to predict political events. Also, data sets from 

the Small Artificial Human Agents for Virtual Economies research project created by 

David Levin and Yixin Chen is openly available. Both serve as inspiration for the 

present project, which looks to not only capture the formal properties of games, but also 

to capture these formal properties as they are instantiated by real events depicted in 

large flows of data. 

Keywords: Ontology, Game Theory, Basic Formal Ontology, Decision Theory 

I. What Is Game Theory? 
a. What Is a Game? 
b. Games and Possibilia 
c. The Absence of Rules and Expected Utilities 

II. Related Ontologies 
III. Important Classes: 

a. Outcomes 
b. Preferences 
c. Preference Relations and Agents 
d. Players 
e. Dominance and Equilibria 
f. Strategies 

IV. Normative Game Theory 
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V. Example: Prisoner’s Dilemma 
VI. Conclusion: Three Benefits of a Game Theory Ontology 

I. What is Game Theory? 

Different treatments across the discipline emphasize different components of 

game theory when they offer definitions of the field. In applied science fields, there is 

often greater emphasis on the fact that game theory concerns conflicts, strategic 

decision-making, and outcomes, whereas in formal and mathematical fields the 

emphasis concerns the study of formal aspects of strategic decisions: optimization, 

value maximization, and uncertainty management. Myerson, for instance, defines game 

theory as “the study of mathematical models of conflict and cooperation between 

intelligent rational decision-makers”109,110. Other definitions are more ambiguous, 

cutting across the distinction between information and event. For instance, Eric 

Weisstein defines as a game as “a conflict involving gains and losses between two or 

more opponents who follow formal rules”111. In designing this ontology, I settled on an 

approach that could bring resources to bear on both approaches without sacrificing 

either. Thus, rather than consider game theory as a field focused on mathematical 

models exclusively, or their applications, it is better to conceive of game theory as 

109 Myerson (1997). 
110 Italics added for emphasis. 
111Weisstein (2016). 
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including both, as consisting of “a bag of analytical tools designed to help us 

understand the phenomena that we observe when decision-makers interact”112. 

Broadly speaking, game theory focuses on both the interacting choices that 

produce outcomes, where those outcomes are evaluated, ranked, or measured relative 

to the preferences of agents, while also being concerned with the mathematical and 

formal properties of these interactions. This includes both combinatorial game theory, 

which concerns two-player, perfect knowledge games advanced by players taking 

turns, as well as classical game theory, where moves and strategies among multiple 

players occur simultaneously. In building an ontology of game theory, it was necessary 

to simultaneously capture both the mathematical formalism and the application to real-

world phenomena, in other words, numbers, graphs, functions, charts, and trees and the 

players, motivations, contexts, strategies, preferences, and outcomes they describe, 

designate, and predict. 

a. What Is a Game? 

In the game theory literature, it is customary to see games described in different 

ways depending on their domain of application.113 More often than not, mathematicians 

and economists will describe games and their components as abstract or theoretical 

112 Osborne and Rubenstein (1). 
113 A distinction similar to the one drawn here between games and game models is found by Sauvé et al 
(2007), who in their review of games in learning environments, distinguish between games and 
simulations, where games are “situations where players are put in a position of conflict” and simulations 
are “simplified, dynamic, and precise representations of reality defined as a system”(p 253). 
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models that can be applied to explain and predict behavior. This reflects the 

development of game theory in the mathematics department of Princeton University in 

the 1940s and 1950s following the publication of John von Neumann and Oskar 

Morgenstern’s Theory of Games and Economic Behavior. Recently, Turocy and Stengel 

(2002) conducted a survey of game theory literature and defined a game as “a formal 

model of an interactive situation”114. Similarly, Osborne and Rubenstein (1994) define a 

strategic game as “a model of interactive decision-making in which each decision-maker 

chooses his plan of action once and for all, and these choices are made 

simultaneously”115. This model then consists of the following components: 

● a finite set N (the set of players). 
● for each player i ∈ N a nonempty set A (the set of actions available to player i). 
● for each player i ∈ N a preference relation ≽i on A = xj∈NAj (the preference relation 

of player i). 

The emphasis on games as mathematical models makes sense within formal 

fields, but it is too narrow for an ontology of games, where we seek to discuss not only 

the mathematical properties of models, but also the properties of instantiated games, 

games that take place in the world and have real outcomes. In this everyday sense, 

there were twelve games played between Deep Blue and Gary Kasparov between 1996 

and 1997 that were not mathematical models, though they can be described by 

114 Neumann and Morgenstern (1944), p. 6. 
115 Osborne and Rubenstein (1994), p .11. 
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mathematical models. Such games are events, not mathematical models depicting such 

events.116 

In Basic Formal Ontology, information content entities are generically dependent 

continuants that stand in a relation of aboutness to some entity. In turn, generically 

dependent continuants are dependent continuants (a category of entities that include 

qualities, dispositions, and functions) that stand in a relation of dependence to some 

material entity (for instance, the particular object in which they inhere). However, 

unlike other dependent continuants, such as qualities, generically dependent 

continuants require only one token instance of a physical bearer to exist. This means, for 

instance, that a novel exists so long as physical bearer of the novel exists, such as a 

book, or a particular person’s excellent memory. Similarly, software or a software file 

exists so long as one particular computational artifact exists on which it is stored. Such a 

relation of generic dependence is to be distinguished from the relation of specific 

dependence, where, for example the specific quality of one’s shirt (i.e. this blue) can 

exist in no other place except its bearer. 

116 A mathematical model is a description of a system that employs the language of mathematics. 
Mathematical models include statistical models, game theory models, dynamical system models, among 
others. Agent-based models (ABM), which are used to simulate the interactions of autonomous agents in 
order to assess their effects, are particularly important in the context of the social sciences (Niazi and 
Hussain, (2011). 
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Such distinctions are important if we are to properly account for game models. 

At first blush, game models are information content entities that are about117 games and 

parts of games. However, there are information content entities that are about games 

and parts of games that are not game models. For instance, a videotaped recording of a 

soccer game satisfies these conditions, and it is not a game model.Unlike mere reports 

or descriptions of games, game models include a specification of the conditions that 

have to be met within the context of a game for a particular kind of entity to have a 

certain status. In this sense, game models include, as part, a specification of the 

constitutive rules of a game.118 

Such models can be used to predict, to describe, to record, or to recommend 

actions, and they can fail to be about games either by failing to refer components or by 

failing to refer some aspect of a game—perhaps because it is unknown. More often than 

not, even excellent game models will fail due to inaccuracy. For instance, a 

mathematical model of the expected payout of a bet at an American roulette wheel 

predicts the outcome as ((38/n)-1) where n stands for the number of squares on the 

wheel on which the player has placed their bets. On a perfect roulette wheel, this 

probability would exactly describe the long-term frequencies of a dedicated (and 

117 Following Smith and Ceusters (2015), I take a primitive relation ‘is about’, which has a number of sub-
relations, including predicting, designating, and describing. 
118 Constitutive rules are often invoked to explain the ontology of institutional facts. Although John 
Searle’s account of constitutive rules has come under attack in recent years, it is still widely cited and it is 
his account that I have in mind here. See Searle (1995). 
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increasingly poorer) roulette gambler. However, any real roulette wheel will be made of 

material that is mathematically imperfect and will be subject to barometric pressure, 

warped material, and patterns in the way the ball is dropped on the wheel itself by the 

gambler. This means the actual probability of the payout is rarely accounted for 

perfectly by the model (though it can still predict very well). 

Therefore, let us distinguish two kinds of entities: game models and games. 

game model: an information content entity that is about the players, actions, relations, 
preferences, and other components of games, and includes, as part, a specification of the 
status of each of these entities within the game. 

Game models are the chief subject of inquiry for game theorists in formal fields, 

and the main tool in applied fields. Such models can be both descriptive and 

prescriptive, depending on use. For instance, in the run-up to a decision, a game 

theorist might attempt to decide by assessing the probable outcomes and taking into 

account considerations of preference and tolerance for risk alongside other factors. The 

resulting model would be used to prescribe a decision. Frequently, however, game 

theory is used by social scientists and economists to explain the principles underlying 

behavior, and these uses are descriptive. In his Treatise on Human Nature, David Hume 

famously described the adoption of pro-social behaviors such as promising as solutions 

to coordination problems (Hume 1739). In doing so, Hume is describing how a certain 

dimension of moral behavior developed, rather than merely endorsing our practice of 

keeping promises. 

106 



  

            

               

               

              

             

               

             

             

                

            

            

             

     

             

            

          

           

              

    

         

Game models are informational entities with parts, each of which describes or 

prescribes the formal features of a game. A game model of a chess board may include a 

description of the wood, size, or location of a chess board is made of, but such 

descriptions are incidental to the nature of a game model. The required components of 

the chess model include a description of what is necessarily common across all chess 

games such that they may even be called chess games. This includes, for instance, that 

the chess board contains a grid consisting of sixty-four squares, along with the 

arrangement of the pieces at start, and the rules constraining their movements, along 

with the object of the game: the checkmate. In addition, a game model of chess may 

include the ranks of all pieces, their positions, and rules regarding alternating turn-

taking, perhaps along with information concerning what the players expect of each 

other, what they intend, what strategies they employ, etc.—these are the elements that 

make up a game model. 

Game models can be rich in detail or relatively sparse, but their components 

always have a quality of aboutness and thus are information content entities. Typical 

components of game models include: preference descriptions, descriptions of expected 

and actual possibilities, descriptions of objective and subjective utilities, descriptions of 

outcomes, and strategies, which in what follows, one can think of segments of the 

record of actions. 

Game models differ from their real-world counterpart: games. 
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game: an event in which one or more players performs actions after a strategic decision 
and these actions result in outcomes.119 

This definition is more broad than other possible definitions of games-as-events. 

For instance, it is more broad than Bernard Suits (1967) proposal that “to play a game is 

to engage in activity directed toward bringing about a specific state of affairs, using 

only means permitted by specific rules, where the means permitted by the rules are 

more limited in scope than they would be in the absence of the rules, and where the sole 

reason for accepting such limitation is to make possible such activity.” However, it is 

trivially true that there is no difference between game types that cannot be described by 

a difference in game models, though there will be different instances of games that can 

be described by the same model. For instance, a game of chess and a game of solitaire 

are both described by different game models (e.g. distinguished by the number of 

players), though there are also different instances of games of a single type (e.g. two 

games of chess). It is also compatible with this definition that multiple games can be 

played at the same time (temporally overlapping games) and that they can occur as 

parts of a larger game (i.e. games can be sequences of a game)—as, for instance, each 

play in a game of football can be described as its own game, or a battle is a game in the 

larger game of a war. 

119 The word “decision” here is not meant to imply that anything the players do needs to raise to a level of 
conscious awareness. 
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Game models should also be contrasted with historical records that describe 

actual games in non-model theoretic terms. Game databases may keep records that do 

not distinguish game models from historical records of games, but incorporate both 

data into a single record. For instance, The Chess Tempo Chess Database provides 

accessible records for over two million searchable chess games, and this data includes 

names of players, player ratings, and the year the game was played, all of which are 

matters of an historical record concerning games (Chess Tempo). However, these 

records also include data concerning the chess opening that was used, a record of the 

moves that were made, and a record of the game outcomes, all of which are aspects of a 

game model. 

These models can be depicted using pay-off matrices and decision trees. For 

instance, take Rousseau’s example from Discours sur l'inégalité (1754) of the stag hunt. 

Suppose two hunters are without food in a wood and they can either catch rabbits and 

eat poorly, or they can decide to work together and eat stags (which are better eating). If 

either player gives up the hunt for stags and decides to eat a rabbit, the other will be 

unable to catch a stag and will go hungry. Each player must now decide if they wish to 

cooperate with the other player and hunt for stag (knowing they each will go hungry if 

their fellow hunter defects) or defect and ensure a poorer meal for themselves and their 

fellow hunter. 
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A decision (or payoff) matrix depicting this scenario will display in columns and 

rows the possible outcomes with utilities (or preference values) assigned as sets of 

ordered n-tuples. In this evaluation, the preferences of each player are assumed to be 

the same and a value (which could be an integer, nominal, or ordinal value) is assigned 

to the outcome (here, where 0 = going hungry, 5 = eating rabbit, and 10 = eating stag). 

The order of the pairs in the cells reads A to B, so that the first number in each ordered 

pair corresponds to A’s evaluation of that outcome and the second to B’s evaluation of 

that outcome. Taken together, this matrix exhaustively defines the potential 

combination of outcomes available to our decision-making hunters. 

Stag Hunt B 
cooperates 

B 
defects 

A 10, 10 0,5 
cooperate 
s 

A defects 0,5 5,5 
Figure 7. A simple decision matrix for Stag Hunt. 

Taxonomies of games in the literature vary in a variety of ways. The following 

are some important kinds of games: 

zero-sum and nonzero-sum games: in a zero-sum game, each player wins exactly as 
much as their opponent(s) lose. Examples include: chess and tic-tac-toe. Games that 
do not fulfill this condition are nonzero-sum. 

110 



  

         
            
     

 
        

             
             

            
   

 
        

             
           
          

 
            

        
 

           
       

 
               

             

             

            

               

               

            

              

             

            

non-cooperative and cooperative games: a non-cooperative game is a game in which the 
players are not able to form binding agreements (in some non-cooperative games, 
players do actually cooperate). 

simultaneous-move versus sequential-move games: a simultaneous-move game is a 
game in which the players decide on their strategies without knowing what the 
other player(s) will do. In sequential games, the players have some (or full) 
information about the strategies played by the other players in earlier rounds 
(example: chess). 

games with perfect information and games with imperfect information: perfect 
information games are games in which the players have full information about the 
strategies played by the other player(s). All perfect information games are 
sequential games, but not all sequential games are perfect information. 

non-symmetric and symmetric games: a symmetric game is a game in which all 
players face the same strategies and outcomes. 

non-iterated and iterated games: an iterated game is played several times, whereas a 
non-iterated game is played only once. 

Importantly, these important kinds of games do not need to be classes in an 

ontology of games, since relationships among important classes can allow these kinds of 

games to be accounted for as defined classes. For instance, if a particular game 

has_player player 1 (where player 1 is an instance of the class ‘player’—a subtype of 

‘role’ in BFO) and has_player player 2 (where player 2 is a distinct instance of the class 

‘player’) and bears no other has_player relations then it will satisfy the criterion for a 

two-player game and thereby count as a two-player game. This means instances of two-

player games can be identified and queried for without searching for a distinct class of 

two-player games. This same strategy holds for the other important kinds of games 

listed here, e.g. non-cooperative games include all those games that have players where 
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cooperation is not an option available in the game model, and symmetric games include 

all those games described by a game model for which each player has an equal number 

of possible outcomes. 

There seem to be two important kinds of stages in a game: a) the stage prior to a 

decision where the evaluation of the game is under the consideration of the player and 

where expected outcomes, expected utilities, expected decisions, and available choices 

are formulated and considered, and b) the stage after action where actual outcomes and 

actual utilities are assessed and considered. Therefore, throughout the development of 

this ontology, I have sought to keep distinct these stages and to distinguish processes 

concerning what is expected (e.g. planning, strategizing, estimating, anticipating) from 

later processes concerning outcomes (e.g. actual wins, losses), as well as the content of 

the information involved in such processes (e.g. the estimated score, the actual score). 

In addition, there were a series of questions that guided the formulation of this 

ontology. These were questions concerning how this work can: 

● account for prescriptive and descriptive aspects of game theory. 
● account for both expected and actual outcomes of games. 
● distinguish different kinds of agents from their role as a player within a game. 
● account for the ability to describe actual games in mathematical terms. 
● account for decisions where reasoning is apparent as well as decisions where 

actions are interpreted ‘as if’ they were the result of some strategy in quasi-
experimental methods. 

b. Games and Possibilia 
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In philosophy, components of game theory are often described in the language of 

set theory and possible world semantics, where games and their components consist of 

sets of propositions. Briggs (2014) identifies components of games, states, acts, and 

outcomes as propositions, and propositions as sets of possibilities, each of which is a 

subset of a maximal set of possibilities. This manner of describing game theoretical 

components is one strategy to respond to what Kit Fine has called ‘the problem of 

possibilia’, or the problem of providing an account of the ontology presupposed by 

modal logic (Fine, 2006). This response is unavailable to us since Basic Formal Ontology 

excludes both propositions and possible worlds (moreover, information content entities 

are not propositions, and in Basic Formal Ontology, only entities that are, have been, or 

will be may be held to exist120). However, it helps that game theorists are not interested 

in the wider sense of possibility that allows us to distinguish between contingent and 

necessary truths. This is the sense in which present states of affairs may have been other 

than they are (for instance, it is possible, in this sense, that I was born to be president of 

the United States). In this sense, possibilities only concern nomologically possible 

futures and unknown past states of affairs that are accessible to players within the 

context of a game and which can take on probability or likelihood values. 

Within decision theory more generally, there are different approaches to 

possibilia, each of which carries with it its own advantages and disadvantages. 
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However, in adopting a realist ontology that excludes possibilia as bona fide entities in 

their own right, this ontology is under significant constraint. For this reason, possibilia, 

as they are described in expected utilities and expected outcomes, are speculations, and 

such speculations are information content entities and not concrete entities. When one 

predicts what will happen on the next turn of a game, one does not access a realm of 

possibilities and describe future probabilities in the form of abstract possible worlds. 

Rather, players make inferences based on their present knowledge and they produce 

inductive inferences concerning what the future might hold. The most relevant sense of 

possibility is thus speculations of the ways states of affairs may obtain. These I call 

“speculative information content entities”; like game models, they are information 

content entities and they are about either unknown states of affairs or future outcomes. 

This approach addresses problems that would otherwise occur in adjudicating the truth 

or falsity of abstract possibilia; on our account, possibilities qua speculative information 

content entities can carry truth values, but these values are discovered as predicted 

outcomes unfold in the present.121 

121 BFO is agnostic concerning the existence of future entities. Since truth is an extensional notion in the 
context of ontology, whether speculative information content entities are better thought of as acquiring 
truth values as their descriptions are or are not satisfied, or thought of as immediately true or false. 
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Figure 8. An example of two speculative information content entities in a representation with ternary relations. 

One odd aspect of considering possibilia as speculative information content 

entities is that each speculative information content entity must depict a portion of an 

exhaustive possibility space. This is in line with Laplace’s classic conception of 

probability according to which the probability of an event is the ratio of cases in favor of 

it over the number of all possible cases. This allows us to say that a prediction also has 

an associated mathematical property of likelihood (or probability), which is produced 

taking into account the prediction divided by the total number of possible outcomes. 

It may be thought that bearing the property of likelihood is not in the nature of 

representations, and that likelihoods hold of events themselves and not of their 

representations. However, mathematical systems that are descriptive have merely 

formal properties as well; for instance, there are numbers so large that they enumerate 

no set of entities in the world of finite objects and yet those numbers exist and have the 
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property of being greater than any number that does enumerate a set of entities in the 

world. So there is no reason not to treat predictions as proper bearers of likelihoods. 

Figure 9. An example of entities necessary for calculating the probability of a coin toss outcome. Here, only two-place relations 
are used, as in the web ontology language OWL. 

Here I introduce a class to serve the role of possibility: a speculative information 

content entity. 

speculative information content entity: an information content entity that is about some 
occurrent where that occurrent is unknown to the creator of the descriptive information 
content entity. 

There are two subclasses of speculative information content entity: predictions 

and retrodictions. 

predictive information content entity: a speculative information content entity that is 
created by an agent at a temporal interval1 and that predicts an occurrent that occurs_at 
a temporal interval2 and where temporal interval 1 occurs_before temporal interval 2. 
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retrodictive information content entity: a speculative information content entity that is 
created by an agent at a temporal interval1 and that retrodicts an occurrent that 
occurs_at temporal interval2 and where temporal interval 1 occurs_after temporal 
interval 2. 

Conceiving of possibilities as informational entities is preferable to alternatives. 

One alternative would be to treat possibilities as counterfactual states of affairs 

captured by the BFO category of disposition.122 A disposition in Basic Formal Ontology 

is a realizable entity that inheres within a material entity and is realized in processes. 

The fragility of a vase, for instance, is a disposition inhering in the vase and which is 

realized in processes of breaking and cracking under certain circumstances. 

There are at least two problems with pursuing such a strategy. First, whereas 

dispositions may be stipulated to be as coarsely or finely grained as necessary to 

account for some event, the material bearer of the disposition can often become elusive 

when the event in question is global. For instance, I am writing this in 2016, and it is 

possible that Donald Trump will win the presidential election. On a dispositional 

analysis of possibility, where does such a possibility inhere? Within the electorate? 

Within Donald Trump? Perhaps the answer is within both, but then what else is also 

involved? Perhaps there are required a certain number of multiple interacting 

dispositions necessary to model this possibility, as for instance the possibility of a key 

122 This view is often called the propensity theory of probability and is prominently associated with Karl 
Popper. See chapter 8 of The Logic of Scientific Discovery. Popper, Karl. Hutchinson, London. 1959. 
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unlocking some lock may require a disposition both in the lock and in the key that is 

mutually realized by the inserting and turning of the key. But with course-grained 

events, there are frequently no at-hand candidates for demarcating how many 

dispositions are involved and in what those dispositions inhere. 

A second problem concerns Humphrey’s paradox.123 Conditional probabilities 

(such as the probability of a medical test being correct given that it has provided a 

positive diagnosis) can be inverted using Bayes’s theorem. This implies that events 

occurring now can tell us information about the probabilities of past events. If 

dispositions account for the probabilities assigned to possibilities, then dispositions 

must be subject to inversion. However, like causation, dispositions have a forward-

looking direction; this is because they are realized in future actions. For this reason, 

dispositions are unable to make sense of how future events can bear on past 

information. 

An alternative to the dispositional account would be to pursue a model of 

possibility along the lines of David Lewis’s modal realism. Let us imagine that there 

was an upper-upper domain ontology that consists of sets of possible worlds. Every 

world would consist of a hierarchy of universals (many, but not all, descending from 

BFO), a set of relations, and a set of instances of each universal. In practice, such worlds 

could be generated by automatically adding a new world to the ontology each time a 

123 (Lyon, forthcoming) 
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distinct possibility was entertained by an agent in the actual world. A relation akin to 

Lewis’s similarity relation could then be introduced. Such a relation would hold across 

worlds described in the antecedent of any counterfactual statement; the consequent of 

the counterfactual statement would then describe the resulting events in each world of 

the same set, and this distribution would amount to a ratio providing the actual 

probability at a given world of some event occurring. 

Before assessing the merits of such a proposal, it is worth noting that The 

Common Core Ontologies (CCO) are a suite of BFO-conformant ontologies that have 

recently begun taking a few steps in this direction.124 Their present goal is not Lewis’s 

goal of representing all counterfactuals and their probabilities, but only those 

counterfactuals that are described in plans of action. For this reason, they do not 

duplicate ontology models across worlds. Instead, they include a series of relations that 

hold between actual instances, as well as a series of ‘Lewisian’ relations that hold 

between some instance (actual or counterfactual) and a counterfactual instance. Along 

these lines, one can say that I am presenting writing this dissertation chapter, but I am 

also counterfactually finishing a counterfactual dissertation at some later time. 

Counterfactual instances have distinct URIs in their representation, distinguishing them 

124 The Common Core Ontologies were accessed August 12, 2018 here: 
https://github.com/CommonCoreOntology 
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from actual instances in conformity with the doctrine of realism125 underlying BFO, but 

the counterfactual instances nonetheless serve as the extension for the content of 

specifications of planned future action. 

Such a representation greatly simplifies the knowledge representation of planned 

processes, but falls short of a full treatment of counterfactuals and probabilities.126 First, 

Lewis’s notion of nearness of worlds is inadequately described in the literature and 

could not serve the finely grained role of probabilities that are capable of being assigned 

numeric values. Second, Lewis’s modal realism is intended to explain the wider sense of 

possibility, and not only the sense of future possibilities. Finally, at present, the 

computational resources needed to generate a single world are frequently stretched thin 

in any given project, so to also generate sets of possible worlds for each decision point 

reached by each agent within a multi-agent environment is impractical. Even if it were 

practical, it is unclear how a third-party would be able to construct such priors without 

reference to similar states of affairs within the actual world. 

With both the dispositional account and concrete modal realist account of 

possibility inadequate to accounting for possibility, the safest representation under BFO 

is to treatment possibilities as informational entities. The considerations raised in this 

125 Basic Formal Ontology is a realist ontology, which holds that ontologies should represent exclusively 
what exists, and not imagined or fictional entities. The generation of counterfactual instances by the 
Common Core Ontologies is thus a violation of realism, though a largely benign one, since counterfactual 
instances are segregated by distinct universal resource identifiers (URIs). 
126 In fairness to the Common Core Ontologies, the Lewisian relations were not intended to provide a full 
treatment of probability. 
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brief discussion are not intended to be final verdicts on alternative approaches, but 

rather practical considerations for ontologists approaching decision theory within BFO. 

At this point, we leave possibilities and probabilities and turn to other informational 

entities: rules and utilities. 

c. The Absence of Rules and Expected Utilities 

For many games, there are rules, but our ontology does not develop a taxonomy 

of game rules here. They can be included, if they are needed, as a class of prescriptive 

information content entities.127 But game theorists who use this ontology will often not 

require them. This is because our treatment of possibilia already depicts the actual and 

possible consequences of following the rules of some game, since rules impose an 

implicit restriction on actions that are known by the kinds of decisions available to 

players and often the preferences they choose to act on. For instance, there is a rule of 

order in the game of Monopoly that permits a player to pass Go and collect 200 dollars 

or buy a particular property first. Rather than depict this rule as a distinct information 

content entity that constrains the possible decisions of players, I have created a class of 

predictive information content entities whose instances are predictions of two future 

outcomes (i.e. one where a property is purchased first, and another one where the 

property is not), both of which contain states bearing preference relations to the agent 

127 One may wish to include rules if players within a game also have the option of breaking such rules. 
However, even in these kinds of games, rules may be excluded by using the other categories described. 
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and corresponding utilities. This means that a distinct class of game rules is not needed 

because rules are implicit in the design of a decision matrix, which is described by 

predictive information content entities. Another way of putting this is that rules 

prescribe possibilities, and having captured those possibilities as the rules would have 

had them, we no longer require the rules. 

Decision matrix: an information content entity that visually displays the potential choices 
of players, their possible outcomes, and the set of expected utility values of each 
outcome relative to the players. 

The most relevant sense of possibility is predicted representations of the ways 

future states will obtain, each of which will carry a probability that is measurable 

according to a classical interpretation of probability theory. When factored by a 

measurement of preferences, these give us expected utilities. In most cases involving 

strategically-minded human agents, it may be helpful to see the general approach to 

finding expected utilities as simulationist. Simulationism holds that a player predicts 

various outcomes, in part, on the basis of a set of finite choices, and in simulating her 

own responses to those outcomes, performs an act of preferring with respect to those 

simulated outcomes. In this way, the player simulates her own responses and 

determines her own preference relation to each outcome. When this preference is 
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assigned a number by an act of measurement and factored by the probability of the 

outcome then the product is a kind of numeric value: an expected utility.128 

expected utility: an integer that is the product of multiplying a numeric value that is the 
output of some act of measurement (where that act of measurement is a measurement 
of some preference value) times the probability of an outcome bearing the occurrent.129 

Further distinguishing between subjective and objective probabilities will allow 

us to account for discrepancies between two values (the distance between one’s internal 

representation of facts concerning probabilities and those probabilities as they really 

are). Now this distinction can also do additional work in allowing us to distinguish 

between subjective expected utilities and objective expected utilities, where the utilities 

function for subjective expected utilities takes the subjective probability times the 

preference measurement value, and the objective expected utility function takes the 

objective probability times the preference measurement value. The distance between the 

subjective and objective expected utility values is now the distance from what choice is 

optimal, from our perspective, and what total knowledge of the probability space holds 

is optimal, considering our preferences. 

II. Related Ontologies 

128 How the brain computes value is a question for further research that is presently under exploration 
(see Clithero and Rangel, 2013). This process may involve further elaboration of acts of measurement, or 
the processes associated with valuing might be intricately associated with the act of simulation itself. 
129 Note this definition of ‘expected utility’ construes expected utility values as always having the form of 
integers. However, there is no reason that the expected utility value cannot be converted into a nominal 
or ordinal value after the fact, as discussions often presume. 
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According to this review, GTO is the first game theory ontology compatible with 

a realist upper-level ontology, although there are many ontologies of games, as well as 

agent-based models (ABM).130 Agent-based modeling is widely used in in the social 

sciences to model agent decisions and interactions in complex environments, and 

ontologies have found use as a mediator for such work, since ontologies are primarily 

data fusion tools.131 Livet et al. (2008) argue that ontologies are particularly required in 

the social sciences for aggregating data for agent-based modeling, because those 

researchers compiling relevant data from domains such as economics and geography, 

will often implicitly conceive of their domains separately, hindering the aggregation of 

data to be used in an ABM process. 

There are ontologies more particular to games include the Game Based Learning 

System Ontology (Raies et al. 2015), which is based on the Web Service Modeling 

Ontology (WEMO). However, the Game Based learning System Ontology is concerned 

primarily with a particular class of computer games—games with a pedagogical 

purpose—and is unrelated to game theory and its goals. 

However, there are many ontologies concerning agents, decisions, and actions 

that have been developed or are presently under development. The family of medical 

ontologies in the OBO foundry, for instance, frequently concern the health decisions of 

130 Christley, Xiang, and Made (2004). 
131 Livet et al. (2010). 

124 



  

             

             

           

             

             

             

            

     

   
 

  
 

               

             

           

             

               

  

 
                 

 

                                                
                

 

patients who make strategic decisions on the basis of probable outcomes provided by 

doctors and prognoses. Recent work that I and other researchers have undertaken on 

informed consent seeks to develop and ontology of informed consent processes, 

modeling the processes of providing informed consent, as well as the permissions and 

obligations that result from the consent having been provided.132 An ontology of game 

theory will be an important addition to such efforts, since the information already 

readily available in these ontologies is adoptable for the predictive and prescriptive 

purposes offered by game theory. 

III. Important Classes 

a. Outcomes 

Outcomes are the results of actions and as such they are a subtype of occurrent in 

Basic Formal Ontology; they can be actions, processes, or states. Examples of outcomes 

include: surviving, earning more points, securing a political victory, fighting off a 

dominant male, securing a sexual partner, making more money, as well as dying, failing 

to win an election, becoming an outcast, losing a job, failing to secure favor, and losing 

money. 

outcome: an occurrent that is output of the actions of players in the context of a game. 

132 Otte et al. (2018). See also the Informed Consent Ontology accessed August 12, 2018 at: 
http://www.obofoundry.org/ontology/ico.html 
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It is important to distinguish outcomes from models of outcomes. Models of 

outcomes might come in the form of sentences, or they might be one-word components 

(such as labels or names) in a decision matrix appearing in a single cell (e.g. “loss”). 

Models of outcomes also include descriptions of those outcomes that haven’t yet 

transpired. These are expected outcomes. In evaluating courses of action, a player might 

predict future outcomes of courses of action and thereby create a predictive information 

content entity—an information content entity that is about a future outcome. 

expected outcome: a predictive information content entity created at a time that predicts 
an outcome of a game at a later time. 

b. Preferences 

The treatment of preferences in knowledge representation is an important topic 

that has already received much attention (Zhang, 2010; Kießling 2002); less attention has 

been paid to the ontological treatment of preferences themselves. In everyday discourse, 

talk of preferences concerns two different kinds of entities. On the one hand, 

preferences are likings, predilections, fondnesses, inclinations, or penchants for some 

event (e.g. eating ice cream, winning a war, securing a promotion) or one event over 

others. These may lie dormant in some conditions, but express themselves regularly 

under others, with their expression taking the form of a conditional such as “If A, the B” 

where A is some condition (when it is a warm summer day) and B is some action 

(Courtney enjoys swimming). These kinds of entities are dispositions (what I refer to as 
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preference profiles) that inhere in entities capable of intentional actions. In the case of 

persons, one’s preferences are similar to one’s character or personality in the sense that 

they are part of one’s psychological make-up and they inhere in the physical body of a 

person. We may also need to speak of the preference profiles of nonpersons, however, 

and speaking about the preference profiles inhering in plants, drosophila, or a chess 

playing program are equally fine ways of talking as well. 

On the other hand, sometimes when we discuss preferences, we are speaking 

only of their occurrences. These actions themselves can produce, diminish, or realize 

preference profiles. Although reflection often discovers or reveals dispositions we 

already have to prefer, in some acts of preferring we actually do—often by some feat of 

accompanying reason—create a new preference. Many other actions themselves can 

count as acts of preferring since my act of eating a certain pleasant food also reveals my 

preference for it. For this reason, the account here provides a sentimentalist treatment of 

preferences, which sees preferences, first and foremost, as often semi-malleable 

dispositions, what I call preference profiles, that are assessed, revealed, and affected by 

acts of preferring. 

preference profile: a preference profile is a disposition that inheres within an agent 
and is realized in acts of preferring. 

act of preferring: a behavior that reveals a desire for one entity over one or more 
other entities within some context. 
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Acts of preferring may be both implicit or explicit. Explicit acts may, in principle, 

be observed by a third-party, as when the Jones responds to a survey indicating his 

preference for one political candidate over another. This act of preferring realizes a 

preference profile Jones has to prefer one political candidate over others. Such 

responses may also increase or decrease his preference profile generally, for 

contemplation induced by making explicit and socially observable one’s own desires 

can serve to either increase or decrease the strength of the desire generally. But a word 

of caution is necessary here. We must be careful to distinguish reports of an act of 

preferring from an act of preferring. Reporting that one, at an earlier time, had some 

preference, is not an act of preferring, although it may also include writing down on a 

form one’s prior preference, which may not have changed.133 

Acts of preferring may also be implicit, but this can occur two ways: first, by 

being first-person observable via introspection (in this sense, some but not all acts of 

preferring that are explicit may follow an implicit act of preferring), and second, by 

being unconscious but implicitly revealed through behaviors. 

To take one famous example of implicit, unconscious acts of preferring can be 

seen in the model of segregation put forward by Thomas Schelling134. The model seeks 

to explain, among other phenomena, why the population of the United States is racially 

133 This interpretive subtlety is an epistemic issue—not an ontological one. 
134 Schelling (1971). 
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segregated, independent of considerations of economic and legal coercion. The guiding 

assumption of Schelling’s model holds that, ceteris paribus, a member of a population 

will prefer to live surrounded by a sufficient number of people of the same racial 

category. In particular, whites and African Americans may not wish to avoid one 

another, and may even prefer that their neighborhoods be integrated, while at the same 

time mutually wishing to avoid minority status. Such a preference profile is likely never 

to have been consciously considered by most Americans who bear such a disposition, 

and yet it is likely true that if asked explicitly if they had such a preference, many 

people would admit to it (an act of preferring). 

For many uses of game theory, this behavioral interpretation of preferences is an 

important option in addition to the measurement of preference profiles. 

Figure 10. Example providing an overview of a process of simulating action, judging, and preferring. 
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Figure 11. An instance graph depicting Jones use of a measurement scale as he ranks the value he accords to different possible 
actions he might take. 

In addition, we often talk about preferences as orderings, rankings, and valuings. 

But preferences per se are not themselves n-ary relations; rather, they stand in such 

relations. The smallest relation will hold between an agent’s preference and an 

occurrent (a preferring de re) or class of occurrent (a preferring de dicto), as when, 

respectively, “Jones prefers eating this ice cream to eating that ice cream” or “Jones 

prefers eating ice cream to eating sushi.” In both cases, it’s important to notice that the 

content of a preference will always be a state of affair.135 Jones prefers that he eats ice 

135 A philosopher of language might say that when Jones prefers ice cream, prefers is a propositional 
attitude he bears that is directed at the proposition Jones eats ice cream. In adopting ontological realism, I 
prefer to speak of states of affairs rather than propositions. Where preference hold between not actual, 
but counterfactual states of affairs, the latter are mere descriptions of the conditions under which 
individual dispositions may be realized. 
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cream—not just ice cream per se. Preference statements that do not at least implicitly 

include what some objects are preferred for renders them nonsensical. 

More generally, the class of preference is a subclass of desire, whose instances are 

distinguished from other desires by always involving a pairwise ranking among states 

of affairs. Desire shares with preferences both the dispositional and occurrent forms, as 

well as an attending strength. That preferences are a subclass of desire should not be 

confused with the broader debate regarding whether conative states are fundamentally 

pairwise preferences (i.e. preferring A to B) or non-pairwise desires (i.e. desiring A). 

This debate holds that, on the one hand, if desires have strengths, then competing 

desires may have their strengths measured against each other with preferences derived 

as a result. On the other hand, if preferences are basic, then basic desires may be large— 

perhaps very large—sets of salient and strong preferences. This debate need not delay 

us here, for these possibilities are mutually compatible with preference being a subclass 

of desire, where desire is construed as a broader class, containing both pair-wise and 

non-pairwise conative states. 

c. Preference Relations and Agents 

Corresponding to these two ways of talking about preferences, we are now in a 

place to assess preference relations. Following the first complete preference logic 

presented in von Wright (1963), most treatments of preference logic hold there are three 
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notions of preference that are important to account for136. The first is strict preference, 

where one entity is preferred to another. This relation is denoted by the symbol ≻ and 

“A≻B” is taken to mean “B is worse than A” and also “A is better than B.”The second is 

indifference, where two entities are considered to be equal in value. This relation is 

denoted by the symbol ∼ and “A∼B” is read as “A is equal in value to B”. 

These relations are often taken to have the following properties: 

(1) A≻B → ¬(B≻A)(asymmetry of preference) 

(2) A∼B → B∼A(symmetry of indifference) 

(3) A∼A(reflexivity of indifference) 

(4) A≻B → ¬(A∼B)(incompatibility of preference and indifference) 

Finally, a third relation, weak preference, is denoted by the symbol≽, means “better than 

or equal to” and can be defined as follows: 

(5) A≽B ⟺	 A≻B ∨ A∼B(weak preference) 
The development of a logic of preferences has led to the adoption of a series of 

properties of preferences relations, a discussion of which would take us beyond the 

scope of this paper. Such developments illustrate how further preference inferences 

could be automatically inferred from an initial analysis of player’s preferences. For 

the present treatment, we recognize the indifference relation, and distinguish the two 

relations strict and weak as subrelations of the relation of ‘preferring to at’ since each 

136Cf. Hansson (2011), which includes this list of five relations and a discussion of the development of 
preference logics. 
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of them holds between an agent’s preferences, a state of affairs, and another state of 

affairs. 

preferring to at: a four-place relation that holds between an agent at a time and two or 
more occurrents or classes of occurrent, such that an Agent A prefers state of affairs X 
to state of affairs Y at T. 

is indifferent between at: a four-place relation that holds between an agent at a time and 
two or more occurrents or classes of occurrent, such that an Agent A is indifferent 
between state of affairs X to state of affairs Y at T. 

Typically, in the case of persons, acts of preferring will involve simulating an 

affective reaction to an event (e.g. imagining the experience of eating a particular food) 

and realizing a disposition within oneself in an act of preferring. One might have a 

disposition to prefer some food, but never having encountered it, has never subjected it 

to an act of preferring. This distinction is particularly helpful for measurements, where 

the distinction between a measurement of an act of preferring may vary relative to the 

measurement tools used, and these are distinct from the . For distinguishing acts of 

preferring from the underlying disposition we have to prefer allows us to also capture 

the distinction between our general preference set and our momentary preferences, and 

this difference tracks the difference in emphasis in descriptive game theory (and its 

emphasis on actual information from players) and normative game theory (which 

emphasizes the long term or over-riding preferences of players). 

We also want to talk about the preferences of different types of agents who can 

play games and take on player roles. Because it is a requirement of players that they 
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think strategically (though perhaps not reflectively) the barest requirement is that the 

player be capable of performing intentional actions. Having this capacity distinguishes 

an agent from a brain-damaged patient, as well as a corpse. 

agent (defined class): a person or organization where the person or organization 
has a capacity for intentional action. 

This definition can be weakened to include other varieties of agent, particularly 

software agent.137 But all agents (including artificial intelligences) perform actions that 

count as acts of preferences because these actions betray or reveal preference. It is 

possible to think of intelligence bearing objects as having preferences because persons 

can take a certain stance to them—what Daniel Dennett (1987) refers to as an intentional 

stance—and read their actions as indicating intentions. Understood in this way, the 

apparent act of choosing that a cockroach performs when that cockroach chooses a path 

that smells of garbage over a path that does not—this choice counts as an act of 

preferring, since it reveals, under an intentional stance, a preference for garbage. Where 

this approach is appropriate, we can then make sense of agents in a minimal set of 

terms available in the ordinary language of folk psychology: the language of 

preferences, goals, actions, reactions, dispositions, and expectations. 

137 There are reasons for maintaining a notion of agent distinct from software agent. When persons or 
organizations are agents, they are also the proper targets for certain reactive attitudes, such as praise and 
blame. By contrast, software agents warrant no such attitudes (P. F. Strawson (1962)). Where such 
attitudes are factors in decision making, an ontology that fails to distinguish these two types of agents is 
impoverished. 
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A capacity for intentional action is also a disposition inhering in the agent, and as 

such, it comes in degrees. It may be appropriate for some projects to also have 

assessments of the agent’s capacity for intentional action, allowing us to make sense of 

an agent’s potential ability to strategize and learn from past outcomes as a reflection of 

their more basic capacity to perform intentional actions. In thinking about different 

components of rationality, these two components are key: the capacity to perform 

intentional actions and the ability to have preferences. Both come in degrees, both are 

distinct, and both are dispositions. 

d. Players 

To be a player is to be an agent in the context of a game who makes strategic 

decisions. For this reason, it makes sense to treat players as roles that agents can take on 

or off as they enter and exit the context of a game. In this sense, to be a player is no 

different than taking on other roles in organizational contexts, like the role of a doctor, a 

teacher, or a soldier. It is important that we distinguish players from agents in this way, 

since one can be an agent, organism, robot, group of citizens, or A.I. without also 

thereby being a player and we wouldn't want to constrain the existence of a player to 

their existence within a game. 

player: a role inhering in an agent in the context of a game. 

When players form teams, those teams are organizations, which can themselves 

be intentional entities capable of planning, strategizing, and collective action 
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independently of their members. Players can have member roles within a team, but can 

also take on hierarchical roles, like captain, employer, leader, secretary of state, or 

pawn. Such roles allow game matrices involving teams to distinguish players, their 

teams, and their roles within the organizational structure of the team. Further 

extensions of the ontology concerning planning, strategy, and obligation can make use 

of these organizational structures, depicting further connections of complex collective 

actions. 

e. Dominance and Equilibria 

One of the principle reasons for wanting an ontology of game theory is that it can 

allow us to not only identify strategies, preferences, probabilities, and outcomes, but 

also solution concepts—formal rules that allow us to predict the outcomes of games. 

Key relations that are necessary to underscoring solution concepts are the notions of 

dominance and equilibria. Strict and weak dominance are relations holding between 

possible outcomes in a decision matrix. According to our approach, we can interpret 

them in the following ways: 

strictly dominates: a relation between a predictive information content entity and 
others in a decision matrix, which occurs when predictive information content entity 
always has a higher expected utility, regardless of the choice of other players. 

weakly dominates: a relation between a predictive information content entity and 
others in a decision matrix, which occurs when that predictive information content 
entity has an expected utility at least as high as any other payoff, regardless of the 
choice of other players. 
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Definitions for equilibria (also called saddle points or solutions) vary in the 

literature.138 A standard definition of equilibria is that it is a particular set of possible 

choices if and only if it is true of that set that once those choices are made, none of the 

players could reach a better outcome by unilaterally switching to another strategy. This 

definition is equivalent to the concept of Nash equilibrium, though there are other 

notions of equilibria in the literature that are distinct (e.g. iterated equilibria, sub-perfect 

equilibria). 

equilibrium: a predictive information content entity in a decision matrix for 
which, once it has been chosen by a player, none of the players could reach a better 
outcome by unilaterally making any other choice. 

Subtypes of equilibria (strong and weak) receive similar treatment, as do pareto 

optimal solutions (Peterson, 2009). Each of these is a nonexclusive subclass of possible 

outcomes and as such, each is a predictive information content entity describing some 

future outcome in relation to other possible future outcomes. One of the benefits of this 

ontology is that it can also serve as a catalog of game configurations. Since properties of 

games, such as equilibria, can be difficult for modern computers to calculate quickly 

when there are many variables, an index of games and their features may prove a 

valuable resource (Daskalakis, 2009). 

f. Strategies 

138 Cf. evolutionary stable strategies. 
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Some strategies can be read as single choices, as sequences of choices, or as 

reactions to previous outcomes in the form of choices, where the strategy takes the form 

of a conditional (e.g. ‘If two losses, then defect, otherwise cooperate’). In a prisoner’s 

dilemma, for instance, one can choose either to confess or to remain silent. If our 

concern is with this single choice, then the choice itself can count as the player’s 

strategy, or their choice coupled with a prediction (another predictive information 

content entity) concerning their opponent’s choice. But, if the prisoner’s dilemma is re-

iterated, then sequences of choices may be said to count as strategies, as both players 

may very well choose selfishly at first, but later come to see better long term results by 

acting altruistically. Such a sequence may be described as the output of adopting a: “Be 

selfish initially, but open to cooperation” strategy. 

This manner of conceiving strategy opens up a rich variety of ways in which 

strategies might be captured. For instance, perhaps a player’s strategy is to choose to 

“compromise twice no matter what, but defect if faced with more than two defections 

by their opponent.” If this rule is adopted by the player, then sequences in an iterated 

prisoner’s dilemma will bear this out. There may also be rules that depend on factors 

such as the player’s resources: when these resources fall below a certain threshold, 

perhaps more comprises appear. Because this approach to strategies recognizes both 

their rich variety while analyzing them in terms of their component entities that are 
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already available, we can introduce however many defined classes we require without 

asserting them as classes in the ontology, and this parsimony is an asset. 

Whereas choices serve as evidence of a strategy having been adopted, the 

strategy is, prior to action, a disposition inhering in the agent. Thus we can distinguish: 

strategic disposition: a disposition inhering in a player to make a particular class of 
choice when presented with a set of possibilities or iterated outcomes. 

strategy: a sequence of choices performed by a player in response to a set of 
possibilities or iterated outcomes and which realizes a strategic disposition inhering in 
the player. 

conditional strategy: a conditional rule that prescribes some choice to a player in 
the game when given some antecedent state of affairs obtains. 

IV. Normative Game Theory 

Economists and ethicists may wonder what relationship this work has to their 

projects more generally, and may be puzzled by the absence of deontic entities such 

rational and good. Our basic approach to values here is that acts (behavior, speech, and 

mental) produce certain relations between agents and other entities. When these 

relations are established and applied then they can be assigned values by 

measurements. When the value of some outcome is multiplied by the probability of that 

outcome then one arrives at the expected utility of an outcome. 

This strategy doesn’t get us to deontic categories like right, just, rational, or ought. 

On teleological views like utilitarianism or egoism, these deontic categories are often 

explained in terms of preference or utility maximization, but this is a supposition that is 
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unnecessary to the present project. Our notion of a preference relation also does not 

distinguish between intrinsic values and instrumental values; to value a beautiful 

painting for its own sake and to value it as an investment instrument are both to prefer 

it. Where it has been necessary to make claims about the relationships among agents, 

actions, and preferences I have attempted to be minimal and avoid taking sides in 

opposing models of moral reasoning. 

Secondly, there are concerns here with the manner in which we’ve defined 

motivation. Acts of preferring are intentional acts because they are about some state of 

affairs. This property is not to be construed with the idea of purposefulness, for it isn’t 

the case that we have intentional control over all of our preferences, and that we 

intentionally choose to prefer pleasure to pain, a warm bath to a swift kick. There are 

two comments here: first, to say that preferences are intentionally created is not to say 

that they are voluntarily created. Preference voluntarism is not an outcome of our 

definitions. Intentionality concerns aboutness, and our preferences are intentional in this 

sense. Next, although acts of preferring are intentional acts in so far as they are directed 

by the agent, it doesn’t need to be the case that the relations they establish need to be 

intended by the agent. There are plenty of examples in which we are agents in an act 

that we perform intentionally, though the outcome of this action is unintentional and 

acts of preferring are often of this kind. 
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Finally, game theorists have different ways of conceiving of rationality. The 

standard model considers rationality to be defined in terms of acting on the basis of 

expected utility; this means that a rational agent will perform that act that has the 

highest expected utility. This view of rationality has been criticized at length for being 

empirically inadequate to accounting for behavior (Kahneman, 1979). However, there 

may continue to be reasons to support it, depending on one’s purpose, as well as 

reasons to reject it and develop other models of decision making (as prospect theory 

does). How can one ontology distinguish between these different uses? 

One immediate upshot of this work is that it allows researchers to distinguish 

two important classes of action: right and rational. Presently, many ontologies will be 

capable of depicting actions that are right, that is, whether some act resulted in an 

outcome that is at least as good as that of every other possible outcome. Whether an 

action is right is apparent when we look at outcomes of actions. We ask: was the 

objective achieved? Did the patient survive? Was more money made now than last 

year? Was the diseased cured? 

What few ontologies can as readily accomplish is depicting actions that were 

rational, where a rational act is one that a decision maker chooses because they have the 

most reason to choose that act. An important upshot of our ontology is that it can 

explain whether an action was rational by distinguishing components of the agent’s 

reasoning process from the objective outcomes themselves. Primary elements of an 
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agent’s reasoning process include the probability of likely outcomes and the strengths 

of agent preferences, but in the future, other agent properties can be added, including 

for example: 

● How averse to risk is the agent? 
● Who influences the agent and how much can they be influenced? 
● How flexible is the agent? 
● How do demographic factors (religion, education, age) affect the agent’s 

decisions? 

It is one of the virtues of our approach that this can be done easily. Agents can 

have different kinds of rationality (a dependent continuant) and each will entail 

different results regarding their actions. An easy example is the following: If a player is 

classically rational, then when that player is faced with a choice, they will perform that 

action that has the highest expected utility associated with it. This allows us to treat a 

decision matrix as entailing a choice function that takes in expected utilities and outputs 

agent choices. If an agent is not classically rational, then there are other principles, such 

as minimizing risk, that may be considered. If none of these are adequate in describing 

the agent, then such a function is unlikely—though the decision matrix itself is still rich 

with details that inform or make likely some decision or another. And subtler forms of 

rationality that involve agents having different choice functions with different 

properties (for instance, attitudes about risk, intelligence, influencers, flexibility) can be 

incorporated for different purposes and allow for greater ontological entailment and 

also better predictions of choices. 

142 



  

  
    

 
             

            

              

               

                

           

                

                 

               

              

            

       

 
 

V. Example: Prisoner’s Dilemma 

The prisoner’s dilemma, first described by Merrill Flood and Mevil Dresher, is an 

important and familiar example in the game theory literature (Dresher 1961). It 

illustrates a key contrast between the rationality of agents and the rationality of groups, 

and has been used to illustrate how altruistic behavior may be in the self-interest of 

agents, as well as how a capacity for altruism may have emerged and prospered in the 

psychology of social organisms (Gauthier, 1986; Brosig, 2002). In a prisoner’s dilemma, 

two criminals (Jones and Smith) are taken to separate cells and told that if they confess, 

they will serve two years if the other also confesses, but if their fellow criminal does not 

confess then they will serve zero while their fellow criminal will serve five. If they do 

not confess, then they will serve one provided their fellow criminal does the same. 

Without information concerning the strategy of the other player, each criminal must 

choose whether or not to confess. 
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Figure 12. Representation using two-place relations of the entities necessary for depicting a 2 x 2 decision matrix, such as the 
Stag Hunt decision matrix in Figure 7. Each cell in the matrix is a predicative information content entity containing the expected 

utility for each player in a game. 

Let us begin by granting that there is a fundamental distinction between the real 

people who are sitting in real cells, and information about those people (the game and 

the game model). These people already bear an institutional role of inmate, but once 

they are presented with the choice between confessing and not confessing, they have 

entered the context of a game. Within this context, they take on the role of player. Each 

player now considers the possibility of confessing and not confessing, and when they 

do so, they are accessing a cognitive representation of the results of making such a 

choice. This representation is a possibility, or a predictive information content entity. In 

having done so, they simulate a sentimental response to this representation. This 
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sentimental response is an actualization of a disposition they have to prefer less prison 

time to more prison time—a preference they may never have considered up until 

getting caught. Having considered the sentimental response they would have to each 

possibility, the players then measure them, and in this case, the measurement used is 

inversely identical to years served in each representation, where higher years are less 

preferred. 

Because in this case there are no uneven probabilities at issue, we do not need to 

go the further step of multiplying the preference values by a likelihood value to acquire 

an expected utility; rather, we can simply count the preference value as the final 

expected utility value of each possibility. All combinations of player choices, 

possibilities, and preference values can now be displayed in a decision matrix, where 

for both players, the possibility in which one confesses dominates the possibility in 

which one does not confess. This makes the possibility described by the ordered pair<2, 

2> a Nash equilibrium, since each player would be worse in choosing another option 

should their opponent keep their choice fixed. 

VI. Conclusion: Three Benefits of a Game Theory Ontology 

This paper presents the foundations of a game theory ontology that may be 

developed for a broader series of purposes. This is a promising addition to ontologies of 

human action and decision making, and that it will aid in assessing policy and creating 

forecasts in systems involving human action. 
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There are three immediate benefits of developing such a project. The first is that 

this ontology can serve as a mid-level domain ontology for lower-level ontologies 

concerned with particular applications. This will allow for interoperability between 

heterogeneous sources of data concerning games, as well as relevant information in 

other domains (e.g. defense intelligence, geospatial referent tracking, resource and 

environmental management). Ontologies have proven themselves to be exceptional at 

providing this kind of economical and scalable integration of data, and providing the 

predictive tools of game theory in domains involving a variety of agents is an important 

goal. 

The second is that this ontology can be used to create a large RDF-store that 

houses information concerning the formal properties of games. Properties of games, 

such as Nash Equilibria, have created computing challenges when there are a large 

number of variables (Roughgarden, 2010). It is possible to overcome these challenges if 

a library of game models is collected in RDF-form. This would allow computers to 

recognize, in data, that some situation instantiates a particular pattern of game whose 

Nash equilibria is known to be at certain particular choice. Thus, instead of requiring a 

computer to compute the solution concept for that game, it could instead call upon the 

RDF library to tag that possibility as the Nash equilibria. This could greatly improve the 

predictive power of applications of this ontology to real-time data. 
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Finally, this ontology could be used to both prescribe and analyze situations in 

real time. Situations for which there is data applicable to a game theoretic approach 

could be sorted according to preference logic and certain choices could be tagged as 

better or worse relative to a particular conception of rationality (e.g. maximizing utility). 

This would allow too for an interesting approach to creating artificial intelligences with 

a capacity to consider multiple and competing values as they encounter novel situations 

in a changing environment. 
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Chapter 4. MFTO – A Moral Foundations Theory Ontology 

Abstract: Psychoinformatics is an emerging field concerned with developing strategies 

for integrating and working with psychological data. One of the principle technologies 

for data integration are ontologies—machine-interpretable representations of reality, 

implemented in a formal language such as the Web Ontology Language (OWL). In the 

last decade, these ontologies have been widely used in medical science and other 

domains, but they remain greatly under-utilized in psychology. Here, I present the 

Moral Foundations Ontology (MFTO)—an ontology for moral foundations theory 

research139 that employs Basic Formal Ontology140. In this chapter, my goal is to 

demonstrate how ontologies might be built around particular research paradigms. I 

conclude by demonstrating how MFTO may be used by researchers who wish to 

integrate heterogeneous data sets from independent investigations to draw new 

conclusions in moral foundations theory research. 

Keywords: moral foundations theory, ontology, moral psychology, psychoinformatics, 
basic formal ontology 

I. Introduction to Moral Foundations Theory 
c. Criteria for Foundation-hood 
d. Moral Foundations Theory and Social Intuitionism 

II. Ontologies in Informatics 
a. Heterogeneous Data Integration 

139 Haidt (2012). 
140 Arp, Smith, and Spear (2015). 
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b. A Comparison of Research Pipelines 
c. Basic Formal Ontology 

III. MFTO—A Realist Ontology for Moral Foundations Research 
IV. Conclusion 

I. Introduction to Moral Foundations Theory 

As a science, psychology is in the business of creating, rejecting, and revising 

theories concerning what is universal in a target population.141 In the subfield of moral 

psychology, the principle interest is in moral universals. Discussion of moral universals 

come in two forms. The first concerns binding moral principles that prescribe behaviors 

for all moral agents at all times. This is the meaning of moral universal well-known to 

philosophy. The second concerns robust patterns of moral behavior, rooted in 

neurobiology, that reliably express themselves under some conditions. This is the 

meaning of moral universal motivating much work in empirical moral psychology, 

including anthropology and newer fields, such as evolutionary psychology. Often, this 

distinction is made by alluding to the distinction between the normative and the 

descriptive, or, the distinction between how people should behave as opposed to how 

people, in fact, behave in moral situations. 

But such tidy distinctions are suspect. Moral psychology is not interested in all 

behavior, but only in a subset of that behavior that falls into the moral domain, or 

behavior in which moral issues play a causative role. The question here is: What is the 

141 For discussion of universals, kinds of universals, and the social science evidence of universals among 
human beings, see Brown (1991). 
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scope of the moral domain, and how do we characterize it, such that the empirical study 

of moral behavior may proceed? 

Let us begin with a very recent history. In 1997, Richard Shweder and colleagues 

published an exploration of what they call the “moral metaphors” of South East Asia, 

metaphors that help people to provide an explanation of the suffering in their lives. 

Drawing from the work of George Lakoff142, they argue that common metaphors can 

reveal an underlying “causal ontology”, rooted in folk psychology, that can explain 

both the commonality and difference between and within Western and Eastern cultures. 

Their use of ‘ontology’ is at odds with the use we will be employing shortly in this 

paper. By “causal ontology”, they refer to “a person’s or people’s ideas about the 

‘orders of reality’ responsible for suffering.”143 The function of such ontologies is to 

allow individuals to pursue setting abnormal outcomes right, to gain control over them, 

and to attribute responsibility and pursue corrective action. They posit that there are 

three primary, causal ontologies for suffering: interpersonal, biomedical, and moral, 

and that these causal ontologies are unequally distributed and “may cluster in broad 

geographically based ideological regions.” 

Moral ontology, in their sense, concerns the entities that appear in and motivate 

the moral explanations individuals are prone to provide. Among the domain of moral 

142 Lakoff (1980); (1987). 
143 Shweder et al. (1997), p. 121. 
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explanations, Shweder et al. (1997) identify three principal domains, what they call the 

“big three”, under which clusters of related terms fall: autonomy, community, and 

divinity. Elsewhere this is often referred to as the CAD model. The morality of 

autonomy employs concepts of harm, rights, and justice, whereas the ethics of 

community includes invocations of duty, hierarchy, and society. The third domain 

concerns notions of a sacred or natural order, as well as references to spiritual notions of 

the self, sin, and purity. Furthermore, Shweder held that the ethics of autonomy, 

community and divinity are linked to certain emotions: anger, contempt, and disgust.144 

Prior to Shweder’s work, other approaches in moral psychology regarding the 

domain of the moral have tended to be considerably more restricted. Lawrence 

Kohlberg and Elliot Turiel are two highly influential figures whose work has focused on 

the moral development children. Kohlberg assumed the moral domain is characterized 

in a fashion Immanuel Kant would have approved of: as a domain governed by 

rational, universal principles.145 His analysis of moral development in children 

concluded that children move through successive stages, from providing conventional 

explanations to providing authority-independent, universal principles for responses to 

moral violations. 

144 Rozin, Lowery, Imada, & Haidt, (1999). 
145 Kohlberg (1973). 
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By contrast, Turiel characterizes the moral domain along the lines of John Stuart 

Mill, largely relegating it to concerns of the equal distribution of goods and the 

prevention of harm146. Importantly, Turiel also investigates how his subjects delineate 

the moral domain from the domain of convention—an important distinction 

unrecognized by Kohlberg’s approach. In a famous series of studies, Turiel and his 

colleagues employ the moral-conventional task, in which subjects are presented with a 

short vignette describing some norm-violating action. Participants are then asks four 

questions: 

1. How bad is the action? 
2. Would the action be OK if there was no rule about it? 
3. Would the action be OK at home or in another context? 
4. Why is the action wrong? 

Turiel and his colleagues found that young children systematically distinguish 

those actions that are worse as being authority-independent. Furthermore, their subjects 

justify their judgments by appealing to considerations of harm, fairness, and rights. 

Aside from a commitment to a small set of explanatory principles, the characterizations 

of the moral domain offered by Kohlberg and Turiel would appear to have little in 

common. However, together, both views do well accounting for the morality of 

WEIRD147 societies. WEIRD societies emphasize the role of autonomous individuals and 

146 Turiel (1983). 
147 See Haidt and Graham (2009) for evidence. WEIRD is a popular acronym for Western Educated 
Industrial Rich Democratic—first used by Heine et al. (2010) who observed the majority of psychological 
studies were drawing inferences about human nature from samples of mostly Western undergraduate 
students—hardly a representative demographic. 
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their rights at the sake of the welfare of a collective. Both the Enlightenment era views 

of Kant and Mill ask their audience to conceive of themselves as independent agents, 

removed from the social norms and contexts around them, and to apply abstract 

principles in pursuit of impartial judgment. However, for non-Western cultures, as well 

as the cultures of social conservatives in the West, the collective often has much higher 

priority than the rights of individuals, and norms arising from tradition, hierarchal 

social authority, and religious myth can swamp considerations of utility. In such 

societies, partiality is weighed and assessed far differently in moral judgments148. 

Snarey (1985), for example, conducted a meta-analysis of studies from twenty-seven 

countries, which found adults citing abstract principles in moral reasoning in urban 

environments in Western countries, but found no evidence for this type of reasoning in 

small-scale societies. Thus in most of the world, the accounts of moral cognition 

provided by Kohlberg and Turiel lack explanatory power. 

In 2004, Jonathan Haidt and Joseph Craig published an article that heralded a 

new research paradigm in moral psychology. Drawing on work from Shweder, as well 

as work in cultural anthropology149, social psychology, evolutionary biology and 

primatology150, they argued that there is a set of characteristically different ways, 

limited in number, in which people are disposed to react, triggered by specific types of 

148 Henrich, J., Heine, S., & Norenzayan, A. (2010). 
149 Schwartz and Bilsky (1990); Fiske (1991) 
150 De Waal (1996). 
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situations common across all societies. Each of these dispositions is designed by 

evolutionary selection pressures occasioned by the sorts of conflicts human cultures 

have faced over the course of their evolution, and each of these ways is universal, 

though capable of being trained by interactions with local culture, environment, and 

circumstance. 

At the time, Haidt and Craig presented four such ways, but at present, moral 

foundations theory now holds there are six foundations. These include a tendency 

among all people to care for others, to take offense when respected authorities are 

insulted, to demand that distributions of goods be fairly allocated, to care more for 

those who belong to their own cultural or national group than those outside it, and to 

find some kinds of moral violations, for example incest, disgusting.151 These tendencies 

are alternatively described as ‘foundations’, ‘moral receptors’, ‘moral triggers’, or 

‘moral tastebuds’. In what follows, I will use the term “module”, since this term has 

familiar meaning in the cognitive science literature, and is the term of choice for critical 

discussions of the theory152. Presently, research on the proposed modules suggests that 

they vary among political and socio-economic groups in predictable ways. 

Since 2004, work on this approach to the study of culture has developed at a 

rapid pace, and now Moral Foundations Theory (MFT) has become a prominent 

151 Haidt (2001). 
152 For critical discussions, see for instance, Suhler and Churchland (2011) and Flanagan (2016). 
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research program in social, moral, and political psychology. Proponents of MFT, 

including Jonathan Haidt, Jesse Graham, Craig Joseph, and Brian Nosek, argue that we 

can explain both the consistency and the variability of human values across populations 

by researching clusters of moral concern which people are universally disposed to 

express. 

Presently, MFT holds that there are six modules: 

1. Care/Harm: This module is realized in actions that seek the protecting and caring 
for vulnerable individuals, children, the injured, and the cute. It evolved as a 
product of the need to protect and care for the future generations, and may be 
seen as underlying virtues such as compassion, kindness, and tenderness. 

2. Fairness/Cheating: This module is realized in actions that seek to see oneself and 
others treated appropriately, and to feel aggrieved and vengeful when this is not 
done adequately. It evolved to facilitate and monitor the altruistic reciprocity 
necessary for collective action, and may be seen as underlying ideas such as 
justice, equality, and individual rights. 

3. Loyalty/Betrayal:. This module is realized in actions that favor the in-group to 
which one belongs. It evolved as a product of the need to facilitate collective 
action and manage relations among potential tribal societies. It may be seen as 
underlying virtues such as patriotism or altruism when performed for the sake of 
a group. 

Evidence for these foundations can be found across all cultures, as well as in groups 

of nonhuman primates, including capuchins and canines (Brosnan and de Waal 2003; 

Brosnan 2006). To these original three were later two more: 

4. Authority/Subversion: This module is realized in actions that defer to a rightful 
group leader, and evolved out of a need to recognize and preserve sound 
hierarchies that could facilitate social interactions. It underlies virtues of 
leadership, orderliness, and followship, and like the other modules, is 
universally present in all societies. 
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5. Sanctity/Degradation: This module evolved out of our bodily need to avoid 
pathogenic microbes, but was co-opted as a moral sense. It is realized in many of 
the same actions that characterize a disgust response to certain disgusting 
physical stimuli, responses like a specific facial expression, a feeling of physical 
revulsion, a concern with moral contamination and that the purity of actions and 
objects be maintained. It underlies notions of the sacred, the perverse, and the 
honorable. 

To these five, a sixth foundation has been proposed for which evidence is more 

tentative.153 

6. Liberty/Oppression: This module is realized in feelings of resentment against 
those who restrict one’s liberty, and is often in tension with the module of 
Authority/Subversion. It evolved as a product of the need to protect oneself and 
others against bullies and the corrupt. 

Graham et al (2011) argues that the moral foundations questionnaire provides a map 

to the moral domain and the authors provide three reasons for this conclusion. First, 

they cite the fact that it distinguishes five areas of moral concern, and it is thus a more 

comprehensive view than other more parsimonious approaches that attempt to account 

for morality by one or two principles. Second, they explain that for each foundation, 

separate evolutionary accounts can be given of their origin.154 Finally, it gathers multiple 

sources of evidence indicating that the model was a good fit across cultural contexts.155 

153 Haidt (2012); Iyer, Koleva, Graham, Ditto, and Haidt (2012). 
154 Haidt & Joseph (2007). 
155 This last point has been recently criticized by Curry, Chesters, and Lissa (2019), who surveying recent evidence, 
find moral foundations theory 
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Moral Foundations Theory is now a prominent research paradigm across 

psychology and its subdisciplines.156 Presently, there is forthcoming work that seeks to 

integrate moral foundations theory with: 

• Personality research157, 
• Marketing158, 
• Psychological dispositions159, 
• The relation between disgust sensitivity and moral judgment160, 
• Life narratives161, 
• Political psychology162, and 
• The classification of moral rhetoric163. 

Of course, there are many other avenues of inquiry. Here, I distinguish primary 

questions concerning the identity of the foundations themselves. These include 

questions concerning: 

• How the moral foundations express themselves when triggered. 
• How the moral foundations are triggered. 
• Whether there are additional moral foundations. 
• How the moral foundations interact with how human beings make sense of the 

moral domain. 

The first two questions are critical to identifying the foundations, since the key 

identity conditions of a disposition are provided by their triggers and their expressions. 

156 For a full review, see Graham et al. (2013). 
157 Hirsh, DeYoung, Xu, and Peterson, (2010); Lewis and Bates, (2011). 
158 LeMay, Coleman, & Mcmahon (2012). 
159 Federico, Weber, Ergun, and Hunt (2013). 
160 Wagemans, Brandt, and Zeelenberg (2018). 
161 McAdams, Albaugh, Farber, Daniels, Logan, and Olson (2008). 
162 Graham, Haidt, and Nosek (2009); Koleva, Graham, Iyer, Ditto, and Haidt (2012); Weber and Federico 
(2013); Kertzer et al., (2014); Clifford (2014); Kugler, Jost and Noorbaloochi (2014); Dickinson, McLeod, 
Bloomfield, and Allred (2016). 
163 Clifford and Jerit (2013); Sagi and Dehghani (2013). 

157 



  

              

             

              

            

       

              

          

             

                 

             

            

               

               

               

   

            

             

              

              

          

Studies that bear on these questions are in the business of challenging, revising, or 

developing moral foundations theory, and should be held as distinct from those that 

use the theory to draw further parallels or inferences between other kinds of variables 

(for instance, between the modules of moral foundations theory and the socio-economic 

status or environmental conditions of participants). 

We began with the question of how to characterize the moral domain. This question 

is a fraught, unresolved, and highly active research question. Moral Foundations 

Theory provides broader representation of the domain than do theories that seek to 

account for morality with only a small set of principles, but one worry is that it may be 

too broad. Most approaches to moral psychology historically have involved an etic take 

on the moral domain—that is, an approach interpreted from the perspective of the 

investigator, who brings to the study a preconception of how the moral domain is best 

to be conceived. This contrasts with emic approaches to the study of the moral domain, 

which rely on eliciting from subjects how they classify some state of affairs using their 

own categories. 

Like much of modern research, Turiel’s research crosses this divide, both offering a 

largely utilitarian approach to characterizing the content of the moral (e.g. the action 

types that qualify as moral issues), while also asking subjects how they distinguish this 

domain from the domain of mere convention. However, the majority of work in moral 

psychology has involved clear presumptions by the researcher concerning the 
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distinction between moral and nonmoral actions, and then this distinction is used 

implicitly in studies of moral behavior. This includes moral foundations theory, which 

broadens the moral domain beyond considerations of harm and fairness, but which still 

involves the etic assumption that these reactions are moral reactions. This assumption 

invites an obvious criticism. The foundations immediately track what we are disposed 

to like and dislike, not what we find to be moral or immoral. We might like, approve of, 

endorse, or be disposed to act in various sorts of ways without ever thinking we are 

acting morally. 

However, in the last few years, many emic investigations have been underway 

concerning how research subjects discriminate moral and immoral actions from 

nonmoral ones, as well as the nature of these categories. For instance, a commitment of 

the work of both Kohlberg and Turiel, as well as many philosophers, is that actions in 

the moral domain are objective.164 However, Goodwin and Darley (2008) found that, 

although research subjects classified many moral actions as objective in nature, they 

were internally inconsistent; that is, among the actions that they classified as moral, 

they judged some of them to be objective facts while they judged others to be relative. 

More recently, Pölzler & Wright, J.C (under review) provide evidence that most people 

deny the existence of objective moral truths, and take the truth of moral sentences to 

vary from person to person, or correspond to the dominate view within their culture. 

164 See, for instance, Mackie (1977); Shafer-Landau 2003; and Smith, (1994). 
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Although the boundary of the moral domain remains an open question, it is clear 

that empirical approaches that ignore how people identify and characterize the moral 

domain are ignoring a major meta-cognitive variable in the study of morality. 

Participants may be giving responses based solely on considerations of prudence, 

considerations of practicality, or deference to majority of opinion, and not because they 

take their responses to have moral import. The moral foundations paradigm improves 

on earlier approaches to morality, which construed moral action as action conforming 

to a particular set of Enlightenment principles. However, the interplay between the 

foundations and their meta-ethical properties remains an open task. 

a. Criteria for Foundation-hood 

The proper characterization of the foundations is crucial for moral foundations 

theory. Haidt uses the metaphor of taste to describe the foundations, describing them as 

either taste buds, or alternatively as modules. The term “modules” is well-used 

throughout cognitive science. Jerry Fodor, in The Modularity of Mind (1983), 

distinguished central systems, like dual process systems165, which can draw relevant 

information from any special purpose processor, from input systems or modules, such 

as hearing and spatial perception. He then elaborates a series of characteristics for 

distinguishing input systems from central systems.166 These include: 

165 cf. Kahneman (2011). Evans (2003). 
166See part III, Fodor (1983). 
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● input systems are domain specific. 
● the operation of input systems is mandatory. 
● there is only limited central access to the mental representations that input 

systems compute. 
● input systems are fast. 
● input systems are informationally encapsulated. 
● input systems have shallow outputs. 
● input systems are associated with fixed neural architecture. 
● input systems exhibit characteristic and specific breakdown patterns. 
● the ontogeny of input systems exhibits a characteristic pace and sequencing. 

The moral foundations appear to fit these criteria. Graham et al. (2012) lists criteria 

for being a moral foundation, the first two of which concern the realization conditions 

of the foundation. Of these, the first holds that each moral foundation should be 

evidenced in normative judgments of a third-party. Graham et al. (2012) posits that 

human beings inhabit “moral matrices” where they are subject to overlapping 

normative expectations, and these must be capable of being understood by both a single 

individual and their neighbors within that society in order to coordinate the actions and 

appropriate reactions indicative of reciprocity and coordination. If a foundation is to 

count as being shared, there must be evidence for it in the manner that is realized, and 

the realization conditions of the foundation are third-party normative judgments, for 

instance: that someone is kind, that someone’s action was saintly, that someone was 

rude or evil. 

Each foundation should be realized in automatic affective evaluations. Graham et al. 

(2012) does not hold that all automatic affective evaluations boil down into positive and 

negative responses; rather they hold that these evaluations can come in different 
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“flavors”. Thus, reactions to actions might elicit responses of betrayal, disgust, and 

loathing—or conversely, of emotions of rightness, appropriateness, or sacredness. These 

must be: 

• realized in automatic affective evaluations, 
• culturally widespread, and 
• evidenced in innate preparedness. 

Craig and Haidt (2004) distinguishes between two sets of triggers at two distinct 

times for analyzing modules. These they refer to as the proper and the actual.167 The 

proper domain is the set of specific scenarios or stimuli that the module was evolved to 

handle. By contrast, the actual domain is the set of all things in the world that now 

happen to trigger the module.168 For instance, in the case of the care module, the proper 

domain is the sight of one’s own child showing signs of distress, whereas the actual 

domain consists of all the events that actually trigger this module, including the 

suffering of other people’s children, animal cruelty, and the murder of innocent people. 

For this reason, those that are proper may be thought of as triggering events that occur 

across the history of human beings, whereas the actual may be thought of as triggers 

events that only occur in recent history. The two exist side-by-side today, but one is of a 

type that stretches back to an earlier part of human history (such as the desire to see 

resources shared equitably, when they are not being done so, at the dinner table) and 

167 These labels are quite poor. Rather than proper and actual, I prefer to think of them as historical 
triggers and present triggers. 
168 Craig & Haidt (2004), p. 60. 
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the other is recent(such as the desire to see justice for a person denied a job because of 

their sexual orientation). 

There are also questions about the relationship between the modules and their 

realization in emotional processes. Graham et al. (2012)posits that moral violations 

trigger specific moral emotions, but there are questions regarding how evenly emotions 

are associated with the specific modules. Landmann and Hess (2017) test the claim that 

moral transgressions elicit specific moral emotions relative to each moral foundation. 

They asked participants (N = 195) to rate their emotions after being presented with a 

vignette depicting a moral violation. In line with moral foundations theory, they found 

the emotions of compassion and disgust were associated with care and purity 

respectively. However, against the theory, they found anger, rage, contempt, 

resentment and fear were not associated to any particular moral transgression. 

Landmann and Hess (2017) hold that these findings suggestion that care and purity 

may be emotion-specific, while fairness, authority, and loyalty may not be emotion-

specific. More broadly, this evidence appears to complicate the picture of the 

foundations as uniformly characterized by certain moral transgression triggers and 

correlated emotional expressions. 

I suspect the conclusions of Landmann and Hess (2017) are likely to be over-

stated. Their participant sample (N = 195) was fairly evenly balanced by gender and 

age, including 117 women and participants between the ages of 16 and 76 (Mage = 34.3, 
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SD = 15.3). However, the participants were recruited entirely from an open door day at 

the Humboldt-University in Berlin, whom the investigators presume to be “typically 

residents of Berlin and the surrounding area who are interested in science”.169 Although 

Landmann and Hess (2017) discuss the limitations of drawing conclusions from 

emotions assessed via self-reports, they do not consider the limitations of their sample. 

Despite a right-wing turn in the 2016 election that saw the Alternative für Deutschland 

party gain seats in the Berlin house of representatives, the majority government was 

and remains a staunchly left-wing government. Furthermore, the subset of those 

citizens of Berlin, with sufficient time and interest (and the economic status to cultivate 

both) in science, are likely to be both very liberal and quite high on that dimension of 

personality known as ‘openness to experience’.170 These plausible assumptions are 

relevant because the modules of moral foundations theory are reported to diverge 

dramatically and predictably across the political spectrum. Graham, Haidt, and Nosek 

(2009) report Western liberals tend to exhibit heavy activation of the foundations of 

autonomy (care, liberty, and fairness) and little activation of foundations of community 

(sacredness, authority, and loyalty), whereas Western conservatives tend to be more 

balanced. For this reason, when Landmann and Hesse (2017) report that participants 

did not display emotion-specific responses to violations of loyalty and authority, it is 

169 Landmann and Hess (2017), p. 3. 
170 Nettle (2009). 
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probable that this is due to a weak signal. In fact, it is odd that Landmann and Hesse 

(2017) report these results as emotion non-specific rather than simply low, given that 

the instruments used to define the moral modules define their strength by the emotions 

triggered. Analogously, it would be odd to conclude from a study of heart attack 

survivors that their hearts are not poorly functioning, but instead, that there is 

something wrong with the definition of heart function, and that some heart functions 

are naturally arrhythmic. 

b. Moral Foundations Theory and Social Intuitionism 

Before moving on, we should distinguish the core thesis of moral foundations 

theory from the related thesis of the social intuitionist model (SIM). Haidt (2001) 

presents this account of moral judgment, which holds that moral judgments are 

produced largely by System 1 processes, and that System 2 processes consist largely in 

post-hoc rationalizations concocted for the purpose of defending ourselves in social 

interactions.171 Furthermore, the theory emphasizes that our judgments are primarily to 

influence other people, and that they are also subject to the influence of others in our 

immediate social group. Similarly, Graham (2011) also argues that moral judgment 

arises from rapid, automatic reactions that people have in response to violations of a 

shared moral order. 

171 Haidt (2012). 
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SIM accords with other well-known evidence showing a tendency to confabulate 

when asked to introspect on one’s reasons. Participants, when asked why they 

performed some action, have been shown to frequently reason to the best explanation 

concerning why they might have made some choice, rather than to explain reasons that 

could have been the causes of their actions.172 

Figure 13. The social intuitionist model holds that intuitions come first, eliciting judgments that provoke reasoning, and which 
are subject to inter-agent influence (image adapted from Haidt (2012)). Here, nodes represent processes, and the edges their 
causal links. The primary edges include: a)intuitive judgment, b) post-hoc reasoning, c) reasoned persuasion, and d) social 
persuasion. The less frequent links include: c) reasoned judgment and d) private reflection. 

The social-intuitionist account of moral judgment can at times be presented a 

commitment of moral foundations theory—this would appear to follow from one 

criteria of modularity, according to which the foundations should be automatic, fast 

acting, and dedicated. However, at other times, the social-intuitionist account of moral 

judgment is put forward as a well-supported hypothesis about the nature of moral 

172 Nisbett, Richard & Wilson, Timothy (1977);Johansson et al. (2006). 
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judgment that fits nicely with moral foundations theory, but is conceptually distinct 

from it. 

SIM has also been controversial among both philosophers and psychologists, 

because some interpret it to deny a causal role to reason in moral judgment. Whether or 

not this is true is a matter of dispute.173 Paul Bloom, for instance, has attacked SIM for 

denying a causal role to reason, and this has led to denials from Haidt.174 What is clear is 

that SIM does not deny any causal role to reason, but that it holds that reason’s role is 

quite small, or in any case, certainly smaller than Kohlberg assumed, it is a largely inter-

agent process, and that the matter is vague. Nonetheless, it is difficult, at times, to 

separate SIM from moral foundations theory, given that the proponents of moral 

foundations theory are also proponents of SIM, and the language used to characterize 

moral foundations theory often insists upon the automatic nature of the responses. 

However, whereas moral foundations theory is a theory about the sources of our moral 

responses, SIM is a theory concerning moral judgment. 

173 See Figure 1 and compare with the following passage: “The discussion thus far may have given the 
impression that the model dismisses reasoning as post-hoc rationalization (link 2). However it must be 
stressed that four of the six links in the model are reasoning links, and three of these links (3, 5, and 6) are 
hypothesized to have real causal effects on moral judgment. Link 3, the reasoned persuasion link, says 
that people’s (ex post facto) moral reasoning can have a causal effect – on other people’s intuitions. In the 
social intuitionist view moral judgment is not just a single act that occurs in a single person’s mind. It is 
an ongoing process, often spread out over time and over multiple people. Reasons and arguments can 
circulate and affect people, even if individuals rarely engage in private moral reasoning for themselves” 
(Haidt, 2001, p. 828). 
174 Bloom (2010); See blog posts from both Haidt and Bloom in August 2010. Accessed September 28, 2018 
here: http://www.yourmorals.org/blog/2010/08/if-you-are-going-to-criticize-the-social-intuitionist-model-
please-dont-repeat-paul-blooms-mistake/ 
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In his recent, lively book, The Geography of Morals, Owen Flanagan provides a 

helpful interpretation. Flanagan draws comparisons between the moral foundations, 

and the seeds of morality described by fourth century Confucian philosopher 

Mencius.175 According to Mencius’s view, there four sprouts of the Confucian virtues. 

These virtues include: benevolence (ren), ritual propriety (li), righteousness (yi), and 

wisdom (zhi), and each is shaped by a spout: a concern for others, a disposition to 

shame, a basic humility, and a sense of right and wrong. Each human being is born with 

these, and they develop with us as we grow into adults. Each requires society and social 

interaction so that each can grow properly, developing in what Flanagan calls a 

‘normative force field’. 

This comparison is a fruitful one in two respects. First, unlike the other Mencian 

sprouts, wisdom (zhi) has no counterpart in moral foundations theory. It isn’t a fast-

acting tendency, like the others. Second, the sprouts are mere tendencies; they are not, 

yet, themselves virtues. Similarly, the moral modules are, according to Flanagan, best 

read as only providing a theory about the sources of morality, and not the whole of 

moral psychology. Moral foundations is a theory of our first nature, and not of where 

we end our development. 

II. Ontologies in Informatics 

175 Flanagan (2016). 
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In philosophy, ‘ontology’ is a term, often synonymous with ‘metaphysics’, used 

to denote the science of what exists, including the sorts of things that make up 

fundamental reality. The goal is to provide an exhaustive and canonical list of such 

entities, and the relations among them. Such entities may include general entities like 

qualities, objects, relations, times, events, powers, energies, matter, and mental states, 

and at lower levels of generality respectively: colors, people, motherhood, Tuesdays, the 

functions of cars, the kinetic energy of bowling balls, the atoms in a rod of plutonium-

238, and the intentions of political leaders. In the field of information science, an 

ontology is a representation of reality comprised of a taxonomy as a proper part, whose 

representations are intended to designate some combination of universals, defined 

classes, and certain relations between them.176 A taxonomy consists of terms denoting 

classes, linked together by subclass, or ‘is a’, relations. Ontologies are implemented in 

software programs written in programming languages, such as the Web Ontology 

Language (OWL) or Common Logic (CL). 

Ontologies are valuable tools for data scientists, software developers, and 

scientists who wish to tackle the problems of big data. Their principle value is in 

providing a common semantics for heterogenous data sources. Providing such a 

semantics allows multiple data sources formatted in different ways to be combined and 

made interoperable and machine-readable. By semantically enhancing such data, this 

176 Arp, Smith, and Spear (2015), p. 181. 
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data can be combined and queried to discover new results of interest. Ontologies may 

also serve to advance natural language processing of unstructured data, as in the case of 

textual corpuses. This capability to infer from textual sources some quantitative data 

from which statistical inferences may be interpreted is also a goldmine for an age of ‘big 

data’, in which unstructured texts are everywhere available online. 

Today, ontologies are principally used in bioinformatics, military intelligence, 

and industry, but recently the National Institutes of Health has recognized the role they 

can play177 in advancing the science of psychology. There are now many ontologies in 

the domain of psychology, although many of them are restricted to neuroscience or 

behavior, and the realm of mental kinds and sentiments is grossly underrepresented.178 

Frequently, studies might have different goals or purposes, but the creation of 

ontologies that might serve many different studies at once is aided because much of 

their content—for instance, the entities referred to in survey questions—are the same. 

For instance, questions regarding the sex, religious or political affiliation, and location 

of the study participants are often asked in different ways, but refer to the same basic 

kinds of entities. Being able to tag data files with classes in an ontology allows one to 

177 Cf. p. 23, item 2.1, in The Office of Behavioral and Social Sciences Research. Strategic Plan 2017-2021 
Accessed on 12/20/16 from: https://obssr.od.nih.gov/wp-content/uploads/2016/12/OBSSR-SP-2017-
2021.pdf 
178 For discussion, see Chapter 2 of this volume. 
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create a knowledge base, where common data across studies can be queried and 

aggregated for the purpose of scientific investigation. 

The goal of the present ontology, however, is not to unite studies across research 

paradigms, but to demonstrate how, within a particular research paradigm, one may 

unite evidence culled using different methods within a paradigm. In particular, moral 

foundations theory research is often conducted using two distinct tools. The first and 

most widely used is a set of standardized vignettes developed to engage participants in 

imagining particular sets of moral violations corresponding to each of the evaluations. 

The second is a set of terms corresponding to the emotion of valence of each foundation. 

These terms comprise a dictionary that may be employed by the widely used Linguistic 

Inquiry and Word Count (LIWC) software package.179 This NLP software package 

contains various categories of psychologically relevant terms, and may be used to 

generate word frequency counts based on a corpus. 

A. Basic Formal Ontology and the Benefit of a Realist Orientation 

We begin describing the entities of moral foundations theory within the upper-

level ontology Basic Formal Ontology. Basic Formal Ontology is a small, widely used 

upper-level ontology consisting of thirty-four classes. As an ontology consisting only of 

classes and relations that are ubiquitous across all domains of reality, it constitutes a 

179 Tausczik and Pennebaker (2010). 
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true formal ontology.180 The goal of using Basic Formal Ontology, and other upper-level 

ontologies like it, is that upper-level ontologies impose constraints on the child terms 

that descend from parent classes within the upper-level ontology. For this reason, the 

re-use of ontologies is aided, because ontologies that use a common upper-level gain a 

degree of orthogonal compatibility if they are to be aligned later. This keeps different 

users from interpreting the same term from different ontologies in different ways, and 

preserves a commonality of interpretation. 

Unlike other approaches to ontology that employ the use of the term ‘concept’, 

Basic Formal Ontology interprets classes to be universals. Universals are mind-

independent, repeatable features of reality that exist only as instantiated in a respective 

particular and are also dependent upon a particular for their existence.181 Every 

universal in Basic Formal Ontology is either a subclass of Continuant or Occurrent. 

Continuants are those entities that endure in time, such as information, spatial regions, 

and material things, whereas occurrents are those entities that unfold in time. These 

include processes, as well as regions of space-time. 

180 See chapter 2, this volume. 
181 Neuhaus, Grenon, and Smith (2004). 
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Figure 14. The class hierarchy from Basic Formal Ontology (BFO) 2.0. 

Basic Formal Ontology is presently used by hundreds of ontology projects in 

bioinformatics, industry, and military applications. We begin with Basic Formal 

Ontology in order that the present work might have a clear interpretation within the 

constraints of realism. As has been mentioned, working within a common upper-level 

ontology allows would allow multiple data sets coded in different ways to become 

interoperable when they are all about the same subject matter (e.g. moral foundations 

theory research). 

However, Basic Formal Ontology also adds an additional benefit particular to the 

domain of psychology. As is well-known, the meta-language within which 

psychological entities of interest are discussed in psychology is infected with an unclear 

vocabulary. I am referring here to the philosophical discussion surrounding the term 
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‘construct’ and its related terms, such as ‘theoretical construct’ and ‘psychological 

construct’.182 Within the literature on moral foundations theory, each of the modules is 

sometimes referred to as a construct183, but what this means isn’t always clear. The 

contemporary meanings of this term inherits a long history, dating back at least to 

Bertrand Russell and the Logical Positivists through the midcentury in works by Carl 

Hempel and Herbert Friegl, which shows it has had a wide range of meanings.184 The 

term ‘construct’ has been used to refer to a wide-range of phenomena, including185: 

• classically defined traits (such as introversion and extroversion), 
• clinical and diagnostic categories (e.g., psychopathy), 
• cognitive functions (e.g., cognitive control, verbal memory), and 
• more specific attitudinal and behavioral phenomena (e.g. “attitudes toward work 

schedules”). 

In a review of the history of the term ‘construct’, Slaney and Garcia (2015), demonstrate 

how the term has undergone semantic drift. Or particular concern, the authors identify 

how the term construct has come to denote both theoretical concepts as well as the 

entities existing in the world that are described by those concepts.186 This introduces a 

pernicious confusion into the psychological literature, but this confusion becomes 

182 Slaney (2007); MacCorquodale and Meehl (1948). 
183 Graham, Nosek, Haidt, Iyer, Koleva, and Ditto (2011); Kugler, Jost, and Noorbaloochi (2014). 
184 Carnap’s work on theoretical terms spans this period, having both an early period represented in the 
Aufbau, and later works that relaxed the constraints placed on theoretical terms. 
185 Slaney and Garcia (2015). 
186 Ibid. p. 251. The authors write that “of particular concern was what they took to be a crucial distinction 
between theoretical constructions that are mere “fictions” (i.e., abstractions from observables) and those 
that designate the structures (processes, mechanisms) that are posited within existential hypotheses to 
explain observed phenomena or relations among them.” 
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apparent when one tries to translate the knowledge in this literature into a semantic 

context, where strict logical relationships are required to hold between entities. 

Basic Formal Ontology is helpful in this regard. This is because Basic Formal 

Ontology forces a distinction between information entities, such as concepts, theories, 

and measurements, from what they are about: processes, qualities, and material entities 

in the world. Along with the distinction between universals and particulars, Basic 

Formal Ontology aids in distinguishing the following entities: 

1. The six universals corresponding to each of the six moral modules. 
2. Particular instances of each module inhering in a particular person. 
3. Particular aggregates of each module inhering in a group of 

persons (e.g. a socio-economic group). 
4. Particular measurements of particular moral modules. 
5. Descriptions and statistical measurements of moral modules. 

III. MFTO—A Realist Ontology for Moral Foundations Research 

Within Basic Formal Ontology, the most important classes for moral foundations 

theory research include: Disposition, Role, Function, Process, and Object. Dispositions 

and roles are both subclasses of Realizable Entity in Basic Formal Ontology. As such, 

they correspond to latent variables that are triggered by processes and manifest or 

realize other processes. However, dispositions, unlike roles, are internally grounded, 

such that a material entity that bears a disposition would need to be materially changed 

in order to lose its disposition. Dispositions include, for instance, the fragility of a vase, 

the stability of an economy, and the personality of a research subject. 
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Figure 15. A common pattern typical of representations of dispositions in Basic Formal Ontology is re-used within the domain of 
Moral Foundations Theory. 

Each of the modules is clearly a disposition. This is because each module meets 

the three characteristic conditions of a disposition: it inheres in some material entity (i.e. 

a person), it is triggered by some process (e.g. a person cruelly threatening a child), and 

it is realized in some affective process (e.g. anger at the person threatening the child). 

However, it is an interesting question whether the modules are properly thought of not 

only as dispositions, but as functions within the context of Basic Formal Ontology. 

According to Basic Formal Ontology, a function is a disposition that exists in virtue of 

the bearer’s physical make-up and this physical make-up is an entity the bearer 

possesses because the entity came into being, either through evolution (in the case of 

natural biological entities) or through intentional design (in the case of artifacts), in 

order to realize processes of a certain sort.187 

187 Basic Formal Ontology 2.0 Reference 

176 



  

             

            

           

              

            

              

          

             

               

           

            

              

               

          

            

             

              

              

             

             

Like biological functions, the modules each have an evolutionary origin and, per 

the present consensus of theorists in the field, likely developed in order to solve 

coordination problems within the hunter-gather societies of ancient human beings. This 

may appear to accord with the definition of function offered by Basic Formal Ontology. 

However, whether such coordination solutions are now, in our present environment, of 

benefit to the individuals who bear them is an open question. For instance, the 

fundamental attribution error is a well-known phenomenon consisting of the tendency 

to ascribe the cause of a person’s actions to their character rather than their 

circumstance. This error is also well known to be affected by an in-group effect, where 

human beings have a tendency to manifest the effect particularly when ascribing 

negative qualities to a person from a different group from their own. 

Many of the foundations are similarly subject to an in-group effect, which, while 

in some contexts, can function to the benefit of a person in creating strong familial and 

social ties—can also create unwarranted social strife in increasingly cosmopolitan 

societies where group ties are increasingly burdened by the breaking down of 

geographic, racial, and cultural barriers. One example of this is the phenomenon of 

“road rage”. Per moral foundations theory, its plausible that road rage occurs where the 

loyalty module might cause a driver to immediately take issue with being cut off in 

traffic by another driver—a person outside their group. What may have, at one time, 

been an evolved function to seek altruistic reciprocity and defend against outsiders is 
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now disruptive, leading to net harm for both drivers. It is not hard to imagine other, 

similar cases, where ancient tendencies to be disposed in some manner are now 

contrary to a person’s best interest in contemporary society. For this reason, it is likely 

prudent to consider the moral modules as mere dispositions, rather than functions of an 

organism.188 

Importantly, given the distinction we have drawn between SIM and moral 

foundations theory, there is also room for a treatment of moral judgment data 

independent of data about the foundations. For instance, neuro-physiological data 

drawn from heart and haptic sensors may serve as evidence for a trigger foundation 

associated with a System 1 activation. However, a subject’s considered response may 

override this initial reaction, resulting a very different judgment draw from a System 2 

activation. There is not pre-determination implicit in the characterization of the 

modules in the ontology, and therefore no obstacle to involving moral foundations 

theory with other research approaches. 

Ontologies are implemented in logical languages such as First-Order Logic and 

Common Logic, but the most commonly used language in the semantic web is one of 

the languages of the Web Ontology Language (OWL). The Web Ontology Language 

188 The question of whether or not to classify the moral modules of MFT as dispositions or functions has 
parallels in discussions of the contemporary value of morality, within moral psychology. See, for 
instance, Joshua Greene’s influential work on the evolutionary etiology of Kantian and Utilitarian 
intuitions (Greene 2008). 
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consists of a family of decidable description logics, and its simplicity and decidability 

make it an attractive language, for which there are now many software editors 

available. One of the features of OWL is that it uses only two-place relations. Although 

MFTO has been implemented in OWL, figures 16 and 17 depict the full expressivity of 

the intended ontology using three place-relations. These may be seen in the relations 

between continuants in the graph, which each hold ‘at some’ temporal region. 

Expressing such relations are more difficult to do in OWL (though not impossible) and 

may be adhered to in other ways following the use of the ontology (for instance, by 

running SPARQL construct queries on an RDF triplestore to ensure each relation holds 

at some time). 

In Figure 16, there is a depiction of a measurement taken from corpus analysis. In 

this case, the corpus was created by a particular person, and the LIWC dictionary 

developed for moral foundations theory by Jesse Graham has been used to create a 

word frequency measurement. The Linguistic Inquiry and Word Count program uses 

the dictionary and then scans the corpus to see how words in the dictionary appear in 

the corpus as a frequency of total words used.189 This graph shows five classes, 

interpreted here as universals in BFO. These include: survey form, person, the module 

of care, moral foundation, and disposition. 

189 For more on this method of corpus analysis, as well as the procedures for establishing the validity of 
the LIWC’s proprietary dictionaries, see Tausczik and Pennebaker (2010). 

179 



  

 
                

  
             

           

              

            

             

             

             

             

           

             

              

Figure 16. A representation in MFTO of a Corpus Analysis Using the LIWC Moral Foundations Theory Dictionary. 

The main instrument used by those working within moral foundations theory is 

a 30-item questionnaire developed by Jesse Graham, Jonathan Haidt, and Brian Nosek 

(July 2008). This questionnaire has two parts: The first asks participants to rate how 

relevant some considerations are in deciding whether or not something is right or 

wrong (0 is not at all relevant, and 5 is extremely relevant). All considerations 

correspond to moral modules. Some include for instance ‘whether or not someone acted 

unfairly’ (fairness module), or ‘whether or not someone did something to betray his or 

her group’ (loyalty module).The second asks participants to rate whether they agree or 

disagree with a series of statements (0 indicates strongly disagree, and 5 indicates 

strongly agree). These statements include, for instance, ‘I am proud of my country’s 

history’ and ‘men and women each have different roles to play in society’. 

180 



  

           

             

             

               

               

               

 

 
                

               
  

            

              

           

            

Figure 17 illustrates measurements taken using the 30-item questionnaire. The 

similarity between the two graphs should be apparent. Basic Formal Ontology and the 

principle of realism facilitate the re-use of similar design patterns across domains. Here, 

the use of a question, as opposed to corpus analysis software, is incidental to the design 

pattern. What remains the same here is a person involved in a research process, the 

modules they bear, and the roles they have in the context of a research process. 

Figure 17. A representation in MFTO using the 30-item MRT questionnaire. Notice the similarity to Figure 16. Maintaining 
repeatable patterns of representation is one of the principle virtues of using a principles-based ontological method. 

Shared design patterns, in turn, facilitate integration. This occurs both by saving 

time writing queries, such as those written to query RDF in the semantic query 

language SPARQL, as well as allowing mappings between ontologies and other 

applications to be re-used. The moral foundations theory ontology is not a large 
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ontology, containing only those classes necessary for distinguish the modules from their 

measurements. Various measurement types, research processes, particular relations, 

and other entities are inherited from other BFO-conformant ontologies190, such as the 

Common Core Ontologies, the Ontology of Biomedical Investigations (OBI), and the 

Ontology of Medically Related Social Entities (OMRSE). 

IV. Conclusion 

I have described how an ontology designed for the domain of a single theoretical 

paradigm (e.g. moral foundations theory) can represent data drawn from different 

experimental processes (e.g. corpus analysis and survey methods). This ontology will 

remain online, and available for other researchers to use.191 This may be done by 

aligning multiple data sources to this ontology (e.g. dbpedia, a spreadsheet, an SQL 

server) in order to create a semantic database consisting of RDF triple statements. These 

may then be queried using the common semantics of the ontology. 

At the same time, I have indicated how moral foundations theory is an incomplete 

theory of moral psychology, which tracks—loosely speaking—pro or against responses 

rather than moral or immoral ones. As moral foundations theory is further developed, 

the ontology presented here will need to be extended with it. Such revisions will look to 

190 As the name suggests, a BFO-conformant ontology is an ontology extending from BFO. The latter two 
ontologies mentioned here, OBI and OMRSE, are both ontologies of the widely-used Open Biomedical 
Ontology (OBO) Foundry. All of these ontologies are open and accessible through keyword search on 
github.com, as of October 6, 2018. 
191 The files are accessible as of January 22nd, 2019 here: https://github.com/neilotte/moralpsych 

182 

https://github.com/neilotte/moralpsych
https://github.com


  

            

   

  

a consensus of experts in the field to see what entities—or revisions to existing 

entities—may be required. 
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Chapter 5. How to Create a Scientific Model of Folk Morality 

Abstract 

In this final chapter, I describe how a knowledge base consisting of a large number 

of data sets semantically enriched by an ontology can serve as an evolving model for 

the moral nature of human beings. I describe how an ontology implemented in a formal 

language, such as the web ontology language, can represent the domain of studies of 

moral psychology, even where the principal researchers of those studies have different 

conceptions of the moral domain. I then argue that a knowledge base of empirical moral 

psychology consisting of an ontology and a very large number of data sets can serve as 

a scientific model that represents the way in which human beings are universally 

disposed to make moral judgments. Furthermore, such a model thereby serves as 

evidence for the conclusions of a large family of ethical views that share a commitment 

to dispositionalism, the view that ethical truths accord with the way some agent—actual 

or ideal—is disposed under suitable conditions. Here, I discuss implications Frank 

Jackson’s analytic moral functionalism. 

I. Introduction 
II. Analytic Moral Functionalism 
III. Ontologies and Knowledge Bases 
IV. Adequatism Model Building for Reductive Explanations 
V. An Ontology of Moral Psychology 
VI. What Will We Find? 
VII. Epilogue: A Story 

I. Introduction 
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In recent decades, philosophy has taken an empirical turn, with published 

papers routinely either contributing to or commenting on empirical findings.192 

Experimental philosophers have relied largely on survey methods for their 

experiments, but not entirely. Recently, Alfano and Higgins (forthcoming) have argued 

that natural language processing (NLP) and semantic network visualization extend the 

popular Ramsification method for conceptual analysis and reduction. The basic idea 

they describe is that the meanings of terms of theoretical interest may be inferred from 

the ways in which people are disposed to use natural language. Since NLP and network 

analysis can be used to investigate language use and conceptual clustering within 

contexts of interest, these tools can be applied directly to the empirical investigation of 

the meanings of terms in a language. 

In a similar move, this chapter presumes that a public repository of moral 

psychology data aligned to an ontology, may extend (among others) the philosophical 

program described in Frank Jackson’s moral naturalism.193 This proposal is motivated 

by the increasing deluge of psychology data sets now available in public repositories194, 

and the desire to see such large bodies of data repurposed to infer conclusions of 

192 For instance, in a review of papers in the twentieth century philosophy of mind, Knobe (2015) finds a 
majority (61%) now rely on empirical research in their conclusions, and a large number (26.8%) report 
original research. (Knobe, (2015), p. 26). 
193 See Jackson (1998a). 
194 See chapter 1, this work, for a list of such repositories, and a discussion the role ontologies can play in 
meta-analysis and data integration. 
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theoretical interest. By itself, data posted online is heterogenous and conclusions can 

not be inferred across data sets. Ontologies, as representational artifacts, may be used to 

render interoperable these data sets. The accumulation of ontologically aligned-data 

and the ability to query this data sit later in the research life cycle at the stage of meta-

analysis. What I have proposed elsewhere in this work is not a substitute of other 

research methods like network analysis195, survey methods196, and fMRI studies197, but a 

plan regarding how data collected using those methods might be modeled in order to 

further the goals and insights of researchers by providing a meta-analytic 

representation of a total body of evidence. Here, I discuss immediate consequences 

these methods may have for some accounts in ethics, taking Frank Jackson’s analytic 

moral functionalism as an example. 

In chapter 1, I have demonstrated that ontologies are tools for enriching and 

integrating heterogenous sources of data. I have shown that it follows that such 

integrated sources may provide a meta-analytic picture of a body of evidence, even 

where the sources of that evidence differ in their theoretical perspectives. In chapters 2 

and 3, I have provided examples of robust ontological representations of the domains of 

social psychology and game theory, and in chapter 4, I discussed an ontology for a 

particular research paradigm in moral psychology: moral foundations theory. The goal 

195 Alfano and Higgins (forthcoming). 
196 Nichols (2011). 
197 Greene (2009). 
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of this final chapter is to outline conclusions that may be drawn for at least one popular 

philosophical account: Frank Jackson’s analytic moral functionalism.198 

This is not the place for a full discussion and critique of analytic moral functionalism, nor 

is this my purpose. What I hope to do is demonstrate how a knowledge base of moral psychology 

may be in a unique position to speak to the empirical claims of such a meta-ethical theory. 

Jackson’s empirical claims are so sweeping that they require a broad array of evidence, evidence 

best organized according to an ontology. 

Similar to other moral realists who draw inspiration from linguistics to posit a 

universal moral language, Jackson describes what he calls ‘mature folk morality’: a 

shared moral framework resulting from letting moral debates play out among a 

population of well-informed people. Whether such a moral framework may be achieved 

is, Jackson holds, an empirical question. Both philosophical reflection and empirical 

studies may weigh in support of the claim, one way or another. Here, I describe, 

summarizing from previous chapters, the claim that an ontologically-aligned 

knowledge base of moral psychology data may constitute a scientific model of moral 

psychology in human beings. Such a model would bring with it the benefits of both an 

open public platform, as well as a meta-analytic picture reflecting a body of data culled 

from multiple researchers, as opposed to a reflection of one particular perspective. For 

this reason, such a model stands to provide better support for theories in moral 
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psychology than single studies and philosophical theorizing. I conclude here by 

discussing three possible outcomes for analytic moral functionalism: optimism, 

pessimism, and the possibility that a knowledge base may be helpful in defending the 

view from criticism. 

II. Analytic Moral Functionalism 

G.E. Moore’s open-question argument presents a famous objection to moral 

naturalism.199 The argument holds that if, as analytic naturalists hold, moral properties 

are natural ones, then it would be unreasonable to ask if moral properties are natural 

ones. For instance, it would seem to unreasonable to say: “I know John is an unmarried 

man, but is he a bachelor?” This is because to be a bachelor is simply to be an unmarried 

man. However, moral naturalists—like, say, classic utilitarians who identified the moral 

property of goodness with pleasure200—are not in a similar position, for, as Moore 

argues, it is reasonable to ask if maximizing pleasure really is good. There is a further 

question of the matter. Hence, whatever relation moral properties have to natural 

properties, it cannot be an a priori identity relation. 

Moore’s argument has been responded to in many different ways. Here, we look 

at Frank Jackson’s analytic moral functionalism, the most influential201 contemporary 

199 Moore (1903). 
200 Mill (1861). 
201 Lutz (2018). 
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version of analytic naturalism. Contra Moore, Jackson’s view holds that our moral 

claims are synonymous with certain highly complex claims in the natural sciences. This 

view is concerned with, first and foremost, what we mean by ethical terms like “good” 

and “right” and secondly, where to locate the entities these terms refer to (if they refer 

at all) in a naturalist metaphysics that only allows entry to those physical or material 

entities encountered by science. The problem of finding such entities in the world 

Jackson refers to as the location problem. 

We begin with the idea of a network analysis of the meanings of moral terms 

such as goodness, rightness. This network consists of the relations a moral term has to 

other terms, where these relations can be characterized by widely-held truisms or 

platitudes.202 This idea has been developed by Frank Ramsey (1931), David Lewis (1966, 

1970, 1972), Frank Jackson (1994), and others, and has come to be known as the 

Canberra Plan203 due to its origins in the Philosophy Program of the Research school of 

Social Sciences at the Australian National University in Canberra during the 1990s. 

Although proponents of the Canberra Plan have different versions and domains of 

application for the plan, here we focus on an interpretation of moral terms taken from 

Jackson’s work. 

202 For simplicity, I exclude the notion of the weightedness of a connection in the network, though the 
prominence of some associated platitudes over others is a feature of the view. See Jackson (1998a), p. 134. 
203 For a history and contemporary discussion of the Canberra Plan, see Braddon-Mitchell and Nola 
(2009). 
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Jackson holds that moral properties are natural properties of a very complex 

sort.204 His argument to this end appeals to a supervenience relation holding between 

ethical and natural properties. Supervenience holds that there are no possible worlds 

that differ in their ethical properties without a corresponding difference in their 

descriptive or nonmoral properties. Given that moral properties not only align with 

some set of physical properties in the actual world, but also across all possible worlds, 

one may infer that ethical properties simply are natural, or what Jackson calls, 

descriptive properties. However, unlike classical versions of naturalism, such as the 

hedonist’s identification of goodness with pleasure, Jackson begins with the Ramsey-

Lewis idea that the intensional content of a term has the structure of a network that may 

be characterized by platitudes a competent speaker in a language associates with the 

concept. By identifying the associations the term bears within a network, one can 

catalog the functional role the term plays in a speaker’s ‘theory’. By then turning to the 

naturalist’s world of mere descriptive properties,205 the metaphysician may then 

investigate whether or not anything in that world might occupy such a functional 

role.206 

204 The complexity of moral properties is underscored in Jackson, Petite, and Smith (2000), which argues 
against ethical particularism on the grounds that our capacity to use evaluative predicates to make 
distinctions in the world requires there being a descriptive pattern in reality that unifies all cases of right 
action. Such a pattern may consist of a very long disjunction of descriptive properties, though not an 
infinite one (see Ibid, pp 98-99). 
205 There are difficult questions about distinguishing descriptive from evaluative terms. Jackson (1998a) 
addresses this issue, but his remarks are fairly provisional (see p. 120). 
206 This iteration is what is sometimes referred to as the ‘Canberra two-step’. 
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To illustrate, we begin listing some platitudes about right actions and join them 

in a large sentence that conjoins the platitudes with semi-colons. 

Step One: Right actions are those that should be performed; right actions are those that 
we ought to encourage others to perform; right actions are those that we should 
develop policies to promote; right actions are those actions that realize norms that a 
society ought to cultivate; good people are people who perform right actions; wrong 
actions are actions that are not right actions; bad people perform wrong actions…. 

This first sentence in step one contains a list of platitudes about right actions, 

joined by semi-colons, and terminating in an ellipsis, indicating that this is indeed a 

very large list. We now transform this sentence by removing all the moral terms, 

replacing them with variables. 

Step Two: Actions with property R stand in relation M to being performed; actions with 
property R stand in relation M to being encouraged by us in others; actions with 
property R stand in relation M to policies we promote; actions with property R stand in 
relation M to norms a society cultivates; people with property G stand in relation Q to 
people who perform actions with property R; actions with property W stand in relation 
L to actions with property R; people with property B stand in relation P to actions with 
property W…. 

Although the sentence in Step Two now contains no moral terms, it isn’t a 

meaningful, first-order sentence. However, step three makes it a meaningful sentence 

by positing properties and relations that satisfy the conjunction of the various relations. 

Such a meaningful sentence is referred to as a Ramsey sentence. 

Step Three: There exists a property R and property G and property W and property B… 
and relation M and relation Q and relation P… (along with any other properties and 
relations listed in the sentence) such that actions with R stand in M to being performed; 
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actions with R stand in M to being encouraged by us in others; actions with R stand in 
M to policies we promote; actions with R stand in M to norms a society cultivates; 
people with G stand in Q to people who perform actions with R; actions with W stand 
in L to actions with R; people with B stand in P to actions with W…. 

What the sentence in step three posits is that there are some descriptive 

properties that are related by a network in the manner stipulated. One need not 

understand the meaning of moral properties, as in step one, in order to understand this 

sentence. Rather, one need only understand the nonmoral terms in the sentence and the 

manner in which they are related in the network. 

The final step involves positing that there is a unique set of properties that feature in the 

Ramsey sentence. This can be stated either using a uniqueness existential operator (∃!) 

or using the method of stipulating a uniqueness clause, as below: 

Step Four: There exists a property R and property G and property W and property B… 
and relation M and relation Q and relation P… (along with any other properties and 
relations listed in the sentence) such that actions with R stand in M to being performed; 
actions with R stand in M to being encouraged by us in others; actions with R stand in 
M to policies we promote; actions with R stand in M to norms a society cultivates; 
people with G stand in Q to people who perform actions with R; actions with W stand 
in L to actions with R; people with B stand in P to actions with W…. 

and 

[Uniqueness Clause] For all R* and G* and W* and B* and M* and Q* and P*… such that 
actions with R* stand in M* to being performed; actions with R* stand in M* to being 
encouraged by us in others; actions with R* stand in M* to policies we promote; actions 
with R* stand in M* to norms a society cultivates; people with G* stand in Q* to people 
who perform actions with R*; actions with W* stand in L* to actions with R*; people 
with B* stand in P* to actions with W*… iff R* = R and W*=W and B*=B and M*=M…. 
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In this way, moral terms may be defined by looking to the nonmoral entities that 

play the role defined in the relevant network. However, the metaphysician is not 

interested in a single speaker’s network of associated platitudes, but in those of 

widespread, competent speakers of a language who are impartial with respect to a 

philosopher’s partisan theorizing. For this reason, Jackson looks to folk morality to 

provide evidence for the network. Jackson defines folk morality as “the network of 

moral opinions, intuitions, principles and concepts whose mastery is part and parcel of 

having a sense of what is right and wrong, and of being able to engage in meaningful 

debate about what ought to be done.”207 Such a network constitutes an implicit theory of 

morality, one which we call upon when reflecting, testing, and discussing our own 

moral judgments. 

The view that we look to all of folk opinion to analyze the meanings of ethical 

terms Jackson calls analytic moral functionalism, borrowing from the long use of the 

term functionalism in philosophy of mind. The analytic functionalist story in the 

philosophy of mind works in two stages. In the first stage, there are various roles 

articulated concerning what instances of a particular psychological kind (e.g. a belief) 

does. For instance, a platitude might hold that a belief represents the way the world is. 

Second, there is an a posteriori stage concerning how certain physical facts about, say, 

neurophysiology, fulfill this representational role. Similarly, we have described a two-

207 Jackson, (1998a), p. 130. 
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stage process whereby the role of a moral term is elucidated by looking to its place in a 

network of associated platitudes in folk psychology and isolating a long, formal 

description of the roles defining the term. The second stage then precedes by 

identifying what descriptive properties in the world might play these causal roles. 

Likewise, the moral functionalism holds that it is the totality of folk opinion that 

defines which descriptive properties bear the role of moral concepts.208 The reason 

Jackson appeals to the way the folk conceive of these concepts is that he wants the 

concepts to be widely reflected in human beings. He writes “what we are seeking to 

address is whether [a particular property] according to our ordinary conception, or 

something suitably close to our ordinary conception, exists….”209 The task of the 

philosopher or psychologist is to discover what properties are most essentially a part of 

the concept by seeing how the concept is expressed across a range of contexts. The 

principle tools of philosophy for studying such a network include argument, reflective 

equilibrium, and the use of thought experiments, but Jackson is also clear that the 

empirical studies of psychology can play a role in investigating this network. Although 

it is common from Ramsey and Lewis to see concepts as best explicated as platitudes, or 

truisms readily assented to by speakers under reflection, Jackson also allows associated 

208 Pettit and Jackson (1995); Jackson (1998a). 
209 Ibid, p. 31. Original emphasis. 
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behaviors to count as part of the network, though which and to what degree is an 

undeveloped part of his proposal. 

Jackson is aware of the challenges from moral diversity, which show that 

different populations of human beings have apparently different moral beliefs. 

Furthermore, there are issues around which individuals are deeply ambivalent and feel 

conflicted about the status of a particular action.210 Hence, folk psychology on its own 

will likely show genuine disagreement even in the functional roles which moral 

concepts are supposed to play (e.g. Is it the case that to judge that it is morally right to 

perform some action is to be motivated to perform that action).This may also occur 

where differences in moral beliefs across populations (both across cultures and within 

across but across time211) may be extreme, examples of which are familiar in discussions 

on moral diversity and moral relativism. 

For these reasons, according to Jackson, mature folk morality provides the 

referents of moral terms. Mature folk morality is the result of letting folk morality play 

out, that is, it is the end consensus that may be expected if the debates within folk 

210 Here, Jackson gives the example of the much discussed distinction between doing and allowing 
(Jackson (1998a), p. 143). 
211 Lewis (1970) provides a similar worry in his account of theoretical terms, which he leaves unresolved: 
“According to this position, we may be unable to discover the meanings of theoretical terms at a given 
time just by looking into the minds of the most competent language-users at that time. We will need to 
look at the past episodes of theory-proposing in which those terms were first introduced into their 
language. The working physicist is the expert on electrons; but the historian of physics knows more than 
he about the meaning of 'electron', and hence about which things could truly have been called electrons if 
the facts had been different. If we were ignorant of history, we could all be ignorant or mistaken about 
the meanings of words in common use among us” (p. 446). 
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morality were to play out, under reflection and adequate evidence, provided people 

should live so long. 

One of the principle attractions of the Canberra Plan is that in looking to how 

words are used by competent speakers in a language, metaphysicians might avoid the 

charge that their accounts are merely changing the subject. It is a frequent concern that, 

in responding to objections, metaphysicians end up endorsing baroque ontological 

accounts, packed with a sufficient number of epicycles to handle their critic’s concerns. 

But once the dust is settled, their accounts of reality often looks unrecognizable to lay 

people.212 Why should they accept such an account as a solution to their concerns when 

accepting the result is more repugnant than the problem motivating philosophical 

concern? This issue drives much skepticism about the very project of metaphysics, and 

so understanding the project as deriving its importance from an initial analysis of folk 

psychology is key. 

A second attraction is that it allows us to distinguish between the shared 

intensional meanings of theoretical terms of interest and whether or not they refer. This 

preserves a role for both conceptual analysis and a commitment to finding a place for 

such entities in the world, allowing for what Jackson calls ‘serious metaphysics’. If the 

212 This criticism of metaphysics will be familiar from Kant. See more recently Van Frassen (2002), p. 4: 
“The metaphysical enterprise, I argue, subverts our understanding both of our own humanity and of the 
divine—be it real or unreal—by its development of a detailed, intricate understanding of simulacra under 
the same names.” 
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putative feature of folk psychology is entailed by the account told in the terms favored 

by a particular metaphysic, then it necessarily has a place in the account. This principle 

Jackson refers to as the entry by entailment thesis.213 Distinguishing the intensional 

meanings of terms from their extensions also gives Jackson a response to Moore. The 

identity that holds between normative and natural properties may be necessary, but it 

remains a posteriori. Similarly, water is H20 is a statement of identity, but that it is the 

case is known only by experience. 

Jackson inherits many of the objections to the Canberra Plan. Causal theorists of 

reference argue that moral terms have their semantic content fixed by causal-historical 

relations, and that folk platitudes are simply irrelevant to the meanings of moral terms. 

In other words, to know what the folk think—even the mature folk—about the term 

‘natural right’ may be wholly beside the point if the meaning of natural rights is the 

result of a genealogy dating back to its introduction into a society’s moral vocabulary. 

Similarly, Schroeter (2008) and Williamson (2007) both argue that a term’s reference is 

not determined by a speaker’s disposition to refer to some entity, but instead by how 

speaker’s should respond to empirical discovery and practical coordination of speaker 

interests. Canberra planners have responded to this charge by holding that terms may 

acquire associations from their origins, but note that terms also evolve in their meanings 

away from historical origins. 

213 Jackson (1998a), p. 5. 
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Moreover, for moral terms, the conditions for linguistic competency are much 

more flexible, since there are no discoveries or experts to anchor the reference of terms 

like “good” and “right” as there is with “Gödel” and “jade.” However, this flexibility 

may be grounds for further objection. Laura and Francois Schroeter argue, for instance, 

that Jackson’s account of the meanings of moral terms is too rigid, leaving it unable to 

account for cases in which our moral beliefs undergo radical change, but continue to be 

about the same topic. 214 They hold that moral concepts can seem identical from a first-

person perspective through time, but can pick out different extensions over the same 

period. This is because they continue to have the same semantic role; that is, they bear 

associations with features of practical reasoning and behavior, such as providing 

reasons to perform and abstain from action. This objection is indicative of a broader 

issue: the meanings of terms must play many different explanatory roles in Jackson’s 

project.215 They must explain not only reference, meaning, and inference—semantic 

properties—but they must also serve as dispositions to act that are broadly shared 

across moral agents, causing us to respond in appropriately moral ways to contexts. The 

semantic role of moral concepts is especially clear in Jackson’s appeal to moral 

214 Schroeter and Schroeter (2014), p. 6: “from the first-person perspective, it seems possible for normative 
concepts to persist through virtually any change in belief or motivation, even changes in one’s deep-
seated implicit cognitive or motivational dispositions.” 
215 For instance, Byrne and Pryor (2004) argue that descriptivist accounts like Jackson’s do not adequately 
perform all the tasks that a theory of reference should. For example, the property of being a raspy-voiced 
singer fills the Fregean role for Bob Dylan (explaining what is unique to Bob Dylan but not to Robert 
Zimmerman), but does not uniquely refer to him (p. 4). 
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functionalism, which holds that the meanings of moral terms are provided by their 

place in a network of input, output, and internal clauses216. In summary, the charge 

holds that Jackson’s account cannot explain all of these elements, because it requires 

speakers in a language to associate a common set of intensions with moral terms and to 

converge on some common set. 

In response, Jackson (1998b) acknowledges that speakers may have distinct 

criteria for using the same term; they need only be sufficiently similar in their referent-

fixing criteria to ensure practical coordination among agents. This criteria is left vague 

(e.g. what counts as successful practical coordination?). Whether or not it may serve as a 

successful response depends on how the details come into focus. 

The task of this essay is not to evaluate Jackson’s proposal, but to demonstrate 

how it may be practically extended. We might note, in closing this brief introduction, 

that it is not the only approach to reductive explanations of normative properties, nor is 

it without prominent critics. In a number of recent publications, Mark Schroeder has 

been critical of Jackson’s proposal.217 In particular, Schroeder takes issue with Jackson’s 

characterization of reduction as a matter of property identities, where normative 

properties are shown to be a subset of descriptive properties. Schroeder argues that if 

216 Jackson (1998a), p. 131. 
217 Schroeder (2005);(2007). 
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reductive accounts are to be constitutively explanatory, the relation they posit between 

normative and descriptive properties must be asymmetric. 

II. Ontologies and Knowledge Bases 

A key idea, for our purposes, is one shared by Canberra Planners: tacit 

knowledge. Just as the analytical functionalist holds that there is a broadly shared tacit 

theory of mind that may be measured and analyzed, so too there is, ex hypothesi, a tacit 

theory of morality. Formally, this tacit theory of morality has the form of a network 

consisting of: 

1. shared 
2. theoretical concepts that 
3. bear relations to other theoretical concepts, 
4. as well as to environmental conditions, 
5. and behaviors218, 
6. where such relations have weights. 

These six aspects of the network that may be assessed independently. Of the first 

and fourth, we may ask how broadly shared components of the network are. Of the 

second and third, we can ask which moral concepts are central to the network (for 

instance, there is the centrality debate between so-called thick and thin moral concepts). 

Of the fifth, we may ask what functional or motivational role concepts have. Finally, the 

218 Where behavior is understood very broadly to include strictly mental responses. See chapter 2 for 
discussion of ‘behavior’. 
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weights of relations might be understood as the frequency by which they are connected, 

as represented in data. 

Traditional approaches in philosophy to understanding such a tacit theory 

include thought experiments, argumentation, and reflection, but the evidential value of 

each of these methods is notoriously weak.219 They may be supplemented and extended 

by empirical study in psychology, but the evidential value of any one study is limited.220 

What is required is an open, publicly accessible repository of data culled from 

investigations whose subject is this common, tacit theory of morality. 

Creating such a repository requires not only that data be publicly accessible, but 

that data has a common form, such that distinct data sets resulting from different 

independent investigations may be rendered interoperable. By ‘interoperable’ I mean 

machine interpretable, such that different data sets may be sorted, combined, queried, 

and used in statistical analysis in aggregate. On way to ensure such interoperability is to 

align data to a common ontology, and to use a common upper-level or mid-level 

ontology as a standard for sharing data online. 

Now, the use of the word ‘ontology’ was taken from its traditional home in 

philosophy, where it denotes the field concerned with the nature of the fundamental 

219 The method of thought experiments has received particular challenge from work on order effects, 
heuristics, and biases. Such work has shown that thought experiments presented in different orders or 
framed using slightly different language can lead to dramatic changes in the moral intuitions of 
respondents (Petrinovich and O’Neill (1996); Tversky and Kahneman (1981)). 
220 Limited, or worse. The first chapter of this dissertation cites evidence demonstrating that most studies 
in psychology cannot be replicated. 
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entities that make up reality, including time, space, properties, objects, information, and 

causes. In turn, the strong interest in ontologies has led to the creation of a new 

academic field: applied ontology, an interdisciplinary field that draws from analytic 

philosophy to solve problems associated with knowledge representation within the 

field of information science. 

In information science, ontologies are software artifacts that include a taxonomy 

of classes as a proper part, as well as a set of instance-level relations. More formally, an 

ontology is a representation of reality that is intended to designate some combination of 

universals, defined classes, and certain relations between them.221 Their primary 

purpose is to function as tools for data fusion. This allows heterogenous data coded in 

distinct ways, but which represent the same entities in reality, to be aligned to an 

ontological model of that reality. Such an alignment facilitates the re-coding (also called 

semantic enhancement) of the aligned data, granting it a common form that may be 

machine interpreted.222 

When classes are used to represent universals within a domain, the taxonomy 

then constitutes a graph-structured representation, where the nodes of the graph consist 

of universals and the edges consist of subclass of ‘is a’ relations. When ontologies hold 

to the true-path rule, each class has, at most, one immediate parent class. These relations 

221 Arp, Smith, and Spear (2015), p. 181. 
222 For more on the uses of ontology, see chapter 1 of the present work. 
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allow a machine to trace a child class to a parent class, and a parent class to a 

grandparent class, and so on, allowing a machine to infer that an instance of a child 

class is also an instance of a grandparent. In Figure 18, for instance, any organism 

belonging to a particular species in the Linnaean taxonomy will also belong to a parent 

phylum. In accordance with the true-path rule, no child class has multiple parents, and 

thus the transitivity of the is_a relation may be used for inference. 

Figure 18. The Linnaean taxonomy introduced in Systema Naturae (1735) by Carl Linnaeus. 

There have been attempts to classify different kinds of ontology, but those 

distinctions I have found most useful include formal, domain, and application 

ontologies. A formal ontology is an ontology that represents only those entities common 

across domains of inquiry. Such entities may include, for instance: universals, objects, 

properties, temporal regions, spaces, matter, and information. A domain ontology 
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includes entities of interest in a particular domain of inquiry, for instance, the domain of 

social psychology, the domain of industrial manufacturing, and the domain of museum 

art exhibitions. An application ontology contains classes relevant to the coordination of 

a particular application. For instance, an application ontology may be developed with 

highly specific classes that facilitate the semantic tagging of a particular corpus of 

scientific texts. Instances of these different types of ontology may be combined to 

coordinate the development of future applications. For instance, a formal ontology, 

such as Basic Formal Ontology, may represent high-level universals such as ‘material 

entity’ and ‘quality, while an application ontology may represent subclasses of these 

classes, such as ‘Apple Macbook Pro’ and ‘spherical shape’. 

Ontologies are most commonly implemented in the Web Ontology Language 

(OWL)—a family of description logics that lack the expressivity of first-order logic but 

have decidability. A frequent way in which such ontologies are used is to generate 

triples (i.e. Subject-Predicate-Object statements, such as ‘Tarah mother-of Wyatt’ or 

‘Experiment occurs on 01/30/2019’) in the language of Resource Description Framework 

(RDF). A graph database consisting of RDF statements is called a triplestore, and such 

triplestores may be queried in the query language SPARQL, allowing for highly 

expressive operations to be performed on the data. 

Let us consider an example in our domain of interest. Figure 19 depicts a 

notional example from the domain of empirical moral psychology. In the gray circle at 
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the top designated with the number 1, we see a simple graph depicting canonical 

instances of various classes of the same labels, along with relations holding between 

these instances. Let us take this graph to be a subset of an RDF triplestore, which 

contains study data culled from moral psychology research studies. This graph was 

chosen because it shares a canonical form of some dispositionalist accounts of right 

action, which see right action as equivalent to an action performed by an evaluator 

under some antecedent trigger conditions (accordingly, the node in the graph labeled 

‘right action’ is colored white to signify it is a defined class, whose instances are 

equivalent to any portion of the graph satisfying the form of the left hand side of the 

equivalency). This graph may be further embellished to spell out who the evaluator is, 

what the trigger conditions relevant to a particular action must be, along with other 

information. It is a feature of the proposal that this representation may accommodate 

further details particular to ethical and research-specific frameworks, while agreeing 

upon common features of their accounts, such as those depicted here, at a high level. 
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Figure 19. Here, 1. depicts part of a canonical representation of right action in a knowledge base. 2. depicts a SPARQL query that 
may be used to query this knowledge base using available relations from other existing ontologies. 3. depicts a dataset resulting 
from use of the SPARQL query, which may now be ingested by statistical software. 

Next in Figure 2, the box designated with the number 2 to the right contains a 

query written in the SPARQL query language. The prefix declarations specify the 

addresses or URIs of the ontologies in which various relations and classes may be 

found. These allow the resulting query to be easier to read. The query then declares four 

classes, which in the context of research studies we can interpret as variables in a 

research study. The ‘where’ clause binds to variables and relations, providing a query 

akin to a definite description, which the SPARQL engine with look over the triplestore 

to satisfy. In natural language, this query asks for every evaluator that was involved in 

an action, the date of that action, and some trigger conditions, where the trigger 

conditions immediately preceded the action. In the box to the lower left designated 3, 
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we see the results of this query, consisting of a date set in a familiar tabular form that 

may be downloaded as a spreadsheet. The class names appear at the top, and in rows 

we see the unique identifiers denoting instances of these classes, along with the literal 

values of the dates during which the actions occurred. 

Online, publicly available repositories for psychology data are becoming more 

common.223 However, all of these repositories are heterogenous. This means that single 

queries, like the SPARQL query described here, can not be used to search across data 

sets and combine results to achieve a meta-analytic result. The great advantage of using 

an ontology over existing methods of integration is that data may be pooled, 

aggregated, and sorted easily to find data sets of interest. If such a repository is of 

sufficient size and granularity, it may also come to have other properties as well. If the 

picture provided by the meta-analytic results of common queries are robust, they may 

have predictive power, allowing machines to guess and guess well about what sorts of 

actions an agent might take in a moral context. As this begins to happen, the repository 

goes from being a mere clearing house of psychology data, to a model, which may be 

said to reflect the complex dispositions human beings have to act in moral scenarios. 

On the assumption that there is a tacit theory of morality described by the 

preponderance of empirical data drawn from moral psychology, such a form will 

demonstrate an isomorphism to a pattern manifested by dispositions inhering in 

223 For a list, see chapter 1 of the present work. 
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people. This isomorphism may be assessed in terms of a model’s ability to predicate 

moral judgments within an increasingly large number of situated contexts above 

chance. A representation that satisfies this constraint may properly be called a model of 

this tacit theory of morality. 

IV. Adequatist Model Building for Reductive Explanations 

Ontologies understood in the computer science sense, to be of lasting utility, 

must be built on well-conceived principles along the lines of ontologies in analytic 

philosophy, which are concerned with the fundamental nature of reality. This is to help 

ensure that they may play the role of formal standards in fusing data that is about 

different portions of reality. Basic Formal Ontology, an upper-level ontology widely 

used in ontology development, takes precisely this approach in formalizing axioms, 

relations, and classes in order to characterize universals, instances, and the relations 

among them in reality.224 Ontologies built using BFO are expected to conform to 

scientific standards, and as science progresses, to be updated to reflect a consensus of 

experts in the field. 

Adequatism and reductionism are two opposing approaches to philosophy, and 

there are numerous formulations of both. Both are appealing to different ontological 

virtues. The adequatist is trying to maintain a fidelity to a common place 

224 Smith and Ceusters (2010). 

208 



  

           

            

           

             

          

             

  

            

          

             

             

           

                

                  

              

            

            

                                                
                   

                   
        

      
        

phenomenology or a pre-theoretical way the world presents itself to us. The 

reductionist wants to look past mere appearances to a fundamental set of entities, 

motivated either by parsimonious explanation or, as Quine memorably mused, an 

aesthetic fondness for desert landscapes. The adequatist allows that there are tables in 

kitchens; the reductionist, only those fundamental particles described by physics, 

arranged table-wise in a relationally defined region of space we call by convention “the 

kitchen”. 

In elucidating design principles for BFO, Arp, Smith, and Spear (2015) 

characterize reductionism as the view that philosophy should explain complex 

phenomena by looking to simpler and more basic entities.225 This is certainly true of 

Jackson’s ethical project, according to which ethical properties are be replaced in one’s 

ontology by nonevaluative, natural properties.226 On the other hand, adequatism holds 

that entities in any given domain should be taken seriously on their own terms and that 

room must be made in our set of theories of reality for all of the different sorts of 

entities that reality contains, at all levels of granularity.227 In advocating for Basic Formal 

Ontology, its proponents make the case that an adequatist approach to ontology 

building is necessary for providing an ontology with sufficient resources (e.g. classes, 

225 The relation of ‘reduces to’ is of great importance to many projects in philosophy, and there are many 
different ways to understand it. A full discussion would be out of scope in this chapter. For a review, see 
van Riel and Van Gulick (2018), Section 4. 
226 See Chalmers and Jackson (2001). 
227 Arp, Smith, and Spear (2015), p. 46. 
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relations, and axioms) necessary for expressing all truths regarding some domain. This 

is particularly important because an ontology will need to be combined with other 

ontologies that may involve representations of entities at different levels of granularity. 

Ruling out macro-level entities in advance would then be counterproductive to 

coordinating different, and perhaps not presently known, ontologies at some later 

point. 

In advocating the use of BFO to further Jackson’s project, I may be accused of 

meta-ontological confusion. One may object as follows: if BFO is adequatist and 

Jackson’s project reductionist, is this not a contradiction in purpose? This objection 

misses, however, the fact that BFO argues for an adequatist approach to ontology as a 

design principle. Although it may be true that its proponents also hold that any 

metaphysics should embrace adequatism, it is possible to construe their argument here 

more narrowly. This means that an ontology should include all those entities common 

across domains of reality as they present themselves to nonexperts using pre-theoretical 

categories, and this is consistent with a reductionist, like Jackson, using the data aligned 

to such an ontology to interpret evidence for a reductionist account of some class of 

purported entities. In other words, adequatism as a design methodology is compatible 

with either adequatism or reductionism as a principle guiding the interpretation of 

ontologically-aligned evidence. If a scientific model holds both that there is a table and 
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that there are atoms composing the table, it is open to any interpreter of the model to 

say: I accept the atoms. Keep the table. 

V. An Ontology of Moral Psychology 

Does an ontology of moral psychology need to represent deontic entities228, such 

as ‘rightness’, ‘good action’, and ‘obligation’ as classes, in order to constitute an 

ontology for moral psychology? The answer is: Initially, no. However, this may appear 

to conflict with other arguments I have made. First, adopting adequatism for creating 

ontologies involves attempting to accommodate entities in any given domain, including 

the domain of ethics. On such a view, deontic entities, such as obligations, permissions, 

and right action, are candidates deserving of accommodation. Second, I have presented 

elsewhere an argument that mental kinds, such as belief, desire, memory, and bias, may be 

represented using an analysis in terms of dispositions.229 I have argued that the fact that 

different studies will have different approaches to characterizing such dispositions is 

not an obstacle to their treatment within an ontology. Why should the same arguments 

not apply now to the ontological representation of deontic entities? 

The idea that deontic entities are to be analyzed with respect to dispositions is 

familiar. Ethical dispositionalism is a broad family of meta-ethical theories that share in 

228 The word ‘entity’ is a general term used by BFO to denote anything that exists. By ‘deontic entity’, I 
mean very generally those entities that fall in the moral domain, be they intrinsic properties in their own 
right or mere statuses accorded to actions to states which satisfy some criteria. 
229 See chapter 2 of the present work. 
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common the idea that moral judgments are appropriate, justifiable, or true in so far as 

they accord with a disposition. Their development has origins in the work of 

seventeenth and eighteenth century British sentimentalism,230 and it has contemporary 

cognitivist and non-cognitivist variants. A general template for such views may be 

stated as follows: 

X has value V iff evaluators would, under appropriate conditions, be disposed to 
respond to X with behavior R.231 

Different versions of ethical dispositionalism vary according to the different 

refinements they make on this general template. Some theories take behavior R to be an 

emotional response, a mental judgment, a third-party observable behavior, or some 

combination. Others may specify particular conditions that such agents must be in or 

satisfy in order for them to judge correctly.232 Examples of such conditions might 

include that: 

• An evaluator has sufficient time to consider relevant information. 
• An evaluator has accessed all relevant information to forming a judgment. 
• An evaluator is in a cool and calm state of mind. 
• An evaluator is free from various forms of bias. 

230 Shaftesbury (1999;[1709]); Adam Smith (2002;[1759]); Hume (1978; [1740]). 
231 See, for instance, Firth (1952), p. 320 and Brower (1993), p. 222. Ethical dispositionalism extends the 
simple conditional analysis of dispositions to define value. For the former formulation, see chapter 2, 
section II, this volume. 
232 An important distinction among ethical dispositionalist theories concerns the evaluator who bears the 
dispositions, namely, those evaluators that are actual and those evaluators that are ideal. Actualized 
versions of the theory make reference to dispositions that real people bear; ideal versions make reference 
to dispositions they—or an ideal agent like them—would have under some conditions. The latter are 
versions of Ideal Observer Theory. 
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Such accounts have proven attractive to contemporary meta-ethicists because 

they give an attractive answer to the location problem. Ethical properties are not, on this 

view, non-natural properties or simple natural properties like pleasure; rather, they are 

facts about how some evaluators are disposed to act. Furthermore, some have thought 

that a dispositional account can solve what Michael Smith calls ‘the moral problem’233, 

an apparent inconsistency in our commitments regarding moral judgments. 

The Moral Problem 

1. Objectivity: Moral judgments are beliefs about matters of fact. 

2. Practicality: Moral judgment is conceptually connected with an appropriate form 
of motivation. (e.g. if I judge that ‘I ought to Q’ then ceteris paribus I am 
motivated to Q.) 

3. Humean Moral Psychology: Beliefs can be true or false, but not motivating. Desires 
can be motivating, but not true or false. Beliefs and desires are independent 
entities. 

Together, these three theses form a trilemma. If we accept 1 and 2, it appears we must 

reject the picture of moral psychology we inherit from Hume, which holds that 

cognitive states can be true but not motivating, whereas noncognitive states can be 

motivating but neither true nor false. Since the Humean picture is widely supported 

and is commonly invoked in explaining behavior, this rejection introduces many 

mysteries elsewhere. If we accept 2 and 3, then it appears we must reject that moral 

judgments are beliefs about matters of fact that can be true or false. Finally, if we accept 

233 Smith (1994). 
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1 and 3, we must deny that moral judgments are internally motivating. In each case, an 

outright denial saddles one with a large theoretical cost. 

On Michael Smith’s account, a dispositional theory of value provides the best 

solution to the moral problem. First, Smith defends a distinction between normative 

and motivational reasons, and holds that Humean moral psychology explains 

motivational reasons but not normative reasons. Given this distinction, the view can 

explain why our reasons for our moral beliefs and our reasons for our moral 

motivations are one and the same. This is because the dispositionalist can hold that the 

objectivity of our judgments arises from a belief about what a rational agent would do, 

and in the process of inferring what such an agent would do, one is apt to converge in 

their own motivations with those one takes to be rational. Because moral facts are about 

what a rational agent would do, and we are apt to converge in our motivations with 

what we take to be rational, moral judgments are both able to be true and capable of 

being motivating. 

My reason for discussing the moral problem, and Smith’s proposed solution, is 

to emphasize how unsettled this debate is among experts. First, there is inter-expert 

disagreement.234 Many dispositionalists will differ with Michael Smith’s position, 

particularly his claim—similar to Jackson’s—that all agents under ideal cognitive 

conditions would converge in their opinion. Meanwhile, non-cognitivists reject the 

234 On the daring assumption that philosophers in ethics are experts. 
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objectivity claim,235 and moral judgment externalists will reject the practicality claim. 

Moreover, there is more in dispute here than there is regarding the nature of mental 

kinds. At least on the subject of mental kinds, there is broad agreement that brains are 

either the houses of the mind or, more liberally, key regions in which mental stuff 

occurs.236 By contrast, there is no consensus about where to locate deontic entities or 

what Jackson calls ‘ethical properties’ such as rightness, appropriateness, and goodness. 

Therefore—to answer the question that began this section—ethics suffers an even 

wider range of disagreement than philosophy of mind, and so the arguments I have 

presented for representing mental kinds as dispositions need not lead us to think moral 

properties need to be represented as well. 

With that said, we should not be pessimists about the prospects of locating 

ethical properties in a naturalist’s world, like the world described by Basic Formal 

Ontology. Barry Smith (2016) has given a pessimist argument against representing 

obligations, permissions, and other ‘deontic entities’ in formal ontology. Here is my 

own formulation of his argument in standard form237: 

P1. Obligations have a certain requiredness—a pull on the bearer of the obligation 
which is at least analogous to a physical force. This is a feature of dispositions in 
BFO. 

235 Cf. the work of Allan Gibbard and Simon Blackburn. 
236 For this more liberal version, see discussions of the extended mind (Clark and Chalmers (1998)). 
237 Smith confirmed to me that this was a good summary of his argument, but wished to emphasize that 
only in exceptional cases does acquiring obligations and acquiring a disposition to act in accordance with 
an obligation come apart (personal correspondence). 
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P2. However, obligations can be acquired through mere acts of speaking, or acts 
of signing a document. This is a feature of roles in BFO. 

P3. No entity can be both a disposition and a role in BFO. 

Therefore, deontic entities must be a mixture of disposition and role, belonging 
to a material domain because of their dispositional element, but belonging to a 
quasi-abstract domain because of their role element 

Comparing this argument with the moral problem is instructive in finding the 

weaknesses in the present argument. Both arguments involve an inconsistent triad that 

turns on a conflict caused by a motivational claim. However, whereas the moral 

problem concerns a conflict between the objectivity of moral judgments and their 

conceptual relation to motivation, Barry Smith’s argument turns on a conflict between 

bearing a deontic entity and bearing a motivation. These are very different claims. 

I believe Barry Smith’s problem can be dissolved by denying P1. The support for P1, I 

believe, is derived entirely from support for the moral problem’s practicality thesis, or 

the claim that there is a conceptual connection between moral judgment and an 

appropriate form of motivation. But P1 is not the thesis that moral judgment is 

conceptually connected to motivation—it is the much broader (and less plausible) thesis 

that bearing an obligation is attended by motivation. 

There are many clear counterexamples to this broader view—cases where one 

has an obligation but, in virtue of being a schmuck or simply being unaware, feels no 

motivation at all. Cases of the latter sort are common place when it comes to obligations 

one may bear in virtue of occupying a role in a social institution. Consider the case of 
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William K. Clifford’s famous sea captain, who had a duty to inspect his emigrant-ship 

before its voyage, but having convinced himself without inspecting the ship that the 

ship was seaworthy, chose to let the ship sail anyway, resulting in the deaths of those 

onboard. In this case, the sea captain had an obligation to inspect the ship, following 

from his social role as a sea captain, but lacked the moral clarity to see it. That he was 

unmotivated by the obligation alone is then no mystery. In addition, had the captain 

been promoted—unbeknownst to him—to the position of captain just prior to the ship’s 

departure, then he would have had an obligation to inspect the ship, but unaware of his 

change in status, would have felt no motivation to do so. 

The problem of locating ethical properties in the natural world remains an open 

topic of research and a fraught one. Although an adequatist will wish to accommodate 

deontic entities in their inventory of classes and relations, the lack of consensus 

regarding such entities provides reason for resisting this urge. Creating an ontology of 

moral psychology data thus involves treatments of questions, answers, subjects, studies, 

and many other entity types, but we can leave out the moral entities they refer to, just as 

many ontologies of psychology forgo treating mental kinds now.238 

VI. What Will We Find? 

238 For discussion, see chapter 2 of this volume. 
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The nature of models and their relevance to science has been a topic of increasing 

interest.239 There are many different kinds of models with a variety of different 

purposes. Each model creates a three-fold division between: 

• entities whose effects are neglected by the model, 
• entities that affect the model, but whose behavior the model is not designed to 

study, and 
• entities whose behavior the model is designed to study. 

Scientists are guided in their inquiries by what they take to be causes or potential causes 

of some phenomenon. Models are designed and updated to reflect this. Unexpected 

results of a model are occasion for accommodating representations of new candidate 

causes and imagining ways they might be affecting the behavior of some system 

represented by a model. 

An open, public knowledge base of interoperable datasets concerning moral 

psychology experiments is no different. Assuming it will be large enough to reflect the 

science of its day, it will give rise to new questions, new generations of experiments, 

leading to continuous rounds of updating. As it evolves, it should—with greater and 

greater precision—demonstrate not only what findings replicate, but also various 

indices on which replications may be measured (e.g. effect sizes and significance 

values). Because new paradigms240 will greatly overlap the types of entities included in 

239 For a recent review, see Frigg and Hartmann (2018). 
240 I have in mind here both research paradigms (see chapter 2) as well as scientific paradigms, such as 
those described by Thomas Kuhn in his The Structure of Scientific Revolutions (1962). 
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previous studies (e.g. participants, their names, the study processes they engage in, the 

environments of those processes, the questions they are asked, the answers they 

provide in response), we can escape the charge that scientific progress consists in 

trading one paradigm for another. This is because new paradigms are cause for new 

interpretations of existing data. Such a knowledge base will be increasingly better at 

representing the ways in which we think about the moral domain, employ moral 

concepts, and engage in moral decision making. In virtue of this representational 

relationship that such an ontology bears to reality, it may be properly called a scientific 

model. 

Will it vindicate a realist account of moral properties? Longstanding debates make it 

likely that traditional naturalist ethics, such as classical utilitarianism, are likely to find a 

large vein of supporting evidence and an equally large vein of disconfirming evidence. 

However, on Jackson’s view, there is not a single property type, like happiness, some of 

whose instances are identical to ethical properties; rather, the natural properties that 

play the functional role of a moral concept in folk psychology might consist of an very 

long and complex list of natural properties. The only requirement Jackson places on 

such sets is that any must be a subset of the set of natural properties. This is quite broad 

indeed. Here, we examine reasons for three different outlooks one might have 

concerning Jackson’s account and the prospects for mature folk morality: optimism, 
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pessimism, and the hope that a knowledge base might aid Jackson in responding to 

criticism. 

a. Optimism 

Jackson provides some reasons for optimism that his account will be vindicated; 

most of these involve reasoning to the best explanation. First, he holds that there are 

apparent patterns in the way human beings are disposed to make moral judgments.241 If 

there were no such patterns, human beings could not trust one another and coordinate 

their social lives. I have already discussed a number of patterns that are detailed by 

moral foundations theory.242 These include tendencies to care for children and the 

vulnerable, to support rightful leadership and resist tyranny, to promote fairness and 

punish those who cheat, to stay loyal to our friends and kin, and resist corruption. The 

fact that these tendencies, in themselves, are evolved, is no reason (by itself) to conclude 

they are not in the business of tracking some set of complex natural properties in the 

world. This would be akin to holding that because the human eye has a long 

evolutionary history that it sees nothing in the world. If evolutionary stories of 

morality’s origins are to be debunking, more is needed.243 

241 Jackson, Petite, and Smith (2000). In presenting arguments against particularism, this work provides 
Jackson’s clearest defense of realism. 
242 See chapter 4 of this work. 
243 For discussion of evolutionary debunking arguments, see Joyce (2006). 
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Furthermore, Jackson allows that moral folk psychology itself may be fractured 

and there may be systematic ways in which human populations differ in their moral 

concepts due to culture, upbringing, environment, or outright bias. What is required is 

sufficient evidence for thinking members from those different groups would come to 

converge in their use of moral concepts were they to submit to a process of investigation 

and reflection. A more generous interpretation of Jackson’s commitments holds that the 

thesis is one about how groups would evolve in their thinking, such that it is not a 

requirement on individuals existing now that they would come to converge, but rather 

that their respective societies would come to converge over time in their moral 

concepts. 

Jackson’s account occurs at a high-level of generality. Translating such a theory to 

lower-levels where empirical evidence may speak to it involves the application of 

operational definitions. There are various ways to operationalize such a thesis and we 

have already listed a few. Different forms of investigation may then be used to collect 

confirming or disconfirming evidence (e.g. ethnographies, interviews, survey studies). 

By collecting data from these investigations, it would be possible to distinguish how 

human subjects perceive some moral concepts as related to others, as well as how their 

judgments are affected by variables that are hypothesized by investigators to be 

potential causes. Such representations highlight both the ties that a particular moral 

concept activated in a moral judgment has to other concepts (both natural and moral), 
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as well as the weights that such connections have. There would then need to be a high 

degree of similarity across individuals, or reason to think there would be evidence of 

such similarity if an investigation were re-run and individuals were given more 

information. 

b. Pessimism 

We may be pessimists about Jackson’s project because there is too much distance 

between the moral concepts of individuals from different cultures to think the 

possibility of convergence is warranted. But Jackson’s account is designed to 

accommodate this sort of concern to a large degree. Provided there is reason to think 

that members of those cultures (or their children), if thrown into a discussion together 

and provided with the same information would eventually converge in their 

judgments, Jackson’s project is unaffected by apparent differences in moral intuitions. 

A more troubling worry is not that the folk are relativists or objectivists in their use 

of moral concepts, but that they are both. Loeb (2008), for instance, has argued that 

people’s dispositions to use moral terms are simply inconsistent. On his view, moral 

language is used both to assert matters of fact, as the cognitivist claims, and also not to 

make assertions of matters of fact but rather to express attitudes as the non-cognitivist 

claims. The longstanding debate between non-cognitivists and cognitivists is itself 

evidence for this claim. If moral language is inherently contradictory, then there is 
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nothing in the world for moral language to be about. Because realism requires that the 

semantics of our moral terms be consistent, realism fails. 

In support of this position, Loeb (2008) asserts that the fact that the cognitivism 

debate has been so protracted is good reason to believe there are both cognitivist and 

non-cognitivist aspects to our use of moral concepts. However, there is now a much 

larger body of literature regarding folk meta-ethics, much of it supporting Loeb’s claim. 

Sarkissian et al. (2011) reports the results of six studies demonstrating that subjects gave 

objectivist answers when passing judgment on members of their own culture, but 

relativist answers when passing judgment on members of another culture. Similarly, 

Beebe and Sackris (2016) report results showing systematic changes in the objectivity of 

moral judgments across a subject’s lifespan, with college-age respondents reporting 

relativist intuitions and respondents in their thirties and forties reporting objectivist 

intuitions. 

Jackson can only do so much by way of response. It is open to Jackson to only be 

concerned with those who are morally competent. This excludes children and those 

suffering from impairment, such as dementia patients and psychopaths. Excluding such 

cases does not violate the requirement that these dispositions be universally shared. But 

the results of Sarkissian et al. (2011) and Beebe and Sacrkis (2016) find systematic 

variation among groups that cannot be excluded on similar grounds, such as twenty-

year-olds and those from a different culture. 
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A second reason for pessimism is Jackson’s bold criteria for when concepts are 

not shared. He writes: 

“Once we turn our backs on Platonism and Moore, I think we have to face the 
fact that what we mean by these terms is somehow or other a matter of the 
situations descriptively given…. And so, if two people agree on the descriptively 
given facts, are not confused, and one uses “right” to describe a given situation 
and the other does not, they mean something different by the terms….”244 

Like Jackson’s philosophical critics, I also find this criteria is unintuitive, and I 

am not alone. Nichols (2002) reports that a majority of respondents in his original study 

thought moral concepts could be shared even when different judgments were inferred 

from the same set of descriptive facts. In an original study, Nichols (2002) presented 

philosophically uninformed undergraduates with the following vignette: 

John is a psychopathic criminal. He is an adult of normal intelligence, but he has 
no emotional reaction to hurting other people. John has hurt, and indeed killed, 
other people when has wanted to steal their money. He says that he knows that 
hurting others is wrong, but that he just doesn’t care if he does things that are 
wrong. Does John really understand that hurting others is morally wrong? 

Nichols found that nearly 85% of the respondents say that John did understand that 

hurting others is morally wrong.245 This evidence suggests that a strong majority of 

respondents disagreed with Jackson’s conclusion; that is, they thought the psychopath 

and non-psychopaths could share the concept of moral wrongness despite a difference 

244 Jackson (1998a), p. 161. 
245 Nichols (2002), p. 289. 
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in the typical semantic role (e.g. the psychopath’s lack of motivation) associated with 

the concept.246 

I suspect Nichols’ finding is likely to replicate, and this puts Jackson and other 

neodescriptivists under pressure to provide a new criteria for the identity conditions of 

moral concepts. Such an account will need to better explain the nature of moral 

concepts such that they can be said to be shared among individuals, as well as to persist 

in time within the same individual. 

A third issue concerns the evidence that bears on moral concepts. Jackson 

characterizes moral concepts with respect to the linguistic performance of competent 

moral agents, namely, by looking to which general statements about moral concepts 

they readily assent are platitudes. However, the functional role that moral concepts play 

is described by platitudes concerning the relationship of a moral concept to a 

behavior247. It is difficult to think these can be addressed satisfactorily only by asking 

subjects whether or not the subjects assent to them. Moral knowledge can come in a 

variety of different forms, and it may be that there is greater inconsistency at the level of 

linguistic performance than there is in outward behavior, or vice versa. 

Driver (2013), for instance, distinguishes three kinds of moral expert: 
• Expert judger: “who does a better job of arriving at true moral judgments.” 
• Expert practitioner: “who acts morally well more than others.” 

246 Cf. Schroeter and Schroeter (2014). 
247 Smith (1994), for instance, (controversially) holds that moral judgment internalism, the view that moral 
judgment is conceptually linked to motivation, is platitudinous. 
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• Expert in moral analysis: “who has greater than moral insight into the nature of 
morality (in some respect).” 

It may well be that there is greater convergence across populations in one of these 

areas than in others; in other words, evidence of greater conformity to act well than to 

judge well. 

Looking to the behavior of ethicists themselves is instructive here. Eric Schwitzgebel 

has conducted a number of studies casting doubt on the moral superior of professional 

ethicists. Schwitzgebel (2009a) reports the results of two studies showing that books on 

ethics were found to be missing far more often than other books in academic lending 

libraries, and were between 50% and 150% more likely to go missing than other 

philosophy books. Similarly, Schwitzgebel (2009b) found, although ethicists and 

nonethicists ate meat at about the same rate, over half (59.7%) of ethicists (n = 196) 

thought eating the meat of mammals was somewhat morally bad, while only a small 

minority (19.7%) of non-philosophers thought eating meat was morally bad. These 

findings weigh against the common view that professional ethicists are likely to be 

better behaved than the general public; rather, it may be the case that ethicists are better 

at rationalizing their own impulses. In other words, experts in moral analysis—perhaps 

even expert judgers—appear to be mediocre practitioners, at best. 

c. Help Responding to Critics 

Working closely with evidence and thinking through how a particular theory might 

be tested is fruitful for developing a theory. It can also be helpful in addressing one’s 
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objectors. Yablo (2000), for instance, worries that Jackson’s approach won’t work 

because ‘mature’ is an evaluative term. Since there are many ways that moral questions 

might be settled (for instance, by reducing, via global nuclear war, the human 

population to one, unambivalent, person), the caveat that it is mature folk morality that 

we are interested in needs to be clear. However, the use of ‘mature’ here must a) not be 

evaluative on pain of rendering the analysis circular, and b) needs to satisfy our own 

evaluative criteria, such that a global nuclear war isn’t sufficient for producing mature 

folk morality. Satisfying both these criteria seems to require a contradiction, and yet not 

doing so entails failure of reducing evaluative terms to descriptive terms. 

Jackson may get around this objection by adopting the view that what counts as 

mature folk morality is already consistently defined by folk morality. That is, he may 

hold that it is presently a matter of implicit consensus what mature morality, in broad 

strokes, must look like. It is common, after all, for disputants in a debate to know what a 

resolution would need to look like in order for them to walk away satisfied. One 

reasoning this way might offer platitudes like the following: Mature morality must 

reflect impartiality with respect to individuals, their belief systems, their ethnicity, or to 

sets of facts. Mature morality must result from an equally weighing of the interests of 

different perspectives. Mature morality must have evolved from a social process, and 

not from tyranny of circumstance…. 
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This claim is, like much of this account, liable to be controversial. Independent 

empirical evidence would be needed to support the claim. For instance, one could 

conduct surveys that ask respondents to rank the virtues they associate with an ideal 

compromise between disputants on a topic of importance. If there is a convergence in 

these rankings both in this study and in like studies, this should be apparent when data 

from studies of this kind is rendered interoperable and queried. 

V. Epilogue: A Story 

My goal has been to describe an information technology created using 

philosophical principles and a role it can play in empirical inquiry and ethical theory. I 

suspected this would be a daunting task at the outset, since the sort of reader who 

understands the information technology-side of what I have to say likely will not have a 

background in ethical philosophy, and vice versa. Delving too far into either subject 

also threatens to alienate what I find so compelling about the connection I wish to draw. 

So, I will conclude by telling a story in everyday language that connects some of the 

dots in broad strokes, and in the sections that follow, I will return to the particulars of 

this story in more detail. 

Imagine the present archipelago of active and diverse groups of psychologists 

who are interested in how human beings think about morality. Although this group is 

united in their interest, they think differently about their subject. Some think of morality 

as accordance to Kantian principles of respect for autonomy; some think of morality as a 
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general tendency to care for the welfare of others; and others characterize the domain of 

morality not merely as acting from or in accordance with universal principles, but 

instead as expressing some innate types of dispositions in both action and in thought. 

Among all of these researchers, there is also a wide number of methodologies used; for 

instance, although most use online surveys, some use fMRI machines, some employ 

observational studies in clinics, and some distribute wearable technologies to track the 

health and habits of their study participants. In all cases, the researchers are interested 

in what they, the researchers, understand to be the morally-relevant behavior of 

participants and the relation of this behavior to various other variables, such as the 

participant’s environment, health, gender, and economic status. 

For years, each of these psychologists toil alone or with some co-authors— 

working away at their own research projects, publishing and presenting papers, and 

receiving feedback—but lately they are becoming concerned both with the credibility of 

work in the field, as well as with the development of tools to share and collaborate 

online. For these reasons, increasingly, many of these psychologists come to share their 

data online, and as the amount of online data grows, confusion grows with it, for all of 

the data are in different formats, and much of it is poorly curated, so that it cannot be 

understood by anyone else aside from the original researchers. Such poor curation 

keeps these datasets from being re-coded so that they may be combined with other sorts 

of data. 
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At this point, along come some enterprising computer scientists and 

philosophers. They argue that if we build a representation in a software language of all 

of the different parts of a canonical psychological study, then we can use this 

representation as a kind of dictionary that allows us to translate all the researchers’ data 

from one language into another. This means that if one researcher uses the variable 

name ‘gender’ in their data set to refer to a participant’s biological sex, whereas another 

researcher uses the variable name ‘sex’ in their data set to refer to a participant’s 

biological sex, that both variable names actually refer to the same kind of entity, which 

is represented in the software language as a participant’s biological sex. Such 

researchers, borrowing from the long use of the word in philosophy, refer to this kind 

of software representation as an ‘ontology’. 

Funding organizations and university administrators take note, and they supply 

funding and resources for the creation of this ontology. The ontology is a directed graph 

network (imagine an upside-down tree) implemented in programming language. The 

graph has nodes that represent universals (e.g. person, region of space, region of time, 

psychology study process, survey response) and edges that represent hierarchical 

relationships. Such a graph constitutes a taxonomy where all of the relationships are 

subclass or ‘is a’ relationships, which allow one to trace from the subclasses up to a 

higher-order entity. For example, a branch of this taxonomy may state that every study 

participant is a person, every person is an object, and every object is an enduring thing. 
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Other parts of the graph are not parts of the taxonomy and include other relations. For 

example, that every study occurs on some temporal region, that every participant 

participates in some study, and that every study data set is created by some study. 

Once this ontology is created, researchers then begin mapping the psychological data 

from individual data sets located online to the ontology. This mapping consists of 

declaring, in a software language, that when some column in a researcher’s dataset 

spreadsheet is labeled “X”, then every row in X is an instance of a universal called “Z” 

in the ontology. Other researchers may use terms aside from X to refer to Z, and in each 

case, the process is repeated, so that the various languages of researchers are all 

translated into the language of the ontology. 

Now that this mapping has taken place, the ontology, which consists of classes 

and relations, now also has associated instances of its classes, where the instances are 

taken from the individual researchers’ datasets. For example, since the ontology 

contains a class of persons, Person, and a particular researcher has a particular 

datasheet containing a column labeled “human beings” and one of the rows in this 

column contains the name “Susan”, we can now infer that because the column “human 

beings” has been mapped to the class Person, that Susan is an instance of Person. And, 

because the class Person in the ontology is a subclass of the class Enduring Thing in the 

ontology, we also now know that Susan is an instance of Enduring Thing. This 
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combination of an ontology, together with instance-level data drawn from individual 

data sets, we call a ‘knowledge base’. 

One of the features of a knowledge base is that it may be understood by a 

machine and queried. This means that we can construct queries like: “Show me the 

dataset from Dr. Minsky’s study” and we will then see returned the original data set. 

However, we can also ask a different kind of question than was available previously, 

for now we can ask: “From all the studies that used this particular survey with this 

particular question, show me all of the responses to these questions.” The return of this 

question now brings back a very large dataset that combines all of the datasets in the 

knowledge-base that resulted from every study where a researcher used a particular 

survey in their study. In order to get this same result before, one would have had to 

translate all of the different datasets, one at a time, manually. 

One of the nice features of ontologies is that they may be updated and revised 

even while collecting more data. Thus, over time, the knowledge base grows in two 

ways: the ontology that represents the various entities and relations common across 

these studies becomes richer and allows for more fine-grained distinctions among 

universals of interest to researchers, while the amount of instance-level data from 

individual datasets mapped to the ontology grows. 

Eventually, a substantial portion of data available in past studies is now in the 

knowledge base, and new information is routinely added by researchers. This is done 
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by uploading their datasets to a common website and, when they do so, declaring how 

their study’s components should be translated into the language of the ontology. At this 

point, because it incorporates studies with diverse sources of study participants, studies 

with diverse study methods, and because it includes many studies that attempt to 

replicate them, the knowledge base itself becomes more than just a data archive: it 

becomes a record of the way human beings were disposed to act under various 

conditions, where those conditions are created by researchers who employ various 

conceptions of the moral domain. And, to the extent to which this research tracks what 

is indeed universal to human beings, it becomes a source of approximating evidence for 

the manner in which human beings are engaged in moral behavior. 

Imagine now an ethicist, sitting at her computer, accessing our knowledge base 

sometime in a future sufficiently far along that findings queried from the knowledge 

base surprise less and less. Unlike the mere empirical moral psychologist, she is a 

philosopher. She knows that moral psychology is a critical part of ethical theory. Ethical 

theory here includes both theories concerning what constitutes right action, as well as 

meta-ethical theories regarding the nature of moral judgment and the nature of value. 

Ethical theories are routinely grounded in or motivated by descriptive claims about the 

nature of human psychology. 

Let us conclude this futurist fantasy with two answered questions. First, can this 

knowledge base guide an ethicist in evaluating ethical theory? Because our envisioned 
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knowledge base now functions as an evolving model of the behavioral dispositions of 

human beings to engage in moral behavior—including all present ways in which ‘moral 

behavior’ is construed by researchers—the answer is clearly yes. This follows from the 

nature of ethics. The ideals we proclaim are a reflection of what we take human nature 

to be, for the standards we adopt for ourselves and others are ones we intend to be 

appropriate for the sort of creatures we are. 

Second, there is the larger question regarding whether morality is universal— 

having the form of implicitly understood principles for all moral agents at all times— 

and, if not, perhaps as principles that hold relative to different standards. Can this 

knowledge base weigh in on this question of universality? Most philosophers take 

morality to depend, in some way, on the manner in which human beings are commonly 

disposed. If we share this assumption, then investigating this question becomes an 

empirical (if daunting) task. Detecting, among all the noise, a signal that indicates a 

universal morality has been and continues to be an elusive pursuit. But perhaps, it is a 

task requiring better tools than we have had to date. Many researchers in biology hold 

out hope that knowledge bases, like the one I have described, may aid in finding new 

cures and treatments for disease. Likewise, ethicists might look to such approaches for 

evidence of a shared psychological foundation of morality. 
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Appendix – Definitions248 

Act of Analysis: an evaluative process that moves from a consideration of information to 
a judgment of that information.249 

Act of Preferring: an action that both affects and realizes one’s preference profile. 

Adequatism*: The view that the entities in any given domain should be taken seriously 
on their own terms (as contrasted with reductionism). The goal of adequatism is to do 
justice to all the different kinds of entities that exist in reality. 

Artifact: a material object that has been designed in order to realize some function. 

Agent: an entity that bears a particular set of capacities sufficient to make the entity an 
appropriate target of praise and blame. 

Attitude: A disposition inhering in an object and realized in emotional behavior directed 
toward some entity. 

B-theory of Time: a view in the philosophy of time that holds that there are no tensed 
properties of time. 

Basic Formal Ontology: An upper-level ontology developed by Barry Smith and his 
colleagues at the University at Buffalo. 

Conditional Strategy: a conditional rule that prescribes some choice to a player in the 
game when given some antecedent state of affairs obtains. 

Cognitivism: the view that statements expressing ethical judgments may bear truth-
values. 

Cognitivism, -Non: the view that statements expressing ethical judgments may not bear 
truth-values. 

248 Editor Note: The definitions in this appendix incorporate those terms and definitions from Arp, et al. 
(2015) that are necessary for understanding the present work. Each of these terms is marked by an *. 
249 Note: An ‘Act of Analysis’ is to be contrasted with acts of testing, more broadly, which may move from 
observations of entities other than information to create an informational entity that is about some entity. 
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Continuously Cumulating Meta-analysis Approach (CCMA): a form of meta-analysis where 
data are combined from all relevant studies completed in the past to compute meta-
analytic indexes, from which a degree of confidence can be derived that indicates the 
hypothesized result is genuine. 

Corpus: a collection of text. 

Data: information that is collected in the course of a scientific investigation. See Raw 
Data. 

Decision Matrix: an information content entity that visually displays players, their 
potential choices, the outcomes of those choices, and the set of expected or actual utility 
values of each outcome relative to the players. 

Defined Class*: A collection of individuals that are grouped together by virtue of their 
exhibiting some combination of characteristics that do not correspond to any universal. 

Disposition*: A realizable entity (a power, potential, or tendency) that exists because of 
certain features of the physical makeup of the independent continuant that is its bearer. 

Definition, Aristotelian: A definition with a genus-species form, where the definiendum 
is declared to belong to a genus and bears a particular differentia. 

Definition, Operational: A definition that articulates a set of procedures (an 
operationalization) by which some entity may be empirically investigated. 

Endurantism: a view according to which material objects persist as three dimensional 
individuals that are wholly present at every moment in their existence. 

Entity: Anything that exists. 

Eternalism: a view in the philosophy of time that holds that any entity that ever exists is 
equally real, and which is opposed to the presentist and growing block universe views. 

Ethical Subjectivism: the meta-ethical view that holds moral judgments express 
propositions, some of these propositions may be true, and the truth or falsity of these 
propositions depends on the attitudes of agents. 
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Equilibrium: a predictive information content entity in a decision matrix for which, once 
it has been chosen by a player, none of the players could reach a better outcome by 
unilaterally making any other choice. 

Expected Outcome: a predictive information content entity created at a time that predicts 
an outcome of a game at a later time. 

Expected Utility: an integer that is the product of multiplying a numeric value that is the 
output of some act of measurement (where that act of measurement is a measurement 
of some preference value) times the probability of an outcome bearing the occurrent.250 

First-Order Logic (FOL)*: A formal language and system of reasoning utilizing 
predicates, constants and variables, quantifiers and logical connectives. 

Folk Morality: the network of moral opinions, intuitions, principles and concepts whose 
matery ins part and parcel of having a sense of what is right and wrong, and of being 
able to engage in meaningful debate about what ought to be done (Jackson 1998, p. 130). 

Game: an event in which one or more players performs actions after a strategic decision 
and these actions result in outcomes 

Game, Zero-sum and Nonzero-sum: in a zero-sum game, each player wins exactly as much 
as their opponent(s) lose. Examples include: chess and tic-tac-toe. Games that do not 
fulfill this condition are nonzero-sum. 

Game, Non-cooperative and Cooperative: a non-cooperative game is a game in which the 
players are not able to form binding agreements (in some non-cooperative games, 
players do actually cooperate). 

Game, Simultaneous-move versus Sequential-move: a simultaneous-move game is a game 
in which the players decide on their strategies without knowing what the other 
player(s) will do. In sequential games, the players have some (or full) information about 
the strategies played by the other players in earlier rounds (example: chess). 

Game, with Perfect Information and Games with Imperfect Information: perfect information 
games are games in which the players have full information about the strategies played 

250 Note this definition of ‘expected utility’ construes expected utility values as always having the form of 
integers. However, there is no reason that the expected utility value cannot be converted into a nominal 
or ordinal value after the fact, as discussions often presume. 
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by the other player(s). All perfect information games are sequential games, but not all 
sequential games are perfect information. 

Game, Non-symmetric and Symmetric: a symmetric game is a game in which all players 
face the same strategies and outcomes. 

Games, Non-iterated and Iterated: an iterated game is played several times, whereas a 
non-iterated game is played only once. 

Information Content Entity: a generically dependent continuant that stands in a relation 
of aboutness to some entity. 

Knowledge Base: a technology used to store complex structured and unstructured 
information used by a computer system. In the context of this work, a knowledge base 
consists of datasets that have been aligned to a common ontology. 

Latent Variable: variables that are not observed, but whose nature must be inferred from 
associated processes. 

Logical Consistency: a property of a set of statements that holds when those statements 
are all capable of being true. 

Machine Learning: a method of analyzing data that automates the building of an 
analytical model. 

Mega-analysis: a form of meta-analysis that involves the pooling of raw data from 
different studies into a single data file upon which statistical operations can then be run. 
(also known as ‘meta-analysis of individual patient data’). 

Meta-analysis: the statistical synthesis of data resulting from a series of independent 
studies.251 

Mereology: a field of philosophy concerned with the relations of whole to part, part to 
part, and part to whole. 

251 This is in the broad sense. In the narrow sense, meta-analysis refers to a statistical operation performed 
on study results to derive a new result. 
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Moral Functionalism: the view that the meanings of the moral terms are given by their 
place in a network of input, output, and internal clauses that make up folk morality.252 

Multiverse Analysis: a form of meta-analysis that involves running all analyses across a 
set of variables available in a researcher’s dataset. 

Null hypothesis: a general statement that there is not relationship between two measured 
phenomena. 

Null hypothesis testing: a widely used empirical test in which a null hypothesis is 
formulated by an investigator, who then collects data and subjects that data to a 
statistical test in order to determine whether or not the null hypothesis may be rejected 
or retained. 

Objective Possibility: a predictive information content entity that carries some value of 
probability and describes some occurrent. 

Ontology (information science): an ontology is a representation of reality comprised of a 
taxonomy as a proper part, whose representations are intended to designate some 
combination of universals, defined classes, and certain relations between them. 

Ontology (philosophy): a field of philosophy, sometimes synonymous with metaphysics, 
that is concerned with the fundamental entities that make up reality. 

Ontology, Applied: a field of philosophy that applies methods of analysis from 
philosophical ontology to the engineering of ontologies in data science. 

Ontology, Social: a field of philosophy concerned with the nature of social entities, 
including money, corporations, property, artifacts, gender, and law. 

Ontology, Formal*: a field of philosophy concerned with the nature of entities common 
across all material domains.253 

Ontology, top- (or upper-) level*: an ontology of highly general categories and relations 
that subsume the universals represented by specific domain ontologies. 

252Jackson (1998a) p. 131. 
253 Husserl, Edmund. Logical Investigations (1913/1921). 
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Ontology, Mid-level: An ontology whose representation is restricted to a circumscribed 
portion of reality corresponding to that is the subject of multiple scientific disciplines. 

Ontology, Domain-level: An ontology whose representation is restricted to a 
circumscribed portion of reality corresponding to an area of knowledge or scientific 
discipline. 

Ontology, Reference: an ontology that intends to reflect knowledge of scientific consensus 
within a domain. 

Ontology, Flat: an ontology in which there are no subclass relations. Also known as an 
index, terminology, or glossary. 

Open-World Assumption: The assumption that the knowledge captured by an ontology is 
impartial, and hence that no conclusions may be inferred from that the fact that some 
assertion is missing in the representation. 

Outcome: an occurrent that is output of the actions of players in the context of a game. 

Particular*: An individual (nonrepeatable) denizen of reality (an instance of a universal); 
all particulars stand in the relation of instantiates to some universal; each particular 
occupies a unique spatiotemporal location. 

Player: a role inhering in an agent in the context of a game. 

Phenomenology: a field of philosophy concerned with the nature of conscious experience. 

Probability Value (or p-value): the probability for a given statistical model that, when the 
null hypothesis is true, the statistical summary would be the same as or of greater 
magnitude that the actual observed results. 

Psychoinformatics: An emerging discipline that uses tools and techniques from the 
computer and information sciences to improve the acquisition, organization, and 
synthesis of psychological data.254 

Preference Profile: a preference profile is a disposition that inheres within an agent and is 
realized in acts of preferring. 

254 Source: T. Yarkoni, “Psychoinformatics: new horizons at the interface of the psychological and 
computing sciences,” Current Directions in Psychological Science, vol. 21, no. 6, pp. 391–397, 2012. 
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Preferring to: an N-ary relation which holds between an agent’s preferences and two or 
more occurrents or classes of occurrent. 

Raw Data: a defined class of data, referring to data collected by researchers, often in 
tabular form, that is 1) within the context of a study and 2) prior to statistical analysis 
within that study.255 

Study Result Data: the data that results from an application of a statistical analysis upon 
a raw dataset. 

Strategic Disposition: a disposition inhering in a player to make a particular class of 
choice when presented with a set of possibilities or iterated outcomes. 

Strategy: a sequence of choices performed by a player in response to a set of possibilities 
or iterated outcomes and which realizes a strategic disposition inhering in the player. 

Strictly Dominates: a relation between a predictive information content entity and others 
in a decision matrix, which occurs when predictive information content entity always 
has a higher expected utility, regardless of the choice of other players. 

Subjective Possibility: a predictive information content entity that is considered on some 
temporal interval T1 by some material entity bearing role player and carries some value 
of probability and describes some occurrent occurring on a temporal interval after T1. 

Systematic Review is an attempt to collate empirical evidence prescribed by explicitly 
specified eligibility criteria gathered to assess a specified research question. 

Test Material: refers to manuals, instruments, protocols, and test questions or stimuli 
that may be used to conduct a test. 

Type I error: an incorrect rejection of a true null hypothesis. Also known as a false 
positive. 

Type II error: an incorrect retaining of a false null hypothesis. Also known as a false 
negative. 

255 Raw data may include data both prior to and after a process of re-coding within a study, and one 
study’s raw data may not be another study’s raw data, as when study results from an original study are 
not raw data, but become raw data when they collected in a literature survey as part of a meta-analysis. 

241 



  

 
          

       
 

         
            

              
               

              
          

 
              

      
 

           
              
       

 
        

           
 

          
           

 
           

             
     

 
               
                

                 
      

 
          

         
 

           
      

 
        

Resource Description Framework (RDF): a W3C specified framework for representing 
information using Subject-Predicate-Object statements or triples. 

Universal*: A mind-independent, repeatable feature of reality that exists only as 
instantiated in a respective particular (individual thing, instance) and is also dependent 
upon a particular for its existence. For example, the two universals red and ball are 
instantiated in a red ball lying on the floor. All particulars stand in the instantiation 
relation to some universal. Universals are the sorts of entities that are represented by 
general terms used in the formulation of scientific laws. 

Term*: a noun or noun phrase, understood as a linguistic sign, that is used to represent 
some entity in the world. 

Probability Hacking (p-hacking): a form of research fraud involving the use of data mining 
to discover patterns in data that appear to be statistically significant prior to the positing 
of a particular hypothesis targeted for rejection. 

Randomized Controlled Trials: a scientific experiment in which research subjects are 
randomly allocated to different experimental groups (e.g. a control and a ). 

Reductionism: A family of views that share the idea that complex phenomena may be 
explained by (or replaced with) simpler and more fundamental components. 

Research Paradigm: A research paradigm is theoretical paradigm coupled with a protocol 
for researching the entities of interest that are described by the theoretical paradigm. 
See also theoretical paradigm. 

Role*: A realizable entity that (1) exists because the bearer is in some special physical, 
social, or institutional set of circumstances in which the bearer does not have to be, and 
(2) is not such that, if this realizable entity ceases to exist, then the physical make-up of 
the bearer is thereby changed. 

Systematic Review: a process, prescribed by explicitly specified eligibility criteria, of 
collating empirical evidence gathered to assess a specified research question. 

Theoretical Paradigm: An information content entity that describes what is common 
among entities of scientific interest. 

Triple: A simple statement consisting of a subject-predicate-object form. 
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Triplestore (or RDF store): a graph database used to store and query files consisting of 
triples. 

Relation*: The manner in which two or more entities are associated or connected 
together. 

Topology: a field of mathematics concerned with the properties of space that are 
preserved under continuous deformation. 

Realism*: The view that thought, experience, and knowledge are (if partially and 
fallibly) about reality.256 

Semantic Reasoner: software that is able to infer logical consequences from a set of 
axioms. 

Weakly Dominates: a relation between a predictive information content entity and others 
in a decision matrix, which occurs when that predictive information content entity has 
an expected utility at least as high as any other payoff, regardless of the choice of other 
players. 

Web Ontology Language (OWL): a family of knowledge representation languages used in 
the authoring of ontologies. 

256 Realism, in this sense, may also be distinguished from 1) ‘realism about…’ which implies existential 
commitment to some entity, for instance, Universals, 2) methodological realism, which holds that 
independent of the claim of realism, that ontologies will be better if their creators design as though 
realism is true, and 3) ethical realism, which holds that there are entities in the world that serve as truth-
makers for statements expressing moral judgments (see chapter 5 for discussion). 
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